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About Common Programming APIs Toolkit/400 Reference (SC41-4802)
This book describes the programming interfaces provided by
the Common Programming APIs Toolkit/400 (CPA) and their
use. The first five chapters provide information on how to
use the programming interfaces. The remaining chapters
provide details on the commands, programs, and APIs (C
language functions) that are supported by CPA. Example
programs are included in an appendix.
Where related or more detailed information is available, you
are referred to other books in which you can find the information. These books and other books that may be of interest
are listed in the Bibliography in the back of this book.
For information about other AS/400 publications, see either
of the following:
 The Publications Reference book, SC41-4003, in the
AS/400 Softcopy Library.
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 The AS/400 Information Directory, a unique, multimedia
interface to a searchable database containing
descriptions of titles available from IBM or from selected
other publishers. The AS/400 Information Directory is
shipped with your system at no charge.

Who Should Use This Book
This book is intended for experienced programmers who
want to use the CPA programming interfaces to:
 Create new application programs that run on AS/400
business computing systems.
 Create an AS/400 version of existing application programs that run on other systems.
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Summary of Changes
| The following changes were made to this book since Version
| 3 Release 6 of the OS/400 licensed program:
|
|
|
|
|

 Added information about support for standard C file I/O
using integrated file system I/O and the following additional APIs:
– fdopen()
– fileno()

 Copyright IBM Corp. 1994, 1996

|
|
|

See “Creating a CPA Threaded Program or Service
Program” on page 3-1 and “Standard C File I/O APIs”
on page 9-1.

|
|
|

 Added a description of common problems that can occur
when using CPA. See “Common Problems” on
page 5-4.

|
|

 Added various updates and clarifications, as indicated by
the change bars.
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Chapter 1. What is CPA?
Common Programming APIs Based on X/Open UNIX
Specification and POSIX: The Common Programming
APIs Toolkit/400 is a collection of ILE C language programming interfaces, or functions, that are modeled after a subset
of the functions in:

The term standard C is used in this book to mean the
programming interfaces defined by the American
National Standards Institute (ANSI) C standard. These
standard C interfaces are provided by the ILE C/400
licensed program.

 The X/Open** single UNIX** specification (formerly Spec
1170)

 Thread-enabled file I/O, based on the OS/400 integrated
file system and the POSIX standard 1003.1.

 A “draft,” or unapproved, POSIX** standard on threads

 Thread-enabled sockets, based on OS/400 sockets and
the Berkeley Software Distributions (BSD) sockets.

The single UNIX specification is a formalized version of the
Spec 1170 definition, based on modification of the X/Open
Portability Guide (XPG) components developed by the
X/Open Company. Spec 1170 (so named because at one
point it defined 1170 interfaces) originated from a Common
Open Software Environment (COSE) work group attempting
to standardize operating system interfaces commonly supported on UNIX platforms.
POSIX (Portable Operating System Interface) is a related set
of specifications for standardized operating system interfaces
developed by IEEE.
CPA is an abbreviation for Common Programming APIs.
This name is derived from an early title of the Spec 1170
documents, “Common APIs for UNIX Based Operating
Systems.” In this book, CPA is used to mean the collection
of programming interfaces and the associated system
support provided by the Common Programming APIs
Toolkit/400.
CPA provides support for the following:
 Threads, based on the POSIX draft standard 1003.1c,
draft 4, and the Open Software Foundation** DCE (Distributed Computing Environment) Version 1.1 Application
Development Reference.
 Thread synchronization using mutexes and condition
variables along with thread-specific data.
 Thread-enabled C run-time environment, including
thread-enabled stream file input/output (I/O), based on
standard C.
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In addition, the following support provided by OS/400 can be
used in the CPA environment:
 Message queues, based on the X/Open UNIX specification and the AT&T** UNIX System V Interface Definition.
 Semaphores, based on the X/Open UNIX specification
and the AT&T UNIX System V Interface Definition.
 Shared memory, based on the X/Open UNIX specification and the AT&T UNIX System V Interface Definition.
 Environment variables, based on the X/Open UNIX
specification.

Nonintegrated Toolkit: In its current implementation, CPA
can best be described as an early version of a finished
product. It is not fully “integrated” into the OS/400 licensed
program; that is, it does not have some of the usability characteristics that IBM intends for the final version.
As the POSIX 1003.1c draft standard for threads is
approved, IBM will change CPA to remain consistent with
that standard. IBM may also make functional changes in
future releases of CPA (such as removing some documented
differences between CPA implementation and the referenced
standards). These changes may be incompatible with the
current release and could require changes to programs using
CPA functions.
For information about installing CPA, see “Header Files for
CPA APIs” on page 20-1.
| For changes since Version 3 Release 6 of the CPA, see
“Summary of Changes” on page xi.
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Chapter 2. Capabilities Provided by CPA
Threads
Threads are a technique for concurrent programming by
allowing multiple flows of processing within a process. Each
thread in a process is a separate processing flow. Threads
typically use fewer system resources than a traditional
process and can be created with less system overhead. Like
traditional processes, threads can be run independently by
the system. Different threads within a process typically run
the same code and share the same data, including global
storage and open files.
The thread programming model is well suited to a
client/server environment. A common implementation of a
server has a special “listener” thread that waits for requests
from clients and creates a new thread to process and
respond to each new request. Another common use of
threads is to allow one part of a program to continue with its
processing while another part of the program is waiting for
some resource or event.
In the CPA threads implementation, multiple OS/400 jobs
share the same program storage, or ILE activation group.
Each OS/400 job that is sharing the ILE activation group is
called a thread. The collection of all OS/400 jobs sharing an
activation group is called a process. All of the threads in the
process share the same global static storage and heap
storage. Each thread has its own program stack and automatic storage.
To the application user, a threaded application program looks
the same as a nonthreaded application program. It can be
started from either an interactive job or a batch job, from a
CL program, a menu, or the Command Entry display.

Thread-Safe Programs
Because all threads share the same storage and run concurrently, two threads can affect each other by how they access
shared storage. The programmer is responsible for using the
synchronization functions, such as mutexes and condition
variables, to ensure that the shared storage is accessed in
the correct way. Incorrect use of these synchronization functions could cause a “deadlock,” where two or more threads
are waiting indefinitely for an event that can be caused by
only one of the waiting processes.
We define two terms that describe the behavior of programs
or functions in a multithreaded process:
Thread-Safe

A program or function that does not affect
another thread incorrectly.
Thread-Enabled A program or function that allows multiple
threads to use the same resource.
A program can be made thread-safe:
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 By calling only thread-safe functions and using only
automatic storage,
 Or by using a mutex to control access to static storage.
An example of a function that would be thread-safe is the C
library function memcpy(), which copies storage from one
memory location to another. The memcpy() function itself
uses no static storage, and is therefore thread-safe. On the
other hand, the C function ctime() is not thread-safe because
it returns a pointer to static storage. If two or more threads
called the ctime() function, the data returned by ctime() would
change for each thread as the other threads called ctime().
Another C function that is not thread-safe is strtok(), which
uses static storage to keep track of its progress in parsing a
string. Note that most programs are not inherently threadsafe.
In the CPA threads implementation, many OS/400 APIs are
thread-safe, because they are implemented as Original
Program Model (OPM) programs. Some of the newer
OS/400 APIs are implemented in ILE service programs and
may not be thread-safe. In general, the application programmer should not assume that an OS/400 program is
thread-safe.
Note: All machine interface (MI) built-ins and their corresponding C-wrapper functions (except the C function for
RSLVSP) are thread-safe.
A thread-enabled program or function provides to its callers a
resource that can be shared across threads. An example of
thread-enabled code is a program using CPA standard C file
I/O functions, which allow multiple threads to access the
same C file. One thread can open a file, and a different
thread can read or write to the file.
A thread-enabled program must also be a thread-safe
program. It must provide extra logic to allow the program's
functions and resources to be addressed and shared across
multiple threads in a consistent manner.
Note that a program cannot be considered thread-safe or
thread-enabled based only on the functions it uses. For
example, memcpy() can be used to copy static storage in a
manner that prevents a program from being thread-safe.
IBM has tested and asserts that the following APIs are
thread-enabled and supported for use with CPA threads.
Except where noted, these APIs are also thread-safe.
 Interfaces provided by the CPA toolkit itself, in particular
APIs that perform thread functions. See the following
discussions of thread operations in this chapter and
“Thread APIs” on page 8-1.
 Standard C interfaces from the ILE C/400 run-time
library. Exceptions or restrictions are noted in “ThreadEnabled C Library” on page 2-5 and in the descriptions
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of CPA-supported functions (see “Standard C File I/O
APIs” on page 9-1).
 OS/400 file I/O interfaces provided through the integrated file system support. Exceptions or restrictions are
noted in “Thread-Enabled Integrated File System File
I/O” on page 2-8.
 OS/400 socket interfaces. Exceptions or restrictions are
noted in “Thread-Enabled Socket I/O” on page 2-8 and
the socket API descriptions (see “Socket APIs” on
page 11-1).
 OS/400 interprocess communication interfaces.
Exceptions or restrictions are noted in “Interprocess
Communication” on page 2-8.
 OS/400 environment variable interfaces. Exceptions or
restrictions are noted in “Environment Variables” on
page 2-9.

Creating Threads
When a CPA (threaded) program is first called, the system
creates and initializes control structures that enable the
process to become multithreaded. The OS/400 batch or
interactive job in which the program is called becomes the
primary or initial thread in a multithreaded process. This
initial thread is special. It must remain active for the duration
of the application. If it ends for any reason, all the secondary
threads will be ended before the initial thread is allowed to
complete.
Secondary threads are created using the pthread_create()
function. The pthread_create() function creates a new
OS/400 job to begin running the function specified by the
user. This OS/400 job is created through an internal batch
job interface that bypasses job queues and quickly creates a
new OS/400 job. This new job has the same library list, user
profile, and run attributes as the job of the initial thread.
CPA creates and initializes control structures in addition to
the OS/400 job, forming a secondary thread.
On a Work with Active Jobs display (WRKACTJOB
command), secondary threads are shown with a job type of
BCI (for batch immediate). They have the same user name
and device name as the initial thread. The pthread_create()
function returns the thread ID of the secondary thread, which
can be used with pthread_join() to wait for another secondary
thread to end (see “Waiting for a Thread to End”). The
thread ID is formed from the job number, plus an additional
number that is incremented as the job is reused for subsequent threads.
CPA tries to create secondary threads by reusing jobs from a
standby job pool. The standby job pool contains OS/400
jobs previously used for secondary threads within the same
process. Secondary thread creation is much faster when an
OS/400 job from the job pool can be reused, rather than creating a new OS/400 job. For more details, see “Using the
CPA Standby Job Pool” on page 2-10.
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The pthread_create() function can be used to pass a parameter to the secondary thread being created. However, be
careful in how that parameter is allocated within a program's
storage. A common mistake is to allocate the parameter out
of the automatic storage of a function and then allow the
function to return before the secondary thread ends. When a
function returns, its automatic storage is freed for system
reuse. The secondary thread may continue using the
storage until it ends, potentially resulting in data corruption
with unpredictable system results. Also, be careful when
changing a parameter passed to a secondary thread.
Remember, the secondary thread is running asynchronously
to its creating thread. The secondary thread may not have
read the parameter before the creating thread changes it.
A common mistake when creating multiple threads is to pass
the address of a counter to each secondary thread, informing
the secondary thread what number it is, and then incrementing the counter for the next thread. The value each
thread receives will depend on whether the counter was
incremented before or after each thread read its value.

Waiting for a Thread to End
One thread can wait for another thread to end by using the
pthread_join() function and specifying the thread ID of the
thread to “wait for” (or “join with”). When a thread ends, it
can return a value to all threads that have used
pthread_join() to “join with it.” As when using
pthread_create() to pass a parameter to a secondary thread,
take care that the return value that is passed to the joining
threads is not allocated from the automatic storage of the
ending thread. When a thread ends, its automatic storage is
returned to the system for reuse.
Also be careful to avoid a deadlock when using
pthread_join(). Do not create a circular chain of joined
threads; for example, thread 1 joins with thread 2, thread 2
joins with thread 3, and thread 3 joins with thread 1. CPA
neither detects nor prevents this type of deadlock.

Detaching a Thread
System storage is associated with a thread to keep track of
its state, its thread-specific data, return value, and so on.
This storage can be reclaimed by calling the
pthread_detach() function for the thread. The thread ID of
the calling thread or another secondary thread can be specified in pthread_detach(). Calling pthread_detach() causes
the storage resources for the thread to be freed when the
thread ends. Any joining threads are notified before the
thread ends. The pthread_detach() function also can be
used to free storage resources for another thread that has
already ended.
After pthread_detach() has been called, threads can no
longer join with a detached thread. If pthread_join() operations are already in progress when the pthread_detach() is
run, they are allowed to complete, but no new joins are

allowed. Detaching a thread does not affect whether or not it
enters the standby job pool.

Ending a Thread
There are various ways to end a thread:
 The pthread_exit() function ends the thread in a normal
manner and sets a value that can be returned to other
joining threads. Thread cleanup handlers (see “Thread
Cleanup Handlers”) and thread-specific data destructors
(see “Thread-Specific Data” on page 2-5) are called. All
the calls up to the initial call are ended (which may
cause any user-specified cancel handlers to be called).
If the standby job pool is not full, the OS/400 job enters
it and waits to be reused for another thread.
 The Qp0zPthreadExit2() function ends the thread in the
same manner as pthread_exit(), except that the OS/400
job does not enter the standby job pool even if the pool
is not full. This nonstandard function is provided to
prevent resources allocated by one thread from being
reallocated to another thread. For example, CPA does
not free mutexes when a thread ends, but OS/400 will
destroy locked mutexes when an OS/400 job ends. If
the user's program does not free a mutex and the job is
taken from the job pool for reuse by another thread, a
mutex could be inadvertently passed to another thread
without its knowledge.
 CPA calls the pthread_exit() function if the thread returns
from the thread start function. The thread start function
is a C function specified in the pthread_create() function.
 A thread can cancel another thread in the process by
issuing a pthread_cancel() to the other thread.
Cancelation masks are used to control whether and
when a thread can be canceled. See “Canceling a
Thread.” When a thread is canceled in this manner,
only the single thread is affected.
 The system operator can also cancel a thread by
canceling the OS/400 job that is running the thread.
When a thread is canceled in this manner, it causes all
other threads and the entire CPA application program to
end.
 The exit() and abort() functions end not only the calling
thread, but also all other threads in the process and the
entire CPA application program. When the exit() or
abort() function is used, the pthread_exit() function is run
for each thread that is ended.
 Ending the initial thread by any means (such as
pthread_exit(), return from main(), exit(), and so on)
causes all other threads in the process and the entire
CPA application program to end. The pthread_exit()
function is run for each thread that is ended.
 CPA programs and all their threads are ended by
running the End Subsystem (ENDSBS) or Power Down
System (PWRDWNSYS) command.

Dynamic Package Initialization
In a highly concurrent multithreaded environment, it may be
desirable to perform some one-time initialization function. A
CPA program can define a global static “once variable” and
use the pthread_once() function to dynamically call initialization code that is guaranteed to be run only once, even if
called simultaneously by multiple threads or multiple times in
the same thread. A typical use would be in support routines
designed to be used from a threaded program. Each API in
the support routines would call pthread_once() specifying the
same once variable, and only the first call of pthread_once()
would start the initialization routines.

Canceling a Thread
The pthread_cancel() function allows a thread to end the processing of any other thread in the process. The thread being
canceled is allowed to hold cancelation requests pending and
perform cleanup functions.

Setting Interruptability State: Each thread maintains
its own “cancelability state” (ability to be canceled) with two
flags:
General Cancelability
When general cancelability is disabled, cancelation
requests issued against the target thread are held
pending. Pending requests are acted on when general
cancelability is reenabled. By default, general
cancelability is enabled.
Asynchronous Cancelability
When asynchronous cancelability is disabled, the thread
can be canceled only at predefined “cancelation points.”
A cancelation point occurs at a call to any of the following functions:
 pthread_join()
 pthread_testcancel()
 pthread_cond_wait()
 pthread_cond_timedwait()
 pthread_setasynccancel(CANCEL_ON)
Otherwise the thread can be canceled anywhere in its
processing stream. By default, asynchronous
cancelability is disabled.
The general and asynchronous cancelability states are set
with pthread_setcancel() and pthread_setasynccancel(),
respectively.

Thread Cleanup Handlers: A thread can establish
cleanup handlers to receive control whenever the thread
exits, either as a result of a cancelation or a pthread_exit().
These cancel handlers are maintained in a stack using
pthread_cleanup_push() and pthread_cleanup_pop(). The
pthread_cleanup_push() and pthread_cleanup_pop() functions are implemented as macros and must be coded and
run as statements in pairs within the same lexical scope.
You can think of the pthread_cleanup_push macro as
expanding to a string whose first character is a left brace ({)
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and pthread_cleanup_pop as expanding to a string containing the corresponding right brace (}).
Cleanup handlers run with asynchronous cancelation disabled. When the last cleanup handler returns, the thread
ends. A cleanup handler is also run when the thread calls
pthread_cleanup_pop with a nonzero argument.
You should take care in the design of cleanup handlers,
because they run while a thread is being ended. They
should be limited to freeing thread resources. They should
not run pthread_exit().
Cleanup handlers are not run when the entire CPA program
and all of its threads are ending. For example, cleanup handlers are not run for threads that are ended as a result of
exit(), abort(), cancelation by the system operator, and
unhandled exceptions.

Mutexes
A mutex (or pthread_mutex from the mutex function names)
is a mutual exclusion mechanism for synchronizing between
threads, like a fast memory lock. There are functions to initialize, destroy, lock, unlock, and test a mutex. Mutexes
should be used to serialize access to shared global storage.
They are also used in conjunction with condition variables
(see “Condition Variables”).
It is easy to cause a deadlock with mutexes, and CPA
neither prevents nor detects deadlocks. For example, if
thread 1 has locked mutex A and tries to lock mutex B, while
thread 2 has locked mutex B and tries to lock mutex A, a
deadlock occurs. A standard convention for avoiding this
type of deadlock is to ensure that all mutexes are locked in
the same order by all threads in a process. When a thread
is waiting on a mutex, the Status field on the Work with
Active Jobs display shows MTXW. An option on the
DSPJOB command shows the mutexes that a thread holds,
which one it is waiting for, and which thread (if any) holds the
mutex it is waiting for. These displays can be very useful in
detecting a deadlock.
Before it is used, a mutex must be initialized by using the
pthread_mutex_init() function. One way to do this is in an
initialization routine called by pthread_once(). Once initialized, mutexes cannot be copied to another storage location.
Copying a mutex invalidates it.
Mutexes are not automatically released or destroyed when a
thread ends. Use ILE cancel handlers to release a mutex
when a thread is canceled, or use Qp0zPthreadExit2() to
avoid returning the OS/400 job to the job pool.
Mutexes are automatically destroyed when the storage from
which they are allocated is returned to the system for reuse,
such as when the CPA application program ends. Do not
allocate mutexes from automatic storage. This could result
in the mutexes being destroyed at different (and possibly
unexpected) points in the processing of an application. If a
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mutex is allocated from automatic storage, the point at which
it is automatically destroyed depends on the following:
 Whether it is allocated from the automatic storage of the
initial thread or a secondary thread.
 Whether the OS/400 job of a secondary thread is
returned to the job pool or not.
CPA supports the mutex attribute functions, but does not use
any mutex attributes.

Condition Variables
A condition variable allows a thread to wait until some userdefined event or condition is detected. There are functions
to initialize, destroy, wait, wait (with timer), signal, and broadcast a condition. Multiple threads can wait for a condition to
be signaled. The signal function alerts a single thread
waiting for a condition, and the broadcast function alerts all
threads waiting for a condition.
Each condition variable has a mutex associated with it. The
same mutex can be associated with multiple condition variables. For correct operation, a thread must lock the mutex
associated with a condition variable before the thread calls
the pthread_cond_wait() function to wait for the condition variable. The pthread_cond_wait() function unlocks the mutex
and waits for another (signaling) thread to detect the userdefined condition and call pthread_cond_signal() to signal the
condition variable. When the waiting thread is awakened (as
a result of signaling the condition variable),
pthread_cond_wait() relocks the mutex and returns. After
pthread_cond_wait() returns, the thread calling
pthread_cond_wait() must unlock the mutex to release the
condition variable.
The signaling thread should likewise lock the mutex associated with the condition variable before signaling the condition
variable, and unlock the mutex after signaling the condition
variable. The pthread_cond_signal function only signals a
condition variable if there is a thread waiting for it. It does
not mark a condition variable as signaled if no thread is
waiting for it. This is why it is important to follow the protocol
for mutexes associated with condition variables.
A typical scenario for waiting and signaling on a condition
variable is as follows:
1. Thread 1 needs to wait for a user-defined condition
before continuing its processing. It locks the mutex
associated with the condition variable, then calls
pthread_cond_wait().
2. Thread 2 determines that the user-defined condition has
occurred and attempts to signal the condition. It
attempts to lock the mutex associated with the condition
variable. However, because the mutex is locked by
thread 1, thread 2 blocks.
3. In thread 1, pthread_cond_wait() releases the lock on
the mutex associated with the condition variable and
waits for the condition variable.

NULL in all threads. The pthread_set_specific() function sets
the value for a given key in the current thread (typically a
pointer to some storage allocated from the heap), and
pthread_get_specific() retrieves the value for a given key in
the current thread.

4. Thread 2 now obtains the mutex released by thread 1
and signals the condition variable.
5. In thread 1, pthread_cond_wait() is awakened by thread
2 signaling the condition variable, and attempts to relock
the mutex. Because thread 2 has not yet released the
mutex, thread 1 blocks again.

Although the scope of the key is process-wide, the values
that are bound to a key are maintained on a per-thread basis
and persist only for the life of the thread. Whenever a thread
ends, the thread-specific data values are reset to NULL.
Because these values might be pointers to storage allocated
from the heap, a destructor function may be called while the
thread is being ended to free the storage associated with the
key. The destructor function is specified in
pthread_keycreate() when the key is created. When a
destructor function is called, it should only release the allocated storage. It should not call other CPA functions.

6. Thread 2 releases the mutex.
7. Thread 1, still running within pthread_cond_wait(),
obtains the mutex and returns to the caller.
8. In thread 1, the caller of pthread_cond_wait() releases
the mutex.
Unlike mutex waits, condition variable waits are not visible
from the Work with Active Jobs display. A thread waiting for
a condition variable will appear to be in a dequeue wait state
(DEQW) on the Work with Active Jobs display. Displaying
the call stack of the thread will show the pthread_cond_wait()
or pthread_cond_timedwait() function near the bottom of the
stack.

The CPA implementation imposes a limit on the number of
keys that can be created by a process. DATAKEYS_MAX
| statically defines the limit in the <pthread.h> header file.

Like mutexes, condition variables must be initialized before
being used. They are usually initialized with the default condition attribute PTHREAD_CONDATTR_DEFAULT. Although
CPA supports condition variable attribute functions, CPA
does not use condition variable attributes other than the
default.

Thread-Enabled C Library
The standard C library functions shipped with ILE C/400 work
with CPA threads. However, there are some differences in
the behavior of the standard C functions in a CPA program,
as well as some special coding considerations.

Condition variables are intended for synchronization between
threads of the same process. For synchronization between
different processes, use semaphores. See “Semaphores” on
page 2-9.
Condition variable waits can “time out” when the
pthread_cond_timedwait() function is used.
pthread_cond_timedwait() uses the CPA software clock to
determine the expiration time. For additional information on
obtaining an absolute system clock time for use with
pthread_cond_timedwait(), see “Software Clock” on
page 2-9.

Thread-Specific Data
Each thread runs the same program and accesses the same
global data. Frequently there is a need to maintain some
global data private to the thread. An example is a common
library function that must keep state information associated
with the thread. Thread-specific data provides this mechanism.
Thread-specific data might be viewed as a two-dimensional
array with a key serving as the row index and the thread ID
serving as the column index. The values of the array are
pointers to storage that are managed by the threads. A new
key can be created for a thread by using the
pthread_keycreate() function. The key, which persists for the
life of the threaded application, is automatically available for
use by all threads. The value for the key is initialized to

In addition, some of the UNIX-type C functions provided by
OS/400 are not thread-enabled.

Differences and Restrictions
|
|

 To use CPA functions, you must include the <pthread.h>
header file in every module in your program or service
program. It must be the first header file in the modules,
because it redefines particular C library functions and
sets internal flags affecting the code generated by subsequent header files. CPA makes specific functions
operate in a threaded CPA environment by defining
“wrapper” functions that replace the C function and
perform CPA-specific processing in addition to the
standard C library function. For example, the
<pthread.h> header file redefines the exit() function to
cause the CPA function Qp0zExit() to be called instead
of the standard C library exit() function. The CPA
Qp0zExit() function performs additional processing, such
as ending all threads in the process before calling the
standard C exit() function.
 The initial entry point of the program must conform to
the function prototype
int _user_main(int argc, char\ argv[])
As an aid to application portability, the <pthread.h>
header file redefines main() to be _user_main(), so that
a CPA program can contain the function definition
int main(int argc, char\ argv[])
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To establish the CPA environment for supporting multiple threads, CPA must run some initialization code at
the beginning of the program. CPA, therefore, contains
the actual main() function that is called by OS/400. After
performing the initialization, the CPA main() function
calls the _user_main() function, which is the entry point
to the user's initial thread.

|
|
|

 The synchronous and asynchronous signal support and
the process-related support documented in the System
API Reference is neither thread-enabled nor made
thread-safe by CPA. The signal functions are not supported and could have unpredictable results in a
threaded program. The spawn() function, in particular, is
not supported and will fail if used in a threaded process.
CPA does provide a thread-enabled version of the
getpid() and sleep() functions (Qp0zGetPid and
Qp0zSleep in the qp0zptha.h header file). The CPA versions of these two functions do not use or initialize
signals support. The getpid() function returns the
process ID of the threaded process (the main thread).
For a brief description of getpid() and sleep(), see
“Process APIs” on page 17-1.

 The CPA environment is started from the main entry
point of a CPA program. The environment ends when
the CPA program returns from the main entry point. Any
functions called before the main entry point or after the
main entry point returns (other than explicitly supported
functions such as cleanup handlers) must avoid using
CPA functions because the CPA environment is not
available.
The static object constructors and destructors in the C++
language are examples. These object constructors and
destructors must avoid using CPA functions because the
CPA environment is not available to them. In addition,
some resources created by the static object constructors
are not available to the CPA environment. An alternative approach is to use a two-phase construction and
initialization process for these static objects. The static
object is constructed normally. However, any CPA functions or resources (such as threads, sockets, and files)
are called or initialized by an initialization method that is
called from the main entry point of the user program.
This could be done using the pthread_once() function.
|
|
|
|
|
|
|
|

 The signal(SIGABRT) function registers a signal handler
function that is called when abort() is called. In a CPA
program, abort() calls the CPA function Qp0zAbort(),
which ends all threads and then ends the CPA environment before raising the SIGABRT signal. Therefore, the
user's SIGABRT signal handler runs in an environment
in which CPA functions are no longer available. A
SIGABRT signal handler must avoid calling a CPA function. To ensure that the SIGABRT signal handler does
not call CPA functions, it should be written and compiled
as a separate C module whose source file is separate
from the source of the CPA program. In addition, this
separate module should not include the <pthread.h>
header file. The resulting module object can then be
bound together with the other modules to create the
program.

 CPA does not support application development using
C++ (through VisualAge C++ for OS/400 or any other
C++ compiler). C++ has properties that allow allocated
objects to have their constructors and destructors run
when the CPA environment is not active. This can
cause MCH3601 exceptions, and the job could hang.
See “C++ Failures in CPA” on page B-1 for more
detailed information about CPA and C++.

 ILE Common Execution Environment (CEE), Dynamic
Screen Manager (DSM), and other OS/400 programming
interfaces are not known to be thread-safe or threadenabled. Some can adversely affect the CPA environment. For example, CEETREC() will end the CPA
shared activation group without giving CPA an opportunity to end all the threads running in the activation
group. See “Thread-Safe Programs” on page 2-1 for
additional information on calling non-CPA programming
interfaces from a CPA program.

 The atexit() function registers a user function that is
called when the activation group is normally ended. Any
function registered by atexit() must avoid using any CPA
functions because the CPA environment has ended
before the user's function is called. To ensure that functions registered with atexit() do not call CPA functions,
these functions should be written and compiled as a
separate C module whose source file is separate from
the source of the CPA program. In addition, this separate module should not include the <pthread.h> header
file. The resulting module object can then be bound
together with the other modules to create the program.
|
|
|
|
|
|
|
|
|
|

 In general, cancel handlers for function calls have the
same type of restrictions as atexit() functions. Cancel
handlers should not call any CPA wrapper functions
(including pthread_xxx functions), because the CPA
threads environment will likely be ended at the time
those functions are called. This restriction does not
include cleanup handlers that are registered using
pthread_cleanup_push(). For a list of all Qp0zxxx
wrapper functions, see the #define values in CPA
header files <pthread.h>, <qp0zptha.h>, and
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<qp0zifs.h>. Details on where to find these header files
are provided in “Header Files for CPA APIs” on
page 20-1.

 Cancel handlers registered with #pragma cancel_handler
or CEERTX() are called when a thread exits for any
reason. When a thread ends, CPA uses longjmp() to
cancel all the calls up to the initial CPA function in the
thread. This will call any user-registered cancel handlers.

|
|
|
|
|

 Any *SRVPGM bound to a CPA program should be
thread-safe. A single copy of the service program's
static storage (including files) is shared by all threads
that call functions in the service program. A service
program that can do standard C file I/O, integrated file
system I/O, or use sockets must have all modules compiled with the <pthread.h> header file. Then the
program can bind to the CPA binding directory

|
|
|
|

QCPA/QCPABD. Create the service program to run in
the caller's activation group (use the
ACTGRP(*CALLER) parameter on the CRTSRVPGM
command). See “Binding the Program or Service
Program” on page 3-1 for additional details.

CPA as part of CPA initialization. A CPA fread() request in a
thread causes a message to be sent to the CPA I/O server
thread, which runs a corresponding ILE C/400 fread() and
returns the data to the calling thread.
A performance improvement over this approach is available
for files opened in “binary” mode. I/O is performed within the
thread to a buffer associated with the file. Access to the file
buffer is serialized with a mutex, and an I/O request is sent
to the I/O server thread only to empty or fill the buffer.

 In a CPA program, each thread has its own errno value,
so that each thread can independently get error information returned to it. errno may be set to different values,
or at different times, in a CPA program than in a
non-CPA program. CPA returns a nonzero errno when it
detects an error, but does not set errno when it does not
detect an error. For example, the fwrite() function may
return a normal return code and set errno to [EPAD]
when run from a non-CPA program, but will not set errno
from a CPA program.

I/O to the stdin, stdout, or stderr files is sent to the initial
thread for processing. In an interactive job, these files are
opened to the terminal (display station). Output requests
such as printf() from multiple threads are all interleaved on
the display screen. Input requests are also serialized, and
sent to the initial thread for processing. There they interrupt
whatever work the initial thread was doing, and wait for the
terminal user to enter data. Improper use of terminal I/O can
cause apparent deadlocks, which can only be resolved by
responding to the terminal input requests.

 The exit() and abort() functions end all secondary
threads before ending the CPA application program.
Refer to “Ending a Thread” on page 2-3 for additional
details.

|
|

 In a non-CPA program, an unmonitored exception
causes a CEE9901 (Application Error) exception to be
signaled. However, CPA always handles exceptions that
are not monitored by the user's program and ends all the
threads prior to exiting. The CEE9901 message is not
exposed to the application. Additionally, CPA calls the
Qp0zAbort() function on behalf of the application to
handle the unmonitored exception and then end it abnormally.
 When a CPA threaded program calls another CPA
threaded program, the threads created in the second
program are inherited by the caller. Following is an
example. Program A creates threads 1, 2, and 3, one of
which calls program B. Program B creates threads x, y,
and z and then ends. When program B returns to the
caller, threads x, y, and z are inherited by program A.
Therefore, after program B has ended, program A contains threads 1, 2, 3, x, y, and z.

Thread-Safe C Extensions
The ILE C/400 run-time library includes several “xxx_r” functions that are thread-safe equivalents of standard C functions. These functions can be used in CPA programs. For
more details on these functions, see “Extensions to
ANSI/ISO Standard C Library” on page 19-1.

Thread-Enabled Standard C File I/O
Standard C file I/O is thread-enabled by CPA. This means
that a C file opened by one thread is accessible to all
threads in the process. All the threads share the same file.
For example, if one thread calls fseek(), it changes the
current file position for all threads.
Standard C file I/O is thread-enabled by running file I/O
requests in a CPA I/O server thread, which is created by

|
|
|
|
|
|
|
|

When using standard C file I/O functions on AS/400, you
have the option of using either the data management I/O
support or the integrated file system I/O support. The data
management I/O support is used unless you specify the integrated file system I/O support when you create your C
modules and threaded program. For more information, see
“Creating a CPA Threaded Program or Service Program” on
page 3-1 and “Standard C File I/O APIs” on page 9-1.

Differences and Restrictions
CPA standard C file I/O differs from ILE C/400 standard C
file I/O in the following ways:
 ILE C/400 record I/O has not been thread-enabled.
When _Ropen() is used, CPA allows the thread to open
the file, but only that thread can perform I/O to the file.
Using fopen() with type=record is also not supported.
 CPA fopen() supports UNIX-style file names and maps
them to AS/400 file names. See “fopen() — Open File”
on page 9-9 for additional details.
 The ILE C/400 fopen() function uses the file names
stdin, stdout, and stderr to refer to the terminal. CPA
does not support this convention. It uses these file
names to refer to disk files.
 Files that are created by a CPA program and do not
specify a library (for example, fopen("myfile", "w+"))
are created in the QTEMP library of the I/O server and
are not accessible after the CPA program has ended.
 The CPA I/O buffer used for binary files may cause
timing differences in the detection of end-of-file and
other errors. Some errors that occur with ILE C/400
may not occur with CPA I/O buffering, and some errors
may occur with CPA I/O buffering that do not occur with
ILE C/400. CPA I/O buffering can be disabled by
calling setvbuf() with a _IONBF parameter.
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 Other differences, specific to a particular function, are
indicated in the description of each CPA function (see
“Standard C File I/O APIs” on page 9-1).

Thread-Enabled Integrated File System File
I/O
OS/400 file I/O using the integrated file system interface is
thread-enabled by CPA. This means that a file opened by
one thread is accessible to all threads in the process. All the
threads share the same file descriptor. Most integrated file
system file I/O is performed by the thread issuing the I/O
request.
The following resources are provided on a process-wide
basis rather than being provided for individual threads.
 There is one file creation mask for the process. Any
thread can change the file creation mask for all threads
in the process by using the umask() function.
 There is one current working directory for the process.
Any thread can change the current working directory for
all threads in the process by using the chdir() function.
 Advisory locks are held by the process, not by a thread.
If a thread obtains an advisory lock by using the fcntl()
function, the lock is not automatically released when the
thread ends.

Differences and Restrictions
CPA integrated file system file I/O differs from OS/400 integrated file system file I/O in the following ways:
 CPA thread-enables file I/O only to the “root” (/) and
QOpenSys file systems. When opening a file in any
other file system or when the O_TEXTDATA flag is
specified, CPA allows the thread to open the file, but
only that thread can perform I/O to the file.
|

|
|
|
|
|

 Some file I/O functions are not thread-safe. Typically,
these functions, such as getgrgid() and readdir(), access
a configuration database or maintain state information on
a process-wide basis, rather than for each thread. The
file I/O functions that are not thread-safe are identified in
the individual function descriptions (see “Integrated File
System File I/O APIs” on page 10-1).
 Although the DosSetRelMaxFH() API allows a user to
change the number of allowable open file descriptors in
a job, CPA internally limits this number to a maximum of
200. This limit applies to integrated file system C file I/O
and socket APIs.
 When the umask() function fails, CPA returns -1 and
sets the errno variable to [EUNKNOWN].
 By default, the rename() function is defined to be
Qp0zRenameKeep(). Do not use the <Qp0lstd.h>
header file in a CPA program because it also redefines
the rename() function. The CPA Qp0zRenameKeep()
function is equivalent to the integrated file system
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Qp0lRenameKeep() function. The CPA
Qp0zRenameUnlink() function is equivalent to the integrated file system Qp0lRenameUnlink() function.
For more information about the integrated file system, see
the Integrated File System Introduction book and the “Integrated File System APIs” chapter in the System API Reference book.

Thread-Enabled Socket I/O
Socket I/O is thread-enabled by CPA. This means that a
socket created by one thread is accessible to all threads in
the process. All the threads share the same socket
descriptor. Most socket I/O is performed by the thread
issuing the I/O request.

Differences and Restrictions
CPA socket I/O differs from OS/400 socket I/O in the following ways:
 Some socket functions are not thread-safe. Typically,
these functions (such as sethostent(), gethostent(), and
endhostent()) access a configuration database and maintain state information (for example, file position) on a
process-wide basis, rather than per thread. The socket
functions that are not thread-safe are identified in the
individual function descriptions (see “Socket APIs” on
page 11-1).
 The socket error number h_errno is not thread-safe.
One instance of h_errno is used by all threads.
 The givedescriptor() and takedescriptor() functions are
not supported in CPA programs.
For more information about sockets, see the Sockets Programming book.

Interprocess Communication
Interprocess communication (IPC) in OS/400 is made up of
three services: message queues, semaphores, and shared
memory. The basic purpose of these services is to provide
OS/400 processes with a way to communicate with each
other through a set of standardized APIs. These APIs (C
functions) are based on the definitions in the X/Open single
UNIX specification (formerly Spec 1170).

Message Queues
A message queue provides a form of message passing in
which any process (given that it has the necessary authority)
can read a message from or write a message to any
message queue on the system. Message queues are
thread-enabled by CPA. This means that a message queue
created by one thread can be used by all threads in the
process.

For more information about message queues, see the “Interprocess Communication APIs” chapter in the System API
Reference. For a description of the message queue functions, see “Message Queue APIs” on page 12-1.

Message Queue Differences: There are no differences
between CPA message queues and OS/400 interprocess
communication message queues.

Semaphores
A semaphore is a synchronization mechanism similar to a
mutex or a machine interface (MI) lock. It can be used to
control access to shared resources, or used to notify other
processes of the availability of resources. Semaphores are
thread-enabled by CPA. This means that a semaphore set
created by one thread can be used by all threads in the
process.
For more information about semaphores, see the “Interprocess Communication APIs” chapter in the System API Reference. For a description of the semaphore functions, see
“Semaphore APIs” on page 13-1.

Semaphore Differences: CPA semaphores differ from
OS/400 semaphores in the following way:
 When the SEM_UNDO flag is specified in the semop()
function, CPA reverses the effect of the operation when
the thread ends, not when the process ends.

Shared Memory
Processes can communicate directly with one another by
sharing parts of their memory space and then reading and
writing the data stored in the shared memory. Shared
memory is thread-enabled by CPA. This means that shared
memory created by one thread can be used by all threads in
the process.
For more information about shared memory, see the “Interprocess Communication APIs” chapter in the System API
Reference. For a description of the shared memory functions, see “Shared Memory APIs” on page 14-1.

that most CPA application programs will need to change the
CPA software clock, programming interfaces are available to
change it. A more common use of the software clock is to
retrieve the adjusted time (using the gettimeofday() function)
or to calculate a timer value for use with
pthread_cond_timedwait().
The pthread_cond_timedwait() function causes a thread to
wait until a condition variable is signaled or until a specified
time of day is reached. The specified time of day is determined using the CPA software clock, and takes into account
the software clock change rate. Consequently, your program
should use the CPA software clock to calculate the time at
which a condition variable wait should time out. CPA provides a function, called pthread_get_expiration_np(), that
takes a time interval and adds it to the current value of the
CPA software clock. Your program can call
pthread_get_expiration_np() to obtain an expiration time just
before calling pthread_cond_timedwait().
Another function provided by the CPA software clock is
called pthread_delay_np(), which causes a thread to delay
for a specified period of time before continuing. This also
results in a thread giving up the remainder of its processing
time slice.
The thread functions that make use of the software clock are
described in “Thread APIs” on page 8-1. For details on
functions that perform operations on the software clock, see
“Software Clock APIs” on page 15-1.

Environment Variables
Environment variables are character strings of the form
"name=value" that are stored in an environment space
outside of the program. Environment variables are threadenabled by CPA. This means that when an environment variable is created or changed by one thread, it is accessible to
all threads in the process.
For more information about environment variables, see the
“Environment Variable APIs” chapter in the System API Reference. For a description of the environment variable functions, see “Environment Variable APIs” on page 16-1.

Shared Memory Differences: CPA shared memory
differs from OS/400 shared memory in the following way:
 CPA detaches the shared memory segment when the
thread ends, not when the process ends.

Software Clock
On UNIX systems, the system clock can be sped up or
| slowed down. On OS/400, the system clock rate cannot be
changed. Therefore, CPA has provided a software clock,
based on the OS/400 system clock, but incorporating a
“change rate delta factor” that enables the CPA software
clock to be sped up or slowed down. Although it is unlikely

Differences
There are no differences between CPA environment variables and OS/400 environment variables.

Service Functions
CPA provides several nonstandard functions useful for
debugging or adjusting the performance of CPA programs.
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Using the CPA Trace User Space
Debugging a threaded program is difficult, because of the
many asynchronous activities and the lack of a good threads
debugger. CPA writes a log of its internal activities to a CPA
trace user space object. This object is thread-safe and is
shared by all the threads in a process. The CPA trace user
space is a wrapping log, and therefore contains only the
most recent trace data.
Functions are provided so that CPA application programs
can write to the CPA trace user space as well. In addition to
any data written by the user, these functions also write the
thread ID and a time indicator. This allows all the thread
activities to be gathered together in one location and ordered
by time, so that correlations of activities between the various
threads can be made.
 The Qp0zUprintf() function writes a character string to
the CPA trace user space along with the thread ID and
time indication.
 The Qp0zDump() function dumps an area of storage to
the CPA trace user space, along with the thread ID and
time indication.
 The amount of information CPA writes to the trace user
space is determined by the trace level. The trace level
is initially set to *OFF (no trace information). In addition
to *OFF, three other trace levels can be specified for
providing varying amounts of information (see “Using
CPA Trace” on page 5-1). The programmer can change
the trace level by using the Change CPA Trace
(CHGCPATRC) command.
 The CHGCPATRC command changes the CPA trace
level of all threads in a process. The user of the
command specifies the job number of any thread in the
process (or *CURRENT for the current thread) and the
new CPA trace level. The command can be called
before a CPA program is run, or while a CPA program is
running. The new trace level remains in effect until it is
changed again.
 The Display CPA Trace (DSPCPATRC) command can
be used to display the CPA trace user space. The user
of the command specifies the job number of the initial
thread (or *CURRENT for the current job). The
command can be called from a separate job to view the
CPA trace user space while the CPA program is still
running or is hung.
The Qp0zLprintf() function is similar to the Qp0zUprintf()
function. However, instead of printing data to the CPA trace
user space, it puts the data in the thread's own job log and is
not correlated with activities from other threads.
For details on the CHGCPATRC and DSPCPATRC commands, see “CPA Commands” on page 6-1. For details on
the Qp0zDump(), Qp0zLprintf(), and Qp0zUprintf() functions,
see “Thread Debugging APIs” on page 18-1.
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Some functions supported by OS/400, rather than CPA, can
also provide trace information to the CPA trace user space
when used in ILE C/400 programs. These functions are as
follows:
 Interprocess communication message queue functions
(see “Message Queue APIs” on page 12-1)
 Interprocess communication semaphore functions (see
“Semaphore APIs” on page 13-1)
 Interprocess communication shared memory functions
(see “Shared Memory APIs” on page 14-1)
 Environment variable functions (see “Environment Variable APIs” on page 16-1)
These functions can write to the CPA trace user space
because they were originally designed to run in the CPA
environment.

Using the CPA Standby Job Pool
CPA maintains a standby job pool with each threaded
process. It attempts to create new threads by reusing
OS/400 jobs that have ended. Thread creation is much
faster when an OS/400 job from the job pool can be reused
rather than creating a new one.
The maximum size of the standby job pool is initialized to 5
when a CPA program starts. The maximum size of the job
pool can be changed by using the Qp0zSetThreadPoolSize()
function. The current maximum size of the job pool can be
determined by using the Qp0zGetThreadPoolSize() function.
The current number of threads in the job pool can be determined by using the Qp0zGetNumStandbyThreads() function.
If the standby job pool is set to 0, no threads will exit to the
pool. If it is set to a larger number, the likelihood that a
standby thread will be available when needed will increase.
The optimal pool size depends on the rate at which threads
are created and ended in an application. If they are created
and ended at a fast rate, a larger pool size would probably
improve performance.
Note that the number of threads in the standby job pool does
not change immediately. The job pool is initially empty when
a CPA program begins, and all threads are started by creating new OS/400 jobs. When these threads end, they enter
the standby job pool until the pool is full. When the standby
job pool contains as many threads as specified by the
maximum size, new threads that end will exit completely and
their OS/400 jobs will end. Thus, the size of the job pool
changes gradually over time.
To increase the actual size of the job pool after increasing
the maximum job pool size, use pthread_create() and specify
NULL for the thread start function. This will cause a new
OS/400 job to be created and immediately enter the standby
job pool.

User Initialization Exit Program
Another extension provided by CPA is the user initialization
exit program, which can be used to initialize the run-time
environment of a CPA program. The user initialization exit
program runs whenever a CPA program is called, after the
CPA environment has been established, but before the
_user_main() function has been called. This user initialization program can use any CPA functions. It can initialize
environment variables by calling the putenv() or
Qp0zPutEnv() function for each environment variable to be
set. On completion, the user initialization routine must set a
return code to tell CPA whether to continue running the
program or to end it.
A user initialization program is built in the following manner:
1. It is named QP0ZUSRINI, and must exist in the library
list of the process. CPA calls *LIBL/QP0ZUSRINI.
|

2. It contains the following in the order indicated:

|
|
|
|

a. #define QPðZ_NO_MAIN to define the preprocessor
variable QP0Z_NO_MAIN.
b. #include <pthread.h>
c. #undef main
3. Its entry point is defined by int main(void).
4. It returns a 0 to indicate success or a nonzero value to
indicate failure.

|
|

5. If it returns a nonzero value, or an unhandled exception
occurs, the CPA program ends immediately with the
return value of QPOZUSRINI or -1, respectively.

|
|

6. It must bind to the CPA binding directory
QCPA/QCPABD.
7. It must run in the activation group of the caller.

|
|
|
|

8. If the user exit program is created using the
SYSIFCOPT(*IFSIO) option, the main CPA program that
causes it to be called must also be created using the
SYSIFCOPT(*IFSIO) option.
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|

Chapter 3. Creating a CPA Threaded Program or Service Program
Writing the Program or Service Program

Binding the Program or Service Program

A CPA program or service program begins with #include
<pthread.h>. It can contain other CPA header files, such as
<qp0zptha.h>. It can also include other OS/400 or C/400
header files required by the program, such as <sys/sem.h>,
<sys/socket.h>, <qp0z1170.h>, or <stdlib.h>. It can use any
of the following:

Create a *MODULE object from the source file using the
CRTCMOD command. The QCPA library must be in your
library list. The CRTBNDC command cannot be used to
create a CPA program.

 Any of the functions that are identified in this book.
 Any of the standard C library functions supplied by ILE
C/400.
 Other OS/400 APIs subject to the restrictions specified in
this book.
The initial entry point of the program must conform to the following function prototype:
int _user_main(int argc, char\ argv[])
The <pthread.h> header file redefines main() so that it is
compiled as _user_main(). Therefore, if you prefer, main()
can be used instead of _user_main():
int main(int argc, char\ argv[])
A CPA service program will not have a _user_main() entry
point.
|
|
|
|
|

Every module included in the CPA program or service
program must include the <pthread.h> header file before
including any other header files. That is, every source
module must have #include <pthread.h> before any other
header files are included, except as noted below.
Any function registered by atexit() or a signal(SIGABRT)
signal handler should be written and compiled in a separate
source file from the rest of the code. This separate source
should not contain
#include <pthread.h>
The resulting module object can then be bound together with
the other modules to form the CPA program.

|
|
|
|
|
|
|

For the standard C file I/O functions, you can use either the
data management I/O support or the integrated file system
I/O support. However, all modules in a threaded program
must use the same type of I/O. Similarly, any other program
that calls, is called by, or operates on any files used by the
threaded program must use the same type of I/O as the
threaded program.

|
|
|
|

Using the integrated file system I/O causes the semantics
and error conditions of the standard C file I/O functions to be
slightly different. For more information, see “Effect of Using
Integrated File System I/O” on page 9-1.
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To create a CPA service program, use CRTSRVPGM with
| the BNDDIR(QCPA/QCPABD) parameter. You must use
thread-safe programming techniques to ensure that access to
shared resources is properly serialized. Any service program
| that uses CPA interfaces can be called only from a CPA
| program and must be in the caller's (the CPA program's) acti| vation group.
|
|
|
|
|
|
|
|

To use the integrated file system I/O in a service program,
specify the SYSIFCOPT(*IFSIO) parameter in the
CRTCMOD command that you use to create each module.
Any service program that contains modules that use CPA
interfaces and the integrated file system I/O option must be
called only from a CPA program that was also created using
the SYSIFCOPT(*IFSIO) parameter in the CRTCMOD and
CRTPTHPGM commands.

To create a CPA program, use the Create Pthread Program
(CRTPTHPGM) command. The CRTPTHPGM command will
| bind in the CPA QP0ZMAIN *MODULE or the QP0ZMAII
| *MODULE object and a subset of the CPA service programs
| contained in the QCPA/QCPABD binding directory. The
resulting program runs in an activation group that can be
shared by multiple OS/400 jobs. Other *MODULE and
*SRVPGM objects can be specified in the CRTPTHPGM
command. However, all of the *SRVPGM objects must have
the activation group attribute *CALLER, and must bind only
to other *SRVPGM objects that have the activation group
attribute *CALLER.
|
|
|
|
|
|
|
|

The integrated file system I/O option (the
SYSIFCOPT(*IFSIO) parameter) must be specified in the
CRTPTHPGM command when compiling a CPA program if
the SYSIFCOPT(*IFSIO) parameter was specified in the
CRTCMOD command when compiling:
 Any modules that make up the CPA program.
 Any modules that are part of a service program that will
be called by the CPA program.

| Failure to use the integrated file system I/O option consist| ently will cause MCH3601 exceptions to occur in all C file I/O
| routines that use the integrated file system I/O.
Any *SRVPGM bound to a CPA program should be threadsafe. A single copy of the service program's static storage is
shared by all threads that call functions in the service
program. If a service program to be used with a CPA
program will use standard C file I/O, integrated file system
file I/O, or sockets, it should be a CPA service program.
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For details on the CRTPTHPGM command, see “CPA
Commands” on page 6-1.
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Chapter 4. Running a CPA Program
A CPA program is started like any other AS/400 program. It
can be called from a batch job (such as by calling a CL
program) or from an interactive job (such as by selecting an
option on a menu or entering a command). It can be a
command processing program identified on the CRTCMD
command. It can be called from another program, including
another CPA program. Parameters are passed to a CPA
program in the same way that they are passed to any other
ILE C/400 program. Before starting a CPA program, make
sure the QCPA library is in the library list.
If you are debugging a multithreaded program, you may want
to use the CHGCPATRC command to set the appropriate
trace level before calling your program (see “Using CPA
Trace” on page 5-1).
When you call a CPA program, the main() function in the
module QP0ZMAIN receives control from OS/400. It performs the following operations:
 It calls the CPA initialization function to establish the
CPA threads environment. CPA initialization creates two
server threads, an I/O server thread and a descriptor
server thread. These threads appear as the first two
“BCI” jobs under the initial thread on the Work with
Active Jobs display (requested by the WRKACTJOB
command).
 It calls the user initialization routine *LIBL/QP0ZUSRINI
to perform any application-specific initialization.
 It establishes a cancel handler and function check
handler to end any secondary threads when the CPA
program is canceled or when an unhandled exception
occurs.
 It calls _user_main(), the application program's initial
thread start routine, to perform the functions of the application.
 When _user_main() returns to the CPA main() function,
CPA performs processing to end each thread (if the
thread did not end) by calling the pthread_exit() function.
 Finally, it calls the CPA routine that ends any secondary
threads, cleans up the CPA environment, and ends the
activation group.
When the activation group is ended, OS/400 runs any routines that the application program had registered with atexit().
These routines run after the CPA environment has ended,
and must be careful to avoid calling CPA functions.
You can use the DSPCPATRC command to display the CPA
trace user space after the CPA program ends, or you can
display the trace information from another terminal session
before the CPA program ends.
If the CPA program hangs, you can end it with ENDJOB
OPTION(*IMMED) on any user thread. This will end all the
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threads and end the CPA program. Do not cancel either of
the CPA server threads, because canceling them could
cause data integrity problems.

Performance Tips
There are various ways to affect the performance of a CPA
program.
 Performance of a CPA program is slower at higher
levels of CPA tracing. Do not use *INFO or *VERBOSE
CPA trace levels unless you need them for debugging a
problem.
 Thread creation is fastest when a new thread can be
created from the standby job pool. If your program
creates and destroys many threads, consider increasing
the size of the job pool (see “Using the CPA Standby
Job Pool” on page 2-10).
 Use pthread_detach() to free storage resources when
threads end.
 Use CHGJOB LOG(*SAME *SAME *NOLIST) to avoid
writing job logs from secondary threads. You can run
this command in the initial thread before calling the CPA
program, and this attribute will be passed to the calling
threads.
 Each thread is an OS/400 job and contributes toward the
multiprogramming limit (MPL) for its storage pool. If you
have more threads than the storage pool supports, some
of them will become ineligible for processing. You may
have to raise the MPL, reallocate storage pools to
accommodate many threads, or both.
 If the pthread_create() function takes a long time to complete, and the program QWTCCBCI is at the bottom of
the call stack, you may be able to improve the performance by changing some of the system values that
control the number of permanent and temporary job
structures. The QTOTJOB and QADLTOTJ system
values affect the number of permanent job structures.
The QACTJOB and QADLACTJ system values affect the
number of temporary job structures.
First, you need to determine how many jobs you will be
running. You can use the WRKSYSSTS command to
determine the total number of jobs currently in the
system. This represents the number of permanent job
structures currently in use. You can use the
WRKACTJOB command to find out how many active
jobs are on the system.
You can set the QACTJOB system value to the
maximum number of active jobs you expect, but this can
significantly increase IPL time. You can change
QADLTOTJ to a bigger number, so there will be fewer
times that the system has to create extra job structures.
This will cut down the number of times that creating job
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structures affects the performance, but it might make the
wait longer for those fewer times.
Similarly, you can set the QTOTJOB system value to the
maximum number of jobs you expect, but this will greatly
affect the amount of IPL time on your system if you
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make it a very large number. You can also set
QADLTOTJ to a bigger number, again to cut down the
number of times job structures are created, but this will
increase the time taken to create the structures when
more are needed.

Chapter 5. Debugging a CPA Program
Using the ILE Source Debugger in a
Threaded Program
The ILE source debugger can be used to debug CPA programs, but it does not have the capability to set breakpoints
in multiple threads or otherwise debug multiple threads simultaneously.
To prepare a CPA program for use with the ILE source
debugger, you must tell the compiler to generate debug information. When you compile the program with CRTCMOD,
specify that debugging information is to be kept with the
program by using the DBGVIEW parameter.
Debugging the initial thread is easiest. Just use the
STRDBG and DSPMODSRC commands to set breakpoints
and call the program. The initial thread will stop when it
reaches one of the breakpoints. Secondary threads,
however, will not stop.
To debug a secondary thread, you must do the following:
1. Start another terminal session.
2. Use the STRSRVJOB command to service the OS/400
job running the thread after the OS/400 job has started.
|
|

Note: You must have the appropriate authority to use
the STRSRVJOB command.
Then you can use the STRDBG and DSPMODSRC commands in the same manner as debugging the initial thread.
If a secondary thread ends before it can be serviced and
debugged, you can change the program source to add a C
statement such as
sleep(6ð);
to cause the thread to pause for a minute to give you time to
service the job and set breakpoints.

Using the TRCJOB Command with a
Threaded Program
CPA will extend an OS/400 job trace to secondary threads.
That is, if a job trace is running in the initial thread when a
secondary thread is started, the job trace is turned on in the
secondary thread as well.
You can enter the TRCJOB SET(\ON) command in the initial
thread before calling the CPA program, and tracing will be
done for secondary threads as well. CPA will use the same
trace type ( TRCTYPE(*ALL), TRCTYPE(*FLOW), or
TRCTYPE(*DATA) ) but will use the command defaults for
the other parameters when starting a trace in the secondary
thread. CPA turns off the trace when the secondary thread
ends with the command TRCJOB SET(\OFF), and uses the
command defaults for the OUTPUT parameter.
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Note: Using TRCJOB and CPA tracing (through
CHGCPATRC) at the same time is not recommended. Performance is reduced significantly when both trace options are
used at the same time.
You can use the CHGCMDDFT command to change the
TRCJOB command defaults if you want different options
used when a trace is started or stopped.

Using CPA Trace
CPA writes a log of its internal activities to a CPA trace user
space object. This object is thread-safe and is shared by all
the threads in a process. In the CPA trace user space, log
entries are wrapped, so the log contains only the most recent
trace data for all the threads in a process. A CPA program
can print to the CPA trace user space using Qp0zUprintf(), or
dump storage using Qp0zDump(), as described in “Service
Functions” on page 2-9.
The CHGCPATRC command changes the amount of information that CPA traces. It can be called before a CPA
program is run, or while a CPA program is running. The new
trace level remains in effect until it is changed again. The
trace level can be one of the following:
*OFF
*ERROR
*INFO
*VERBOSE

No trace
Trace exceptions and error return code
Trace calls to CPA programming interfaces
Trace CPA internal function calls and control
blocks

Generally an *ERROR or *INFO level of trace will generate
the appropriate level of information for debugging a CPA
application program. The trace level does not affect the data
that the CPA application program prints to the CPA trace
user space, only the amount of trace data that CPA itself
generates.
The DSPCPATRC command is used to display the CPA
trace user space. It specifies the job number of the initial
thread (or *CURRENT for the current job). It can be called
from a separate job to view the CPA trace user space while
the CPA program is still running or is hung.
The CPA trace user spaces are created in library QUSRSYS
and are named QP0Znnnnnn, where nnnnnn is the job
number of the initial thread. The CPA trace user spaces are
not deleted by CPA, and should be monitored periodically to
avoid taking up too much system space. They can be
deleted by using the DLTUSRSPC command. For example,
to delete all CPA user spaces, enter the following command:
DLTUSRSPC QUSRSYS/QPðZ\
The following example shows a program that creates a single
thread and uses Qp0zUprintf() to print to the CPA trace user
space.
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#include <pthread.h>
#include <qpðztrc.h>
static int thread_created = ð;
static void \thread(void \junk)
{
QpðzUprintf("inside thread\n");
thread_created = 1;
pthread_exit(NULL);
return;
}
int _user_main(int argc, char \argv[])
{
pthread_t thread_id;
int status;
QpðzUprintf("Entering %s\n", argv[ð]);
pthread_create(&thread_id, PTHREAD_ATTR_DEFAULT, thread, NULL);
pthread_join(thread_id, NULL);
pthread_detach(&thread_id);
if ( thread_created )
QpðzUprintf("testcase successful\n");
return ð;
}

When this program is run with a CPA trace level of *INFO,
DSPCPATRC shows the information in Figure 5-1 on
page 5-3.
Note: Your trace may look different from the trace shown
here. For example, depending on how jobs are dispatched,
the trace points could be in a different order.
In each line of the trace shown in Figure 5-1 on page 5-3,
the first field is the job number of the thread. The lines are
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indented based on the last digit of the job number, so that
the different threads can be easily distinguished. The field
after the job number is a time marker, which counts seconds.
This is not a full time stamp, but does allow time intervals to
be determined.
We first see CPA initializing the threaded process. The
pthread_create() function is called (at line .1/) to create the
I/O server thread. Next, the start function for the I/O server
thread is run (at line .2/). The I/O server thread performs
some initialization (lines .4/ to .6/) and calls
pthread_cond_wait() (at line .7/) to wait for I/O requests.
We see CPA initialization create the descriptor server thread
(at line .3/), which performs some initialization in a similar
manner to the I/O server thread (lines .8/ to .1ð/).
The user's code begins at line .11/. Line .12/ is produced
by the call to Qp0zUprintf() in the CPA application program.
This program creates a secondary thread (lines .13/ to
.14/), which itself calls Qp0zUprintf() to print a trace
message (line .15/) and then exits (line .16/).
Beginning at line .17/, the initial thread does the following:
 Calls pthread_join() to wait for the secondary thread to
end (line .17/)
 Calls pthread_detach() to release its system storage
(line .18/)
 Calls Qp0zUprintf() to print the testcase successful
message (line .19/)
 Returns to the CPA main() function (line .2ð/)
The CPA main() function calls the exit() function on behalf of
the CPA application program (line .21/). The CPA exit()
function performs processing to end the initial thread and
then ends the server threads before returning to the operating system (lines .22/ to .24/).

.1/
.2/
.3/
.4/
.5/
.6/
.7/
.8/
.9/
.1ð/
.11/
.12/
.13/
.14/
.15/
.16/
.17/
.18/
.19/
.2ð/
.21/
.22/
.23/
.24/

CPA Trace User Space QPðZxxxxxx
ðð8891:478: QpðzSPthreadCreate(): entry point
ðð98ð8:482: QpðzPthreadCreatePart2(): calling thread start routine
ðð8891:482: QpðzSPthreadCreate(): entry point
ðð98ð8:482: QpðzSPthreadOnce(SPP:ðððð :19ef :764c:1:17e4)
ðð98ð8:482: QpðzSPthreadSetcancel(state=ð): entry point
ðð98ð8:482: QpðzSPthreadSetCancel(): exit point, previous_state=1
ðð98ð8:482: QpðzSPthreadCondWait(): entry point,
cond=SPP:ðððð :1aefQPADEVððð8GSTEWART ðð8891 :6d8ð:2:17e4
ðð98ð9:485: QpðzPthreadCreatePart2(): calling thread start routine
ðð98ð9:485: QpðzPthreadSetcancel(state=ð): entry point
ðð98ð9:485: QpðzSPthreadSetCancel(): exit point, previous_state=1
ðð8891:487: QpðzPthreadMain(): calling _user_main
ðð8891:487: Entering GSTEWART/APTCRðð1
ðð8891:487: QpðzSPthreadCreate(): entry point
ðð981ð:491: QpðzPthreadCreatePart2(): calling thread start routine
ðð981ð:491: inside thread
ðð981ð:491: QpðzPthreadExit(): entry point
ðð8891:492: QpðzSPthreadJoin(thread=1ðð981ð): entry point
ðð8891:492: QpðzSPthreadDetach(thread=1ðð981ð): entry point
ðð8891:492: testcase successful
ðð8891:492: QpðzPthreadMain(): return from _user_main, exit_code=ð
ðð8891:492: QpðzExit(status=ð): entry point
ðð8891:492: QpðzPthreadExit(): entry point
ðð98ð8:492: QpðzPthreadExit(): entry point
ðð98ð9:492: QpðzPthreadExit(): entry point

Figure 5-1. Example of trace output
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|

Common Problems

| The following items describe some common problems and
| likely causes of those problems.
| MCH3601 exceptions during C file I/O:
|
|
|
|
|

When creating CPA programs or service programs, a
common error is compiling one or more modules using the
SYSIFCOPT(*IFSIO) option, but not using the
SYSIFCOPT(*IFSIO) option in the CRTPTHPGM command
that is used to create the threaded program.

|
|
|
|
|

The *IFSIO option must be used in CRTPTHPGM if any
modules were compiled using the *IFSIO option. Failure to
do so will result in MCH3601 exceptions in every standard C
file I/O function that is called (such as fopen(), fwrite(),
fprintf(), and so on).

|
|
|
|
|
|
|

In addition, the *IFSIO option must be used in CRTPTHPGM
if any modules in service programs were compiled using the
*IFSIO option. Failure to do so will result in MCH3601
exceptions in every standard C file I/O function that is called.
Those service programs must be used only from CPA programs that were also created using the *IFSIO option. Otherwise, MCH3601 errors will occur.

| Intermittent EBADF, EOPNOTSUPP, or unknown errors:
|
|
|
|
|
|
|
|
|
|

Every module containing code that will be used by a
threaded program must include <pthread.h>. Ensure that all
of your CPA programs and service programs include
<pthread.h>. Including <pthread.h> causes the CPA wrapper
functions to be used for the standard I/O functions, such as
fopen() and fprintf(). See the #define values in CPA header
files <pthread.h>, <qp0zptha.h>, and <qp0zifs.h> for the full
list of Qp0zxxx wrapper functions. For details on how to
access these header files, see “Header Files for CPA APIs”
on page 20-1.

| Also see the restrictions concerning C++, cancel handlers,
| and atexit() functions in “Differences and Restrictions” on
| page 2-7.
| Multiple MCH3601 exceptions when using CPA func| tions:
| Do not call CPA service programs from a program that is
| running outside of a CPA threaded environment. That is, a
| threaded service program should be considered to be not

| available for use by any program that is not created by using
| the CRTPTHPGM command.
| When a threaded service program is used from a non| threaded process, the likely result will be various hangs or
| MCH3601 exceptions.
| Intermittent errors from functions that are not thread| safe:
| When creating a CPA service program, ensure that it is in
| the activation group of the *CALLER. Other activation
| groups are not thread-safe in a threaded process.
| If you are using system functions or services that are not
| described in this document, the problem could be that those
| system services are not thread-safe.
|
|
|
|
|

Note: Some system-provided service programs have an
activation group of *DFTACTGRP and a state of *SYSTEM.
This default system activation group is thread-safe.
However, the system functions in that service program may
not be thread-safe.

| Signal SIGABRT raised but your code did not call
| abort():
|
|
|
|
|
|

If an unhandled exception occurs in any thread while a CPA
threaded process is running, CPA calls abort() on behalf of
the thread. Because each thread has a separate job log
and, by default, generation of job logs may be turned off, you
might not be able to find the message showing the failure of
a secondary thread.

| To turn on the generation of secondary thread job logs, see
| the following item, “Cannot find job logs of secondary
| threads.”
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|

Example job log information: if you ensure that secondary
threads generate job logs, this test case generates a spooled
file that contains the following information for a secondary
thread.
MCH36ð1
<...
From module . . . .
From procedure . .
Statement . . . . .
To module . . . . .
To procedure . . .
Statement . . . . .
Message . . . . :
Cause . . . . . :

| Example program:
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Message details about the program and library >
. . . . :
PTHABORT
. . . . :
user_threadð
. . . . :
1
. . . . :
PTHABORT
. . . . :
user_threadð
. . . . :
1
Pointer not set for location referenced.
A pointer was used, either directly or as a
basing pointer, that has not been set to an
address.

|
|
|
|
|
|
|
|
|
|
|
|
|

#include <pthread.h>
#include <stdio.h>
#include <stdlib.h>
void \user_threadð(void);
/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
/\ main: Creates one threads and waits for results of the thread. \/
/\
The thread fails with an exception, causing CPA to call \/
/\
abort() on its behalf.
\/
/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
int main(int argc, char \argv[])
{
int
rc;
pthread_t
thread;

|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|

}

|
|
|
|
|
|
|
|

/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
/\ user_threadð: simple thread; fails with an MCH36ð1 to show
\/
/\
how CPA handles the problem.
\/
/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
void \user_threadð(void)
{
char
\pointerNotSet = NULL;
char
Boom = '!';

|
|
|

/\ Create two user threads for this example.
rc = pthread_create(&thread, pthread_attr_default,
(pthread_startroutine_t)user_threadð,
NULL);
if (rc < ð) {
perror("main: pthread_create #1");
exit(1);
}
printf("main: thread created: %d\n",
thread);
rc = pthread_join(thread, NULL);
if (rc < ð) {
perror("main: pthread_join");
exit(1);
}
return ð;

\pointerNotSet = Boom;
return NULL; /\ so the compiler will smile!

\/

\/

}

| Before calling the failing CPA program for which you would
| like to see the job logs, use the following command to ensure
| that job logs are generated for the current job:
CHGJOB LOG(4 ðð \SECLVL)

| After the program completes, use the following command to
| find spooled files associated with the user who called the
| CPA program:
|

WRKSPLF SELECT(user)

| There will be job logs for each secondary thread that is
| created. One of the job logs may contain the information
| that you need to resolve a problem.
| Variable or field names changed by the preprocessor:

| Cannot find job logs of secondary threads:

|

| Note: To avoid creating many job logs, use this command
| only when debugging problems.

|
|
|
|

Because CPA threads support uses preprocessor macros to
remap standard function calls to their thread-safe wrapper
functions, fields or variables of the same name contained in
structures or other code are redefined.

|
|
|
|
|
|
|
|
|

A way to work around this problem is to define the appropriate preprocessor symbol (QP0Z_NO_XXX) to turn off the
preprocessor remapping of the wrapper functions related to
XXX. (See the #define values in CPA header files in
QCPA/H for the QP0Z_NO_XXX preprocessor values associated with the symbol names you are having problems with,
or for the full list of CPA wrapper functions.) After you turn
off name remapping, calls to these functions must be explicitly written to the Qp0zxxx wrapper functions.

| Example:
|
|
|
|
|
|
|
|
|
|
|
|
|

/\ Definitions from pthread.h and qpðzptha.h \/
#define write QpðzWrite
#define read QpðzRead
.
.
.
in the code ...
typedef struct {
/\ These two field names get remapped to \/
/\ QpðzRead and QpðzWrite.
\/
int
read;
int
write;
} fileStructure;
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Chapter 6. CPA Commands
CPA provides three commands:
 Create Pthread Program (CRTPTHPGM)

 Display CPA Trace (DSPCPATRC)
Following is a description of each command.

 Change CPA Trace (CHGCPATRC)
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CRTPTHPGM

CRTPTHPGM (Create Pthread Program) Command
Job: B,I Pgm: B,I REXX: B,I Exec
┌─\CURLIB/──────┐
(P) ─────────────────────────────────────────────────────────────────────5
55──CRTPTHPGM──PGM(──┼───────────────┼──program-name──)────
└─library-name/─┘
5──┬────────────────────────────────────────────────────────────────────┬───────────────────────────────────────────────────────5
│
┌─\PGM───────────────────────────────────────────────┐
│
│
│ ┌──
─────────────────────────────────────────────┐
│
│
│
│ │ ┌─\LIBL/────────┐
│
│
│
6
(1)
└─MODULE(──┴───┼───────────────┼──┬─\ALL─────────────────┬─┴────┴──)─┘
├─\CURLIB/──────┤ ├─module-name──────────┤
├─\USRLIBL/─────┤ └─generic\-module-name─┘
└─library-name/─┘
5──┬──────────────────────────────────────────────────────────────────────────────────────┬─────────────────────────────────────5
│
┌─\NONE─────────────────────────────────────────────────────────────┐
│
│
│ ┌──
────────────────────────────────────────────────────────────┐
│
│
│
│ │ ┌─\LIBL/────────┐
│
│
│
6
(2)
└─BNDSRVPGM(──┴───┼───────────────┼──┬─\ALL────────────────────────────────┬─┴────┴──)─┘
└─library-name/─┘ ├─bound-service-program───────────────┤
└─generic\-bound-service-program-name─┘
5──┬─────────────────────────────────────────────────────────────┬──────────────────────────────────────────────────────────────5
│
┌─\NONE───────────────────────────────────────┐
│
│
│ ┌──
──────────────────────────────────────┐
│
│
│
│ │ ┌─\LIBL/────────┐
│
│
│
6
(2)
└─BNDDIR(──┴───┼───────────────┼──binding-directory─┴────┴──)─┘
├─\CURLIB/──────┤
├─\USRLIBL/─────┤
└─library-name/─┘
5──┬────────────────────────────────────────────────────────────────────┬──┬───────────────────────────┬────────────────────────5
│
┌─\GEN───┐ ┌─\NODUPPROC─┐ ┌─\NODUPVAR─┐ ┌─\WARN───┐
│ │
┌─\NONE─────┐
│
└─OPTION(──┼────────┼──┼────────────┼──┼───────────┼──┼─────────┼──)─┘ └─DETAIL(──┼─\BASIC────┼──)─┘
└─\NOGEN─┘ └─\DUPPROC───┘ └─\DUPVAR───┘ └─\NOWARN─┘
├─\EXTENDED─┤
└─\FULL─────┘

|
|
|
|

5──┬─────────────────────────────┬──┬────────────────────────┬──┬───────────────────────┬──┬─────────────────────────┬──────────5
│
┌─\NONE────┐
│ │
┌─\USER──┐
│ │
┌─\YES─┐
│ │
┌─\LIBCRTAUT─┐
│
└─SYSIFCOPT(──┼─\ALL─────┼──)─┘ └─USRPRF(──┴─\OWNER─┴──)─┘ └─REPLACE(──┴─\NO──┴──)─┘ └─AUT(──┼─\CHANGE────┼──)─┘
├─\NOIFSIO─┤
├─\ALL───────┤
└─\IFSIO───┘
├─\USE───────┤
├─\EXCLUDE───┤
└─authority──┘
5──┬─────────────────────────────┬─────────────────────────────────────────────────────────────────────────────────────────────5%
│
┌─\ENTMODTXT────┐
│
└─TEXT(──┼─\BLANK────────┼──)─┘
└─'description'─┘

Notes:
1 A maximum of 150 repetitions
2 A maximum of 50 repetitions
P All parameters preceding this point can be specified in positional form.

Purpose
The Create Pthread Program (CRTPTHPGM) command
creates a program that is usable in the CPA threaded environment. The program is created from user-created
*MODULE objects.
Restrictions:
1. You must have *CHANGE authority for the library where
the program is being created.
2. You must have *USE authority to the specified modules,
service programs, and binding directories.

Required Parameter
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PGM
Specifies the qualified name of the program object to
create.
The name of the program object can be qualified by one
of the following library values:
*CURLIB: The program is created in the current
library of the job. If no library is specified as the
current library for the job, the QGPL library is used.

library-name: Specify the name of the library where
the program object is created.
program-name: Specify the name of the created
program.

CRTPTHPGM

Optional Parameters
MODULE
Specifies the list of modules that are copied and bound
together to create the program object. If more than one
module with the same name and library qualifier exists,
only the first instance is used. Modules in this list are
copied into the final program object.
*PGM: The name specified on the PGM parameter is
used as the module object name. The library specified
on the PGM parameter is also used.
The name of the module list can be qualified by one of
the following library values:
*LIBL: All libraries in the job's library list are
searched until the first match is found.
*CURLIB: The current library for the job is
searched. If no library is specified as the current
library for the job, the QGPL library is used.
*USRLIBL: Only the libraries in the user portion of
the job's library list are searched.

library-name: Specify the name of the library to be
searched.
*ALL: All module objects in the specified library or
libraries are used.

module-name: Specify the name of the module that is
copied to create the program object.
generic*-module-name: Specify a generic name of the
module to be used. A generic name is a character
string of one or more characters followed by an asterisk
(*); for example, ABC*. The asterisk substitutes for any
valid characters. A generic name specifies all objects
with names that begin with the generic prefix for which
the user has authority.
BNDSRVPGM
Specifies the list of service program exports to examine
to ensure they satisfy any module import request. The
service program exports are checked only if there are
unresolved module import requests not satisfied by the
set of module exports.
*NONE: No service program is specified.
The name of the service program can be qualified by
one of the following library values:
*LIBL: All libraries in the job's library list are
searched until the first match is found.

library-name: Specify the name of the library to be
searched.
Note: QTEMP is not a valid library name for this
parameter.
*ALL: All service program objects in the specified
library or libraries are used.

service-program-name: Specify the name of the service
program to be examined during symbol resolution.

generic*-service-program-name: Specify a generic name
of the service program objects to be used. A generic
name is a character string of one or more characters followed by an asterisk (*); for example, ABC*. The
asterisk substitutes for any valid characters. A generic
name specifies all objects with names that begin with the
generic prefix for which the user has authority.
BNDDIR
Specifies a binding directory to use when binding the
program.
*NONE: No binding directory is specified.
The name of the binding directory can be qualified by
one of the following library values:
*LIBL: All libraries in the job's library list are
searched until the first match is found.
*CURLIB: The current library for the job is
searched. If no library is specified as the current
library for the job, the QGPL library is used.
*USRLIBL: Only the libraries in the user portion of
the job's library list are searched.

library-name: Specify the name of the library to be
searched.
binding-directory-name: Specify the name of the binding
directory used.
OPTION
Specifies the options to be used when the program
object is created.
Element 1: Program Objects
*GEN: A program object is generated.
*NOGEN: A program object is not generated.
Element 2: Duplicate Procedure Names
*NODUPPROC: During the symbol resolution phase of
the binding process, each procedure name that is
exported from the modules and service program must be
unique.
*DUPPROC: During the symbol resolution phase of the
binding process, the procedure names that are exported
from the modules and service programs do not have to
be unique. When multiple duplicate procedures are
allowed, the first exported procedure in the list of specified modules and service programs that matches the
import request is the procedure that is selected.
Element 3: Duplicate Variable Names
*NODUPVAR: During the symbol resolution phase of
the binding process, each variable name that is exported
from the modules and service programs must be unique.
*DUPVAR: During the symbol resolution phase of the
binding process, the variable names that are exported
from the modules and service programs do not have to
be unique. When multiple duplicate variables are
allowed, the first exported variable in the list of specified
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modules and service programs that matches the import
request is the variable that is selected.
Element 4: Issuing Diagnostic Messages
*WARN: If duplicate variables or procedures are found,
a diagnostic message is issued indicating what duplicates were found.
*NOWARN: If duplicate variables and procedures are
found, diagnostic messages are not issued.
DETAIL
Specifies whether a listing of the compiled CPA program
is generated, and if so, what level of detail is sent to the
spooled file.
Note: If a printed listing is requested, the printer file
*LIBL/QSYSPRT is used to generate the listing.
*NONE: A listing is not generated.
*BASIC: The listing contains a list of the options passed
to the CRTPTHPGM command and the processing statistics. This listing also contains the Brief Summary
Table.
*EXTENDED: In addition to the information provided in
the *BASIC listing, this listing contains the Extended
Summary Table and the Binding Information Listing.
*FULL: In addition to the information provided in the
*EXTENDED listing, this listing contains the CrossReference Listing.
| SYSIFCOPT
|
Specifies which integrated file system options will be
|
used for C stream I/O operations in the program that is
|
being created. The specified options must match the
|
options used for the CRTCMOD command. Otherwise,
|
undefined results could occur when running the program.
|

*NONE: No integrated file system options are enabled.

|

*ALL: All integrated file system options are enabled.

|
|
|

*NOIFSIO: The program created will use the AS/400
data management file support for C stream I/O operations.

|
|

*IFSIO: The program created will use the integrated file
system for C stream I/O operations.
USRPRF
Specifies whose profile is used for authority checking
done while this program is running. The specified user
profile is used to control which objects can be used by
the program, including the authority the program has for
each object. Only the program owner or a user with
QSECOFR authority can change the user profile attribute.
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REPLACE
Specifies whether the existing program is replaced if a
program by the same name already exists in the specified library.
*YES: The existing program is replaced by moving it to
the QRPLOBJ library.
Note: Both programs must be owned by the same user
for the replace operation to work.
*NO: The existing program is not replaced.
AUT
Specifies the authority given to users who do not have
specific authority to the program, who are not on an
authorization list, and whose user group has no specific
authority to the program.
*LIBCRTAUT: The public authority for the program is
taken from the value on the CRTAUT parameter of the
target library (the library that is to contain the program).
The public authority is determined when the program is
created. If the CRTAUT value for the library changes
after the program is created, the new value does not
affect any existing objects.
*CHANGE: The user can perform all operations on the
object except those limited to the owner or controlled by
object existence authority and object management
authority. The user can change and perform basic functions on the object. Change authority provides object
operational authority and all data authority.
*ALL: The user can perform all operations except those
limited to the owner or controlled by authorization list
management authority. The user can control the object's
existence and specify the security for the object, change
the object, and perform basic functions on the object.
The user can change ownership of the program.
*USE: The user can perform basic operations on the
program, such as running a program or reading a file.
The user cannot change the program. Use authority
provides object operational authority, read authority, and
execute authority.
*EXCLUDE: The user cannot access the program.

authorization-list: Specify the name of the authorization
list. The authorization list must exist when the object is
created. Users are granted authority to the object as
specified by the list.
TEXT
Specifies text that briefly describes the program object.
More information on this parameter is in Appendix A,
"Expanded Parameter Descriptions" of the CL
Reference.

*USER: The program runs under the user profile of the
program's user.

*ENTMODTXT: The text description of the module
specified on the ENTMOD parameter is used.

*OWNER: The user profiles of both the program owner
and the program user are used when the program is run.

*BLANK: Text is not specified.
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'description': Specify no more than 50 characters of text,
enclosed in apostrophes.

CRTPTHPGM

Examples
Example 1: Creating a Threaded Program
CRTPTHPGM

PGM(MYLIB/TEST)

MODULE(MYLIB/MOD1)

This command creates the program TEST in the library
MYLIB from the module MOD1 in the library MYLIB.
Example 2: Creating a Threaded Program and a
Program Listing
CRTPTHPGM
PGM(LIB1/PROG1) MODULE(LIB2/MOD2)
TEXT('A Test Program') BNDSRVPGM(LIB2/SRVPGM1)
BNDDIR(LIB2/BNDDIR1) OPTION(\DUPPROC)
DETAIL(\BASIC) USRPRF(\USER) REPLACE(\YES)
AUT(\USE)

This command creates the program PROG1 in the library
LIB1 from the module MOD2 in the library LIB2. The text
that describes the program is "A Test Program." The bound
service program SRVPGM1 in LIB2 is searched as needed
to satisfy module import requests. The program is bound
using the binding directory BNDDIR1 in the library LIB2.
During the symbol resolution phase of the binding process,
procedure names that are exported need not be unique; the
first procedure with a name that matches is used. A listing of
the compiled program that contains the options passed to
this command, the processing statistics, and the Brief
Summary Table is sent to the spooled file. The program
runs under the user profile of the program user. If an
program exists with the same name, it is replaced. Users
who have no other authority to the program are granted use
authority.
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CHGCPATRC (Change CPA Trace) Command
Job: B,I Pgm: B,I REXX: B,I Exec
(P) ─────────────────────────────────────────────────5%
55──CHGCPATRC──┬───────────────────────────────┬──┬───────────────────────┬───
│
┌─\CURRENT───┐
│ │
┌─\SAME────┐
│
└─JOBNUMBER(──┴─job-number─┴──)─┘ └─SEV(──┼─\OFF─────┼──)─┘
├─\ERROR───┤
├─\INFO────┤
└─\VERBOSE─┘

Note:
P All parameters preceding this point can be specified in positional form.

Purpose
The Change CPA Trace (CHGCPATRC) command changes
the CPA trace level for a specified job. The command is
valid in batch and interactive jobs, and in both compiled and
interpreted CL (control language).

*OFF: The CPA trace is off (not operational).
*ERROR: The CPA trace shows only the information
logged on error occurrences.
*INFO: The CPA trace shows informational messages
and the information logged on error occurrences.
*VERBOSE: The CPA trace shows all defined trace
information.

A CPA trace can be used to trace the internal flow of a CPA
job. All of the trace records from all of the threads running in
the job are put in the same CPA trace user space. The trace
level is initially set to *OFF (no trace) by CPA.

Examples

Optional Parameters

Example 1: Changing the CPA Trace Level of the
Current Job

JOBNUMBER
Specifies the job number of the job for which the CPA
trace level is to change.
*CURRENT: The job number of the current job is used.

job-number: Specify the valid job number of the job for
which the CPA trace level is to change.
SEV
Specifies the level of the CPA trace.
*SAME: The CPA trace level does not change.
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JOBNUMBER(\CURRENT)

SEV(\VERBOSE)

This command changes the CPA trace level of the job that is
currently running to show all defined trace information.
Example 2: Turning Off a CPA Trace
CHGCPATRC

JOBNUMBER(ðð4842)

SEV(\OFF)

This command turns off the CPA trace that was set for job
number 004842.

DSPCPATRC

DSPCPATRC (Display CPA Trace) Command
Job: B,I Pgm: B,I REXX: B,I Exec
(P) ────────────────────────────────────────────────────────────────────────────5%
55──DSPCPATRC──┬───────────────────────────────┬───
│
┌─\CURRENT───┐
│
└─JOBNUMBER(──┴─job-number─┴──)─┘

Note:
P All parameters preceding this point can be specified in positional form.

Purpose

Examples

The Display CPA Trace (DSPCPATRC) command displays
the CPA trace information for a specified job.

Example 1: Displaying the Current CPA Trace Information
DSPCPATRC

Optional Parameter
JOBNUMBER
Specifies the job number for which CPA trace information is to be shown.
*CURRENT: The CPA trace information is to be shown
for the current job.

job-number: Specify the valid job number of the job for
which CPA trace information is to be shown.

This command displays the current trace information for the
job in which this command is run.
Example 2: Displaying a Trace for a Specific Job
DSPCPATRC

JOBNUMBER(ðð4842)

This command displays the current trace information for job
number 004842.
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Chapter 7. Summary of CPA APIs
The following chapters describe the C language functions
supported by CPA. Each chapter contains a specific category of functions. The categories are:













Thread functions
Standard C file I/O functions
Integrated file system file I/O functions
Socket system functions and network functions
Message queue functions
Semaphore functions
Shared memory functions
Software clock functions
Environment variable functions
Process functions
Thread debugging functions
Extensions to standard C library functions

The function descriptions in each chapter are arranged in
alphabetic order by function name.
The following table lists the functions supported by CPA,
what each does, and where the description of each can be
found.
Figure 7-1 (Page 1 of 5). C Functions Supported by CPA
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Function

What It Does

See:

ctime_r 1

Convert time

19-1

dup()

Duplicate open
file descriptor

10-4

dup2()

Duplicate open
file descriptor to
another descriptor

10-4

endhostent()

Close host database

11-10

endnetent()

Close network
database

11-11

endprotoent()

Close protocol
database

11-11

endservent()

Close service
database

11-11

exit()

End program

17-1

fchmod()

Change file
authorizations by
descriptor

10-4

fchown()

Change owner
and group of file
by descriptor

10-4

Function

What It Does

See:

abort()

Stop program

17-1

fclose()

Close file

9-2

accept()

Wait for connection request
and make connection

11-1

fcntl()

Change descriptor
attributes

10-5,
11-2

| fdopen()
|

Associate input or
output with file

9-3

access()

Determine file
accessibility

10-1

feof()

Test for end-of-file
indicator

9-4

adjtime()

Adjust system
clock

15-1

ferror()

Test for read or
write errors

9-5

asctime_r 1

Convert time

19-1

fflush()

Write buffer to file

9-5

bind()

Set local address
for socket

11-2

fgetc()

Read character
from file

9-6

chdir()

Change current
directory

10-2

fgetpos()

Get file position

9-7

fgets()

Read string from
file

9-7

Determine file
descriptor

9-8

fopen()

Open file

9-9

fpathconf()

Get configurable
path name variables by
descriptor

10-5

fprintf()

Write formatted
data to file

9-11

fputc()

Write character to
file

9-11

fputs()

Write string to file

9-12

chmod()

Change file
authorizations

10-2

chown()

Change owner
and group of file

10-2

clearerr()

Reset error indicators

9-2

close()

Close file or end
socket connection

10-3,
11-2

closedir()

Close directory

10-3

connect()

Establish connection or destination address

11-2

Create or rewrite
file

10-3

creat()

 Copyright IBM Corp. 1994, 1996

| fileno()
|
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Function

What It Does

See:

Function

What It Does

See:

fread()

Read from file

9-12

getnetbyname()

11-13

freopen()

Reopen file

9-13

Get network information for domain
name

fscanf()

Read formatted
data from file

9-14

getnetent()

11-13

fseek()

Set file position
from offset

9-15

Get next entry
from network
database

getpeername()

Set file position

9-15

fstat()

Get file information by descriptor

10-5,
11-3

Retrieve destination address of
socket

11-4

fsetpos()

getpid()

Get process ID

17-1

fsync()

Synchronize
changes to file

10-6

getprotobyname()

11-14

ftell

Get file position

9-16

Get protocol information for protocol name

ftruncate()

Truncate file

10-6

getprotobynumber()

11-14

fwrite()

Write to file

9-17

Get protocol information for protocol number

getc()

Read character
from file

9-17

getprotoent()

11-14

getchar()

Read character
from stdin file

9-18

Get next entry
from protocol
database

getpwnam()

Get current directory

10-6

Get user information for user name

10-8

getcwd()

getpwuid()

Retrieve domain
name for the
system

11-3

Get user information for user ID

10-8

getdomainname()

gets()

Read line from
stdin file

9-19

getegid()

Get effective
group ID

10-6

getservbyname()

Get port number
for service name

11-15

getenv()

Get value of environment variable

16-1

getservbyport()

Get service name
for port number

11-15

geteuid()

Get effective user
ID

10-7

getservent()

11-15

getgid()

Get real group ID

10-7

Get next entry
from service database

getgrgid()

Get group information using
group ID

10-7

getsockname()

Retrieve local
address of socket

11-4

getsockopt()

Get group information using
group name

10-7

Retrieve information about socket
options

11-4

getgrnam()

gettimeofday()

Get current time

15-1

getgroups()

Get group IDs

10-8

getuid()

Get real user ID

10-8

gethostbyaddr()

Get host information for IP
address

11-12

gmtime_r 1

Convert to universal time coordinated

19-2

gethostbyname()

Get host information for host name

11-12

inet_addr()

11-16

gethostent()

Get next entry
from host database

11-12

Translate full
address to 32-bit
IP address

inet_lnaof()

Separate local
part of IP address

11-16

gethostid()

Retrieve host ID
address

11-3

inet_makeaddr()

11-16

gethostname()

Retrieve host
name

11-3

Combine network
part and host part
to make IP
address

getnetbyaddr()

Get network information for IP
address

11-13

inet_netof()

Separate network
part of IP address

11-17
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Function

What It Does

See:

Function

What It Does

See:

inet_network()

Translate network
part of address to
32-bit IP address

11-17

pthread_cond_broadcast()

Unblock all
threads waiting
for a condition

8-4

inet_ntoa()

Translate IP
address to dotted
decimal format

11-17

pthread_cond_destroy()

Destroy condition
variable

8-5

pthread_cond_init()

Perform I/O
control action

10-9,
11-4

Initialize condition
variable

8-5

ioctl()

pthread_cond_signal()

Create link to file

10-9

listen()

Invite incoming
connection
requests

11-5

Unblock one or
more threads
waiting for a condition

8-6

link()

pthread_cond_timedwait()

8-7

localtime_r 1

Correct local time

19-3

Wait specified
time for condition
variable

lseek()

Set file read/write
offset

10-9

pthread_cond_wait()

Wait for condition
variable

8-7

lstat()

Get file or link
information

10-10

pthread_create()

Create thread

8-8

mkdir()

Make directory

10-10

pthread_delay_np()

Wait specified
time

8-9

msgctl()

Perform message
control operations

12-1

pthread_detach()

Mark thread for
deletion

8-10

msgget()

Get message
queue

12-1

pthread_equal()

Compare two
thread IDs

8-10

msgrcv()

Receive message
operation

12-1

pthread_exit()

End calling thread

8-10

msgsnd()

Send message
operation

12-1

pthread_get_expiration_np()

Get expiration
time

8-11

open()

Open file

10-10

pthread_getspecific()

Get threadspecific data

8-12

opendir()

Open directory

10-11

pthread_join()

Get configurable
path name variables

10-11

Wait for thread to
end

8-12

pathconf()

pthread_keycreate()

8-13

perror()

Print error
message

9-19

Create unique
thread-specific
data key

pthread_mutexattr_create()

Write formatted
data to stdout file

9-20

Create mutex
attribute object

8-13

printf()

pthread_mutexattr_delete()

Create thread
attributes object

8-1

Delete mutex
attribute object

8-14

pthread_attr_create()

pthread_mutex_destroy

Delete thread
attributes object

8-2

Destroy thread
mutex

8-14

pthread_attr_delete()

pthread_mutex_init()

Request that a
thread end

8-2

Create and initialize thread
mutex object

8-15

pthread_cancel()
pthread_cleanup_pop()

Remove cleanup
handler from
stack

8-3

pthread_mutex_lock()

Lock thread
mutex

8-16

pthread_mutex_trylock()

Establish thread
cleanup handler

8-3

Try nonblocking
lock of thread
mutex

8-16

pthread_cleanup_push()
pthread_condattr_create()

Create condition
variable attribute
object

8-3

pthread_mutex_unlock()

Unlock thread
mutex

8-17

pthread_once()

Delete condition
variable attribute
object

8-4

Call function to
run one time

8-18

pthread_condattr_delete()

pthread_self()

Get identifier of
current thread

8-18
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Function

What It Does

See:

Function

What It Does

See:

pthread_setasyccancel()

Enable or disable
asynchronous
cancelability

8-19

Qp0zSetThreadPoolSize()

Set maximum
size of standby
job pool

8-22

pthread_setcancel()

Enable or disable
general
cancelability

8-19

Qp0zUprintf()

Print strings to
user space

18-2

rand_r 1

Set threadspecific data
associated with
key

8-20

Generate random
number

19-3

pthread_setspecific()

read()

Read file or
receive data using
descriptor

10-13,
11-5

pthread_testcancel()

Request delivery
of pending
cancels

8-20

readdir()

Read directory
entry

10-13

pthread_yield()

Release
processor to
threads of same
or higher priority

8-21

readlink()

Read value of
symbolic link

10-13

readv().

11-5

putc()

Write character to
file

9-20

Read file or
receive data using
descriptor and
multiple buffers

putchar()

Write character to
stdout file

9-21

recv()

Receive data
using socket
descriptor

11-6

putenv()

Change or add
environment variable

16-1

recvfrom()

11-6

puts()

Write string to
stdout file

9-22

Receive data and
remote address
using socket
descriptor

recvmsg()

Dump storage
from specified
area

18-1

Qp0zGetEnv()

Get value of environment variable
(OS/400 extension)

16-1

Receive data and
remote address
using socket
descriptor and
multiple buffers

11-6

Qp0zDump()

remove()

Delete file

9-22

rename()

Rename file or
directory

9-23,
10-14

Get current
number of threads
in standby job
pool

8-21

rewind()

Set file position

9-23

rewinddir()

10-14

Get current size
of standby job
pool

8-22

Reset directory
stream to beginning

rmdir()

Remove directory

10-14

scanf()

Initialize environment for variables

16-2

Read formatted
data from stdin
file

9-24

Qp0zInitEnv()
Qp0zLprintf()

Print strings to job
log

18-1

select()

Wait for events on
multiple sockets

11-7

Qp0zPthreadExit2()

End calling thread

8-22

semctl()

13-1

Qp0zPutEnv()

Change or add
environment variable (OS/400
extension)

16-2

Perform
semaphore
control operations

semget()

Get semaphore
set with key

13-1

Qp0zRenameKeep()

Rename file or
directory, keep
new if it exists

10-12

semop()

13-1

Qp0zRenameUnlink()

Rename file or
directory, unlink
new if it exists

10-12

Perform
semaphore operations on
semaphore set

send()

Send data using
socket descriptor

11-7

Qp0zGetNumStandbyThreads()

Qp0zGetThreadPoolSize()
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Function

What It Does

See:

Function

What It Does

See:

sendmsg()

Send data with
destination
address using
socket descriptor
and multiple
buffers

11-7

strtok_r 1

Tokenize string

19-3

symlink()

Make symbolic
link

10-15

sysconf()

10-16

Send data with
destination
address using
socket descriptor

11-7

Get system configuration variables

tmpfile()

Create temporary
file

9-27

tmpnam()

Control buffering
of file

9-25

Create temporary
file name

9-27

setbuf()

umask()

Set domain name

11-8

Set authorization
mask for job

10-16

setdomainname()
sethostent()

Open host database

11-17

ungetc()

Push character
onto input file

9-28

sethostid()

Set host ID
address

11-8

unlink()

Remove link to
file

10-16

sethostname()

Set host name

11-8

utime()

Open network
database

11-18

Set file access
and modification
times

10-17

setnetent()
setprotoent()

Open protocol
database

11-18

vfprintf()

9-28

setservent()

Open service
database

11-19

Write formatted
data to file using
variable arguments

vprintf()

Set socket
options

11-8

settimeofday()

Set current time

15-2

Write formatted
data to stdout file
using variable
arguments

9-29

setsockopt()

setvbuf()

Control buffering
and buffer size of
file

9-26

write()

Write to file or
send data using
descriptor

10-17,
11-9

shmat()

Attach shared
memory segment
to current process

14-1

writev()

Write to file or
send data using
descriptor and
multiple buffers

11-10

shmctl()

Perform shared
memory control
operations

14-1

shmdt()

Detach shared
memory segment
from current
process

14-1

shmget()

Get ID of shared
memory segment
with key

14-2

shutdown()

End receive,
send, or
receive/send
operations on
socket

11-9

sleep()

Suspend process

17-2

socket()

Create socket

11-9

socketpair()

Create pair of
sockets

11-9

stat()

Get file information

10-15

sendto()

Note:
Functions identified by a 1 are provided by the ILE C/400 run-time
support in OS/400 and are not part of the CPA toolkit. The standard
C header files (such as <stdio.h>, <stdlib.h>, and <time.h>) are provided with the ILE C/400 compiler.
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pthread_attr_create

Chapter 8. Thread APIs
CPA supports the following C functions that perform operations on threads:

Function

What It Does

pthread_setcancel()

Enable or disable general
cancelability

pthread_setspecific()

Set thread-specific data associated with key

pthread_testcancel()

Request delivery of pending
cancels

Function

What It Does

pthread_attr_create()

Create thread attributes object

pthread_attr_delete()

Delete thread attributes object

pthread_cancel()

Request that a thread end

pthread_cleanup_pop()

Remove cleanup handler from
stack

pthread_yield()

Release processor to threads of
same or higher priority

pthread_cleanup_push()

Establish thread cleanup handler

Qp0zGetNumStandbyThreads()

pthread_condattr_create()

Create condition variable attribute
object

Get current number of threads in
standby job pool

Qp0zGetThreadPoolSize()

Delete condition variable attribute
object

Get current size of standby job
pool

Qp0zPthreadExit2()

End calling thread

Qp0zSetThreadPoolSize()

Set maximum size of standby job
pool

pthread_condattr_delete()
pthread_cond_broadcast()

Unblock all threads waiting for a
condition

pthread_cond_destroy()

Destroy condition variable

pthread_cond_init()

Initialize condition variable

pthread_cond_signal()

Unblock one or more threads
waiting for a condition

pthread_cond_timedwait()

Wait specified time for condition
variable

pthread_cond_wait()

Wait for condition variable

pthread_create()

Create thread

pthread_delay_np()

Wait specified time

pthread_detach()

Mark thread for deletion

pthread_equal()

Compare two thread IDs

pthread_exit()

End calling thread

pthread_get_expiration_np()

Get expiration time

pthread_getspecific()

Get thread-specific data

pthread_join()

Wait for thread to end

pthread_keycreate()

Create unique thread-specific
data key

pthread_mutexattr_create()

Create mutex attribute object

pthread_mutexattr_delete()

Delete mutex attribute object

pthread_mutex_destroy

Destroy thread mutex

pthread_mutex_init()

Create and initialize thread mutex
object

pthread_mutex_lock()

Lock thread mutex

pthread_mutex_trylock()

Try nonblocking lock of thread
mutex

pthread_mutex_unlock()

Unlock thread mutex

pthread_once()

Call function to run one time

pthread_self()

Get identifier of current thread

pthread_setasyccancel()

Enable or disable asynchronous
cancelability

 Copyright IBM Corp. 1994, 1996

Following is a description of each function.

pthread_attr_create() — Create Thread
Attribute Object
Syntax
#include <pthread.h>
int pthread_attr_create(pthread_attr_t \attr);
The pthread_attr_create() function creates a thread attributes object that is used to specify the attributes of the
threads when they are created. The attributes object created
by this function is only used in calls to the pthread_create()
function.
The individual fields of the attributes object are set to default
values. CPA supports only the default values for a thread
attribute object.

Parameters
attr
The address of the thread attributes structure to be initialized.

Return Value
0
−1

pthread_attr_create() was successful.
pthread_attr_create() was not successful. The errno
value is set to indicate the error.
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Error Conditions

[EINVAL]
The value specified for the argument is not correct.

If pthread_attr_create() is not successful, errno usually indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

[EINVAL]
The value specified for the argument is not correct.

An argument value is not valid, out of range, or NULL.

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_attr_create() — Create Thread Attribute Object”
on page 8-1

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_attr_delete() — Delete Thread Attributes
Object”
 “pthread_create() — Create Thread” on page 8-8

pthread_cancel() — Request that a Thread
End
Syntax
#include <pthread.h>

pthread_attr_delete() — Delete Thread
Attributes Object
Syntax
#include <pthread.h>
int pthread_attr_delete(pthread_attr_t \attr);
The pthread_attr_delete() function deletes a thread attributes object and gives permission to reclaim storage for the
thread attributes object. Threads that were created using this
thread attributes object are not affected by the deletion of the
thread attributes object.

Parameters

int pthread_cancel(pthread_t thread);
The pthread_cancel() function sends a cancel request to the
specified thread.

Parameters
thread
Thread that receives the cancel request.

Return Value
0
−1

pthread_cancel() was successful.
pthread_cancel() was not successful. The errno
value is set to indicate the error.

attr
The address of the thread attributes structure to be
deleted.

Error Conditions

Return Value

If pthread_cancel() is not successful, errno usually indicates
one of the following errors. Under some conditions, errno
could indicate an error other than those listed here.

0
−1

[EINVAL]
The value specified for the argument is not correct.

pthread_attr_delete() was successful
pthread_attr_delete() was not successful. The errno
value is set to indicate the error.

Error Conditions
If pthread_attr_delete() is not successful, errno usually indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.

8-2

Common Programming APIs Toolkit/400 Reference V3R7

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ESRCH]
No item could be found that matches the specified
value.

pthread_condattr_create

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_exit() — End Calling Thread” on page 8-10
 “pthread_join() — Wait for Thread to End” on page 8-12
 “pthread_setasynccancel() — Enable or Disable Asynchronous Cancelability” on page 8-19
 “pthread_setcancel() — Enable or Disable General
Cancelability” on page 8-19
 “pthread_testcancel() — Request Delivery of Pending
Cancels” on page 8-20

pthread_cleanup_pop() — Remove
Cleanup Handler from Stack
Syntax
#include <pthread.h>
void pthread_cleanup_pop(int execute);
The pthread_cleanup_pop() function removes the routine
specified in pthread_cleanup_push() from the top of the
calling thread's cleanup stack. If the value specified in
execute is nonzero, the routine removed from the stack is
run.
This function and pthread_cleanup_push() are implemented
as macros and must be coded and run as statements in
pairs within the same lexical scope. You can think of the
pthread_cleanup_push() macro as expanding to a string
whose first character is a left brace ({) and
pthread_cleanup_pop() as expanding to a string containing
the corresponding right brace (}).

pthread_cleanup_push() — Establish
Thread Cleanup Handler
Syntax
#include <pthread.h>
void pthread_cleanup_push(void (\routine)(void \),
void \arg);
The pthread_cleanup_push() function pushes the specified
routine and its argument on top of the calling thread's
cleanup stack. The cleanup routine is popped from the stack
and run with the arg parameter when any of the following
actions occur:
 the thread calls pthread_exit().
 the thread is canceled.
 The thread calls pthread_cleanup_pop() with the
execute flag set to a nonzero value.
This function and pthread_cleanup_pop() are implemented
as macros and must be coded and run as statements in
pairs within the same lexical scope. You can think of the
pthread_cleanup_push() macro as expanding to a string
whose first character is a left brace ({) and
pthread_cleanup_push() as expanding to a string containing the corresponding right brace (}).

Parameters
routine
Routine to be run as the cleanup handler.
arg
Parameter passed to the cleanup handler.

Return Value
Parameters
execute
Whether the cleanup routine should be run or just discarded. If the value is nonzero, the cleanup routine is
run.

Return Value

None.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cleanup_pop() — Remove Cleanup Handler
from Stack”

None.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cleanup_push() — Establish Thread Cleanup
Handler”

pthread_condattr_create() — Create
Condition Variable Attribute Object
Syntax
#include <pthread.h>
int pthread_condattr_create(pthread_condattr_t \attr);

The pthread_condattr_create() function creates a condition
variable attribute object attr with the default value for all attri-
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pthread_cond_broadcast
butes. The condition attribute object can later be used to initialize a condition variable using the pthread_cond_init()
function. After a condition variable attribute object has been
used to initialize one or more condition variables, any function affecting the attribute object does not affect previously
initialized condition variables.

Parameters
attr
The address of the condition attributes object to be
deleted.

Return Value
Parameters
attr
The address of the condition attribute object to be
created.

0
−1

pthread_condattr_delete() was successful.
pthread_condattr_delete() was not successful. The
errno value is set to indicate the error.

Error Conditions
Return Value
0
−1

pthread_condattr_create() was successful.
pthread_condattr_create() was not successful. The
errno value is set to indicate the error.

Error Conditions
If pthread_condattr_create() is not successful, errno usually
indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cond_init() — Initialize Condition Variable” on
page 8-5
 “pthread_condattr_delete() — Delete Condition Variable
Attribute Object”

pthread_condattr_delete() — Delete
Condition Variable Attribute Object
Syntax
#include <pthread.h>
int pthread_condattr_delete(pthread_condattr_t \attr);

The pthread_condattr_delete() function deletes the condition variable attribute object attr and gives permission to
reclaim storage for the condition attribute object. After the
condition attribute object has been deleted, previously initialized condition variables that used this attribute object are not
affected.

8-4

Common Programming APIs Toolkit/400 Reference V3R7

If pthread_condattr_delete() is not successful, errno usually
indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_condattr_create() — Create Condition Variable
Attribute Object” on page 8-3

pthread_cond_broadcast() — Unblock All
Threads Waiting for a Condition.
Syntax
#include <pthread.h>
int pthread_cond_broadcast(pthread_cond_t \cond);
The pthread_cond_broadcast() function broadcasts the
condition variable cond. If any threads are blocked waiting
on the condition variable cond, all of the threads will become
unblocked following this function call. As each thread
becomes unblocked from its call to pthread_cond_wait() or
pthread_cond_timedwait(), it will own the mutex that was
specified in its call to the wait function.
If no threads were blocked on cond,
pthread_cond_broadcast() has no effect.

Parameters
cond
The address of the condition variable to be broadcast

pthread_cond_init

Return Value
0
−1

pthread_cond_broadcast() was successful.
pthread_cond_broadcast() was not successful. The
errno value is set to indicate the error.

Error Conditions
If pthread_cond_broadcast() is not successful, errno
usually indicates the following error. Under some conditions,
errno could indicate an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cond_init() — Initialize Condition Variable”
 “pthread_cond_destroy() — Destroy Condition Variable”
 “pthread_cond_signal() — Unblock One or More Threads
Waiting for Condition” on page 8-6
 “pthread_cond_timedwait() — Wait Specified Time for
Condition Variable” on page 8-7
 “pthread_cond_wait() — Wait for Condition Variable” on
page 8-7

Example
For an example of using this function, see “Example 4:
Program that Uses Condition Variable” on page A-10.

pthread_cond_destroy() — Destroy
Condition Variable
Syntax
#include <pthread.h>
int pthread_cond_destroy(pthread_cond_t \cond);
The pthread_cond_destroy() function destroys the condition
variable specified by cond.
Subsequent attempts to use a destroyed condition variable
result in an [EINVAL] error.

cond
The address of the condition variable to be destroyed.

Return Value
0
−1

pthread_cond_destroy() was successful.
pthread_cond_destroy() was not successful. The
errno value is set to indicate the error.

Error Conditions
If pthread_cond_destroy() is not successful, errno usually
indicates one of the following errors. Under some conditions,
errno could indicate an error other than those listed here.
[EBUSY]
Resource busy.
An attempt was made to use a system resource that is
not available at this time.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cond_broadcast() — Unblock All Threads
Waiting for a Condition.” on page 8-4
 “pthread_cond_init() — Initialize Condition Variable”
 “pthread_cond_signal() — Unblock One or More Threads
Waiting for Condition” on page 8-6
 “pthread_cond_timedwait() — Wait Specified Time for
Condition Variable” on page 8-7
 “pthread_cond_wait() — Wait for Condition Variable” on
page 8-7

Example
For an example of using this function, see “Example 4:
Program that Uses Condition Variable” on page A-10.

pthread_cond_init() — Initialize Condition
Variable
Syntax
#include <pthread.h>

Attempting to destroy a condition variable that other threads
are currently using is disallowed and results in an [EBUSY]
error.

Parameters

int pthread_cond_init(pthread_cond_t
pthread_condattr_t

\cond,
\attr);

The pthread_cond_init() function initializes a condition variable with attributes specified by attr.
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Parameters
cond
The address of the condition variable to be initialized.

pthread_cond_signal() — Unblock One or
More Threads Waiting for Condition
Syntax

attr
The address of the attributes used to initialize cond.
|
|
|
|

In POSIX 1003.4a, the type of this parameter is
pthread_condattr_t instead of a pointer to that type. The
PTHREAD_CONDATTR_DEFAULT constant will work correctly
for this parameter.

|
|

To use the default condition variable attributes, specify
PTHREAD_CONDATTR_DEFAULT for the attr parameter.

Return Value
0
−1

pthread_cond_init() was successful.
pthread_cond_init() was not successful. The errno
value is set to indicate the error.

#include <pthread.h>
int pthread_cond_signal(pthread_cond_t \cond);
The pthread_cond_signal() function signals the condition
variable cond. If any threads are blocked waiting on the condition variable cond, at least one of the threads will become
unblocked following this function call. The thread will wake
up from its call to pthread_cond_wait or
pthread_cond_timedwait and own the mutex that was specified in its call to the wait function.
If no threads were blocked on cond, pthread_cond_signal()
has no effect.

Error Conditions

Parameters

If pthread_cond_init() is not successful, errno usually indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.

cond
The address of the condition variable to be signaled.

[EINVAL]
The value specified for the argument is not correct.

Return Value

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cond_broadcast() — Unblock All Threads
Waiting for a Condition.” on page 8-4
 “pthread_cond_destroy() — Destroy Condition Variable”
on page 8-5
 “pthread_cond_signal() — Unblock One or More Threads
Waiting for Condition”
 “pthread_cond_timedwait() — Wait Specified Time for
Condition Variable” on page 8-7
 “pthread_cond_wait() — Wait for Condition Variable” on
page 8-7

Example
For an example of using this function, see “Example 4:
Program that Uses Condition Variable” on page A-10.
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0
−1

pthread_cond_signal() was successful.
pthread_cond_signal() was not successful. The
errno value is set to indicate the error.

Error Conditions
If pthread_cond_signal() is not successful, errno usually
indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cond_broadcast() — Unblock All Threads
Waiting for a Condition.” on page 8-4
 “pthread_cond_destroy() — Destroy Condition Variable”
on page 8-5
 “pthread_cond_init() — Initialize Condition Variable” on
page 8-5
 “pthread_cond_timedwait() — Wait Specified Time for
Condition Variable” on page 8-7
 “pthread_cond_wait() — Wait for Condition Variable” on
page 8-7

pthread_cond_wait

Example
For an example of using this function, see “Example 4:
Program that Uses Condition Variable” on page A-10.

pthread_cond_timedwait() — Wait
Specified Time for Condition Variable
Syntax
#include <pthread.h>
int pthread_cond_timedwait(pthread_cond_t
\cond,
pthread_mutex_t
\mutex,
const struct timespec \abstime);

[EPERM]
Operation not permitted.
You must have appropriate privileges or be the owner of
the object or other resource to do the requested operation.
[EAGAIN]
Operation would have caused the process to be suspended.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

The pthread_cond_timedwait() function waits for the condition variable cond while unlocking the mutex specified by
mutex for the duration of the wait. When the function is
called, the calling thread must have mutex locked. The function automatically releases mutex and causes the calling
thread to wait for the condition variable cond. When the condition is satisfied and the function returns, mutex is locked
and owned again by the calling thread.
If mutex is not locked by the calling thread, an [EPERM]
error results.
If the current system clock time passes the absolute time
specified by abstime before cond is signaled, an [EAGAIN]
error results.

Parameters
cond
The address of the condition variable to be waited on.
mutex
The address of the mutex that is unlocked and then
locked when the condition has been satisfied.
abstime
The address of a variable containing the absolute time at
which the wait expires, if the condition has not been signaled or broadcast. See pthread_get_expiration_np(),
which can be used to obtain an absolute expiration time
from a relative wait interval.

Return Value
0
−1

pthread_cond_timedwait() was successful.
pthread_cond_timedwait() was not successful. The
errno value is set to indicate the error.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cond_broadcast() — Unblock All Threads
Waiting for a Condition.” on page 8-4
 “pthread_cond_destroy() — Destroy Condition Variable”
on page 8-5
 “pthread_cond_signal() — Unblock One or More Threads
Waiting for Condition” on page 8-6
 “pthread_cond_wait() — Wait for Condition Variable”
 “pthread_get_expiration_np() — Get Expiration Time” on
page 8-11

pthread_cond_wait() — Wait for Condition
Variable
Syntax
#include <pthread.h>
int pthread_cond_wait(pthread_cond_t
pthread_mutex_t

\cond,
\mutex);

The pthread_cond_wait() function waits for the condition
variable cond while unlocking the mutex specified by mutex
for the duration of the wait. When the function is called, the
calling thread must have mutex locked. The function automatically releases mutex and causes the calling thread to
wait for the condition variable cond. When the condition is
satisfied, the function returns and the mutex is owned again
by the calling thread.
If mutex is not locked by the calling thread, an [EPERM]
error results.

Error Conditions

Parameters

If pthread_cond_timedwait() is not successful, errno usually
indicates one of the following errors. Under some conditions,
errno could indicate an error other than those listed here.

cond
The address of the condition variable to be waited on.
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mutex
The address of the mutex that is unlocked and then
locked when the condition has been satisfied.

The pthread_create() function creates a thread with the
specified attributes and runs the start_routine in the thread.
The newly created thread can begin running before
pthread_create() completes.

Return Value
0
−1

Parameters

pthread_cond_wait() was successful.
pthread_cond_wait() was not successful. The errno
value is set to indicate the error.

thread
Handle to the thread created.
attr

Error Conditions

Thread attributes object that defines the characteristics
of the thread being created. If
PTHREAD_ATTR_DEFAULT is specified, default attributes are used.

If pthread_cond_wait() is not successful, errno usually indicates one of the following errors. Under some conditions,
errno could indicate an error other than those listed here.
[EPERM]
Operation not permitted.
You must have appropriate privileges or be the owner of
the object or other resource to do the requested operation.

|
|
|
|

start_routine
Function to be run as the new thread's start routine.

[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

arg
Address of the argument for the thread's start routine.
|
|

An argument value is not valid, out of range, or NULL.

 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cond_broadcast() — Unblock All Threads
Waiting for a Condition.” on page 8-4
 “pthread_cond_destroy() — Destroy Condition Variable”
on page 8-5
 “pthread_cond_signal() — Unblock One or More Threads
Waiting for Condition” on page 8-6
 “pthread_cond_timedwait() — Wait Specified Time for
Condition Variable” on page 8-7

Return Value
0
−1

If pthread_create() is not successful, errno usually indicates
one of the following errors. Under some conditions, errno
could indicate an error other than those listed here.
| [EBUSY]
|
Resource busy.
|
|

Syntax
#include <pthread.h>
int pthread_create(pthread_t
\thread,
pthread_attr_t \attr,
pthread_startroutine_t start_routine,
void
\arg);

pthread_create() was successful.
pthread_create() was not successful. The errno value
is set to indicate the error.

Error Conditions

Example

pthread_create() — Create Thread

In POSIX 1003.1c draft 4, the type of this parameter is
pthread_attr_t. This is a compatible type to void *.
The type pthread_startroutine_t represents a pointer to a
function that takes a single void * parameter and returns
void \. Functions that do not match this type should not be
used as a start_routine for pthread_create().

Related Information

For an example of using this function, see “Example 4:
Program that Uses Condition Variable” on page A-10.

In POSIX 1003.1c draft 4, the type of this parameter is
pthread_attr_t instead of a pointer to that type.
PTHREAD_ATTR_DEFAULT will still function correctly
and is the only supported attribute.

|
|

An attempt was made to use a system resource that is
not available at this time.
Could indicate that the maximum number of threads
(jobs) in the subsystem was reached.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
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| [ENOMEM]
|
Storage allocation request failed.

Example

|
|

A function needed to allocate storage, but no storage is
available.

For examples of using this function, see the following:

|
|

There is not enough memory to perform the requested
function.

|
|

Could indicate that there is not enough space in the
storage pool to start another thread (job).
[EOPNOTSUPP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

 “Example 2: Program that Retrieves Return Data From
Thread and Writes Trace Data” on page A-3
 “Example 3: Program that Uses Mutex Locking and
Unlocking” on page A-6
 “Example 4: Program that Uses Condition Variable” on
page A-10

pthread_delay_np() — Wait a Specified
Time
Syntax

Usage Notes
When calling pthread_create, make sure that the thread
start_routine matches the function prototype defined by
pthread_startroutine_t. Casting a function that does not
match this type into pthread_startroutine_t could cause
stack leaks and unexpected behavior.
The following example could cause unexpected behavior and
possibly cause stack corruption:
userreturntype_t foo(void) {
userreturntype_t = test;
return test;
}
.
.
.
pthread_t
tid;
pthread_create(&tid, pthread_attr_default,
(pthread_startroutine_t)foo
NULL);
To match pthread_startroutine_t correctly, always prototype thread start functions as the following:
void \foo(void \);

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_attr_create() — Create Thread Attribute Object”
on page 8-1
 “pthread_cancel() — Request that a Thread End” on
page 8-2
 “pthread_detach() — Mark Thread for Deletion” on
page 8-10
 “pthread_exit() — End Calling Thread” on page 8-10
 “pthread_join() — Wait for Thread to End” on page 8-12

#include <pthread.h>
int pthread_delay_np(struct timespec \interval);
The pthread_delay_np() function causes a thread to delay
running for a specified period of time. In the CPA implementation, the smallest increment of elapsed time is one millisecond. If zero seconds are specified, the calling thread will
wait indefinitely.

Parameters
interval
Number of seconds and nanoseconds that the calling
thread waits before continuing to run. The value specified must be greater than zero. If zero is specified, the
calling thread will wait indefinitely.

Return Value
0
−1

pthread_delay_np() was successful.
pthread_delay_np() was not successful. The errno
value is set to indicate the error.

Error Conditions
If pthread_delay_np() is not successful, errno usually indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
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pthread_detach() — Mark Thread for
Deletion
Syntax
#include <pthread.h>
int pthread_detach (pthread_t \thread);
The pthread_detach() function indicates that storage for the
specified thread should be reclaimed when the thread ends.
This routine does not cause thread to end.

Example
For examples of using this function, see the following:
 “Example 2: Program that Retrieves Return Data From
Thread and Writes Trace Data” on page A-3
 “Example 3: Program that Uses Mutex Locking and
Unlocking” on page A-6

pthread_equal() — Compare Two Thread
IDs
Syntax

After pthread_detach() has been issued, it is not valid to try
to join with the target thread.

Parameters
thread
Thread to be marked for deletion.

Return Value
0
−1

pthread_detach() was successful.
pthread_detach() was not successful. The errno
value is set to indicate the error.

Error Conditions

#include <pthread.h>
int pthread_equal (pthread_t
pthread_t

Differences
The pthread_equal() function compares thread ID thread1
with thread ID thread2.

Parameters
thread1
Thread ID 1.

If pthread_detach() is not successful, errno usually indicates
one of the following errors. Under some conditions, errno
could indicate an error other than those listed here.

thread2
Thread ID 2.

[EINVAL]
The value specified for the argument is not correct.

Return Value

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ESRCH]
No item could be found that matches the specified
value.

thread1,
thread2);

This function is always successful. It returns 1 if the thread
IDs are equal and 0 if they are not.

Error Conditions
None

Related Information
Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cancel() — Request that a Thread End” on
page 8-2
 “pthread_create() — Create Thread” on page 8-8
 “pthread_exit() — End Calling Thread”
 “pthread_join() — Wait for Thread to End” on page 8-12

 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)

pthread_exit() — End Calling Thread
Syntax
#include <pthread.h>
void pthread_exit(void \status);
The pthread_exit() function ends the calling thread. The
status value is made available to any thread that calls
pthread_join() and specifies the thread that is ending. Any
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pthread_get_expiration_np
cleanup handlers on the cleanup stack are popped and run.
Then any thread-specific data destructors are called in
unspecified order. The initial call returns normally. Calling
pthread_exit() does not free process resources, including
the thread ID and thread exit status.

pthread_get_expiration_np() — Get
Expiration Time
Syntax
#include <pthread.h>

pthread_exit() may return the thread to the CPA standby job
pool for reuse. Resources not managed by CPA and all
mutexes should be released before calling pthread_exit() to
prevent subsequent threads from inheriting them. If this is
not possible, you may want to use the Qp0zPthreadExit2()
function (see “Qp0zPthreadExit2() — End Calling Thread” on
page 8-22).
pthread_exit() is implicitly called when the thread returns
from the start routine specified on pthread_create().
pthread_exit() cannot be called from a cleanup handler or
destructor function. If it is called from the initial thread, it
behaves as if the thread had called exit(), and ends all
threads in the process.
pthread_exit() cancels all user calls. It also causes any
user-written ILE cancel handlers to be run.

Parameters
status
Address value copied and returned to the caller of
pthread_join().
|
|

In POSIX 1003.1c draft 4, the type of this parameter is
pthread_addr_t. This is a compatible type with void *.

int pthread_get_expiration_np(struct timespec \delta,
struct timespec \abstime);

The pthread_get_expiration_np() function computes an
absolute time by adding a specified elapsed time to the
current system time. This resulting absolute time can be
used as the expiration time in a call to
pthread_cond_timedwait.
In the CPA implementation, the smallest increment of
elapsed time is one millisecond.

Parameters
delta
The number of seconds to add to the current system
time. The result is the time when a timed wait expires.
abstime
Returned value representing the expiration time.
The struct timespec structure contains two fields:
 tv_sec long integer number of seconds.
 tv_nsec long integer number of nanoseconds.

Return Value

Return Value

pthread_exit() does not return to the caller.

0
−1

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_create() — Create Thread” on page 8-8
 “pthread_detach() — Mark Thread for Deletion” on
page 8-10
 “pthread_join() — Wait for Thread to End” on page 8-12
 “Qp0zPthreadExit2() — End Calling Thread” on
page 8-22

Example
For an example of using this function, see “Example 2:
Program that Retrieves Return Data From Thread and Writes
Trace Data” on page A-3.

pthread_get_expiration_np() was successful.
pthread_get_expiration_np() was not successful.
The errno value is set to indicate the error.

Error Conditions
If pthread_get_expiration_np() is not successful, errno
usually indicates the following error. Under some conditions,
errno could indicate an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cond_timedwait() — Wait Specified Time for
Condition Variable” on page 8-7
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pthread_getspecific() — Get
Thread-Specific Data

pthread_join() — Wait for Thread to End
Syntax

Syntax

#include <pthread.h>

#include <pthread.h>
int pthread_getspecific(pthread_key_t
void \\

int pthread_join (pthread_t
void \\

key,
value);

thread,
status);

Parameters

The pthread_getspecific function returns the thread-specific
data value associated with the specified key for the current
thread.

The pthread_join() function causes the calling thread to wait
for the specified thread to end. A call to this function returns
after the specified thread has ended. Any number of threads
can join with the same target thread. This function does not
contain pthread_detach() semantics.

Parameters
key
Key value that identifies the data value obtained.

An attempt to join a thread with itself results in an
[EDEADLK] error condition.

value
Address of a pointer which is set to the current threadspecific data value associated with the specified key.
|
|

thread
Thread whose ending is awaited by the caller of this
function.

In POSIX 1003.1c draft 4, the type of this parameter is
pthread_addr_t *. This is a compatible type with void **.

status
Address value returned by target thread issuing
pthread_exit()

Return Value
0
−1

pthread_getspecific() was successful.
pthread_getspecific() was not successful. The errno
value is set to indicate the error.

|
|

In POSIX 1003.1c draft 4, the type of this parameter is
pthread_addr_t *. This is a compatible type with void **.

Return Value
Error Conditions
If pthread_getspecific() is not successful, errno usually indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_keycreate() — Create Unique Thread-Specific
Data Key” on page 8-13 “pthread_setspecific() — Set
Thread-Specific Data Associated with Key” on
page 8-20

0
−1

pthread_join() was successful.
pthread_join() was not successful. The errno value is
set to indicate the error.

Error Conditions
If pthread_join() is not successful, errno usually indicates
one of the following errors. Under some conditions, errno
could indicate an error other than those listed here.
[EDEADLK]
Resource deadlock avoided.
An attempt was made to lock a system resource that
would have resulted in a deadlock situation. The lock
was not obtained.
The function attempted was failed to prevent a deadlock.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ESRCH]
No item could be found that matches the specified
value.

8-12

Common Programming APIs Toolkit/400 Reference V3R7

pthread_mutexattr_create

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_create() — Create Thread” on page 8-8
 “pthread_exit() — End Calling Thread” on page 8-10
 “pthread_detach() — Mark Thread for Deletion” on
page 8-10

Error Conditions
If pthread_keycreate() is not successful, errno usually indicates one of the following errors. Under some conditions,
errno could indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

Example
For examples of using this function, see the following:
 “Example 2: Program that Retrieves Return Data From
Thread and Writes Trace Data” on page A-3
 “Example 3: Program that Uses Mutex Locking and
Unlocking” on page A-6

pthread_keycreate() — Create Unique
Thread-Specific Data Key
Syntax
#include <pthread.h>
int pthread_keycreate(pthread_key_t
\key,
pthread_destructor_t destructor);

The pthread_keycreate() creates a key visible to all threads
in the process. A NULL value is initially associated with the
new key in all existing or newly created threads.
The destructor function is optional. If specified, this function
is called when the thread ends. The order of destructor calls
at the time the thread ends is unspecified.
The CPA implementation imposes a limit on the number of
keys that can be created by a process. The limit is defined
by DATAKEYS_MAX.

Parameters
key
Value of the new thread-specific data key.

destructor
Procedure to be called to destroy the data value associated with the created key when the thread ends or the
data value changes.

An argument value is not valid, out of range, or NULL.
[ENOMEM]
Storage allocation request failed.
A function needed to allocate storage, but no storage is
available.
There is not enough memory to perform the requested
function.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_getspecific() — Get Thread-Specific Data” on
page 8-12
 “pthread_setspecific() — Set Thread-Specific Data Associated with Key” on page 8-20

pthread_mutexattr_create() — Create
Mutex Attribute Object
Syntax
#include <pthread.h>
int pthread_mutexattr_create(pthread_mutexattr_t \attr);

The pthread_mutexattr_create() function creates the mutex
attributes object attr with the default value for all attributes.
The mutex attribute object can later be used to initialize a
mutex using the pthread_mutex_init() function. After a
mutex attribute object has been used to initialize one or more
mutexes, any function affecting the attribute object does not
affect any previously initialized mutexes.

Parameters
attr

Return Value
0
−1

pthread_keycreate() was successful.
pthread_keycreate() was not successful. The errno
value is set to indicate the error.

The address of the mutex attribute object to be created.

Return Value
0
−1

pthread_mutexattr_create() was successful.
pthread_mutexattr_create() was not successful. The
errno value is set to indicate the error.
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Error Conditions

operation was attempted on an object and the operation
specified is not supported for that type of object.

If pthread_mutexattr_create() is not successful, errno
usually indicates the following error. Under some conditions,
errno could indicate an error other than that listed here.

An argument value is not valid, out of range, or NULL.

[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_mutexattr_delete() — Delete Mutex Attribute
Object”
 “pthread_mutex_init() — Create and Initialize Thread
Mutex Object” on page 8-15

pthread_mutexattr_delete() — Delete
Mutex Attribute Object

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_mutexattr_create() — Create Mutex Attribute
Object” on page 8-13
 “pthread_mutex_init() — Create and Initialize Thread
Mutex Object” on page 8-15

pthread_mutex_destroy() — Destroy
Thread Mutex
Syntax
#include <pthread.h>
int pthread_mutex_destroy(pthread_mutex_t \mutex);
The pthread_mutex_destroy() function destroys the mutex
specified by mutex. Destroying a mutex that another
threads owns (holds locked) is not allowed.

Syntax
#include <pthread.h>
int pthread_mutexattr_delete(pthread_mutexattr_t \attr);

The pthread_mutexattr_delete() function deletes the mutex
attribute object attr. When the mutex attribute object has
been deleted, previously initialized mutexes that used this
attribute object are not affected.

Parameters
attr
The address of the mutex attribute object to be deleted.

Return Value
0
−1

pthread_mutexattr_delete() was successful.
pthread_mutexattr_delete() was not successful. The
errno value is set to indicate the error.

Error Conditions
If pthread_mutexattr_delete() is not successful, errno
usually indicates the following errors. Under some conditions, errno could indicate an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
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All processes currently in the mutex wait state for this mutex
are removed from the wait state and an [EDESTROYED]
error is returned to the waiting processes.
All initialized mutexes created by a CPA application program
are destroyed when the CPA application program ends. It is
important that they be destroyed when they are no longer
needed. When a CPA pthreads_mutex is created, system
resources are allocated for the mutex. These resources stay
in place until the mutex is destroyed, thereby leaving fewer
mutexes available in the system for other processes to use.
If a mutex is created in such a way that the system destroys
the mutex before CPA destroys the mutex (by using
pthread_mutex_destroy() or ending the CPA process), the
system will detect and may log this information. An example
of this would be a pthread_mutex created in automatic
storage that is not destroyed with pthread_mutex_destroy
before going out of scope, or a mutex that is corrupted by an
errant application.

Parameters
mutex
The address of the pthread_mutex to be destroyed.

Return Value
0
−1

pthread_mutex_destroy() was successful.
pthread_mutex_destroy() was not successful. The
errno value is set to indicate the error.

pthread_mutex_init
can be used. Failure to initialize a mutex could result in an
error when a mutex lock is attempted.

Error Conditions
If pthread_mutex_destroy() is not successful, errno usually
indicates one of the following errors. Under some conditions,
errno could indicate an error other than those listed here.

Parameters
mutex
The address of the pthread_mutex to be initialized.

[EBUSY]
Resource busy.

attr

An attempt was made to use a system resource that is
not available at this time.
[EDESTROYED]
The mutex was destroyed.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_mutex_lock() — Lock Thread Mutex” on
page 8-16
 “pthread_mutex_trylock() — Try Nonblocking Lock of
Thread Mutex” on page 8-16
 “pthread_mutex_unlock() — Unlock Thread Mutex” on
page 8-17

The address of the pthread_mutex attribute structure
used to initialize mutex.
|
|
|
|

In POSIX 1003.1c draft 4, the type of this parameter is
pthread_mutexattr_t instead of a pointer to that type.
The PTHREAD_MUTEXATTR_DEFAULT constant will
work correctly for this parameter.

Return Value
0
−1

pthread_mutex_init() was successful.
pthread_mutex_init() was not successful. The errno
value is set to indicate the error.

Error Conditions
If pthread_mutex_init() is not successful, errno usually indicates one of the following errors. Under some conditions,
errno could indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.

Example

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

For examples of using this function, see the following:

An argument value is not valid, out of range, or NULL.

 “Example 3: Program that Uses Mutex Locking and
Unlocking” on page A-6
 “Example 4: Program that Uses Condition Variable” on
page A-10

pthread_mutex_init() — Create and
Initialize Thread Mutex Object
Syntax
#include <pthread.h>
int pthread_mutex_init(pthread_mutex_t
\mutex,
pthread_mutexattr_t \attr);
The pthread_mutex_init() function creates and initializes a
pthread_mutex with attributes specified by attr. If attr is
NULL, the default mutex attributes are used. The attr structure is initialized by using the pthread_mutexattr_create()
function. All mutexes must be initialized once before they

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_mutex_destroy() — Destroy Thread Mutex” on
page 8-14
 “pthread_mutex_lock() — Lock Thread Mutex” on
page 8-16
 “pthread_mutex_unlock() — Unlock Thread Mutex” on
page 8-17
 “pthread_mutex_trylock() — Try Nonblocking Lock of
Thread Mutex” on page 8-16

Example
For examples of using this function, see the following:
 “Example 3: Program that Uses Mutex Locking and
Unlocking” on page A-6
 “Example 4: Program that Uses Condition Variable” on
page A-10
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pthread_mutex_lock() — Lock Thread
Mutex
Syntax
#include <pthread.h>
int pthread_mutex_lock(pthread_mutex_t \mutex);
The pthread_mutex_lock() function locks the mutex referred
to by mutex. If the mutex is successfully locked, the calling
process becomes the owner of the mutex.
An attempt by a mutex owner to relock the mutex results in
an [EDEADLK] error.
The mutex must be previously initialized once by the
pthread_mutex_init() function before attempting to lock the
mutex. An [EINVAL] error may be returned if the mutex has
not been created, or has been altered other than from implicit
changes resulting from using the pthread_mutex_lock(),
pthread_mutex_trylock(), and pthread_mutex_unlock()
functions.
If the mutex cannot be immediately allocated to the caller,
then the caller will wait indefinitely for the mutex. The function will return with the mutex in the locked state, with the
caller as its owner.
While in a mutex wait state, some interruptions will be processed by the system and the wait will continue. Other interruptions will cause the wait to end and return an [EINTR]
error.

Parameters
mutex
The address of the pthread_mutex to be locked.

[EDESTROYED]
The mutex was destroyed.
[EINTR]
Interrupted function call.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EOWNERTERM]
The mutex no longer exists because the owner is no
longer running.
The process that had locked the mutex is no longer
running, so the mutex was deleted.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_mutex_destroy() — Destroy Thread Mutex” on
page 8-14
 “pthread_mutex_init() — Create and Initialize Thread
Mutex Object” on page 8-15
 “pthread_mutex_trylock() — Try Nonblocking Lock of
Thread Mutex”
 “pthread_mutex_unlock() — Unlock Thread Mutex” on
page 8-17

Example
For examples of using this function, see the following:
 “Example 3: Program that Uses Mutex Locking and
Unlocking” on page A-6
 “Example 4: Program that Uses Condition Variable” on
page A-10

Return Value
0
−1

pthread_mutex_lock() was successful.
pthread_mutex_lock() was not successful. The errno
value is set to indicate the error.

pthread_mutex_trylock() — Try
Nonblocking Lock of Thread Mutex
Syntax

Error Conditions
If pthread_mutex_lock() is not successful, errno usually
indicates one of the following errors. Under some conditions,
errno could indicate an error other than those listed here.
[EDEADLK]
Resource deadlock avoided.
An attempt was made to lock a system resource that
would have resulted in a deadlock situation. The lock
was not obtained.
The function attempted was failed to prevent a deadlock.

8-16

Common Programming APIs Toolkit/400 Reference V3R7

#include <pthread.h>
int pthread_mutex_trylock(pthread_mutex_t \mutex);
The pthread_mutex_trylock() function attempts to lock the
mutex referred to by mutex. If the mutex is currently held by
any thread or process, including the current thread or
process, the function fails immediately and an [EBUSY] error
is issued. If the function is successful, it returns with mutex
in a locked state, with the caller as its owner.
An attempt by a mutex owner to relock the mutex results in
an [EDEADLK] error.

pthread_mutex_unlock
The mutex must be previously initialized once by the
pthread_mutex_init() function before attempting to lock the
mutex. An [EINVAL] error may be returned if the mutex has
not been created, or has been altered other than from implicit
changes resulting from using the pthread_mutex_lock() and
pthread_mutex_unlock() functions.

Parameters
mutex
The address of the mutex to be locked.

Return Value
1
0
−1

pthread_mutex_trylock() successfully locked the
mutex.
pthread_mutex_trylock() did not lock the mutex.
The mutex was not valid. The errno value is set to
indicate the error.

pthread_mutex_unlock() — Unlock Thread
Mutex
Syntax
#include <pthread.h>
int pthread_mutex_unlock(pthread_mutex_t \mutex);
The pthread_mutex_unlock() function unlocks the
pthread_mutex referred to by mutex if the caller owns the
lock. If one or more threads are blocked waiting for the
mutex to become unlocked, one of the waiting threads
becomes unblocked and its call to pthread_mutex_lock()
returns successfully.
The mutex must be previously initialized once by the
pthread_mutex_init() function. An error of [EPERM] indicates that the mutex is not locked by the caller.

Error Conditions

Parameters

If pthread_mutex_trylock() is not successful, errno usually
indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.

mutex
The address of pthread_mutex to be unlocked.

[EBUSY]
Resource busy.

Return Value

An attempt was made to use a system resource that is
not available at this time.
[EDEADLK]
Resource deadlock avoided.
An attempt was made to lock a system resource that
would have resulted in a deadlock situation. The lock
was not obtained.
The function attempted was failed to prevent a deadlock.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_mutex_destroy() — Destroy Thread Mutex” on
page 8-14
 “pthread_mutex_init() — Create and Initialize Thread
Mutex Object” on page 8-15
 “pthread_mutex_lock() — Lock Thread Mutex” on
page 8-16
 “pthread_mutex_unlock() — Unlock Thread Mutex”

0
−1

pthread_mutex_unlock() was successful.
pthread_mutex_unlock() was not successful. The
errno value is set to indicate the error.

Error Conditions
If pthread_mutex_unlock() is not successful, errno usually
indicates one of the following errors. Under some conditions,
errno could indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EPERM]
Operation not permitted.
You must have appropriate privileges or be the owner of
the object or other resource to do the requested operation.
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Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_mutex_destroy() — Destroy Thread Mutex” on
page 8-14
 “pthread_mutex_init() — Create and Initialize Thread
Mutex Object” on page 8-15
 “pthread_mutex_lock() — Lock Thread Mutex” on
page 8-16
 “pthread_mutex_trylock() — Try Nonblocking Lock of
Thread Mutex” on page 8-16

Example
For examples of using this function, see the following:
 “Example 3: Program that Uses Mutex Locking and
Unlocking” on page A-6
 “Example 4: Program that Uses Condition Variable” on
page A-10

pthread_once() — Call Function to Run
One Time
Syntax
#include <pthread.h>
pthread_once_t once_control = PTHREAD_ONCE_INIT;

Return Value
0
−1

pthread_once() was successful.
pthread_once() was not successful. The errno value
is set to indicate the error.

Error Conditions
If pthread_once() is not successful, errno usually indicates
the following error. Under some conditions, errno could indicate an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)

pthread_self() — Get Identifier of Current
Thread
Syntax
#include <pthread.h>

int pthread_once(pthread_once_t \once_control,
pthread_initroutine_t init_routine);
The pthread_once function calls an initialization routine that
is run by one thread a single time. This routine allows the
user to create initialization code that is guaranteed to be run
only once, even if called simultaneously by multiple threads
or multiple times in the same thread.

pthread_t pthread_self (void);
The pthread_self routine allows a thread to obtain its own
identifier (thread ID).

Parameters
pthread_self takes no parameters.

Parameters
once_control
Address of a “once variable” associated with a particular
initialization routine. Each initialization routine must
have its own unique once variable. The once variable
specified by this parameter is used to determine whether
the associated initialization routine has been called. All
once variables must be initialized to
PTHREAD_ONCE_INIT before calling pthread_once for
the first time. This can be done as follows:
pthread_once_t my_once_variable = PTHREAD_ONCE_INIT;

init_routine
Address of a function that performs the initialization.
This function is called only once, regardless of the
number of times it and its associated once_control are
passed to pthread_once.
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Return Value
pthread_self returns the thread ID of the calling thread.

Error Conditions
The pthread_self function is always successful.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_create() — Create Thread” on page 8-8;

pthread_setcancel

pthread_setasynccancel() — Enable or
Disable Asynchronous Cancelability
Syntax
#include <pthread.h>
int pthread_setasynccancel(int state);
The pthread_setasynccancel() function enables or disables
the current thread's asynchronous cancelability and returns
the previous cancelability as the return value. “Cancelability”
refers to the characteristic of the thread that allows it to be
canceled.
Each thread maintains its own cancelability state with two
flags:
General Cancelability
When general cancelability is disabled, cancelation
requests issued against the target thread are held
pending. Pending requests are acted upon when
general cancelability is re-enabled. By default, general
cancelability is enabled.
Asynchronous Cancelability
When asynchronous cancelability is disabled, the thread
can only be canceled at predefined cancelation points.
Otherwise the thread can be canceled anywhere in its
processing stream. By default, asynchronous
cancelability is disabled. The predefined cancelation
points are:
 pthread_join()
 pthread_testcancel()
 pthread_cond_wait()
 pthread_cond_timedwait()
 pthread_setasynccancel(CANCEL_ON)

Parameters
state
State of asynchronous cancelability set for the calling
thread. On return, the prior state of asynchronous
cancelability of the thread is received.
The state parameter can have one of the following values:
CANCEL_ON
CANCEL_OFF

Asynchronous cancelability is enabled.
Asynchronous cancelability is disabled.

Return Value
value

−1

pthread_setasynccancel() was successful. The
value returned is the previous cancel state, which is
either CANCEL_ON or CANCEL_OFF.
pthread_setasynccancel() was not successful.
The errno value is set to indicate the error.

Error Conditions
If pthread_setasynccancel() is not successful, errno usually
indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cancel() — Request that a Thread End” on
page 8-2
 “pthread_setcancel() — Enable or Disable General
Cancelability”
 “pthread_testcancel() — Request Delivery of Pending
Cancels” on page 8-20

pthread_setcancel() — Enable or Disable
General Cancelability
Syntax
#include <pthread.h>
int pthread_setcancel(int state);
The pthread_setcancel function enables or disables the
current thread's general cancelability and returns the previous cancelability as the return value. “Cancelability” refers
to the characteristic of thread that allows it to be canceled.
Each thread maintains its own cancelability state with two
flags:
General Cancelability
When general cancelability is disabled, cancelation
requests issued against the target thread are held
pending. Pending requests are acted upon when
general cancelability is re-enabled. By default, general
cancelability is enabled.
Asynchronous Cancelability
When asynchronous cancelability is disabled, the thread
can only be canceled at predefined cancelation points.
Otherwise the thread can be canceled anywhere in its
processing stream. By default, asynchronous
cancelability is disabled. The predefined cancelation
points are:
 pthread_join()
 pthread_testcancel()
 pthread_cond_wait()
 pthread_cond_timedwait()
 pthread_setasynccancel(CANCEL_ON)
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pthread_testcancel

Parameters

Parameters

state
State of general cancelability set for the calling thread.
On return, the prior state of general cancelability of the
thread is received.

key
Key value that uniquely identifies the data value specified in value.

value
Address of the thread-specific data to be associated with
the specified key for the current thread. This typically
points to a block of dynamically allocated memory.

The state parameter can have one of the following values.
CANCEL_ON
CANCEL_OFF

General cancelability is enabled.
General cancelability is disabled.
|
|

Return Value
value

−1

pthread_setcancel() was successful. The value
returned is the previous cancel state, which is either
CANCEL_ON or CANCEL_OFF.
pthread_setcancel() was not successful. The errno
value is set to indicate the error.

In POSIX 1003.1c draft 4, the type of this parameter is
pthread_attr_t. This is a compatible type with void *.

Return Value
0
−1

pthread_setspecific() was successful.
pthread_setspecific() was not successful. The errno
value is set to indicate the error.

Error Conditions

Error Conditions

If pthread_setcancel() is not successful, errno usually indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.

If pthread_setspecific() is not successful, errno usually indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.

[EINVAL]
The value specified for the argument is not correct.

[EINVAL]
The value specified for the argument is not correct.

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

An argument value is not valid, out of range, or NULL.

An argument value is not valid, out of range, or NULL.

Related Information

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cancel() — Request that a Thread End” on
page 8-2
 “pthread_setasynccancel() — Enable or Disable Asynchronous Cancelability” on page 8-19
 “pthread_testcancel() — Request Delivery of Pending
Cancels”

 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_getspecific() — Get Thread-Specific Data” on
page 8-12
 “pthread_keycreate() — Create Unique Thread-Specific
Data Key” on page 8-13

pthread_testcancel() — Request Delivery
of Pending Cancels
pthread_setspecific() — Set
Thread-Specific Data Associated with Key

Syntax
#include <pthread.h>

Syntax
void pthread_testcancel (void);

#include <pthread.h>
int pthread_setspecific(pthread_key_t
void

key,
\value);

The pthread_setspecific function sets the thread-specific
data value associated with the specified key for the current
thread. If a value has already been defined for the key in
this thread, the new value is substituted for it.

8-20

Common Programming APIs Toolkit/400 Reference V3R7

The pthread_testcancel() function requests delivery of a
pending cancel request to the current thread. The cancel
request is delivered only if a cancel is pending for the current
thread and general cancel delivery is not currently disabled.
Each thread maintains its own cancelability state with two
flags:

Qp0zGetNumStandbyThreads
General Cancelability
When general cancelability is disabled, cancelation
requests issued against the target thread are held
pending. Pending requests are acted upon when
general cancelability is re-enabled. By default, general
cancelability is enabled.
Asynchronous Cancelability
When asynchronous cancelability is disabled, the thread
may only be canceled at predefined cancelation points.
Otherwise the thread can be canceled anywhere in its
processing stream. By default, asynchronous
cancelability is disabled. The predefined cancelation
points are:
 pthread_join()
 pthread_testcancel()
 pthread_cond_wait()
 pthread_cond_timedwait()
 pthread_setasynccancel(CANCEL_ON)

Parameters
pthread_yield() takes no parameters.

Return Value
None.

Error Conditions
The pthread_yield function is always successful.

Qp0zGetNumStandbyThreads() — Get
Current Number of Threads in Standby
Job Pool
Syntax

Parameters

#include <pthread.h>

pthread_testcancel() takes no parameters.

int QpðzGetNumStandbyThreads(void);

Return Value
If the thread has been canceled and general cancelability is
enabled, control returns to the caller of
pthread_testcancel().

The Qp0zGetNumStandbyThreads() function returns the
current number of threads in the standby job pool for the
process. The standby job pool is used to decrease thread
startup costs. Job resources from threads that have ended
are stored in this pool. These jobs can be reused on subsequent calls to pthread_create().

Error Conditions
The pthread_testcancel() function is always successful.

Parameters
None.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_cancel() — Request that a Thread End” on
page 8-2
 “pthread_setasynccancel() — Enable or Disable Asynchronous Cancelability” on page 8-19
 “pthread_setcancel() — Enable or Disable General
Cancelability” on page 8-19

Return Value
Qp0zGetNumStandbyThreads() is always successful. It
returns the current number of threads in the standby job
pool.

Error Conditions
Qp0zGetNumStandbyThreads() does not return an error.

pthread_yield() — Release Processor to
Threads of Same or Higher Priority
Syntax
#include <pthread.h>
void pthread_yield(void);
The pthread_yield function yields the processor to another
currently running thread.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_create() — Create Thread” on page 8-8
 “pthread_exit() — End Calling Thread” on page 8-10
 “Qp0zGetThreadPoolSize() — Get Current Size of
Standby Job Pool” on page 8-22
 “Qp0zPthreadExit2() — End Calling Thread” on
page 8-22
 “Qp0zSetThreadPoolSize() — Set Maximum Size of
Standby Job Pool” on page 8-22
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Qp0zSetThreadPoolSize

Qp0zGetThreadPoolSize() — Get Current
Size of Standby Job Pool
Syntax
#include <pthread.h>

Qp0zPthreadExit2() does not free process resources,
including the thread ID and thread exit status.
Qp0zPthreadExit2() does not return the thread to the CPA
standby job pool for reuse. Resources managed by the
system (such as mutexes) rather than CPA are released
when the thread ends.

int QpðzGetThreadPoolSize(void);

Parameters
The Qp0zGetThreadPoolSize() function returns the current
maximum size of the standby job pool for the process. The
standby job pool is used to decrease thread startup costs.
Job resources from threads that have ended are stored in
this pool. These jobs can be reused on subsequent calls to
pthread_create().

Parameters

status
Address value copied and returned to the caller of
pthread_join().

Return Value
Qp0zPthreadExit2() does not return to the caller.

Related Information

None.

Return Value
Qp0zGetThreadPoolSize() is always successful. It returns
the maximum number of threads that can be in the standby
job pool.

 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_create() — Create Thread” on page 8-8
 “pthread_detach() — Mark Thread for Deletion” on
page 8-10
 “pthread_exit() — End Calling Thread” on page 8-10
 “pthread_join() — Wait for Thread to End” on page 8-12

Error Conditions
Qp0zGetThreadPoolSize() does not return an error.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_create() — Create Thread” on page 8-8
 “pthread_exit() — End Calling Thread” on page 8-10
 “Qp0zGetNumStandbyThreads() — Get Current Number
of Threads in Standby Job Pool” on page 8-21
 “Qp0zPthreadExit2() — End Calling Thread”
 “Qp0zSetThreadPoolSize() — Set Maximum Size of
Standby Job Pool”

Qp0zPthreadExit2() — End Calling Thread
Syntax
#include <pthread.h>

Qp0zSetThreadPoolSize() — Set Maximum
Size of Standby Job Pool
Syntax
#include <pthread.h>
int QpðzSetThreadPoolSize(int poolsize);
The Qp0zSetThreadPoolSize() function sets the current
maximum size of the standby job pool for the process. The
standby job pool is used to decrease thread startup costs.
Job resources from threads that have ended are stored in
this pool. These jobs can be reused on subsequent calls to
pthread_create().
Changes to the maximum size of the standby job pool do not
affect jobs used for currently running threads or jobs that are
waiting in the standby pool. As threads end, the jobs do not
insert themselves into the standby pool if the pool is currently
full.

void QpðzPthreadExit2(void \status);
The Qp0zPthreadExit2() function ends the calling thread.
The status value is made available to any thread that calls
pthread_join() and specifies the thread that is ending. Any
cleanup handlers on the cleanup stack are popped and run.
Then any thread-specific data destructors are called in
unspecified order. The initial call returns normally. Calling
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Setting the size of the standby job pool to less than zero
results in an error. CPA enforces no limits on the maximum
pool size. The value returned represents the maximum pool
size that was set.

Parameters

Qp0zSetThreadPoolSize
poolsize
Desired maximum size of the thread standby pool

[EINVAL]
The value specified for the argument is not correct.

Return Value

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

value

An argument value is not valid, out of range, or NULL.

−1

Qp0zSetThreadPoolSize() was successful. The
value returned is the new maximum pool size as
specified in poolsize.
Qp0zSetThreadPoolSize() was not successful. The
errno value is set to indicate the error.

Error Conditions
If Qp0zSetThreadPoolSize() is not successful, errno usually
indicates the following error. Under some conditions, errno
could indicate an error other than that listed here.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “pthread_create() — Create Thread” on page 8-8
 “pthread_exit() — End Calling Thread” on page 8-10
 “Qp0zGetNumStandbyThreads() — Get Current Number
of Threads in Standby Job Pool” on page 8-21
 “Qp0zGetThreadPoolSize() — Get Current Size of
Standby Job Pool” on page 8-22
 “Qp0zPthreadExit2() — End Calling Thread” on
page 8-22
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Chapter 9. Standard C File I/O APIs
CPA supports the following C functions that are defined by
the American National Standards Institute (ANSI) C
Standard:
Function

What It Does

clearerr()

Reset error indicators

fclose()

Close file

| fdopen()

Test for end-of-file indicator

ferror()

Test for read or write errors

fflush()

Write buffer to file

fgetc()

Read character from file

fgetpos()

Get file position

fgets()

Read string from file

| fileno()

Determine file descriptor

fopen()

Open file

fprintf()

Write formatted data to file

fputc()

Write character to file

fputs()

Write string to file

fread()

Read from file

freopen()

Reopen file

fscanf()

Read formatted data from file

fseek()

Set file position from offset

fsetpos()

Set file position

ftell

Get file position

fwrite()

Write to file

getc()

Read character from file

getchar()

Read character from stdin file

gets()

Read line from stdin file

perror()

Print error message

printf()

Write formatted data to stdout file

putc()

Write character to file

putchar()

Write character to stdout file

puts()

Write string to stdout file

remove()

Delete file

rename()

Rename file

rewind()

Set file position

scanf()

Read formatted data from stdin file

setbuf()

Control buffering of file

setvbuf()

Control buffering and buffer size of file

tmpfile()

Create temporary file

tmpnam()

Create temporary file name

ungetc()

Push character onto input file

vfprintf()

Write formatted data to file using variable arguments

 Copyright IBM Corp. 1994, 1996

What It Does

vprintf()

Write formatted data to stdout file using variable arguments

These functions are described on the following pages.
Where the CPA support is different from that provided by ILE
C/400, the difference is described. Related information on
these functions can be found in the book ILE C/400
Programmer’s Reference.

Associate input or output with file

feof()

Function

|

Effect of Using Integrated File System I/O

|
|
|
|
|
|
|

The standard C file I/O functions can be used with either the
data management I/O or integrated file system file I/O. The
data management I/O is used unless you specify otherwise.
To use the integrated file system I/O, you must specify
*IFSIO for the SYSIFCOPT parameter in the CRTCMOD and
CRTPTHPGM command when you compile a module and
CPA program. For example:

|
|

CRTCMOD

|
|

CRTPTHPGM PGM(LIB1/PROG1) MODULE(LIB2/MOD2)
SYSIFCOPT(\IFSIO)

|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|

MODULE(LIB2/MOD2)
SYSIFCOPT(\IFSIO)

If you use the integrated file system I/O for a module that
contains calls to the standard C file I/O functions, the semantics and error conditions will be slightly different for those
functions, depending on the behavior of the file system. For
example:
 The EBADF error could be returned from a call to any
standard C file I/O function.
 File names are case-sensitive or not case-sensitive,
depending on the file system.
Using integrated file system I/O changes the underlying representation of the files from the data management I/O
support. Therefore, modules that use integrated file system
I/O cannot be used with modules that use data management
I/O. For example, files that are opened or created by a
module that uses integrated file system I/O cannot be used
by a module that uses data management I/O. The reverse is
also true.

| For information about the rules for using path names in the
| integrated file system, see the Integrated File System Intro| duction book.
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fclose

clearerr() — Reset Error Indicators

fclose() — Close a File

Syntax

Syntax

#include <stdio.h>

#include <stdio.h>

void clearerr(FILE \fp);

int fclose(FILE \fp);

The clearerr() function resets the error indicator and end-offile indicator for the file pointed to by fp.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

The fclose() function closes the file pointed to by fp.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
Parameters
fp

A pointer to the file whose error indicators are to be
cleared.

Return Value
None.

Error Conditions
If clearerr() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENOTOPEN]
File is not open.
You attempted to do an operation that required the file
to be open.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information
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“feof() — Test for End-of-File Indicator” on page 9-4
“ferror() — Test for Read or Write Errors” on page 9-5
“perror() — Print Error Message” on page 9-19
“rewind() — Set File Position” on page 9-23
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fp

A pointer to the file to be closed.

Return Value
0
EOF

fclose() was successful.
fclose() was not successful. The errno value is set
to indicate the error.

Error Conditions
If fclose() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENOTOPEN]
File is not open.
You attempted to do an operation that required the file
to be open.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information
 “fflush() — Write Buffer to File” on page 9-5
 “fopen() — Open File” on page 9-9
 “freopen() — Reopen File” on page 9-13

fdopen

|
|
|

fdopen() — Associate Input or Output With
File
Syntax

|

#include <stdio.h>

|

FILE \fdopen(int handle, char \type);

|
|
|
|

The fdopen() function associates an input or output stream
with the file identified by handle. The type variable is a character string specifying the type of access requested for the
stream.

|
|
|
|
|
|

Note: To use the fdopen() function in CPA, you must
enable integrated file system I/O. You enable integrated file
system I/O by specifying SYSIFCOPT(*IFSIO) in the
CRTCMOD and CRTPTHPGM that you use to compile your
modules and CPA program. For more information, see
“Effect of Using Integrated File System I/O” on page 9-1.

|
|
|
|
|
|

When you open a file using a, a+, ab, a+b, or ab+ as the
value of type, all write operations take place at the end of the
file. Although you can reposition the file pointer using
fseek() or rewind(), the write functions move the file pointer
back to the end of the file before they carry out any operation. Therefore, you cannot write over existing data.

|
|
|
|
|
|

When you specify any of the types containing +, you can
both read from and write to the file. However, when
switching between reading and writing, you must include an
intervening positioning function such as fseek(), fsetpos(), or
rewind(). You can specify the current file position with
fseek().

|
|
|
|

The type parameter contains one positional parameter followed by optional keyword parameters. For a complete
description of the mode parameter, see the ILE C/400
Programmer’s Reference.

|

Differences

|
|
|
|

When using fdopen() on the AS/400, be aware that the
AS/400 does not currently support standard file descriptors 0,
1, and 2 as stdin, stdout, and stderr. File descriptors 0, 1,
and 2 are allocated dynamically like any other file handle.

|

Return Value

| value
|
| NULL
|
|

| In accessing text files, the following translations occur:
|
|
|
|

 Combinations of carriage return and line feed (CR-LF)
are translated into a single line feed (LF) on input.
 LF characters are translated to CR-LF combinations on
output.

fdopen() was successful. The value returned is a
pointer to a file.
fdopen() was not successful. The errno value is set
to indicate the error.

Error Conditions

| If fdopen() is not successful, errno usually indicates one of
| the following errors. Under some conditions, errno could
| indicate an error other than those listed here.
| [EBADF]
|
Descriptor not valid.
|
|
|

A file descriptor argument was out of range, referred to
a file that was not open, or a read or write request was
made to a file that is not open for that operation.

|
A given file descriptor or directory pointer is not valid for
|
this operation. The specified descriptor is incorrect, or
|
does not refer to an open file.
| [EINVAL]
|
The value specified for the argument is not correct.
|
|
|

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

|

An argument value is not valid, out of range, or NULL.

| Accesses to binary files suppress all of these translations.
| If fdopen() returns NULL, use close() to close the file. If
| fdopen() is successful, you must use fclose() to close the
| stream and file.
|

Parameters

| handle
|
An integer containing the value of an open file or socket
|
descriptor.
| type
|
A string containing the type of access to be allowed on
|
the opened file.

|
|
|
|
|
|

Related Information





“fclose() — Close a File” on page 9-2
“freopen() — Reopen File” on page 9-13
“fopen() — Open File” on page 9-9
“ fileno() — Determine File Descriptor” on page 9-8

Example

| The following example shows a simple reader and writer
| thread that communicate through a pipe using streams
| created by fdopen().
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feof
| /\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\
| This example show's a simple reader and writer thread
| that use a pipe and access the pipe using fdopen().
| Note that the streams could be shared between threads,
| so each thread does not have to open only its own
| side of the pipe.
|
|
|
|
|
|
|
|
|
|

Program Creation:
- Add QCPA to your library list
- Use CRTCMOD, being sure to specify SYSIFCOPT(\IFSIO)
- Use CRTPTHPGM, being sure to specify SYSIFCOPT(\IFSIO)
- Call the testcase
\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
#include <pthread.h>
#include <stdio.h>
#include <stdlib.h>
#include <errno.h>

| #define READSIDE ð
| #define WRITESIDE 1
| int
pipepair[2];
| void \threadread(void \);
| void \threadwrite(void \);
| int main(int argc, char \\argv)
| {
| int
rc;
| int
i;
| pthread_t
threadid;
|

printf("Main: Enter %s\n", argv[ð]);

|
|
|
|
|
|
|

printf("Main: Create a data pipe\n");
rc = socketpair(AF_UNIX, SOCK_STREAM, ð, pipepair);
if (rc < ð) {
printf("Main: Failed to create pipe, errno = %d\n",
errno);
exit(-1);
}

|
|
|
|
|
|
|
|

printf("Main: Create a reader thread\n");
rc = pthread_create(&threadid, pthread_attr_default,
threadread, NULL);
if (rc) {
printf("Main: Testcase failed to create threadread,
err=%d\n", errno);
exit(-1);
}

|
|

printf("Main: We'll be the writer thread\n");
threadwrite(NULL);

|
|
|
|
|
|
|
|
|
| }

printf("Main: Join to the reader thread\n");
rc = pthread_join(threadid, NULL);
if (rc) {
printf("Main: Testcase failed to join thread, err=%d\n",
errno);
exit(-1);
}
printf("Main: Testcase complete - ð\n");
return ð;

|
|
|
|
|

if (fp == NULL) {
printf("threadread: Failed to fdopen writeside, errno = %d\n",
errno);
exit(-1);
}

|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
| }

while (1) {
if (fgets(workbuffer1, sizeof(workbuffer1), fp) == NULL) {
/\ Failure of some sort. This is not always bad.
if (feof(fp)) {
printf("threadread: got EOF\n");
break;
}
if (ferror(fp)) {
printf("threadread: ferror on file!\n");
exit(-1);
}
printf("threadread: Failed to gets on the string\n");
}
printf("threadread: Read <%s>\n", workbuffer1);
workbuffer1[ð] = ð;
}
printf("threadread: thread completed\n");
return NULL;

| /\ Simple writer thread that uses fdopen() to open a stream \/
| void \threadwrite(void \parm)
| {
| FILE \fp;
|
|
|
|
|
|
|

/\ Fdopen() the writeside of the pipe \/
fp = fdopen(pipepair[WRITESIDE], "w");
if (fp == NULL) {
printf("threadwrite: Failed to fdopen writeside, errno = %d\n",
errno);
exit(-1);
}

|
|
|
|
|
|
|
|
|
|
|
|
|
|
| }

/\ Write out some data \/
fprintf(fp, "1st Line From Writer (%s, %d, %d, %d, %s)\n",
"testing", 1, 2, 3, "testing");
fputs("2nd Line from Writer... A stitch in time saves nine\n",
fp);
fputc('D', fp);
fputc('o', fp);
fputc('n', fp);
fputc('e', fp);
fputc('!', fp);
fputc('\n', fp);
/\ Close it up and flush the buffers \/
fclose(fp);
return NULL;

feof() — Test for End-of-File Indicator
Syntax
#include <stdio.h>
int feof(FILE \fp);

| /\ Simple reader thread that uses fdopen to open a stream \/
| void \threadread(void \parm)
| {
| char workbuffer1[1ðð];
|

FILE \fp = fdopen(pipepair[READSIDE], "r");
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\/

The feof() function determines if the end-of-file (EOF) flag is
set for the file pointed to by fp.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

fflush

Parameters
fp

A pointer to the file whose end-of-file flag is to be tested.

Return Value
0
EOF flag is not set.
nonzero
EOF flag is set.

Error Conditions
If feof() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.

fp

Return Value
0
ferror() did not detect an error on the file.
nonzero
ferror() detected an error on the file.

Error Conditions
If ferror() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.

[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENOTSUP]
Operation not supported.

A pointer to the file whose error indicator is to be tested.

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information
Related Information







“clearerr() — Reset Error Indicators” on page 9-2
“ferror() — Test for Read or Write Errors”
“fseek() — Set File Position from Offset” on page 9-15
“fsetpos() — Set File Position” on page 9-15
“perror() — Print Error Message” on page 9-19
“rewind() — Set File Position” on page 9-23






“clearerr() — Reset Error Indicators” on page 9-2
“feof() — Test for End-of-File Indicator” on page 9-4
“fopen() — Open File” on page 9-9
“perror() — Print Error Message” on page 9-19

fflush() — Write Buffer to File
Syntax

ferror() — Test for Read or Write Errors
Syntax
#include <stdio.h>
int ferror(FILE \fp);
The ferror() function tests for an error in a previous read or
write operation to the file pointed to by fp. If an error
occurred, the error indicator for the file remains set until the
file is closed or the rewind() or clearerr() function is called.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

#include <stdio.h>
int fflush(FILE \fp);
The fflush() function instructs the system to empty the buffer
associated with the file pointed to by fp. If the file is open for
input, fflush() reverses the effect of any ungetc() call.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
fp

A pointer to the file to be flushed.
If fp is NULL, all open files are flushed.

Parameters
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Differences
When using fflush() in a CPA program, be aware of the following differences:
1. If fp is NULL, EOF is returned and an error of
[ENOTSUP] is indicated.

Return Value
0
EOF

fflush() was successful.
fflush() was not successful. The errno value is set
to indicate the error.

Error Conditions
If fflush() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENOTOPEN]
File is not open.
You attempted to do an operation that required the file
to be open.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

 Reads a single character from the file pointed to by fp at
the current file position
 Increments the associated file offset to point to the next
character.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
fp

A pointer to the file to be read.

Return Value
value
EOF

fgetc() was successful. The value returned is the
character that was read.
fgetc() was either not successful or reached end-offile (EOF). Use feof() or ferror() to determine
whether the EOF value indicates an error or the end
of the file. The errno value is set to indicate the
error.

Error Conditions
If fgetc() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.

Related Information
 “feof() — Test for End-of-File Indicator” on page 9-4
 “ferror() — Test for Read or Write Errors” on page 9-5
 “fputc() — Write Character to File” on page 9-11

fgetc() — Read Character from File
Syntax
#include <stdio.h>
int fgetc(FILE \fp);
The fgetc() function:
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[ENOTREAD]
File is not open for read operations.
You tried to read a file that is not open for read operations.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
[EPUTANDGET]
A read operation should not immediately follow a write
operation.
[ESTDIN]
The stdin stream cannot be opened.

fgets

Related Information






“feof() — Test for End-of-File Indicator” on page 9-4
“ferror() — Test for Read or Write Errors” on page 9-5
“fputc() — Write Character to File” on page 9-11
“getc() — Read Character from File” on page 9-17
“getchar() — Read Character from stdin File” on
page 9-18

fgetpos() — Get File Position
Syntax

[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
[ESTDERR]
The stderr stream cannot be opened.
[ESTDIN]
The stdin stream cannot be opened.
[ESTDOUT]
The stdout stream cannot be opened.

#include <stdio.h>
int fgetpos(FILE \fp, fpos_t \pos);
The fgetpos() function stores the current position of the file
pointed to by fp into the object pointed to by pos. The value
pointed to by pos can be used later in a call to fsetpos() to
reposition the file.

Related Information
 “fseek() — Set File Position from Offset” on page 9-15
 “fsetpos() — Set File Position” on page 9-15
 “ftell() — Get File Position” on page 9-16

fgets() — Read String from File

| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Syntax
#include <stdio.h>

Parameters
fp

char \fgets(char \string, int n, FILE \fp);

A pointer to the file whose position is to be retrieved.

pos
A pointer to an fpos_t structure that stores the file position retrieved by the function.

The fgets() function reads characters from the current file
position of the file pointed to by fp up to one of the following,
whichever comes first:
 Up to and including the first new-line character (\n)
 Up to the end of the file
 Until the number of characters read is equal to n − 1

Return Value
0
fgetpos() was successful.
nonzero
fgetpos() was not successful. The errno value is set
to indicate the error.

Error Conditions
If fgetpos() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENODEV]
No such device.
[ENOTOPEN]
File is not open.
You attempted to do an operation that required the file
to be open.

The fgets() function stores the result in string and adds a
null character (\0) to the end of the string. The string
includes the new-line character, if read. If n is equal to 1,
string is empty.
The fgets() function is not supported for files opened with
type=record.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
string
A pointer to the buffer location in which to store the data
read from the file.
n

Maximum number of characters that string can store.

fp

A pointer to the file to be read.

Return Value
value

fgets() was successful. The value returned is a
pointer to string.
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NULL

fgets() was either not successful or reached end-offile (EOF). Use feof() or ferror() to determine
whether the EOF value indicates an error or the end
of the file. The errno value is set to indicate the
error.

Error Conditions
If fgets() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.

|

Return Value

| value
|
| -1
|
|

fileno() was successful. The value returned is a file
descriptor.
fileno() was not successful. The errno value is set
to indicate the error.

Error Conditions

| If fileno() is not successful, errno usually indicates one of the
| following errors. Under some conditions, errno could indicate
| an error other than those listed here.
| [EINVAL]
|
The value specified for the argument is not correct.
|
|
|

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

[EIORECERR]
A recoverable I/O error occurred.

|

An argument value is not valid, out of range, or NULL.

[ENOTSUP]
Operation not supported.

|

The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information






|
|

| stream
|
A pointer to an open stream file

“feof() — Test for End-of-File Indicator” on page 9-4
“ferror() — Test for Read or Write Errors” on page 9-5
“fputs() — Write String to File” on page 9-12
“gets() — Read Line from stdin File” on page 9-19
“puts() — Write String to stdout File” on page 9-22

fileno() — Determine File Descriptor

|

Syntax

|

#include <stdio.h>

|

int fileno(FILE \stream);

| The fileno() function determines the file descriptor currently
| associated with stream.
|
|
|
|
|
|

Note: To use the fileno() function in CPA, you must enable
integrated file system I/O. You enable integrated file system
I/O by specifying SYSIFCOPT(*IFSIO) in the CRTCMOD and
CRTPTHPGM that you use to compile your modules and
CPA program. For more information, see “Effect of Using
Integrated File System I/O” on page 9-1.

|

Parameters
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|
|
|
|
|
|
|

Related Information
“fclose() — Close a File” on page 9-2
“freopen() — Reopen File” on page 9-13
“fopen() — Open File” on page 9-9
“fdopen() — Associate Input or Output With File” on
page 9-3
 “ fileno() — Determine File Descriptor”





Example

| The following example shows a simple model using fileno().
| In this example, multiple threads cooperate to fill a file with
| data and the main thread reads the results.
| /\
| This example shows a simple data processing model where
| a group of threads work together to process data and
| insert it into a file. Later, the main thread checks
| out the data that is in the file.
|
|
|
|
|
|
|
|
|
|

Program Creation:
- Add QCPA to your library list
- Use CRTCMOD, being sure to specify SYSIFCOPT(\IFSIO)
- Use CRTPTHPGM, being sure to specify SYSIFCOPT(\IFSIO)
- Call the testcase
\/
#include <pthread.h>
#include <stdio.h>
#include <stdlib.h>
#include <errno.h>

|
|
|
|

#define
#define
#define
#define

TESTPATH
FILE1
MAXTHREADS
BUFSIZE

"/tmp/"
"filenoExample.out1"
5
1ðð

| FILE \volatile fp = NULL;
| void \threadwrite(void \);

fopen
| int main(int argc, char \\argv)
| {
| int
rc;
| int
i;
| int
rd;
| pthread_t
threadid[MAXTHREADS];
| char
workbuffer[BUFSIZE];
| void
\status=NULL;
| size_t
s;
| fpos_t
beginning;
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|

printf("Main: Enter %s\n", argv[ð]);
/\ fopen an IFS file \/
printf("Main: fopen an IFS file named-%s\n",
TESTPATH FILE1);
fp = fopen(TESTPATH FILE1, "w+");
if (fp == NULL) {
printf("Main: Testcase failed to fopen file %s,
errno = %d\n", TESTPATH FILE1, errno);
exit(-1);
}

| return ð;
| }
| void \threadwrite(void \parm)
| {
| char
workbuffer1[BUFSIZE];
| ssize_t rc;
| int
myIntegerId = pthread_self();
| int
fd;
|
|
|
|
|
|

fd = fileno(fp);
if (fd < ð) {
printf("threadwrite: Failed to get descriptor, errno = %d\n",
errno);
exit(-1);
}

|
|
|
|
|
/\ Create a group of threads to write to the file \/
|
printf("Main: create %d threads\n", MAXTHREADS);
|
for (i=ð; i<MAXTHREADS; ++i) {
|
rc = pthread_create(&threadid[i], pthread_attr_default,
|
threadwrite, NULL);
|
if (rc < ð) {
|
printf("Main: Testcase failed to create thread %d, rc=%d, |
err=%d\n", i, rc, errno);
| }

printf("threadwrite: thread %d, using fd=%d\n",
myIntegerId, fd);
/\\\\\\\\\\\\\\\ Write out Some Data \\\\\\\\\\\\\\\\/
sprintf(workbuffer1, "Hello from thread %d", myIntegerId);
rc = write(fd, workbuffer1, BUFSIZE);
if ((int)rc != BUFSIZE) {
printf("threadwrite: Failed to write all data! errno = %d\n",
errno);
exit(-1);
}
printf("threadwrite: Thread %d - Done\n", myIntegerId);
return NULL;

exit(-1);
}
}

|
|
|
|
|
|
|
|
|
|
|

/\ Wait for all the threads to complete \/
printf("Main: wait for all threads\n");
for (i=ð; i < MAXTHREADS; ++i) {
rc = pthread_join(threadid[i], &status);
if (rc < ð) {
printf("Main: Testcase failed to join thread %d, "
"rc=%d, err=%d\n",
i, rc, errno);
exit(-1);
}
}

|
|
|
|
|
|
|
|
|

/\ Because the threads have changed the file pointer,
we need to seek back to the beginning of the file \/
printf("Main: Seeking to beginning of file\n");
rc = fseek(fp, ðL, SEEK_SET);
if (rc) {
printf("Main: Testcase failed to fgetpos file,
errno = %d\n", errno);
exit(-1);
}

|
|
|
|
|
|
|
|
|
|
|
|
|

/\ Read data from all the threads \/
printf("Main: Read data from threads\n");
for (i=ð; i<MAXTHREADS; ++i) {
s = fread(workbuffer, BUFSIZE, 1, fp);
if (s != 1) {
printf("Main: Testcase failed to read the correct data, "
"%d, err=%d\n",
s, errno);
exit(-1);
}
printf("Main: read <%s>\n", workbuffer);
workbuffer[ð] = ð;
}

|

printf("Main: Testcase complete - ð\n");

fopen() — Open File
Syntax
#include <stdio.h>
FILE \fopen(const char \filename, const char \mode);
The fopen() function opens the file specified by the filename
parameter with the access mode specified by the mode
parameter.
Text files contain printable characters and control characters
organized into lines. Each line ends with a new-line character, except possibly the last line, depending on the compiler. The system may insert or convert control characters in
an output text stream. Note that data output to a text stream
may not match the same data on input.
Binary files contain a series of characters. For binary files,
the system does not translate control characters on input or
output.

Parameters
filename
A string containing the name of the file to be opened.
mode
A string containing the type of access to be allowed on
the opened file.
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The mode parameter contains one positional parameter followed by optional keyword parameters. For a complete
description of the mode parameter, see the ILE C/400
Programmer’s Reference, SC09-2070.

3. To improve the performance of binary file I/0, CPA
buffers I/O requests in a thread-safe I/O buffer. As a
result, C stream I/O may operate differently in a CPA
program than in an ILE C/400 program.

When you open a file with a, a+, ab, a+b, or ab+ mode, all
write operations take place at the end of the file. Although
you can reposition the file pointer using fseek() or rewind(),
the write functions move the file pointer back to the end of
the file before they carry out any operation. Therefore, you
cannot write over existing data.

4. CPA does not support the ILE C/400 convention that the
file names “stdin,” “stdout,” and “stderr” refer to the terminal. If you specify these file names, they are opened
as stream files in the QTEMP library of the I/O server
thread.

When you specify the update mode (using + in the second or
third position), you can both read from and write to the file.
However, when switching between reading and writing, you
must include an intervening positioning function such as
fseek(), fsetpos(), rewind(), or fflush(). Output may immediately follow input if an end-of-file was detected.

5. CPA does not support the following ILE C/400 mode
keyword parameters:
 indicators=n
 indicators=y
 type=record

Return Value
value

Differences
NULL
When using fopen() in a CPA program, be aware of the following differences.
| Note: If you are using integrated file system I/O, items 1, 2,
| and 3 do not apply. For more information, see “Effect of
| Using Integrated File System I/O” on page 9-1.
1. The following formats are allowed for the filename
parameter:
X/Y.Z Member Y in file Z in library X.
X/Y(Z) Member Z in file Y in library X.
X1/X2/.../Xn/Y.Z
Member Y in file Z in library Xn (that is, all but
the last slash are ignored).
X1/X2/.../Xn/Y(Z)
Member Z in file Y in library Xn (all but the last
slash are ignored).
X/Y
Member Y in file Y in library X.
Y
Member Y in file Y in *LIBL.
Y.Z
Member Y in file Z in *LIBL.
Y(Z)
Member Z in file Y in *LIBL.
2. If a file is opened in library *LIBL and is being created by
CPA (that is, it is being opened in write or append mode
and does not already exist), it will only exist for the duration of the CPA application. This limited duration of the
files occurs because files opened in CPA are opened by
a file I/O server, which runs under its own job. Therefore, the first library in *LIBL will be QTEMP, which only
exists as long as the server job exists, and the server
job only exists for the duration of the CPA application.
Similarly, if a file has been created by a CPA application
in library QTEMP through any means other than the
CPA fopen() function, it cannot subsequently be opened
by fopen(), because the file I/O server job cannot
access the application's QTEMP library.
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fopen() was successful. The value returned is a
pointer to a file.
fopen() was not successful. The errno value is set
to indicate the error.

Error Conditions
If fopen() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EBADMODE]
The type variable specified on the open function is not
correct.
The mode that you attempted to open the file in is not
correct.
[EBADNAME]
The object name specified is not correct.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENOTOPEN]
File is not open.
You attempted to do an operation that required the file
to be open.

Related Information
 “fclose() — Close a File” on page 9-2
 “freopen() — Reopen File” on page 9-13

fputc

fprintf() — Write Formatted Data to File
Syntax
#include <stdio.h>

[EIORECERR]
A recoverable I/O error occurred.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

int fprintf(FILE \fp,const char \format-string, ...);
The fprintf() function formats and writes a series of characters and values to the file pointed to by fp.

Related Information
 “fscanf() — Read Formatted Data from File” on
page 9-14
 “printf() — Write Formatted Data to stdout File” on
page 9-20
 “vfprintf() — Write Formatted Data to File Using Variable
Arguments” on page 9-28
 “vprintf() — Write Formatted Data to stdout File Using
Variable Arguments” on page 9-29

If a third parameter, argument-list, is provided, fprintf() converts each entry in the argument-list and writes the entry to
the file according to the corresponding format specification in
format-string. If there are more entries in argument-list than
specifications in format-string, the extra argument-list entries
are evaluated and ignored. If there are less entries in
argument-list than specifications in format-string, the results
are undefined.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

fputc() — Write Character to File

Parameters
fp

Syntax
#include <stdio.h>

A pointer to the file to be written to.

format-string
A string of ordinary characters, escape sequences, and
format specifications.
...

An optional argument-list that contains entries to be converted and written out.

For a description of the format-string parameter, see the
“printf()” function in the ILE C/400 Programmer’s Reference.

int fputc(int c, FILE \fp);
The fputc() function converts c to an unsigned char, and
then writes the character to the file pointed to by fp at the
current file position. The file position is then incremented.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Return Value

Parameters

value

c

Character to be written.

fp

A pointer to the file to be written to.

fprintf() was successful. The value returned is the
number of characters written.
negative value
fprintf() was not successful. The errno value is set
to indicate the error.

Return Value
value

Error Conditions
EOF
If fprintf() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.

fputc() was successful. The value returned is the
character that was written to the file.
fputc() was not successful. The errno value is set
to indicate the error.

Error Conditions
If fputc() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EGETANDPUT]
A write operation should not immediately follow a read
operation.
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[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.

fp

A pointer to the file to be written to.

Return Value
nonnegative
fputs() was successful.
EOF
fputs() was not successful. The errno value is set
to indicate the error.

[EIORECERR]
A recoverable I/O error occurred.

Error Conditions

[ENOTSUP]
Operation not supported.

If fputs() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.

The operation, though supported in general, is not supported for the requested object or the requested arguments.
[ENOTWRITE]
File is not open for write operations.
You tried to update a file that has not been opened for
write operations.
[ESTDERR]
The stderr stream cannot be opened.

[EGETANDPUT]
A write operation should not immediately follow a read
operation.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

[ESTDIN]
The stdin stream cannot be opened.

An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.

[ESTDOUT]
The stdout stream cannot be opened.

[EIORECERR]
A recoverable I/O error occurred.

Related Information

[ENOTSUP]
Operation not supported.

 “fgetc() — Read Character from File” on page 9-6
 “putc() — Write Character to File” on page 9-20
 “putchar() — Write Character to stdout File” on
page 9-21

The operation, though supported in general, is not supported for the requested object or the requested arguments.
[ETRUNC]
Data was truncated on an input, output, or update operation.

fputs() — Write String to File
Syntax
#include <stdio.h>
int fputs(const char \string, FILE \fp);
The fputs() function writes the data pointed to by string to
the file pointed to by fp at the current file position. It does
not copy the null character (\0) at the end of the string.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
string
A pointer to the buffer location containing the data to be
written to the file.
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Related Information
 “fgets() — Read String from File” on page 9-7
 “gets() — Read Line from stdin File” on page 9-19
 “puts() — Write String to stdout File” on page 9-22

fread() — Read from File
Syntax
#include <stdio.h>
size_t fread(void \buffer, size_t size,
size_t count, FILE \fp);
The fread() function reads up to count items of size length
from the file pointed to by fp, and stores them in the buffer
location pointed to by buffer. The position of the file
increases by the number of bytes read.

freopen
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
buffer
A pointer to the buffer location in which to store the data
read from the file.
size
Size (in bytes) of each item to be read.

count
Number of items to be read.
fp

A pointer to the file to be read.

[ESTDIN]
The stdin stream cannot be opened.

Related Information
 “fopen() — Open File” on page 9-9
 “fwrite() — Write to File” on page 9-17

freopen() — Reopen File
Syntax
#include <stdio.h>
FILE \freopen(const char \filename, const char \mode,
FILE \fp);

Return Value
Number of items read equals count
fread() was successful.
Number of items read is less than count
fread() was either not successful or reached end-offile (EOF). Use feof() or ferror() to determine
whether the EOF value indicates an error or the end
of the file. The errno value is set to indicate the
error.

Error Conditions
If fread() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENOTREAD]
File is not open for read operations.
You tried to read a file that is not open for read operations.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
[EPUTANDGET]
A read operation should not immediately follow a write
operation.

The freopen() function closes the file pointed to by fp and
reassigns fp to the file specified by filename, opening
filename with the access mode specified by mode. If
filename is an empty string, freopen() closes and reopens
the file to the new open mode, mode, rather than reassigning
it to a new file.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
filename
A string containing the name of the new file to be
opened.
mode
A string containing the type of access to be allowed on
the newly opened file.
fp

A pointer to the current file to be closed.

See “fopen() — Open File” on page 9-9 for valid formats for
the filename parameter and for valid values for the mode
parameter.

Return Value
value
NULL

freopen() was successful. The value returned is a
pointer to a file.
freopen() was not successful. The original file is
closed and errno is set to indicate the error.

Error Conditions
If freopen() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EBADMODE]
The type variable specified on the open function is not
correct.
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The mode that you attempted to open the file in is not
correct.
[EBADNAME]
The object name specified is not correct.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENOTOPEN]
File is not open.
You attempted to do an operation that required the file
to be open.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information
 “fclose() — Close a File” on page 9-2
 “fopen() — Open File” on page 9-9

...

An optional argument-list containing entries that indicate
where the data is to be placed.

For a description of the format-string parameter, see the
“scanf()” function in the ILE C/400 Programmer’s Reference.

Differences
When using fscanf() in a CPA program, be aware of the following differences:
1. A maximum of 16 arguments can be passed in
argument-list.
2. The “*” character is not supported as a replacement
character for the width field in a format specification or
for the n and p values in a packed decimal format specification.

Return Value
value

EOF

fscanf() was completely or partially successful. The
value returned is the number of fields successfully
converted and assigned.
fscanf() was not successful. The failure occurred
before any conversion. The errno value is set to
indicate the error.

Error Conditions
fscanf() — Read Formatted Data from File
Syntax
#include <stdio.h>
int fscanf(FILE \fp,const char \format-string, ...);
The fscanf() function reads data from the file pointed to by fp
into the locations given by each entry in the third argument,
argument-list.
Each entry in argument-list must be a pointer to a variable
with a type that corresponds to a type specifier in formatstring. The format-string entries control the interpretation of
each input field. These entries have the same form and
function as the format-string argument for the scanf() function.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
fp

A pointer to the file to be read from.

format-string
A string of ordinary characters, escape sequences, and
format specifications.
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If fscanf() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information
 “fprintf() — Write Formatted Data to File” on page 9-11
 “scanf() — Read Formatted Data from stdin File” on
page 9-24

fsetpos

fseek() — Set File Position from Offset
Syntax
#include <stdio.h>

[EBADSEEK]
The positioning parameter in fseek is not correct.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

int fseek(FILE \fp, long int offset, int origin);
The fseek() function sets the file position of the file pointed
to by fp to a new location within the file according to the
values passed in offset and origin. The next operation on
the file will take place at the new location.
Any attempt to position before the beginning of the file
causes an error. If successful, the fseek() function clears
the end-of-file indicator and reverses the effect of any preceding ungetc() function on the same file.
For a file opened in binary mode, the file position can be set
beyond the end of the file. For files opened in text mode, the
only fseek() operations that can be relied on to work are the
following:

An argument value is not valid, out of range, or NULL.
[ENODEV]
No such device.
[ENOTOPEN]
File is not open.
You attempted to do an operation that required the file
to be open.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

 Seeking with an offset of zero relative to any of the
origin values.
 Seeking from the beginning of the file with an offset
value returned from a call to ftell().

[ESTDERR]
The stderr stream cannot be opened.

| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

[ESTDOUT]
The stdout stream cannot be opened.

Parameters
fp

Related Information

A pointer to the file whose position is to be set.

offset
Number of bytes from the origin the file position will be
set to.
origin
Position to which the offset will be added to get the new
file position.
The origin parameter must have one of the following values:
SEEK_SET
SEEK_CUR
SEEK_END

[ESTDIN]
The stdin stream cannot be opened.

Beginning of file.
Current position of file pointer.
End of file.

Return Value
0
fseek() was successful.
nonzero
fseek() was not successful. The errno value is set to
indicate the error.

Error Conditions
If fseek() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.






“fsetpos() — Set File Position”
“ftell() — Get File Position” on page 9-16
“rewind() — Set File Position” on page 9-23
“ungetc() — Push Character onto Input File” on
page 9-28

fsetpos() — Set File Position
Syntax
#include <stdio.h>
int fsetpos(FILE \fp, const fpos_t \pos);
The fsetpos() function sets the file position of the file pointed
to by fp to a new location within the file according to the
value pointed to by pos. The value pointed to by pos must
have been obtained by a previous call to the fgetpos() function.
If successful, the fsetpos() function clears the end-of-file
indicator and reverses the effect of any ungetc() function on
the same file.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.
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Parameters
fp

ftell() — Get File Position

A pointer to the file whose position is to be set.

pos
A pointer to an fpos_t structure that contains the new
file position.

Return Value
0
fsetpos() was successful.
nonzero
fsetpos() was not successful. The errno value is set
to indicate the error.

Error Conditions

Syntax
#include <stdio.h>
long int ftell(FILE \fp);
The ftell() function returns a value indicating the current position of the file pointed to by fp.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
fp

If fsetpos() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EBADPOS]
The position specifier is not correct.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENODEV]
No such device.
[ENOPOS]
There is no record at the specified position.
You attempted to position to a record that does not exist
in the file.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
[ESTDERR]
The stderr stream cannot be opened.
[ESTDIN]
The stdin stream cannot be opened.
[ESTDOUT]
The stdout stream cannot be opened.

Related Information
 “fgetpos() — Get File Position” on page 9-7
 “ftell() — Get File Position”
 “rewind() — Set File Position” on page 9-23

A pointer to the file whose position is to be returned.

Return Value
value
−1

ftell() was successful. The value returned indicates
the current file position.
ftell() was not successful. The errno value is set to
indicate the error.

Error Conditions
If ftell() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENODEV]
No such device.
[ENOTOPEN]
File is not open.
You attempted to do an operation that required the file
to be open.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
[ENUMMBRS]
Attempted to use ftell on multiple members.
Remove all but one member from the file.
[ENUMRECS]
The current record position is too long for ftell.
[ESTDERR]
The stderr stream cannot be opened.
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[ESTDIN]
The stdin stream cannot be opened.
[ESTDOUT]
The stdout stream cannot be opened.

Related Information





“fgetpos() — Get File Position” on page 9-7
“fopen() — Open File” on page 9-9
“fseek() — Set File Position from Offset” on page 9-15
“fsetpos() — Set File Position” on page 9-15

[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENOTIO]
File is not open for record I/O operations.

fwrite() — Write to File
Syntax
#include <stdio.h>
size_t fwrite(void \buffer, size_t size,
size_t count, FILE \fp);
The fwrite() function writes up to count items of length size.
The items are written from the buffer location pointed to by
buffer to the file pointed to by fp.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
buffer
A pointer to the buffer location in which the write data is
stored.
size

[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
[ENOTWRITE]
File is not open for write operations.
You tried to update a file that has not been opened for
write operations.
[EPAD]
Number of characters written is shorter than expected
record length.
The length of the record is longer than the buffer size
that was specified. The data written was padded to the
length of the record.
[ESTDERR]
The stderr stream cannot be opened.
[ESTDOUT]
The stdout stream cannot be opened.

Size (in bytes) of each item to be written.

count
Number of items to be written.
fp

A pointer to the file to be written.

Return Value
Number of items written equals count
fwrite() was successful.
Number of items written is less than count
fwrite() was not completely successful. The errno
value is set to indicate the error.

Error Conditions
If fwrite() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EGETANDPUT]
A write operation should not immediately follow a read
operation.

Related Information
 “fopen() — Open File” on page 9-9
 “fread() — Read from File” on page 9-12

getc() — Read Character from File
Syntax
#include <stdio.h>
int getc(FILE \fp);
The getc() function reads a single character from the file
pointed to by fp at the current file position. In addition, the
function increments the associated file offset to point to the
next character.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.
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Parameters
fp

getchar() — Read Character from stdin File

A pointer to the file to be read from.

Syntax

Return Value

#include <stdio.h>

value

int getchar(void);

EOF

getc() was successful. The value returned indicates
the character that was read.
getc() was either not successful or reached end-offile (EOF). Use feof() or ferror() to determine
whether the EOF value indicates an error or the end
of the file. The errno value is set to indicate the
error, if any.

Error Conditions
If getc() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
[EPUTANDGET]
A read operation should not immediately follow a write
operation.

Related Information






“fgetc() — Read Character from File” on page 9-6
“getchar() — Read Character from stdin File”
“gets() — Read Line from stdin File” on page 9-19
“putc() — Write Character to File” on page 9-20
“ungetc() — Push Character onto Input File” on
page 9-28

The getchar() function reads a single character from the
standard input file stdin at the current file position. The
function also increments the associated file offset to point to
the next character.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
None.

Return Value
value
EOF

getchar() was successful. The value returned indicates the character that was read.
getchar() was either not successful or reached endof-file (EOF). Use feof() or ferror() to determine
whether the EOF value indicates an error or the end
of the file. The errno value is set to indicate the
error, if any.

Error Conditions
If getchar() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
[EPUTANDGET]
A read operation should not immediately follow a write
operation.
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Related Information
 “getc() — Read Character from File” on page 9-17
 “fgetc() — Read Character from File” on page 9-6

[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

gets() — Read Line from stdin File
Related Information
Syntax
#include <stdio.h>
char \gets(char \buffer);
The gets() function reads a line from the standard input file
stdin and stores it in the buffer location pointed to by buffer.
The line consists of all characters up to and including the first
new-line character (\n) or EOF. The gets() function then
replaces the new-line character, if read, with a null character
(\0) before returning the line.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
buffer
A pointer to the buffer location in which to store the line
read from the file.

Return Value
value
NULL

gets() was successful. The value returned is a
pointer to buffer.
gets() was either not successful or reached end-offile (EOF). Use feof() or ferror() to determine
whether the EOF value indicates an error or the end
of the file. The errno value is set to indicate the
error, if any.







“feof() — Test for End-of-File Indicator” on page 9-4
“ferror() — Test for Read or Write Errors” on page 9-5
“fgets() — Read String from File” on page 9-7
“fputs() — Write String to File” on page 9-12
“puts() — Write String to stdout File” on page 9-22

perror() — Print Error Message
Syntax
#include <stdio.h>
void perror(const char \string);
The perror() function prints an error message to the
standard error file stderr. If the buffer location pointed to by
string is not NULL and does not point to a null character,
string is printed to the standard error file stderr, followed by
a colon and a space. The message associated with the value
in errno is then printed followed by a new-line character.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
string
A pointer to the buffer location containing output text.

Return Value
Error Conditions

None.

If gets() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.

Error Conditions

[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.

If perror() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EBADDATA]
Message data is not valid.
The message data that was specified for the error text
is not correct.
[EBUSY]
Resource busy.
An attempt was made to use a system resource that is
not available at this time.
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[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENOENT]
No such path or directory.
The directory or a component of the path name specified does not exist.
A named file or directory does not exist or is an empty
string.
[EPERM]
Operation not permitted.
You must have appropriate privileges or be the owner of
the object or other resource to do the requested operation.

Related Information
 “clearerr() — Reset Error Indicators” on page 9-2
 “ferror() — Test for Read or Write Errors” on page 9-5

printf() — Write Formatted Data to stdout
File
Syntax
#include <stdio.h>
int printf(const char \format-string, ...);
The printf() function formats and writes a series of characters and values to the standard output file stdout.
If a second parameter, argument-list, is provided, printf()
converts each entry in the argument-list and writes the entry
to stdout according to the corresponding format specification
in format-string. If there are more entries in argument-list
than specifications in format-string, the extra argument-list
entries are evaluated and ignored. If there are less entries in
argument-list than specifications in format-string, the results
are undefined.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
format-string
A string of ordinary characters, escape sequences, and
format specifications.

...

An optional argument-list that contains entries to be converted and written out.

For a description of the format-string parameter, see the
“printf()” function in the ILE C/400 Programmer’s Reference.

Return Value
value

printf() was successful. The value returned is the
number of characters written.
negative value
printf() was not successful. The errno value is set
to indicate the error.

Error Conditions
If printf() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information
 “fprintf() — Write Formatted Data to File” on page 9-11
 “fscanf() — Read Formatted Data from File” on
page 9-14
 “scanf() — Read Formatted Data from stdin File” on
page 9-24
 “vfprintf() — Write Formatted Data to File Using Variable
Arguments” on page 9-28
 “vprintf() — Write Formatted Data to stdout File Using
Variable Arguments” on page 9-29

putc() — Write Character to File
Syntax
#include <stdio.h>
int putc(int c, FILE \fp);
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The putc() function converts c to an unsigned char and then
writes the character to the file pointed to by fp at the current
file position.

putchar() — Write Character to stdout File
Syntax

| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

#include <stdio.h>
int putchar(int c);

Parameters
c

Character to be written.

fp

A pointer to the file to be written to.

The putchar() function converts c to an unsigned char and
then writes the character to the standard output file stdout.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Return Value
value
EOF

putc() was successful. The value returned is the
character written to the file.
putc() was not successful. The errno value is set to
indicate the error.

Parameters
c

Character to be written.

Return Value
Error Conditions
If putc() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.
[EGETANDPUT]
A write operation should not immediately follow a read
operation.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
[ETRUNC]
Data was truncated on an input, output, or update operation.

Related Information

value
EOF

putchar() was successful. The value returned is the
character written to the file.
putchar() was not successful. The errno value is
set to indicate the error.

Error Conditions
If putchar() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EGETANDPUT]
A write operation should not immediately follow a read
operation.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

“fwrite() — Write to File” on page 9-17
“fputc() — Write Character to File” on page 9-11
“getc() — Read Character from File” on page 9-17
“getchar() — Read Character from stdin File” on
page 9-18
 “putchar() — Write Character to stdout File”
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remove

Related Information
“fputc() — Write Character to File” on page 9-11
“fwrite() — Write to File” on page 9-17
“getc() — Read Character from File” on page 9-17
“getchar() — Read Character from stdin File” on
page 9-18
 “putc() — Write Character to File” on page 9-20





puts() — Write String to stdout File

ported for the requested object or the requested arguments.
[ETRUNC]
Data was truncated on an input, output, or update operation.

Related Information
 “fputs() — Write String to File” on page 9-12
 “gets() — Read Line from stdin File” on page 9-19

Syntax
#include <stdio.h>
int puts(const char \string);

remove() — Delete File
Syntax
#include <stdio.h>

The puts() function writes the data in the buffer location
pointed to by string to the standard output file stdout and
appends a new-line character to the output. The ending null
character is not written.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

int remove(const char \filename);
The remove() function deletes the file specified by filename.
A file cannot be deleted if it is currently open.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
string
A pointer to the buffer location containing the data to be
written.

Return Value

Parameters
filename
A string containing the name of the file to be deleted.
See “fopen() — Open File” on page 9-9 for a description of
valid formats for the filename parameter.

nonzero
puts() was successful.
puts() was not successful. The errno value is set to
indicate the error.

EOF

Error Conditions

Return Value
0
remove() was successful.
nonzero
remove() was not successful. The errno value is set
to indicate the error.

If puts() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.

Error Conditions

[EINVAL]
The value specified for the argument is not correct.

If remove() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.

A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not sup-
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[EBADNAME]
The object name specified is not correct.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

rewind

Related Information
 “fopen() — Open File” on page 9-9
 “rename() — Rename File” on page 9-23

rename() — Rename File
Syntax
#include <stdio.h>

Error Conditions
If rename() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EBADNAME]
The object name specified is not correct.
[EBUSY]
Resource busy.
An attempt was made to use a system resource that is
not available at this time.

int rename(const char \oldname, const char \newname);
The rename() function renames the file specified by oldname
to the name given by newname. The oldname pointer must
specify the name of an existing file. The newname pointer
must not specify the name of an existing file. An open file
cannot be renamed.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

[EEXIST]
File exists.
The file specified already exists and the specified operation requires that it not exist.
The named file, directory, or path already exists.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

Parameters
oldname
A string containing the name of the file to be renamed.

An argument value is not valid, out of range, or NULL.
[ENOENT]
No such path or directory.

newname
A string containing the name of the file after it has been
renamed.
For a description of valid formats for the oldname and
newname parameters, see the filename parameter in “fopen()
— Open File” on page 9-9.

Differences
When using rename() in a CPA program, be aware of the
following differences:
1. The rename() function can be used for either standard C
file I/O or integrated file system file I/O, but not both in
the same source file. To use rename() for standard C
file I/O, the QP0Z_ILE_RENAME macro must be
defined. Otherwise, rename is defined to be
Qp0zRenameKeep(), which is the CPA equivalent of the
integrated file system Qp0lRenameKeep() function (see
“Qp0zRenameKeep() — Rename File or Directory, Keep
"new" If It Exists” on page 10-12).
2. If either oldname or newname does not contain a library
name, rename() fails.

Return Value
0
rename() was successful.
nonzero
rename() was not successful. The errno value is set
to indicate the error.

The directory or a component of the path name specified does not exist.
A named file or directory does not exist or is an empty
string.

Related Information
 “fopen() — Open File” on page 9-9
 “Qp0zRenameKeep() — Rename File or Directory, Keep
"new" If It Exists” on page 10-12
 “remove() — Delete File” on page 9-22

rewind() — Set File Position
Syntax
#include <stdio.h>
void rewind(FILE \fp);
The rewind() function sets the file position of the file pointed
to by fp to the beginning of the file. The error indicator for
the file is also cleared.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
fp

A pointer to the file whose position is to be set.
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Return Value
None.

Error Conditions
If rewind() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[ENODEV]
No such device.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information





“fgetpos() — Get File Position” on page 9-7
“fseek() — Set File Position from Offset” on page 9-15
“fsetpos() — Set File Position” on page 9-15
“ftell() — Get File Position” on page 9-16

tion and stored in the location specified by the first entry in
argument-list. The second format specification converts the
second input field and stores it in the second entry in
argument-list, and so on through the end of format-string.
An input field is defined as any of the following, whichever
comes first:
 All characters up to the first white-space character
(space, tab, or new-line).
 All characters up to the first character that cannot be
converted according to the format specification.
 All characters until the field width is reached.
If there are too many arguments for the format specifications,
the extra arguments are ignored. The results are undefined
if there are not enough arguments for the format specifications.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
format-string
A string of ordinary characters, escape sequences, and
format specifications.
...

An optional argument-list containing entries that indicate
where the data is to be placed.

For a description of the format-string parameter, see the
“scanf()” function in the ILE C/400 Programmer’s Reference.

Differences
scanf() — Read Formatted Data from stdin
File
Syntax
#include <stdio.h>
int scanf(const char \format-string, ...);
The scanf() function reads data from the standard input file
stdin into the locations given by each entry in the second
argument, argument-list. Each entry in argument-list must be
a pointer to a variable with a type that corresponds to a type
specifier in format-string.
The scanf() function reads format-string from left to right.
Characters outside of format specifications are expected to
match the sequence of characters in stdin. The matched
characters in stdin are scanned but not stored. If a character in stdin conflicts with format-string, scanf() ends. The
conflicting character is left in stdin as if it had not been
read.
When the first format specification is found, the value of the
first input field is converted according to the format specifica-
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When using scanf() in a CPA program, be aware of the following differences:
1. A maximum of 16 arguments can be passed in
argument-list.
2. The “*” character is not supported as a replacement
character for the width field in a format specification or
for the n and p values in a packed decimal format specification.

Return Value
value

EOF

scanf() was successful. The value returned is the
number of fields successfully converted and
assigned.
scanf() was not successful. The errno value is set
to indicate the error.

Error Conditions
If scanf() is not successful, errno usually indicates one of the
following errors. Under some conditions, errno could indicate
an error other than those listed here.

setbuf
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

Differences
When using setbuf() in a CPA program, be aware of the following differences:

An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.

1. The setbuf() function is fully supported for files opened
in binary mode. Also, setbuf() can be called any time
the file is open, regardless of whether I/O or repositioning has already been done to the file.

[EIORECERR]
A recoverable I/O error occurred.

2. The setbuf() function is not supported for files opened in
text mode.

[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information
 “fscanf() — Read Formatted Data from File” on
page 9-14
 “printf() — Write Formatted Data to stdout File” on
page 9-20

setbuf() — Control Buffering of File
Syntax
#include <stdio.h>
void setbuf(FILE \fp, char \buffer);
The setbuf() function controls buffering for the file pointed to
by fp. The fp pointer must refer to an open file before any
I/O or repositioning has been done. If the buffer location
pointed to by buffer is NULL, the file is unbuffered. If not,
buffer must point to a character array of length BUFSIZ,
which is the buffer size defined in the <stdio.h> header file.
The system uses the buffer location pointed to by buffer for
input/output buffering instead of the default system-allocated
buffer for the file.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
fp

A pointer to the file to be buffered.

string
A pointer to the buffer location to be used for I/O buffering.

Return Value
None.

Error Conditions
If setbuf() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EBADSEEK]
The positioning parameter in fseek is not correct.
[EGETANDPUT]
A write operation should not immediately follow a read
operation.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENODEV]
No such device.
[ENOTOPEN]
File is not open.
You attempted to do an operation that required the file
to be open.
[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
[ENOTWRITE]
File is not open for write operations.
You tried to update a file that has not been opened for
write operations.
[EPAD]
Number of characters written is shorter than expected
record length.
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setvbuf
The length of the record is longer than the buffer size
that was specified. The data written was padded to the
length of the record.
[ESTDERR]
The stderr stream cannot be opened.
[ESTDIN]
The stdin stream cannot be opened.
[ESTDOUT]
The stdout stream cannot be opened.

Related Information
 “setvbuf() — Control Buffering and Buffer Size of File”

setvbuf() — Control Buffering and Buffer
Size of File
Syntax

_IOLBF

Line buffering is used. The buffer is flushed
when a new-line character is written, when the
buffer is full, or when input is requested.

Differences
When using setvbuf() in a CPA program, be aware of the
following differences:
1. The setvbuf() function is supported for files opened in
binary mode with the following differences from the
description above:
 setvbuf() can be called any time the file is open,
regardless of whether I/O or repositioning has
already been done to the file.
 The _IOLBF type value is not supported. If this
value is received, full buffering is provided (type
value of _IOFBF).
2. The setvbuf() function is not supported for files opened
in text mode.

#include <stdio.h>

Return Value
int setvbuf(FILE \fp, char \buffer, int type,
size_t size);
The setvbuf() function controls buffering and buffer size for
the file pointed to by fp. The fp pointer must refer to an open
file before any I/O or repositioning has been done. If the
buffer location pointed to by buffer is NULL, the system will
use size as the suggested size for its own buffer. If the
buffer location is not NULL, buffer must point to a character
array of length size. The system uses the buffer location
pointed to by buffer for I/O buffering instead of the default
system-allocated buffer for the file.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
fp

A pointer to the file to be buffered.

string
A pointer to the buffer location to be used for I/O buffering.
type
Type of buffering to be use.
size
Size of the buffer to be used.
The value for size must be greater than zero.
The type parameter must have one of the following values:
_IONBF
_IOFBF
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0
setvbuf() was successful.
nonzero
setvbuf() was not successful. The errno value is set
to indicate the error.

Error Conditions
If setvbuf() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EBADSEEK]
The positioning parameter in fseek is not correct.
[EGETANDPUT]
A write operation should not immediately follow a read
operation.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
[ENODEV]
No such device.
[ENOTOPEN]
File is not open.
You attempted to do an operation that required the file
to be open.

tmpnam
[ENOTSUP]
Operation not supported.

Error Conditions
None.

The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information

[ENOTWRITE]
File is not open for write operations.

 “fopen() — Open File” on page 9-9

You tried to update a file that has not been opened for
write operations.

tmpnam() — Create Temporary File Name

[EPAD]
Number of characters written is shorter than expected
record length.

Syntax
#include <stdio.h>

The length of the record is longer than the buffer size
that was specified. The data written was padded to the
length of the record.

char \tmpnam (char \string);
The tmpnam() function creates a valid file name that is not
the same as the name of an existing file. It stores this name
in string. If string is NULL, tmpnam() returns NULL. If string
is not NULL, it must point to an array of at least L_tmpnam
bytes. The value of L_tmpnam is defined in the <stdio.h>
header file.

[ESTDERR]
The stderr stream cannot be opened.
[ESTDIN]
The stdin stream cannot be opened.
[ESTDOUT]
The stdout stream cannot be opened.

Related Information
 “setbuf() — Control Buffering of File” on page 9-25

tmpfile() — Create Temporary File
Syntax
#include <stdio.h>
FILE \tmpfile(void);
The tmpfile() function creates a temporary binary file. The
file is automatically removed when it is closed or when the
program ends. The tmpfile() function opens the temporary
file in wb+ mode.
| The temporary file is placed as follows:
|
|
|
|
|

 In the /tmp directory if integrated file system I/O is used.
See “Effect of Using Integrated File System I/O” on
page 9-1.
 In the QTEMP library if integrated file system I/O is not
used.

Parameters
None.

Return Value
value
NULL

tmpfile() was successful. The value returned is a
pointer to a file.
tmpfile() was not successful.

The tmpnam() function creates a different name each time it
is called within an activation group up to at least TMP_MAX
names. This is a theoretical limit. The actual number of files
that can be opened at the same time depends on the avail| able space in the system. tmpnam() creates a new file that
| is named as follows:
|
|
|
|
|

 /tmp/QACXxxxx if integrated file system I/O is used.
See “Effect of Using Integrated File System I/O” on
page 9-1.
 QTEMP/QACXxxxx if integrated file system I/O is not
used.
At the end of the job, the file created with the file name from
tmpnam() is discarded. Files can be removed by the
remove() function.

Parameters
string
Pointer to an array of characters.

Differences
When used in a CPA program (which runs in a shared activation group), tmpnam() differs slightly from the description
of the function in the ILE C/400 Programmer’s Reference. If
tmpnam() is called with a NULL pointer as its argument in a
shared activation group, it returns NULL instead of a pointer
to an internal static buffer.

Return Value
value

tmpnam() was successful. The value returned is a
pointer to the file name created.
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NULL pointer.
tmpnam() was not successful. The string argument
is NULL.

[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

Error Conditions

An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.

None.

ungetc() — Push Character onto Input File
Syntax
#include <stdio.h>

[EIORECERR]
A recoverable I/O error occurred.
[ENOTREAD]
File is not open for read operations.
You tried to read a file that is not open for read operations.

int ungetc(int c, FILE \fp);
The ungetc() function pushes the unsigned character c back
onto the input file pointed to by fp. However, only one
sequential ungetc() is guaranteed to be pushed back onto
the input file if you call ungetc() consecutively. The file must
be open for reading. A subsequent read operation on the file
starts with c. EOF cannot be pushed back on the file using
ungetc().
Characters placed in the file by ungetc are erased if a
fseek(), fsetpos(), rewind(), or fflush() function is called
before the character is read from the file.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

Related Information






“fflush() — Write Buffer to File” on page 9-5
“fseek() — Set File Position from Offset” on page 9-15
“getc() — Read Character from File” on page 9-17
“putc() — Write Character to File” on page 9-20
“putchar() — Write Character to stdout File” on
page 9-21

Parameters
c

Character to be pushed onto the file.

fp

A pointer to the file to be written to.

vfprintf() — Write Formatted Data to File
Using Variable Arguments
Syntax

Differences
When using ungetc() in a CPA program, be aware of the following differences:
1. CPA does not support pushing a character back onto the
file with ungetc() prior to reading a character from that
file.

Return Value
value
EOF

ungetc() was successful. The value returned is the
character put to the file.
ungetc() was not successful. The errno value is set
to indicate the error.

Error Conditions
If ungetc() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
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#include <stdarg.h>
#include <stdio.h>
int vfprintf(FILE \fp,const char \format-string,
va_list arg_ptr);
The vfprintf() function is similar to fprintf(), except that
arg_ptr points to a list of arguments whose number can vary
from call to call in the program. These arguments should be
initialized by va_start() for each call. In contrast, fprintf()
can have a list of arguments, but the number of arguments in
that list is fixed when you compile the program.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
fp

A pointer to the file to be written to.

vprintf
format-string
A string of ordinary characters, escape sequences, and
format specifications.

vprintf() — Write Formatted Data to stdout
File Using Variable Arguments

arg_ptr
A pointer to a list of arguments, each argument corresponding to a format specification in format-string.

#include <stdarg.h>
#include <stdio.h>

For a description of the format-string parameter, see the
“printf()” function in the ILE C/400 Programmer’s Reference.

int vprintf(const char \format-string,
va_list arg_ptr);

Return Value
value

vfprintf() was successful. The value returned is the
number of characters written.
negative value
vfprintf() was not successful. The errno value is set
to indicate the error.

Error Conditions
If vfprintf() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.

Syntax

The vprintf() function is similar to printf(), except that
arg_ptr points to a list of arguments whose number can vary
from call to call in the program. These arguments should be
initialized by va_start() for each call. In contrast, printf() can
have a list of arguments, but the number of arguments in that
list is fixed when you compile the program.
| Note: See “Effect of Using Integrated File System I/O” on
| page 9-1.

Parameters
format-string
A string of ordinary characters, escape sequences, and
format specifications.
arg_ptr
A pointer to a list of arguments, each argument corresponding to a format specification in format-string.

An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.

For a description of the format-string parameter, see the
“printf()” function in the ILE C/400 Programmer’s Reference.

[EIORECERR]
A recoverable I/O error occurred.

Return Value

[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.

value

vprintf() was successful. The value returned is the
number of characters written.
negative value
vprintf() was not successful. The errno value is set
to indicate the error.

Error Conditions
Related Information
 “fprintf() — Write Formatted Data to File” on page 9-11
 “printf() — Write Formatted Data to stdout File” on
page 9-20
 “vprintf() — Write Formatted Data to stdout File Using
Variable Arguments”

If vprintf() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.
[EIOERROR]
A nonrecoverable I/O error occurred.
[EIORECERR]
A recoverable I/O error occurred.
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[ENOTSUP]
Operation not supported.
The operation, though supported in general, is not supported for the requested object or the requested arguments.
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Related Information
 “fprintf() — Write Formatted Data to File” on page 9-11
 “printf() — Write Formatted Data to stdout File” on
page 9-20
 “vfprintf() — Write Formatted Data to File Using Variable
Arguments” on page 9-28

access

Chapter 10. Integrated File System File I/O APIs
CPA supports the following integrated file system C functions
that perform operations related to file input and output:

Function

What It Does

Qp0zRenameKeep()

Rename file or directory, keep new if
it exists

Qp0zRenameUnlink()

Rename file or directory, unlink new
if it exists

Function

What It Does

access()

Determine file accessibility

chdir()

Change current directory

read()

Read from file

chmod()

Change file authorizations

readdir()

Read directory entry

chown()

Change owner and group of file

readlink()

Read value of symbolic link

close()

Close file descriptor

rename()

closedir()

Close directory

creat()

Create new file or rewrite existing
file

Rename file or directory. Can be
defined to have the semantics of
Qp0zRenameKeep() or
Qp0zRenameUnlink().

dup()

Duplicate open file descriptor

rewinddir()

Reset directory stream

dup2()

Duplicate open file descriptor to
another descriptor

rmdir()

Remove directory

stat()

Get file information

fchmod()

Change file authorizations by
descriptor

symlink()

Make symbolic link

sysconf()

Get system configuration variables

fchown()

Change owner and group of file by
descriptor

umask()

Set authorization mask for job

fcntl()

Perform file control action

unlink()

Remove link to file

fpathconf()

Get configurable path name variables by descriptor

utime()

Set file access and modification
times

fstat()

Get file information by descriptor

write()

Write to file

fsync()

Synchronize changes to file

ftruncate()

Truncate file

getcwd()

Get path name of current directory

getegid()

Get effective group ID

geteuid()

Get effective user ID

getgid()

Get real group ID

getgrgid()

Get group information using group
ID

getgrnam()

Get group information using group
name

getgroups()

Get group IDs

getpwnam()

Get user information for user name

getpwuid()

Get user information for user ID

getuid()

Get real user ID

ioctl()

Perform file I/O control action

link()

Create link to file

lseek()

Set file read/write offset

lstat()

Get file or link information

mkdir()

Make directory

open()

Open file

opendir()

Open directory

pathconf()

Get configurable path name variables

 Copyright IBM Corp. 1994, 1996

Note: These functions use header (include) files from the
library QSYSINC, which is optionally installable. Make sure
QSYSINC is installed on your system before using any of the
functions. See “Header Files for CPA APIs” on page 20-1
for the file and member name of each header file.
Following is a description of each function. The description
includes any differences you should be aware of when using
the function in a CPA program. For more details on these
functions, see the “Integrated File System APIs” chapter in
the System API Reference book.

access() — Determine File Accessibility
Syntax
#include <unistd.h>
int access(const char \path, int amode);
The access() function determines whether a file can be
accessed in a particular manner. When checking whether a
job has appropriate permissions, access() looks at the real
user ID (uid) and group ID (gid), not the effective IDs.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.
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Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 The <limits.h> file
 “chmod() — Change File Authorizations” on page 10-2
 “open() — Open File” on page 10-10
 “stat() — Get File Information” on page 10-15

chdir() — Change Current Directory
Syntax
#include <unistd.h>
int chdir(const char \path);
The chdir() function makes the directory named by path the
new current directory. If the last component of path is a
symbolic link, chdir() resolves the contents of the symbolic
link. If the chdir() function fails, the current directory is
unchanged.

If the file is checked out by another user (someone other
than the user profile of the current job), chmod() fails with
the [EBUSY] error.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/stat.h> file
 “chown() — Change Owner and Group of File”
 “fchmod() — Change File Authorizations by Descriptor”
on page 10-4
 “mkdir() — Make Directory” on page 10-10
 “open() — Open File” on page 10-10
 “stat() — Get File Information” on page 10-15

chown() — Change Owner and Group of
File
Syntax

For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

#include <unistd.h>

Differences

int chown(const char \path, uid_t owner,
gid_t group);

When using chdir() in a CPA program, be aware of the following differences:
1. There is one current working directory for the CPA
process that can be set by any thread.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 The <limits.h> file
 “getcwd() — Get Current Directory” on page 10-6

chmod() — Change File Authorizations
Syntax
#include <sys/stat.h>
int chmod(const char \path, mode_t mode);
The chmod() function changes the mode of the file or directory specified in path. If the named file is a symbolic link,
chmod() resolves the symbolic link. chmod() has no effect
on file descriptions for files that are open at the time
chmod() is called.
When chmod() is successful it updates the change time of
the file.
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The chown() function changes the owner and group of a file.
If the named file is a symbolic link, chown() resolves the
symbolic link. The permissions of the previous owner or
primary group to the object are revoked.
If the file is checked out by another user (someone other
than the user profile of the current job), chown() fails with
the [EBUSY] error.
When chown() completes successfully, it updates the
change time of the file.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 The <limits.h> file
 “chmod() — Change File Authorizations”
 “fchown() — Change Owner and Group of File by
Descriptor” on page 10-4
 “fstat() — Get File Information by Descriptor” on
page 10-5
 “lstat() — Get File or Link Information” on page 10-10
 “stat() — Get File Information” on page 10-15

creat

close() — Close File Descriptor
Syntax
#include <unistd.h>
int close(int fildes);
The close() function closes a descriptor, fildes. This frees
the descriptor to be returned by future open() calls and other
calls that create descriptors.
When the last open descriptor for a file is closed, the file
itself is closed. If the link count of the file is zero at that
time, the space occupied by the file is freed and the file
becomes inaccessible.
close() unlocks (removes) all outstanding byte locks that a
job has on the associated file.
When fildes refers to a socket, close() closes the socket
identified by the descriptor.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “creat() — Create or Rewrite File”
 “dup() — Duplicate Open File Descriptor” on page 10-4
 “dup2() — Duplicate Open File Descriptor to Another
Descriptor” on page 10-4
 “fcntl() — Perform File Control Command” on page 10-5
 “open() — Open File” on page 10-10
 “unlink() — Remove Link to File” on page 10-16

closedir() — Close Directory
Syntax
#include <sys/types.h>
#include <dirent.h>

Differences
When using closedir() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the directory stream causing unpredictable
results.

Related Information






The <sys/types.h> file
The <dirent.h> file
“opendir() — Open Directory” on page 10-11
“readdir() — Read Directory Entry” on page 10-13
“rewinddir() — Reset Directory Stream to Beginning” on
page 10-14

creat() — Create or Rewrite File
Syntax
#include <fcntl.h>
int creat(const char \path, mode_t mode);
The creat() function creates a new file or rewrites an existing
file so that it is truncated to zero length. The function call
creat(path,mode);
is equivalent to the call
open(path, O_CREAT|O_WRONLY|O_TRUNC, mode);
This means that the file named by path is created if it does
not already exist, opened for writing only, and truncated to
zero length. For further information, see “open() — Open
File” on page 10-10.
The mode argument specifies file permission bits to be used
in creating the file.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences
int closedir(DIR \dirp);
The closedir() function closes the directory stream indicated
by dirp. It frees the buffer that readdir() uses when reading
the directory stream.
A file descriptor is used for type DIR; closedir() closes the
file descriptor.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

When using creat() in a CPA program, be aware of the following differences:
1. When a thread opens a file in a file system other than
“root” (/) or QOpenSys, only that thread can access the
file. The descriptor is not available to other threads in
the process because these other file systems do not
support multiple threads. If another thread tries to use
the descriptor, the function is not successful and sets the
errno variable to [EOPNOTSUPP].
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Related Information
 The <fcntl.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “open() — Open File” on page 10-10

dup() — Duplicate Open File Descriptor
Syntax
#include <unistd.h>

For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “close() — Close File Descriptor” on page 10-3
 “creat() — Create or Rewrite File” on page 10-3
 “dup() — Duplicate Open File Descriptor”
 “fcntl() — Perform File Control Command” on page 10-5
 “open() — Open File” on page 10-10

int dup(int fildes);
The dup() function returns a new open file descriptor. The
new descriptor refers to the same open file as fildes and
shares any locks.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “close() — Close File Descriptor” on page 10-3
 “creat() — Create or Rewrite File” on page 10-3
 “dup2() — Duplicate Open File Descriptor to Another
Descriptor”
 “fcntl() — Perform File Control Command” on page 10-5
 “open() — Open File” on page 10-10

dup2() — Duplicate Open File Descriptor
to Another Descriptor
Syntax
#include <unistd.h>
int dup2(int fildes, int fildes2);
The dup2() function returns a descriptor with the value
fildes2. The descriptor refers to the same file as fildes, and it
will close the file that fildes2 was associated with.
The following conditions apply:
 If fildes2 is less than zero or greater than or equal to
OPEN_MAX, dup2() returns −1 and sets the errno global
variable to [EBADF].
 If fildes is a valid descriptor and is equal to fildes2,
dup2() returns fildes2 without closing it.
 If fildes is not a valid descriptor, dup2() fails and does
not close fildes2.
This function works with descriptors for any type of object.
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fchmod() — Change File Authorizations by
Descriptor
Syntax
#include <sys/stat.h>
int fchmod(int fildes, mode_t mode);
The fchmod() function sets the file permission bits of the
open file identified by fildes, its file descriptor. fchmod() has
no effect on file descriptions for files that are open at the
time fchmod() is called.
fchmod() marks for update the change time of the file.
If the file is checked out by another user (someone other
than the user profile of the current job), fchmod() fails with
the [EBUSY] error.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <sys/stat.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “chmod() — Change File Authorizations” on page 10-2
 “chown() — Change Owner and Group of File” on
page 10-2
 “fchown() — Change Owner and Group of File by
Descriptor”
 “mkdir() — Make Directory” on page 10-10
 “open() — Open File” on page 10-10
 “stat() — Get File Information” on page 10-15

fchown() — Change Owner and Group of
File by Descriptor
Syntax
#include <unistd.h>
int fchown(int fildes, uid_t owner, gid_t group);

fstat
The fchown() function changes the owner and group of a
file. The permissions of the previous owner or primary group
to the object are revoked.
If the file is checked out by another user (someone other
than the user profile of the current job), fchown() fails with
the [EBUSY] error.
When fchown() completes successfully, it marks the change
time of the file to be updated.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “chown() — Change Owner and Group of File” on
page 10-2
 “chmod() — Change File Authorizations” on page 10-2
 “fchmod() — Change File Authorizations by Descriptor”
on page 10-4
 “mkdir() — Make Directory” on page 10-10
 “open() — Open File” on page 10-10
 “stat() — Get File Information” on page 10-15

fcntl() — Perform File Control Command
Syntax
#include <sys/types.h>
#include <unistd.h>
#include <fcntl.h>
int fcntl(int fildes, int cmd, ...);
The fcntl() function performs various actions on open
descriptors, including duplicating descriptors, getting and
setting status flags, and getting and setting file locks.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences
When using fcntl() in a CPA program, be aware of the following differences:
1. Advisory locks are held by the process, not by a thread.
When a thread obtains an advisory lock, the lock is not
automatically released when the thread ends.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 The <sys/types.h> file
 The <fcntl.h> file
 “close() — Close File Descriptor” on page 10-3
 “dup() — Duplicate Open File Descriptor” on page 10-4
 “dup2() — Duplicate Open File Descriptor to Another
Descriptor” on page 10-4
 “lseek() — Set File Read/Write Offset” on page 10-9
 “open() — Open File” on page 10-10

fpathconf() — Get Configurable Path Name
Variables by Descriptor
Syntax
#include <unistd.h>
long fpathconf(int fildes, int name);
The fpathconf() function determines the value of a configuration variable (name) associated with a particular file
descriptor (fildes). fpathconf() works exactly like pathconf(),
except that it takes a file descriptor as an argument rather
than taking a path name.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “open() — Open File” on page 10-10
 “pathconf() — Get Configurable Path Name Variables”
on page 10-11

fstat() — Get File Information by
Descriptor
Syntax
#include <sys/stat.h>
int fstat(int fildes, struct stat \buf);
The fstat() function gets status information about the file
specified by the open file descriptor fildes and stores the
information in the area of memory indicated by buf. The
status information is returned in a stat structure, as defined
in the <sys/stat.h> header file.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.
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Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/stat.h> file
 “open() — Open File” on page 10-10
 “stat() — Get File Information” on page 10-15

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “open() — Open File” on page 10-10

getcwd() — Get Current Directory
fsync() — Synchronize Changes to File

Syntax
#include <unistd.h>

Syntax
#include <unistd.h>
int fsync(int fildes);
The fsync() function transfers all data for the file indicated by
the open file descriptor fildes to the storage device associated with fildes. fsync() does not return until the transfer is
complete, or until an error is detected.

char \getcwd(char \buf, size_t size);
The getcwd() function determines the absolute path name of
the current directory and stores it in buf. The components of
the returned path name are not symbolic links.
The access time of each directory in the absolute path name
of the current directory (excluding the current directory itself)
is updated.

For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

If buf is a NULL pointer, getcwd() returns a NULL pointer
and the [EINVAL] error.

Related Information

For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “open() — Open File” on page 10-10
 “write() — Write to File” on page 10-17

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “chdir() — Change Current Directory” on page 10-2

ftruncate() — Truncate File
Syntax

getegid() — Get Effective Group ID

#include <unistd.h>
Syntax
int ftruncate(int fildes, off_t length);
The ftruncate() function truncates the file indicated by the
open file descriptor fildes to the indicated length. fildes must
be a “regular file” that is open for writing. (A regular file is a
stream file that can support positioning the file offset.) If the
file size exceeds length, any extra data is discarded. If the
file size is smaller than length, the file is extended and filled
with binary zeros to the indicated length.
If ftruncate() completes successfully, it marks the change
time and modification times of the file. If ftruncate() is not
successful, the file is unchanged.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.
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#include <unistd.h>
gid_t getegid(void);
The getegid() function returns the effective group ID (gid) of
the calling job. The effective gid is the group ID under which
the job is currently running. The effective gid of a job may
change while the job is running.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)

getgrnam

geteuid() — Get Effective User ID
Syntax
#include <unistd.h>
uid_t geteuid(void);

getgrgid() — Get Group Information Using
Group ID
Syntax
#include <grp.h>
struct group \getgrgid(gid_t gid);

The geteuid() function returns the effective user ID (uid) of
the calling job. The effective uid is the user ID under which
the job is currently running. The effective uid of a job may
change while the job is running.

The getgrgid() function returns a pointer to an object of type
struct group containing an entry from the user database
with a matching gid.

For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences

Differences

When using geteuid() in a CPA program, be aware of the
following differences:

When using getgrgid() in a CPA program, be aware of the
following differences:

1. The effective uid is the user ID under which the CPA
process is currently running. CPA does not support
changing the effective uid of a process.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)

getgid() — Get Real Group ID
Syntax
#include <unistd.h>
gid_t getgid(void);

1. This function is not thread-safe. Another thread may be
accessing the user database causing unpredictable
results.

Related Information
 The <grp.h> file (see “Header Files for CPA APIs” on
page 20-1)

getgrnam() — Get Group Information
Using Group Name
Syntax
#include <grp.h>
struct group

The getgid() function returns the real group ID (gid) of the
calling job. The real gid is the group ID under which the job
was created.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

\getgrnam(const char \name);

The getgrnam() function returns a pointer to an object of
type struct group containing an entry from the user database with a matching name.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)

Differences
When using getgrnam() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the user database, causing unpredictable
results.
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Related Information
 The <grp.h> file (see “Header Files for CPA APIs” on
page 20-1)

getgroups() — Get Group IDs

Related Information
 The <pwd.h> file (see “Header Files for CPA APIs” on
page 20-1)

getpwuid() — Get User Information for
User ID

Syntax
#include <unistd.h>

Syntax
#include <pwd.h>

int getgroups(int gidsetsize, gid_t grouplist[]);
struct passwd \getpwuid(uid_t uid);
If the gidsetsize argument is zero, getgroups() returns the
number of primary and supplementary group IDs associated
with the calling job without modifying the array pointed to by
the grouplist argument. Otherwise, getgroups() fills in the
array grouplist with the primary and supplementary group IDs
of the calling job and returns the actual number of primary
and supplementary group IDs stored. The first element in
grouplist is the primary group ID. The values of array entries
with indexes larger than or equal to the returned value are
undefined.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)

getpwnam() — Get User Information for
User Name
Syntax
#include <pwd.h>
struct passwd \getpwnam(const char \name);

The getpwuid() function returns a pointer to an object of
type struct passwd containing an entry from the user database with a matching user ID (uid).
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences
When using getpwuid() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the user database, causing unpredictable
results.

Related Information
 The <pwd.h> file (see “Header Files for CPA APIs” on
page 20-1)

getuid() — Get Real User ID
Syntax
#include <unistd.h>
uid_t getuid(void);

The getpwnam() function returns a pointer to an object of
type struct passwd containing an entry from the user database with a matching name.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

The getuid() function returns the real user ID (uid) of the
calling job. The real uid is the user ID under which the job
was created.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences
When using getpwnam() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the user database, causing unpredictable
results.
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Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)

lseek

ioctl() — Perform File I/O Control Request
Syntax
#include <sys/types.h>
#include <sys/ioctl.h>

If the file is checked out by another user (a user profile other
than the user profile of the current job), link() fails with the
[EBUSY] error.
Links created by this function are not allowed to cross file
systems. For example, you cannot create a link to a file in
the QOpenSys directory from the root (/) directory.

int ioctl(int fildes, unsigned long req, ...);
The ioctl() function performs control functions (requests) on
a file descriptor, including getting the number of bytes available to be read.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <sys/ioctl.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/types.h> file
 “fcntl() — Perform File Control Command” on page 10-5

link() — Create Link to File

Links are not allowed to directories. If existing names a
directory, link() fails and sets errno to [EPERM].
A job must have access to a file to link to it.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “rename() — Rename File or Directory” on page 10-14
 “unlink() — Remove Link to File” on page 10-16

lseek() — Set File Read/Write Offset
Syntax

Syntax

#include <unistd.h>

#include <unistd.h>
off_t lseek(int fildes, off_t offset, int whence);
int link(const char \existing, const char \new);
The link() function provides an alternative path name for the
existing file, so that the file can be accessed by either the
existing name or the new name. link() creates a link with a
path name new to an existing file whose path name is
existing. The link can be stored in the same directory as the
original file or in a different directory.
The link() function creates a hard link, which guarantees the
existence of a file even after the original path name has been
removed.
If link() successfully creates the link, it increments the link
count of the file. The link count indicates how many links
there are to the file. If link() fails for some reason, the link
count is not incremented.
If the existing argument names a symbolic link, link() creates
a link that refers to the file that results from resolving the
path name contained in the symbolic link. If new names a
symbolic link, link() fails and sets errno to [EEXIST].
A successful link updates the change time of the file, and the
change time and modification time of the directory that contains new (parent directory).

The lseek() function changes the current file offset to a new
position in the file. The new position is the given byte offset
from the position specified by whence. After you have used
lseek() to seek to a new location, the next I/O operation on
the file begins at that location.
lseek() lets you specify new file offsets past the current end
of the file. If data is written at such a point, read operations
in the gap between this data and the old end of the file will
return bytes containing zeros. (In other words, the gap is
assumed to be filled with zeros.) Seeking past the end of a
file, however, does not automatically extend the length of the
file. There must be a write operation before the file is actually extended.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “creat() — Create or Rewrite File” on page 10-3
 “dup() — Duplicate Open File Descriptor” on page 10-4
 “fcntl() — Perform File Control Command” on page 10-5
 “open() — Open File” on page 10-10
 “read() — Read from File” on page 10-13
 “write() — Write to File” on page 10-17
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lstat() — Get File or Link Information
Syntax
#include <sys/stat.h>
int lstat(const char \path, struct stat \buf);
The lstat() function gets status information about a specified
file and places it in the area of memory pointed to by buf. If
the named file is a symbolic link, lstat() returns information
about the symbolic link itself.
The information is returned in the stat structure, referenced
by buf.
If the named file is not a symbolic link, lstat() updates the
time-related fields before putting information in the stat
structure.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <sys/stat.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/types.h> file
 “chmod() — Change File Authorizations” on page 10-2
 “chown() — Change Owner and Group of File” on
page 10-2
 “creat() — Create or Rewrite File” on page 10-3
 “dup() — Duplicate Open File Descriptor” on page 10-4
 “fcntl() — Perform File Control Command” on page 10-5
 “fstat() — Get File Information by Descriptor” on
page 10-5
 “link() — Create Link to File” on page 10-9
 “mkdir() — Make Directory”
 “open() — Open File”
 “read() — Read from File” on page 10-13
 “readlink() — Read Value of Symbolic Link” on
page 10-13
 “stat() — Get File Information” on page 10-15
 “symlink() — Make Symbolic Link” on page 10-15
 “unlink() — Remove Link to File” on page 10-16
 “utime() — Set File Access and Modification Times” on
page 10-17
 “write() — Write to File” on page 10-17

mkdir() — Make Directory
Syntax
#include <sys/stat.h>
int mkdir(const char \path, mode_t mode);
The mkdir() function creates a new, empty directory whose
name is defined by path. The file permission bits in mode
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are modified by the file creation mask of the job and then
used to set the file permission bits of the directory being
created. For more information on the file creation mask, see
“umask() — Set Authorization Mask for Process” on
page 10-16.
The owner ID of the new directory is set to the effective user
ID (uid) of the job. The group ID (gid) of the new directory is
set to the gid of the parent directory.
mkdir() sets the access, change, modification, and creation
times for the new directory. It also sets the change and
modification times for the directory that contains the new
directory (parent directory).
The link count of the parent directory link count is increased
by one. The link count of the new directory is set to 2. The
new directory also contains an entry for “dot” (.) and “dot-dot”
(..).
If path names a symbolic link, the symbolic link is not followed, and mkdir() fails with the [EEXIST] error.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <sys/stat.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “chmod() — Change File Authorizations” on page 10-2
 “stat() — Get File Information” on page 10-15
 “umask() — Set Authorization Mask for Process” on
page 10-16
 “pathconf() — Get Configurable Path Name Variables”
on page 10-11

open() — Open File
Syntax
#include <fcntl.h>
int open(const char \path, int oflag, ...);
The open() function opens a file and returns a number called
a file descriptor. You can use this file descriptor to refer to
the file in subsequent I/O operations such as read() or
write(). In these subsequent operations, the file descriptor is
commonly identified by the argument fildes or descriptor.
Each file opened by a job gets a new file descriptor.
If the last element of the path is a symbolic link, the open()
function resolves the contents of the symbolic link.
open() positions the file offset (an indicator showing where
the next read or write will take place in the file) at the beginning of the file. However, there are options that can change
the position.

pathconf
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences
When using open() in a CPA program, be aware of the following differences:
1. When a thread opens a file in a file system other than
“root” (/) or QOpenSys, only that thread can access the
file. The descriptor is not available to other threads in
the process because these other file systems do not
support multiple threads. If another thread tries to use
the descriptor, the function is unsuccessful and sets the
errno variable to [EOPNOTSUPP].
2. When a thread opens a file and uses the O_TEXTDATA
oflag, only that thread can access the file. The
descriptor is not available to other threads in the process
because the file system is converting the data each time
the file is read or written. If another thread tries to use
the descriptor, the function is not successful and sets the
errno variable to [EOPNOTSUPP].

Related Information
 The <fcntl.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “close() — Close File Descriptor” on page 10-3
 “creat() — Create or Rewrite File” on page 10-3
 “dup() — Duplicate Open File Descriptor” on page 10-4
 “fcntl() — Perform File Control Command” on page 10-5
 “lseek() — Set File Read/Write Offset” on page 10-9
 “read() — Read from File” on page 10-13
 “stat() — Get File Information” on page 10-15
 “umask() — Set Authorization Mask for Process” on
page 10-16
 “write() — Write to File” on page 10-17

opendir() — Open Directory
Syntax
#include <sys/types.h>
#include <dirent.h>
DIR \opendir(const char \dirname);
The opendir() function opens a directory so that it can be
read with the readdir() function. The variable dirname is a
string giving the name of the directory to open. If the last
component of dirname is a symbolic link, opendir() follows
the symbolic link. As a result, the directory that the symbolic
link refers to is opened. The functions readdir(),
rewinddir(), and closedir() can be called after a successful
call to opendir(). The first readdir() call reads the first entry
in the directory.

Names returned on calls to readdir() are returned in the
CCSID (coded character set identifier) in effect for the
current job at the time this opendir() function is called. If the
CCSID of the job is 65535, the default CCSID of the job is
used.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences
When using opendir() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the directory stream, causing unpredictable
results.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <dirent.h> file
 “readdir() — Read Directory Entry” on page 10-13
 “rewinddir() — Reset Directory Stream to Beginning” on
page 10-14
 “closedir() — Close Directory” on page 10-3

pathconf() — Get Configurable Path Name
Variables
Syntax
#include <unistd.h>
long pathconf(const char \path, int name);
The pathconf() function lets an application determine the
value of a configuration variable (name) associated with a
particular file or directory (path).
If the named file is a symbolic link, pathconf() resolves the
symbolic link.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “chown() — Change Owner and Group of File” on
page 10-2
 “fpathconf() — Get Configurable Path Name Variables
by Descriptor” on page 10-5
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Qp0zRenameUnlink

Qp0zRenameKeep() — Rename File or
Directory, Keep "new" If It Exists
Syntax

Qp0zRenameUnlink() — Rename File or
Directory, Unlink "new" If It Exists
Syntax

#include <pthread.h>

#include <pthread.h>

int QpðzRenameKeep(const char \old,
const char \new);

int QpðzRenameUnlink(const char \old,
const char \new);

The Qp0zRenameKeep() function renames a file or a directory specified by old to the name given by new. The old
pointer must specify the name of an existing file or directory.
Both old and new must be of the same type; that is, both
directories or both files. old and new must not end in "dot"
(.) or "dot-dot" (..).

The Qp0zRenameUnlink() function renames a file or a directory specified by old to the name given by new. The old
pointer must specify the name of an existing file or directory.
Both old and new must be of the same type; that is, both
directories or both files. old and new must not end in "dot"
(.) or "dot-dot" (..).

If new already exists, Qp0zRenameKeep() fails with the
[EEXIST] error.

If new already exists, it is removed before old is renamed to
new. Therefore, if new specifies the name of an existing
directory, the directory must be empty.

If the old argument points to a symbolic link, the symbolic
link is renamed. Qp0zRenameKeep() does not affect any
file or directory named by the contents of the symbolic link.
When Qp0zRenameKeep() is successful, it updates the
change and modification times for the parent directories of
old and new.

If the old argument points to a symbolic link, the symbolic
link is renamed. If the new argument points to a symbolic
link, the link is removed and old is renamed to new.
Qp0zRenameUnlink() does not affect any file or directory
named by the contents of the symbolic link.

If the old object is checked out, Qp0zRenameKeep() fails
with the [EBUSY] error.

If old and new both refer to the same file,
Qp0zRenameUnlink() returns successfully and performs no
other action.

For more details on this function, see the
Qp0lRenameKeep() function in the “Integrated File System
APIs” chapter of the System API Reference book.

When Qp0zRenameUnlink() is successful, it updates the
change and modification times for the parent directories of
old and new.

Differences

If the old object is checked out, Qp0zRenameUnlink() fails
with the [EBUSY] error.

When using Qp0zRenameKeep() in a CPA program, be
aware of the following differences:
1. The <Qp0lstd.h> header file must not be included.

For more details on this function, see the
Qp0lRenameUnlink() function in the “Integrated File System
APIs” chapter of the System API Reference book.

2. The QP0Z_ILE_RENAME macro must not be defined.

Differences
Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “Qp0zRenameUnlink() — Rename File or Directory,
Unlink "new" If It Exists”
 “rename() — Rename File or Directory” on page 10-14

When using Qp0zRenameUnlink() in a CPA program, be
aware of the following differences:
1. The <Qp0lstd.h> header file must not be included.
2. The QP0Z_ILE_RENAME macro must not be defined.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “Qp0zRenameKeep() — Rename File or Directory, Keep
"new" If It Exists”
 “rename() — Rename File or Directory” on page 10-14
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read() — Read from File
Syntax
#include <unistd.h>

readdir() — Read Directory Entry
Syntax
#include <sys/types.h>
#include <dirent.h>

ssize_t read(int fildes, void \buf, size_t nbyte);
struct dirent \readdir(DIR \dirp);
From the file indicated by fildes, the read() function reads
nbyte bytes of input into the memory area indicated by buf.
If nbyte is zero, read() returns a value of zero without
attempting any other action.
If fildes refers to a “regular file” (a stream file that can
support positioning the file offset) or any other type of file on
which the job can do an lseek() operation, read() begins
reading at the file offset associated with fildes. A successful
read() changes the file offset by the number of bytes read.
If read() is successful and nbyte is greater than zero, the
access time for the file is updated.
read() is not supported for directories.
If fildes refers to a descriptor obtained using the open() function with O_TEXTDATA specified, the data is read from the
file assuming it is in textual form. The data is converted from
the code page of the file to the code page of the application,
job, or system as follows:
 When reading from a true stream file, any line-formatting
characters (such as carriage return, tab, and end-of-file)
are just converted from one code page to another.
 When reading from record files that are being used as
stream files, end-of-line characters are added to the end
of the data in each record.
If O_TEXTDATA was not specified on the open(), the data is
read from the file without conversion. The application is
responsible for handling the data.
When fildes refers to a socket, the read() function reads from
the socket identified by the socket descriptor.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 The <limits.h> file
 “creat() — Create or Rewrite File” on page 10-3
 “dup() — Duplicate Open File Descriptor” on page 10-4
 “dup2() — Duplicate Open File Descriptor to Another
Descriptor” on page 10-4
 “fcntl() — Perform File Control Command” on page 10-5
 “lseek() — Set File Read/Write Offset” on page 10-9
 “open() — Open File” on page 10-10
 “write() — Write to File” on page 10-17

The readdir() function returns a pointer to a dirent structure
describing the next directory entry in the directory stream
associated with dirp.
A call to readdir() overwrites data produced by a previous
call to readdir() on the same directory stream. Calls for different directory streams do not overwrite the data of each
other.
If the call to readdir() actually reads the directory, the access
time of the directory is updated.
readdir() performs translation if necessary to convert the
directory entry name into the CCSID (coded character set
identifier) of the job at the time of the call to opendir().
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences
When using readdir() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the directory stream, causing unpredictable
results.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <dirent.h> file
 “opendir() — Open Directory” on page 10-11
 “rewinddir() — Reset Directory Stream to Beginning” on
page 10-14
 “closedir() — Close Directory” on page 10-3
 “pathconf() — Get Configurable Path Name Variables”
on page 10-11

readlink() — Read Value of Symbolic Link
Syntax
#include <unistd.h>
int readlink(const char \path, char \buf,
size_t bufsiz);
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The readlink() function places the contents of the symbolic
link path in the buffer buf. The size of the buffer is set by
bufsiz. The contents of the returned buffer do not include a
terminating NULL. When bufsize is 0, the number of bytes
contained in the symbolic link is returned and the buffer is
unchanged.
If the buffer is too small to contain the contents of the symbolic link, the contents are truncated to the size of the buffer
(bufsiz) .
A successful readlink(), where bufsize is greater than zero,
sets the access time of the symbolic link.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “lstat() — Get File or Link Information” on page 10-10
 “stat() — Get File Information” on page 10-15
 “symlink() — Make Symbolic Link” on page 10-15
 “unlink() — Remove Link to File” on page 10-16

rewinddir() — Reset Directory Stream to
Beginning
Syntax
#include <sys/types.h>
#include <dirent.h>
void rewinddir(DIR \dirp);
The rewinddir() function “rewinds” the position of an open
directory stream to the beginning. dirp points to a DIR associated with an open directory stream.
The next call to readdir() reads the first entry in the directory. If the contents of the directory have changed since the
directory was opened and rewinddir() is called, subsequent
calls to readdir() read the changed contents.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences
When using rewinddir() in a CPA program, be aware of the
following differences:

rename() — Rename File or Directory
Syntax

1. This function is not thread-safe. Another thread may be
accessing the directory stream, causing unpredictable
results.

#include <pthread.h>
int rename(const char \old, const char \new);
The rename() function is defined to be Qp0zRenameKeep().
For details on the use of rename(), see the
Qp0lRenameUnlink() and Qp0lRenameKeep() functions.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences
When using rename() in a CPA program, be aware of the
following differences:
1. The <Qp0lstd.h> header file must not be included.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <dirent.h> file
 “opendir() — Open Directory” on page 10-11
 “readdir() — Read Directory Entry” on page 10-13
 “closedir() — Close Directory” on page 10-3

rmdir() — Remove Directory
Syntax
#include <unistd.h>
int rmdir(const char \path);

2. The QP0Z_ILE_RENAME macro must not be defined.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “Qp0zRenameKeep() — Rename File or Directory, Keep
"new" If It Exists” on page 10-12
 “Qp0zRenameUnlink() — Rename File or Directory,
Unlink "new" If It Exists” on page 10-12
 “rename() — Rename File” on page 9-23
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The rmdir() function removes a directory, path, provided that
the directory is empty; that is, the directory contains no
entries other than “dot” (.) or “dot-dot” (..). path must not end
in dot (.) or dot-dot (..).
If no job currently has the directory open, rmdir() deletes the
directory itself. The space occupied by the directory is freed
for new use. If one or more jobs have the directory open,
rmdir() removes the link and the dot (.) or dot-dot (..).
entries. The directory itself is not removed until the last job
closes the directory. New files cannot be created under a

symlink
directory after the last link is removed, even if the directory is
still open.
rmdir() does not remove a directory that still contains files or
subdirectories. If path refers to a directory that is not empty,
the [ENOTEMPTY] error is returned. If path refers to the
current directory of the current job, to the root (/) directory, or
to a directory that cannot be removed, the [EBUSY] error is
returned.
If path refers to a symbolic link, rmdir() does not affect any
file or directory named by the contents of the symbolic link.
If rmdir() is successful, the change and modification times
for the parent directory are updated.

 “open() — Open File” on page 10-10
 “read() — Read from File” on page 10-13
 “readlink() — Read Value of Symbolic Link” on
page 10-13
 “symlink() — Make Symbolic Link”
 “unlink() — Remove Link to File” on page 10-16
 “utime() — Set File Access and Modification Times” on
page 10-17
 “write() — Write to File” on page 10-17

symlink() — Make Symbolic Link
Syntax
#include <unistd.h>

For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “mkdir() — Make Directory” on page 10-10
 “unlink() — Remove Link to File” on page 10-16

stat() — Get File Information
Syntax
#include <sys/stat.h>
int stat(const char \path, struct stat \buf);
The stat() function gets status information about a specified
file and places it in the area of memory pointed to by the buf
argument.
If the named file is a symbolic link, stat() resolves the symbolic link. It also returns information about the resulting file.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <sys/stat.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/types.h> file
 “chmod() — Change File Authorizations” on page 10-2
 “chown() — Change Owner and Group of File” on
page 10-2
 “creat() — Create or Rewrite File” on page 10-3
 “dup() — Duplicate Open File Descriptor” on page 10-4
 “fcntl() — Perform File Control Command” on page 10-5
 “fstat() — Get File Information by Descriptor” on
page 10-5
 “link() — Create Link to File” on page 10-9
 “lstat() — Get File or Link Information” on page 10-10
 “mkdir() — Make Directory” on page 10-10

int symlink(const char \pname, const char \slink);
The symlink() function creates the symbolic link named by
slink with the value specified by pname. File access
checking is not performed on the file pname, and the file
need not exist. In addition, a symbolic link can cross file
system boundaries.
If slink names a symbolic link, symlink() fails with the
[EEXIST] error.
A symbolic link path name is resolved in the following
manner:
 When a component of a path name refers to a symbolic
link rather than to a directory, the path name contained
in the symbolic link is resolved.
 If the path name in the symbolic link begins with /
(slash), the symbolic link path name is resolved relative
to the root directory for the job.
If the path name in the symbolic link does not start with /
(slash), the symbolic link path name is resolved relative
to the directory that contains the symbolic link.
 If the symbolic link is the last component of a path
name, it may or may not be resolved. Resolution
depends on the function using the path name. For
example, rename() does not resolve a symbolic link
when the symbolic link is the final component of either
the new or old path name. However, open() does
resolve a symbolic link when the link is the last component.
 If the symbolic link is not the last component of the original path name, remaining components of the original
path name are resolved relative to the symbolic link.
 When a / (slash) is the last component of a path name
and it is preceded by a symbolic link, the symbolic link is
always resolved.
Because the mode of a symbolic link cannot be changed, its
mode is ignored during the lookup process. Any files and
directories to which a symbolic link refers are checked for
access permission.
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symlink() sets the access, change, modification, and creation times for the new symbolic link. It also sets the change
and modification times for the directory that contains the new
symbolic link.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “link() — Create Link to File” on page 10-9
 “readlink() — Read Value of Symbolic Link” on
page 10-13
 “unlink() — Remove Link to File”

sysconf() — Get System Configuration
Variables

For example, if a call to open() specifies a mode argument
with file permission bits, the file creation mask of the job
affects the mode argument; bits that are 1 in the mask are
set to ð in the mode argument and, therefore, in the mode of
the created file.
Only the file permission bits of cmask are used. The other
bits in cmask must be cleared (not set).
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Differences
When using umask() in a CPA program, be aware of the following differences:
1. There is one file creation mask for the CPA process that
can be set by any thread.
2. When umask() fails, it returns -1 and sets the errno variable to [EUNKNOWN].

Syntax
#include <unistd.h>
long sysconf(int name);
The sysconf() function returns the value of a system configuration option. The configuration option to be obtained is
specified by name.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)

umask() — Set Authorization Mask for
Process
Syntax
#include <sys/stat.h>
mode_t umask(mode_t cmask);
Every job has a file creation mask. When a job starts, the
value of the file creation mask is zero. The value of zero
means that no permissions are masked when a file or directory is created in the job. The umask() function changes the
value of the file creation mask for the current job to the value
specified in cmask.
The cmask argument controls file permission bits that should
be set whenever the job creates a file. File permission bits
set to 1 in the file creation mask are set to ð in the file permission bits of files that are created by the job.
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Related Information
 The <sys/stat.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “chmod() — Change File Authorizations” on page 10-2
 “creat() — Create or Rewrite File” on page 10-3
 “mkdir() — Make Directory” on page 10-10
 “open() — Open File” on page 10-10

unlink() — Remove Link to File
Syntax
#include <unistd.h>
int unlink(const char \path);
The unlink() function removes a directory entry that refers to
a file. This unlink() deletes the link named by path and decrements the link count for the file itself.
If the link count becomes zero and no job currently has the
file open, the file itself is deleted. The space occupied by the
file is freed for new use, and the current contents of the file
are lost. If one or more jobs have the file open when the last
link is removed, unlink() removes the link, but the file itself is
not removed until the last job closes the file.
unlink() cannot be used to remove a directory; use rmdir()
instead.
If path refers to a symbolic link, unlink() removes the symbolic link but not a file or directory named by the contents of
the symbolic link.
If unlink() succeeds, the change and modification times for
the parent directory are updated. If the link count of the file

write
is not zero, the change time for the file is also updated. If
unlink() fails, the link is not removed.
If the file is checked out, unlink() fails with the [EBUSY]
error. If the file is marked “read-only,” unlink() fails with the
[EROOBJ] error.
For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “close() — Close File Descriptor” on page 10-3
 “link() — Create Link to File” on page 10-9
 “open() — Open File” on page 10-10
 “rmdir() — Remove Directory” on page 10-14

utime() — Set File Access and
Modification Times
Syntax
#include <utime.h>
int utime(const char \path,
const struct utimbuf \times);
The utime() function sets the access and modification times
of path to the values in the utimbuf structure. If times is a
NULL pointer, the access and modification times are set to
the current time. If the named file is a symbolic link, utime()
resolves the symbolic link.
If the file is checked out by another user (someone other
than the user profile of the current job), utime() fails with the
[EBUSY] error.
When utime() completes successfully, it marks the change
time of the file to be updated.

write() — Write to File
Syntax
#include <unistd.h>
ssize_t write(int fildes, const void \buf,
size_t nbyte);
The write() function writes nbyte bytes from buf to the file
associated with fildes. nbyte should not be greater than
INT_MAX (defined in the <limits.h> header file). If nbyte is
zero, write() simply returns a value of zero without
attempting any other action.
If fildes refers to a “regular file” (a stream file that can
support positioning the file offset) or any other type of file on
which the job can do an lseek() operation, write() begins
writing at the file offset associated with fildes, unless
O_APPEND is set for the file (see below). A successful
write() increments the file offset by the number of bytes
written. If the incremented file offset is greater than the previous length of the file, the length of the file is set to the new
file offset.
If O_APPEND (defined in the the <fcntl.h> header file) is set
for the file, write() sets the file offset to the end of the file
before writing the output.
If there is not enough room to write the requested number of
bytes (for example, because there is not enough room on the
disk), the write() function writes as many bytes as the
remaining space can hold.
If write() is successful and nbyte is greater than zero, the
change and modification times for the file are updated.
If fildes refers to a descriptor obtained using the open() function with O_TEXTDATA specified, the data is written to the
file assuming it is in textual form. The data is converted from
the code page of the application, job, or system to the code
page of the file as follows:

For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

 When writing to a true stream file, any line-formatting
characters (such as carriage return, tab, and end-of-file)
are just converted from one code page to another.

Related Information

 When writing to a record file that is being used as a
stream file:

 The <utime.h> file (see “Header Files for CPA APIs” on
page 20-1)
 The <limits.h> file

– End-of-line characters are removed.
– Records are padded with blanks (for a source physical file member) or nulls (for a data physical file
member).
– Tab characters are replaced by the appropriate
number of blanks to the next tab position.
If O_TEXTDATA was not specified on the open(), the data is
written to the file without conversion. The application is
responsible for handling the data.
When fildes refers to a socket, the write() function writes
from the socket identified by the socket descriptor.
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For more details on this function, see the “Integrated File
System APIs” chapter of the System API Reference book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 The <fcntl.h> file
 “creat() — Create or Rewrite File” on page 10-3
 “dup() — Duplicate Open File Descriptor” on page 10-4
 “dup2() — Duplicate Open File Descriptor to Another
Descriptor” on page 10-4
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“fcntl() — Perform File Control Command” on page 10-5
“lseek() — Set File Read/Write Offset” on page 10-9
“open() — Open File” on page 10-10
“read() — Read from File” on page 10-13

Chapter 11. Socket APIs
Function

What It Does

 Socket system functions

socketpair()

Create pair of sockets

 Socket network functions

write()

Write (send) data using descriptor

writev()

Write (send) data using descriptor and
multiple buffers

The CPA support for sockets includes the following:

System Functions
CPA supports the following sockets system functions:
Function

What It Does

accept()

Wait for connection request and make
connection

bind()

Set local address for socket

close()

End socket connection

connect()

Establish connection or destination
address

fcntl()

Change descriptor attributes

| fstat()
|

Retrieve status information about
descriptor

getdomainname()

Retrieve domain name

gethostid()

Retrieve host ID address

gethostname()

Retrieve host name

getpeername()

Retrieve destination address of socket

getsockname()

Retrieve local address of socket

getsockopt()

Retrieve information about socket options

ioctl()

Change descriptor attributes

listen()

Invite incoming connection requests

read()

Read (receive) data using descriptor

readv()

Read (receive) data using descriptor and
multiple buffers

recv()

Receive data using socket descriptor

recvfrom()

Receive data and remote address using
socket descriptor

recvmsg()

Receive data and remote address using
socket descriptor and multiple buffers

select()

Wait for events on multiple sockets

send()

Send data using socket descriptor

sendmsg()

Send data with destination address using
socket descriptor and multiple buffers

sendto()

Send data with destination address using
socket descriptor

setdomainname()

Set domain name

sethostid()

Set host ID address

sethostname()

Set host name

setsockopt()

Set socket options

shutdown()

End receive, send, or receive/send operations on socket

socket()

Create socket

 Copyright IBM Corp. 1994, 1996

Note: These functions use header (include) files from the
library QSYSINC, which is optionally installable. Make sure
QSYSINC is installed on your system before using any of the
functions. See “Header Files for CPA APIs” on page 20-1
for the file and member name of each header file.
Following is a description of each function. The description
includes any differences you should be aware of when using
the function in a CPA program. For more details on these
functions, see the Sockets Programming book.

accept() — Wait for Connection Request
and Make Connection
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int accept(int socket_descriptor,
struct sockaddr \address,
int \address_length);
The accept() function is used to wait for connection
requests. accept() takes the first connection request on the
queue of pending connection requests and creates a new
socket to service the connection request.
accept() is used with connection-oriented socket types, such
as SOCK_STREAM.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “bind() — Set Local Address for Socket” on page 11-2
 “connect() — Establish Connection or Destination
Address” on page 11-2
 “listen() — Invite Incoming Connection Requests” on
page 11-5
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “getpeername() — Retrieve Destination Address of
Socket” on page 11-4
 “ioctl() — Change Descriptor Attributes” on page 11-4
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bind() — Set Local Address for Socket
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int bind(int socket_descriptor,
struct sockaddr \local_address,
int address_length);
The bind() function is used to associate a local address to a
socket.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “connect() — Establish Connection or Destination
Address”
 “getpeername() — Retrieve Destination Address of
Socket” on page 11-4
 “getsockname() — Retrieve Local Address of Socket” on
page 11-4

close() — End Socket Connection
Syntax
#include <unistd.h>

connect() — Establish Connection or
Destination Address
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int connect(int socket_descriptor,
struct sockaddr \destination_address,
int address_length);
The connect() function is used to establish a connection on
a connection-oriented socket or establish the destination
address on a connectionless socket.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “fcntl() — Change Descriptor Attributes”
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “accept() — Wait for Connection Request and Make
Connection” on page 11-1
 “bind() — Set Local Address for Socket”
 “getpeername() — Retrieve Destination Address of
Socket” on page 11-4
 “listen() — Invite Incoming Connection Requests” on
page 11-5
 “sendmsg() — Send Data” on page 11-7
 “sendto() — Send Data” on page 11-7

int close(int descriptor);
The close() function is used to close a file or socket
descriptor.

fcntl() — Change Descriptor Attributes
Syntax

For more details on this function, see the Sockets Programming book.

#include <sys/types.h>
#include <fcntl.h>

Related Information

int fcntl(int descriptor,
int command,
...);

 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “setsockopt() — Set Socket Options” on page 11-8
 “shutdown() — End Receiving and/or Sending of Data
on Socket” on page 11-9

The fcntl() function is used to obtain or change the attributes
of a file or socket descriptor, including duplicating the
descriptor, and getting and setting the status flags.
For more details on this function, see the Sockets Programming book.
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gethostname

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <fcntl.h> file
 “accept() — Wait for Connection Request and Make
Connection” on page 11-1
 “connect() — Establish Connection or Destination
Address”
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “read() — Receive Data” on page 11-5
 “readv() — Receive Data (Multiple Buffers)” on
page 11-5
 “recv() — Receive Data” on page 11-6
 “recvfrom() — Receive Data” on page 11-6
 “recvmsg() — Receive Data” on page 11-6
 “send() — Send Data” on page 11-7
 “sendmsg() — Send Data” on page 11-7
 “sendto() — Send Data” on page 11-7
 “write() — Send Data” on page 11-9
 “writev() — Send Data (Multiple Buffers)” on page 11-10

|
|
|

fstat() — Get File Information by
Descriptor
Syntax

|

#include <sys/stat.h>

|
|

int fstat(int descriptor,
struct stat \buffer);

|
|
|
|
|

The fstat() function gets status information about the file or
socket specified by descriptor and stores the information in
the area of memory indicated by buffer. The status information is returned in a stat structure, as defined in the
<sys/stat.h> header file.

| For more details on this function, see the Sockets Program| ming book.

The getdomainname() function is used to retrieve the name
of the domain from the system.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/sockets.h> file
 “setdomainname() — Set Domain Name” on page 11-8

gethostid() — Retrieve Host ID Address
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int gethostid();
The gethostid() function is used to retrieve the 32-bit IP
address of a host ID.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/sockets.h> file
 “sethostid() — Set Host ID Address” on page 11-8
 “gethostname() — Retrieve Host Name”
 “sethostname() — Set Host Name” on page 11-8

gethostname() — Retrieve Host Name
Syntax

|
|
|
|

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/stat.h> file

getdomainname() — Retrieve Domain
Name
Syntax

#include <sys/types.h>
#include <sys/socket.h>
int gethostname(char \name,
int length);
The gethostname() function is used to retrieve the name of
the host from the system.
For more details on this function, see the Sockets Programming book.

#include <sys/types.h>
#include <sys/socket.h>
int getdomainname(char \name,
int length);
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ioctl

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/sockets.h> file
 “sethostname() — Set Host Name” on page 11-8
 “gethostid() — Retrieve Host ID Address”
 “sethostid() — Set Host ID Address” on page 11-8

getpeername() — Retrieve Destination
Address of Socket
Syntax

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “bind() — Set Local Address for Socket” on page 11-2
 “getpeername() — Retrieve Destination Address of
Socket”

getsockopt() — Retrieve Information about
Socket Options
Syntax

#include <sys/types.h>
#include <sys/socket.h>

#include <sys/types.h>
#include <sys/socket.h>

int getpeername(int socket_descriptor,
struct sockaddr \destination_address,
int \address_length);

int getsockopt(int socket_descriptor,
int level,
int option_name,
char \option_value,
int \option_length);

The getpeername() function is used to retrieve the destination address to which the socket is connected.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/sockets.h> file
 “accept() — Wait for Connection Request and Make
Connection” on page 11-1
 “bind() — Set Local Address for Socket” on page 11-2
 “connect() — Establish Connection or Destination
Address” on page 11-2
 “getsockname() — Retrieve Local Address of Socket”

The getsockopt() function is used to retrieve information
about socket options.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “setsockopt() — Set Socket Options” on page 11-8

ioctl() — Change Descriptor Attributes
Syntax

getsockname() — Retrieve Local Address
of Socket
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int getsockname(int socket_descriptor,
struct sockaddr \local_address,
int \address_length);
The getsockname() function is used to retrieve the local
address associated with the socket.
For more details on this function, see the Sockets Programming book.
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#include <sys/types.h>
#include <sys/ioctl.h>
int ioctl(int descriptor,
unsigned long request,
...);
The ioctl() function is used to obtain or change the attributes
of a file or socket descriptor, including setting and resetting
non-blocking I/O and many AF_INET address family
requests.
For more details on this function, see the Sockets Programming book.

readv

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/ioctl.h> file
 “accept() — Wait for Connection Request and Make
Connection” on page 11-1
 “connect() — Establish Connection or Destination
Address” on page 11-2
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “read() — Receive Data”
 “readv() — Receive Data (Multiple Buffers)”
 “recv() — Receive Data” on page 11-6
 “recvfrom() — Receive Data” on page 11-6
 “recvmsg() — Receive Data” on page 11-6
 “send() — Send Data” on page 11-7
 “sendmsg() — Send Data” on page 11-7
 “sendto() — Send Data” on page 11-7
 “write() — Send Data” on page 11-9
 “writev() — Send Data (Multiple Buffers)” on page 11-10

listen() — Invite Incoming Connection
Requests
Syntax
#include <sys/socket.h>
int listen(int socket_descriptor,
int back_log);

read() — Receive Data
Syntax
#include <unistd.h>
ssize_t read(int descriptor,
void \buffer,
size_t buffer_length);
The read() function is used to receive data from a file or a
socket.
For more details on this function, see the Sockets Programming book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “recv() — Receive Data” on page 11-6
 “recvfrom() — Receive Data” on page 11-6
 “recvmsg() — Receive Data” on page 11-6
 “readv() — Receive Data (Multiple Buffers)”
 “write() — Send Data” on page 11-9

readv() — Receive Data (Multiple Buffers)
Syntax

The listen() function is used to indicate a willingness to
accept incoming connection requests. If a listen() is not
done, incoming connections are refused.

#include <sys/types.h>
#include <sys/uio.h>

For more details on this function, see the Sockets Programming book.

int readv(int descriptor,
struct iovec \io_vector[],
int vector_length);

Related Information
 The <sys/socket.h> file (see “Header Files for CPA
APIs” on page 20-1)
 “accept() — Wait for Connection Request and Make
Connection” on page 11-1
 “connect() — Establish Connection or Destination
Address” on page 11-2

The readv() function is used to receive data from a file or
socket descriptor. readv() provides a way for data to be
stored in several different buffers (scatter/gather I/O).
For more details on this function, see the Sockets Programming book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “recv() — Receive Data” on page 11-6
 “recvfrom() — Receive Data” on page 11-6
 “recvmsg() — Receive Data” on page 11-6
 “read() — Receive Data”
 “writev() — Send Data (Multiple Buffers)” on page 11-10
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recvmsg

recv() — Receive Data

For more details on this function, see the Sockets Programming book.

Syntax
#include <sys/types.h>
#include <sys/socket.h>
int recv(int socket_descriptor,
char \buffer,
int buffer_length,
int flags);
The recv() function is used to receive data through a socket.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “recvfrom() — Receive Data”
 “recvmsg() — Receive Data”
 “read() — Receive Data” on page 11-5
 “readv() — Receive Data (Multiple Buffers)” on
page 11-5
 “send() — Send Data” on page 11-7

recvfrom() — Receive Data
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int recvfrom(int socket_descriptor,
char \buffer,
int buffer_length,
int flags,
struct sockaddr \from_address,
int \address_length);
The recvfrom() function is used to receive data through a
connected or unconnected socket. recvfrom() provides a
way to determine the address of the socket that sent the
data.
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Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “recv() — Receive Data”
 “recvmsg() — Receive Data”
 “read() — Receive Data” on page 11-5
 “readv() — Receive Data (Multiple Buffers)” on
page 11-5
 “sendto() — Send Data” on page 11-7

recvmsg() — Receive Data
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int recvmsg(int socket_descriptor,
struct msghdr \message_structure,
int flags);
The recvmsg() function is used to receive data through a
connected or unconnected socket. recvmsg() provides a
way to determine the address of the socket that sent the
data and a way for data to be stored in several different
buffers (scatter/gather I/O).
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “recv() — Receive Data”
 “recvfrom() — Receive Data”
 “read() — Receive Data” on page 11-5
 “readv() — Receive Data (Multiple Buffers)” on
page 11-5
 “sendmsg() — Send Data” on page 11-7

sendto

select() — Wait for Events on Multiple
Sockets
Syntax
#include <sys/types.h>
#include <sys/time.h>
int select(int max_descriptor,
fd_set \read_set,
fd_set \write_set,
fd_set \exception_set,
struct timeval \wait_time);
The select() function is used to enable an application to multiplex I/O. By using select(), an application with multiple
interactive I/O sources avoids blocking on one I/O stream
while the other stream is ready. Thus, for example, an application that receives inputs from two distinct communication
endpoints (using sockets) can use select() to sleep until
input is available from either of the sources. When input is
available, the application wakes up and receives an indication as to which descriptor is ready for reading.
The application identifies descriptors to be checked for read,
write and exception status and specifies a timeout value. If
any of the specified descriptors is ready for the specified
event (read, write or exception), select() returns indicating
which descriptors are ready. Otherwise, the process waits
until one of the specified events occur or the wait times out.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/time.h> file

send() — Send Data
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int send(int socket_descriptor,
char \buffer,
int buffer_length,
int flags);

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “recv() — Receive Data” on page 11-6
 “sendto() — Send Data”
 “sendmsg() — Send Data”
 “write() — Send Data” on page 11-9
 “writev() — Send Data (Multiple Buffers)” on page 11-10

sendmsg() — Send Data
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int sendmsg(int socket_descriptor,
struct msghdr \message_structure,
int flags);
The sendmsg() function is used to send data through a connected or unconnected socket. sendmsg() provides a way
to send data to a socket at a specified address and a way for
data to be stored in several different buffers (scatter/gather
I/O).
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “recvmsg() — Receive Data” on page 11-6
 “send() — Send Data”
 “sendto() — Send Data”
 “write() — Send Data” on page 11-9
 “writev() — Send Data (Multiple Buffers)” on page 11-10

sendto() — Send Data
Syntax
#include <sys/types.h>
#include <sys/socket.h>

The send() function is used to send data through a connected socket.
For more details on this function, see the Sockets Programming book.

int sendto(int socket_descriptor,
char \buffer,
int buffer_length,
int flags,
struct sockaddr \destination_address,
int address_length);
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setsockopt
The sendto() function is used to send data through a connected or unconnected socket. sendto() provides a way to
send data to a socket at a specified address.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “recvfrom() — Receive Data” on page 11-6
 “send() — Send Data” on page 11-7
 “sendmsg() — Send Data” on page 11-7
 “write() — Send Data” on page 11-9
 “writev() — Send Data (Multiple Buffers)” on page 11-10

setdomainname() — Set Domain Name
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int setdomainname(char \name,
int length);
The setdomainname() function is used to set the name of
the domain.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “gethostid() — Retrieve Host ID Address” on page 11-3
 “gethostname() — Retrieve Host Name” on page 11-3
 “sethostname() — Set Host Name”

sethostname() — Set Host Name
Syntax
#include <sys/types.h>
#include <sys/socket.h>
int sethostname(char \name,
int length);
The sethostname() function is used to set the name of the
host for a system.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “gethostid() — Retrieve Host ID Address” on page 11-3
 “gethostname() — Retrieve Host Name” on page 11-3
 “sethostid() — Set Host ID Address”

For more details on this function, see the Sockets Programming book.

setsockopt() — Set Socket Options
Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “getdomainname() — Retrieve Domain Name” on
page 11-3

sethostid() — Set Host ID Address
Syntax
#include <sys/types.h>
#include <sys/socket.h>

Syntax
#include <sys/types.h>
#include <sys/socket.h>
int setsockopt(int socket_descriptor,
int level,
int option_name,
char \option_value,
int option_length);
The setsockopt() function is used to set socket options.
For more details on this function, see the Sockets Programming book.

int sethostid(int host_id);

Related Information
The sethostid() function is used to set a host ID.
For more details on this function, see the Sockets Programming book.
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 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “getsockopt() — Retrieve Information about Socket
Options” on page 11-4

write

shutdown() — End Receiving and/or
Sending of Data on Socket

socketpair() — Create Pair of Sockets
Syntax

Syntax
#include <sys/types.h>
#include <sys/socket.h>
int shutdown(int socket_descriptor,
int how);
The shutdown() function is used to disable reading, writing,
or reading and writing on a socket.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “close() — End Socket Connection” on page 11-2

socket() — Create Socket
Syntax

#include <sys/types.h>
#include <sys/socket.h>
|

int socketpair(int
int
int
int

address_family,
type,
protocol
\socket_vector);

The socketpair() function is used to create a pair of
unnamed, connected sockets in the AF_UNIX address family.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “socket() — Create Socket”

write() — Send Data
Syntax

#include <sys/types.h>
#include <sys/socket.h>

#include <unistd.h>

int socket(int address_family,
int type,
int protocol);

ssize_t write(int descriptor,
const void \buffer,
size_t buffer_length);

The socket() function is used to create an end point for communications. The end point is represented by the socket
descriptor returned by the socket() function.
For more details on this function, see the Sockets Programming book.

The write() function is used to write data to a file or socket
descriptor.
For more details on this function, see the Sockets Programming book.

Related Information
Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 “socketpair() — Create Pair of Sockets”

 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “read() — Receive Data” on page 11-5
 “send() — Send Data” on page 11-7
 “sendmsg() — Send Data” on page 11-7
 “sendto() — Send Data” on page 11-7
 “writev() — Send Data (Multiple Buffers)” on page 11-10
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endhostent

writev() — Send Data (Multiple Buffers)
Syntax
#include <sys/types.h>
#include <sys/uio.h>
int writev(int descriptor,
struct iovec \io_vector[],
int vector_length);
The writev() function is used to write data to a file or socket
descriptor. writev() provides a way for the data that is going
to be written to be stored in several different buffers
(scatter/gather I/O).
For more details on this function, see the Sockets Programming book.

Related Information
 The <unistd.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “fcntl() — Change Descriptor Attributes” on page 11-2
 “ioctl() — Change Descriptor Attributes” on page 11-4
 “readv() — Receive Data (Multiple Buffers)” on
page 11-5
 “send() — Send Data” on page 11-7
 “sendmsg() — Send Data” on page 11-7
 “sendto() — Send Data” on page 11-7
 “write() — Send Data” on page 11-9

Function

What ii does

inet_addr()

Translate full address to 32-bit IP address

inet_lnaof()

Separate local part of IP address

inet_makeaddr()

Combine network part and host part to
make IP address

inet_netof()

Separate network part of IP address

inet_network()

Translate network part of address to 32-bit
IP address

inet_ntoa()

Translate IP address to dotted decimal
format

sethostent()

Open host database

setnetent()

Open network database

setprotoent()

Open protocol database

setservent()

Open service database

Note: These functions use header (include) files from the
library QSYSINC, which is optionally installable. Make sure
QSYSINC is installed on your system before using any of the
functions. See “Header Files for CPA APIs” on page 20-1
for the file and member name of each header file.
Following is a description of each function. The description
includes any differences you should be aware of when using
the function in a CPA program. For more details on these
functions, see the Sockets Programming book.

endhostent() — Close Host Database
Syntax

Network Functions

#include <netdb.h>

CPA supports the following sockets network functions:

void endhostent();

Function

What ii does

endhostent()

Close host database

endnetent()

Close network database

endprotoent()

Close protocol database

endservent()

Close service database

gethostbyaddr()

Get host information for IP address

gethostbyname()

Get host information for host name

gethostent()

Get next entry from host database

getnetbyaddr()

Get network information for IP address

getnetbyname()

Get network information for domain name

getnetent()

Get next entry from network database

getprotobyname()

Get protocol information for protocol name

getprotobynumber()

Get protocol information for protocol
number

getprotoent()

Get next entry from protocol database

getservbyname()

Get port number for service name

getservbyport()

Get service name for port number

getservent()

Get next entry from service database
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The endhostent() function is used to close the host database file. The file is opened by those functions that retrieve
information about a host (for example, gethostent()).
For more details on this function, see the Sockets Programming book.

Differences
When using endhostent() in a CPA program, be aware of
the following differences:
1. This function is not thread-safe. Another thread may be
accessing the host database file at the same time,
causing unpredictable results.

endservent

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “gethostent() — Get Next Entry from Host Database” on
page 11-12
 “gethostbyname() — Get Host Information for Host
Name” on page 11-12
 “gethostbyaddr() — Get Host Information for IP Address”
on page 11-12
 “sethostent() — Open Host Database” on page 11-17

endnetent() — Close Network Database
Syntax

The endprotoent() function is used to close the protocols
database file. The file is opened by those functions that
retrieve information about a protocol (for example,
getprotoent()).
For more details on this function, see the Sockets Programming book.

Differences
When using endprotoent() in a CPA program, be aware of
the following differences:
1. This function is not thread-safe. Another thread may be
accessing the protocols database file at the same time,
causing unpredictable results.

#include <netdb.h>

Related Information
void endnetent();
The endnetent() function is used to close the network database file. The file is opened by those functions that retrieve
information about a network (for example, getnetent()).
For more details on this function, see the Sockets Programming book.

Differences
When using endnetent() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the network database file at the same time,
causing unpredictable results.

 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getprotoent() — Get Next Entry from Protocol
Database” on page 11-14
 “setprotoent() — Open Protocol Database” on
page 11-18
 “getprotobyname() — Get Protocol Information for Protocol Name” on page 11-14
 “getprotobynumber() — Get Protocol Information for Protocol Number” on page 11-14

endservent() — Close Service Database
Syntax
#include <netdb.h>
void endservent();

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getnetent() — Get Next Entry from Network Database”
on page 11-13
 “setnetent() — Open Network Database” on page 11-18
 “getnetbyaddr() — Get Network Information for IP
Address” on page 11-13
 “getnetbyname() — Get Network Information for Domain
Name” on page 11-13

endprotoent() — Close Protocol Database
Syntax
#include <netdb.h>

The endservent() function is used to close the services database file. The file is opened by those functions that retrieve
information about services (for example, getservent()).
For more details on this function, see the Sockets Programming book.

Differences
When using endservent() in a CPA program, be aware of
the following differences:
1. This function is not thread-safe. Another thread may be
accessing the services database file at the same time,
causing unpredictable results.

void endprotoent();
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gethostent

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getservent() — Get Next Entry from Service Database”
on page 11-15
 “setservent() — Open Service Database” on page 11-19
 “getservbyname() — Get Port Number for Service
Name” on page 11-15
 “getservbyport() — Get Service Name for Port Number”
on page 11-15

gethostbyaddr() — Get Host Information
for IP Address
Syntax
#include <netdb.h>
struct hostent \gethostbyaddr(char \host_address,
int address_length,
int address_type);
The gethostbyaddr() function is used to retrieve information
about a host.
For more details on this function, see the Sockets Programming book.

Differences
When using gethostbyaddr() in a CPA program, be aware
of the following differences:
1. This function is not thread-safe. Another thread may be
accessing the host database file at the same time,
causing unpredictable results.

gethostbyname() — Get Host Information
for Host Name
Syntax
#include <netdb.h>
struct hostent \gethostbyname(char \host_name);
The gethostbyname() function is used to retrieve information
about a host.
For more details on this function, see the Sockets Programming book.

Differences
When using gethostbyname() in a CPA program, be aware
of the following differences:
1. This function is not thread-safe. Another thread may be
accessing the host database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “gethostbyaddr() — Get Host Information for IP Address”
 “gethostent() — Get Next Entry from Host Database”
 “sethostent() — Open Host Database” on page 11-17
 “endhostent() — Close Host Database” on page 11-10

gethostent() — Get Next Entry from Host
Database
Syntax

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “gethostbyname() — Get Host Information for Host
Name”
 “gethostent() — Get Next Entry from Host Database”
 “sethostent() — Open Host Database” on page 11-17
 “endhostent() — Close Host Database” on page 11-10

#include <netdb.h>
struct hostent \gethostent();
The gethostent() function is used to retrieve information
from the host database file. When gethostent() is first
called, the file is opened, and the first entry is returned.
Each subsequent call of gethostent() results in the next
entry in the file being returned. To close the file, use
endhostent().
For more details on this function, see the Sockets Programming book.
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getnetent

Differences
When using gethostent() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the host database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “gethostbyaddr() — Get Host Information for IP Address”
on page 11-12
 “gethostbyname() — Get Host Information for Host
Name” on page 11-12
 “endhostent() — Close Host Database” on page 11-10
 “sethostent() — Open Host Database” on page 11-17

getnetbyaddr() — Get Network Information
for IP Address
Syntax
#include <netdb.h>
struct netent \getnetbyaddr(long network_address,
int address_type);
The getnetbyaddr() function is used to retrieve information
about a network. The information is retrieved from the
network database file.
For more details on this function, see the Sockets Programming book.

Differences
When using getnetbyaddr() in a CPA program, be aware of
the following differences:
1. This function is not thread-safe. Another thread may be
accessing the network database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getnetbyname() — Get Network Information for Domain
Name”
 “getnetent() — Get Next Entry from Network Database”
 “setnetent() — Open Network Database” on page 11-18
 “endnetent() — Close Network Database” on
page 11-11

getnetbyname() — Get Network
Information for Domain Name
Syntax
#include <netdb.h>
struct netent \getnetbyname(char \network_name);
The getnetbyname() function is used to retrieve information
about a network. The information is retrieved from the
network database file.
For more details on this function, see the Sockets Programming book.

Differences
When using getnetbyname() in a CPA program, be aware of
the following differences:
1. This function is not thread-safe. Another thread may be
accessing the network database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getnetbyaddr() — Get Network Information for IP
Address”
 “getnetent() — Get Next Entry from Network Database”
 “setnetent() — Open Network Database” on page 11-18
 “endnetent() — Close Network Database” on
page 11-11

getnetent() — Get Next Entry from Network
Database
Syntax
#include <netdb.h>
struct netent \getnetent();
The getnetent() function is used to retrieve network information from the network database file. When getnetent() is first
called, the file is opened, and the first entry is returned.
Each subsequent call of getnetent() results in the next entry
in the file being returned. To close the file, use endnetent().
For more details on this function, see the Sockets Programming book.
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getprotoent

Differences
When using getnetent() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the network database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getnetbyaddr() — Get Network Information for IP
Address” on page 11-13
 “getnetbyname() — Get Network Information for Domain
Name” on page 11-13
 “endnetent() — Close Network Database” on
page 11-11
 “setnetent() — Open Network Database” on page 11-18

getprotobyname() — Get Protocol
Information for Protocol Name
Syntax
#include <netdb.h>
struct protoent \getprotobyname(char \protocol_name);
The getprotobyname() function is used to retrieve information about a protocol. The information is retrieved from the
protocol database file.
For more details on this function, see the Sockets Programming book.

getprotobynumber() — Get Protocol
Information for Protocol Number
Syntax
#include <netdb.h>
struct protoent \getprotobynumber(int protocol_number);

The getprotobynumber() function is used to retrieve information about a protocol. The information is retrieved from
the protocol database file.
For more details on this function, see the Sockets Programming book.

Differences
When using getprotobynumber() in a CPA program, be
aware of the following differences:
1. This function is not thread-safe. Another thread may be
accessing the protocols database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getprotobyname() — Get Protocol Information for Protocol Name”
 “getprotoent() — Get Next Entry from Protocol
Database”
 “setprotoent() — Open Protocol Database” on
page 11-18
 “endprotoent() — Close Protocol Database” on
page 11-11

Differences
When using getprotobyname() in a CPA program, be aware
of the following differences:
1. This function is not thread-safe. Another thread may be
accessing the protocols database file at the same time,
causing unpredictable results.

getprotoent() — Get Next Entry from
Protocol Database
Syntax
#include <netdb.h>
struct protoent \getprotoent();

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getprotobynumber() — Get Protocol Information for Protocol Number”
 “getprotoent() — Get Next Entry from Protocol
Database”
 “setprotoent() — Open Protocol Database” on
page 11-18
 “endprotoent() — Close Protocol Database” on
page 11-11
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The getprotoent() function is used to retrieve protocol information from the protocol database file. When getprotoent()
is first called, the file is opened, and the first entry is
returned. Each subsequent call of getprotoent() results in
the next entry in the file being returned. To close the file,
use endprotoent().
For more details on this function, see the Sockets Programming book.

getservent

Differences
When using getprotoent() in a CPA program, be aware of
the following differences:
1. This function is not thread-safe. Another thread may be
accessing the protocols database file at the same time,
causing unpredictable results.

getservbyport() — Get Service Name for
Port Number
Syntax
#include <netdb.h>
struct servent \getservbyport(int port_number,
char \protocol_name);

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getprotobyname() — Get Protocol Information for Protocol Name” on page 11-14
 “getprotobynumber() — Get Protocol Information for Protocol Number” on page 11-14
 “endprotoent() — Close Protocol Database” on
page 11-11
 “setprotoent() — Open Protocol Database” on
page 11-18

getservbyname() — Get Port Number for
Service Name
Syntax
#include <netdb.h>
struct servent \getservbyname(char \service_name,
char \protocol_name);
The getservbyname() function is used to retrieve information
about services (the protocol being used by the service and
the port number assigned for the service). The information is
retrieved from the service database file.
For more details on this function, see the Sockets Programming book.

Differences
When using getservbyname() in a CPA program, be aware
of the following differences:
1. This function is not thread-safe. Another thread may be
accessing the services database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getservbyname() — Get Port Number for Service
Name”
 “getservent() — Get Next Entry from Service Database”
 “setservent() — Open Service Database” on page 11-19
 “endservent() — Close Service Database” on
page 11-11

The getservbyport() function is used to retrieve information
about a service assigned to a port number. The information
is retrieved from the service database file.
For more details on this function, see the Sockets Programming book.

Differences
When using getservbyport() in a CPA program, be aware of
the following differences:
1. This function is not thread-safe. Another thread may be
accessing the services database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getservbyname() — Get Port Number for Service
Name”
 “getservent() — Get Next Entry from Service Database”
 “setservent() — Open Service Database” on page 11-19
 “endservent() — Close Service Database” on
page 11-11

getservent() — Get Next Entry from
Service Database
Syntax
#include <netdb.h>
struct servent \getservent();
The getservent() function is used to retrieve information
about services (the protocol being used by the service and
the port number assigned for the service). The information is
retrieved from the services database file. When getservent()
is first issued, the file is opened, and the first entry is
returned. Each subsequent getservent() results in the next
entry in the file being returned. To close the file, use
endservent().
For more details on this function, see the Sockets Programming book.
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inet_makeaddr

Differences
When using getservent() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the services database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getservbyname() — Get Port Number for Service
Name” on page 11-15
 “getservbyport() — Get Service Name for Port Number”
on page 11-15
 “endservent() — Close Service Database” on
page 11-11
 “setservent() — Open Service Database” on page 11-19

inet_addr() — Translate Full Address to
32-bit IP Address
Syntax
#include
#include
#include
#include

<sys/types.h>
<sys/socket.h>
<netinet/in.h>
<arpa/inet.h>

unsigned long inet_addr(char \address_string);
The inet_addr() function is used to translate an Internet
address from dotted decimal format to a 32-bit IP address.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 The <netinet/in.h> file
 The <arpa/inet.h> file

inet_lnaof() — Separate Local Part of IP
Address
Syntax
#include
#include
#include
#include

<sys/types.h>
<sys/socket.h>
<netinet/in.h>
<arpa/inet.h>

int inet_lnaof(struct in_addr internet_address);
The inet_lnaof() function is used to extract the local host
portion of an IP address.
For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 The <netinet/in.h> file
 The <arpa/inet.h> file
 “inet_makeaddr() — Combine Network Part and Host
Part to Make IP Address”
 “inet_netof() — Separate Network Part of IP Address” on
page 11-17

inet_makeaddr() — Combine Network Part
and Host Part to Make IP Address
Syntax
#include
#include
#include
#include

<sys/types.h>
<sys/socket.h>
<netinet/in.h>
<arpa/inet.h>

struct in_addr inet_makeaddr(int network_address,
int host_address);
The inet_makeaddr() function is used to generate a 32-bit IP
address from the 32-bit network IP address and the local
address of the host.
For more details on this function, see the Sockets Programming book.
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sethostent

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 The <netinet/in.h> file
 The <arpa/inet.h> file
 “inet_lnaof() — Separate Local Part of IP Address”
 “inet_netof() — Separate Network Part of IP Address” on
page 11-17

inet_netof() — Separate Network Part of IP
Address
Syntax
#include
#include
#include
#include

<sys/types.h>
<sys/socket.h>
<netinet/in.h>
<arpa/inet.h>

int inet_netof(struct in_addr internet_address);

For more details on this function, see the Sockets Programming book.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 The <netinet/in.h> file
 The <arpa/inet.h> file

inet_ntoa() — Translate IP Address to
Dotted Decimal Format
Syntax
#include
#include
#include
#include

<sys/types.h>
<sys/socket.h>
<netinet/in.h>
<arpa/inet.h>

char \inet_ntoa(struct in_addr internet_address);

The inet_netof() function is used to extract the network
portion of an IP address.

The inet_ntoa() function is used to translate an Internet
address from a 32-bit IP address to dotted decimal format.

For more details on this function, see the Sockets Programming book.

For more details on this function, see the Sockets Programming book.

Related Information

Differences

 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 The <netinet/in.h> file
 The <arpa/inet.h> file
 “inet_lnaof() — Separate Local Part of IP Address” on
page 11-16
 “inet_makeaddr() — Combine Network Part and Host
Part to Make IP Address” on page 11-16

inet_network() — Translate Network Part
of Address to 32-bit IP Address
Syntax
#include
#include
#include
#include

<sys/types.h>
<sys/socket.h>
<netinet/in.h>
<arpa/inet.h>

When using inet_ntoa() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. It returns a pointer to
static storage. Another thread could be accessing this
pointer at the same time, which could cause unpredictable results.

Related Information
 The <sys/types.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <sys/socket.h> file
 The <netinet/in.h> file
 The <arpa/inet.h> file

sethostent() — Open Host Database
Syntax

unsigned long inet_network(char \address_string);
The inet_network() function is used to translate an Internet
address from dotted decimal format to a 32-bit network IP
address, in which the host part of the IP address is set to
zeros.

#include <netdb.h>
void sethostent(int stay_open);
The sethostent() function is used to prepare for sequential
processing of the host database file. sethostent() opens the
file and repositions the file marker to the beginning of the file.
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In addition, sethostent() affects what type of transport
service (connectionless versus connection-oriented) is to be
used when gethostbyname() and gethostbyaddr() need to
retrieve host information from the domain name server.
For more details on this function, see the Sockets Programming book.

Differences
When using sethostent() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the host database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getnetbyaddr() — Get Network Information for IP
Address” on page 11-13
 “getnetbyname() — Get Network Information for Domain
Name” on page 11-13
 “getnetent() — Get Next Entry from Network Database”
on page 11-13
 “endnetent() — Close Network Database” on
page 11-11

setprotoent() — Open Protocol Database
Syntax

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “gethostbyaddr() — Get Host Information for IP Address”
on page 11-12
 “gethostbyname() — Get Host Information for Host
Name” on page 11-12
 “endhostent() — Close Host Database” on page 11-10
 “gethostent() — Get Next Entry from Host Database” on
page 11-12

setnetent() — Open Network Database
Syntax
#include <netdb.h>
void setnetent(int stay_open);
The setnetent() function is used to prepare for sequential
processing of the network database file. setnetent() opens
the file and repositions the file marker to the beginning of the
file.
For more details on this function, see the Sockets Programming book.

Differences
When using setnetent() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the network database file at the same time,
causing unpredictable results.
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#include <netdb.h>
void setprotoent(int stay_open);
The setprotoent() function is used to prepare for sequential
processing of the protocol database file. setprotoent()
opens the file and repositions the file marker to the beginning
of the file.
For more details on this function, see the Sockets Programming book.

Differences
When using setprotoent() in a CPA program, be aware of
the following differences:
1. This function is not thread-safe. Another thread may be
accessing the protocols database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getprotobyname() — Get Protocol Information for Protocol Name” on page 11-14
 “getprotobynumber() — Get Protocol Information for Protocol Number” on page 11-14
 “getprotoent() — Get Next Entry from Protocol
Database” on page 11-14
 “endprotoent() — Close Protocol Database” on
page 11-11

setservent

setservent() — Open Service Database
Syntax
#include <netdb.h>
void setservent(int stay_open);
The setservent() function is used to prepare for sequential
processing of the service database file. setservent() opens
the file and repositions the file marker to the beginning of the
file.
For more details on this function, see the Sockets Programming book.

Differences
When using setservent() in a CPA program, be aware of the
following differences:
1. This function is not thread-safe. Another thread may be
accessing the services database file at the same time,
causing unpredictable results.

Related Information
 The <netdb.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getservbyname() — Get Port Number for Service
Name” on page 11-15
 “getservbyport() — Get Service Name for Port Number”
on page 11-15
 “getservent() — Get Next Entry from Service Database”
on page 11-15
 “endservent() — Close Service Database” on
page 11-11
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msgsnd

Chapter 12. Message Queue APIs
OS/400 supports the following C functions that perform operations on message queues:

The msgget() function returns the message queue identifier
associated with the parameter key.

Function

What It Does

msgctl()

Perform message control operations

For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.

msgget()

Get message queue

msgrcv()

Receive message operation

msgsnd()

Send message operation

Note: These functions use header (include) files from the
library QSYSINC, which is optionally installable. Make sure
QSYSINC is installed on your system before using any of the
functions. See “Header Files for CPA APIs” on page 20-1
for the file and member name of each header file.
Following is a brief description of each function. More information about message queues can be found in the “Interprocess Communication APIs” chapter of the System API
Reference.

Related Information
 The <sys/msg.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “msgctl() – Perform Message Control Operations”
 “msgrcv() – Receive Message Operation”
 “msgsnd() – Send Message Operation”

msgrcv() – Receive Message Operation
Syntax
#include <sys/msg.h>
int msgrcv(int msqid, void \msgp, size_t msgsz,
long int msgtyp, int msgflg);

msgctl() – Perform Message Control
Operations
Syntax
#include <sys/msg.h>
int msgctl(int msqid, int cmd, struct msqid_ds \buf);
The msgctl() function provides message control operations
as specified by cmd on the message queue specified by
msqid.
For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.

The msgrcv() function reads a message from the queue
associated with the message queue identifier specified by
msqid and places it in the user-defined buffer pointed to by
msgp.
For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.

Related Information
 The <sys/msg.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “msgctl() – Perform Message Control Operations”
 “msgget() – Get Message Queue”
 “msgsnd() – Send Message Operation”

Related Information
 The <sys/msg.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “msgget() – Get Message Queue”
 “msgrcv() – Receive Message Operation”
 “msgsnd() – Send Message Operation”

msgget() – Get Message Queue
Syntax
#include <sys/msg.h>
#include <sys/stat.h>
int msgget(key_t key, int msgflg);

 Copyright IBM Corp. 1994, 1996

msgsnd() – Send Message Operation
Syntax
#include <sys/msg.h>
int msgsnd(int msqid, const void \msgp,
size_t msgsz, int msgflg);
The msgsnd() function is used to send a message to the
queue associated with the message queue identifier specified
by msqid.
For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.
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Related Information
 The <sys/msg.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “msgctl() – Perform Message Control Operations”
 “msgget() – Get Message Queue”
 “msgrcv() – Receive Message Operation”
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semop

Chapter 13. Semaphore APIs
OS/400 supports the following C functions that perform operations on semaphores:
Function

What It Does

semget() – Get Semaphore Set with Key
Syntax

semctl()

Perform semaphore control operations

#include <sys/sem.h>

semget()

Get semaphore set with key

int semget (key_t key, int nsems, int semflg);

semop()

Perform semaphore operations on
semaphore set

Note: These functions use header (include) files from the
library QSYSINC, which is optionally installable. Make sure
QSYSINC is installed on your system before using any of the
functions. See “Header Files for CPA APIs” on page 20-1
for the file and member name of each header file.

The semget() function returns the semaphore ID associated
with the specified semaphore key.
For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.

Related Information
Following is a brief description of each function. More information about semaphores can be found in the “Interprocess
Communication APIs” chapter of the System API Reference.

semctl() – Perform Semaphore Control
Operations
Syntax
#include <sys/sem.h>
int semctl(int semid, int semnum, int cmd, ...);
The semctl() function provides semaphore control operations
as specified by cmd on the semaphore specified by semnum
in the semaphore set specified by semid.

 The <sys/sem.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “semctl() – Perform Semaphore Control Operations”
 “semop() – Perform Semaphore Operations on
Semaphore Set”

Example
For an example of using this function, see “Example 5:
Client/Server Programs that Use Semaphores and Shared
Memory” on page A-14.

semop() – Perform Semaphore Operations
on Semaphore Set
Syntax

For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.

#include <sys/sem.h>

Related Information

int semop(int semid, struct sembuf \sops,
size_t nsops);

 The <sys/sem.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “semget() – Get Semaphore Set with Key”
 “semop() – Perform Semaphore Operations on
Semaphore Set”

Example
For an example of using this function, see “Example 5:
Client/Server Programs that Use Semaphores and Shared
Memory” on page A-14.
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The semop() function performs operations on semaphores in
a semaphore set. These operations are supplied in a userdefined array of operations.
For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.

Related Information
 The <sys/sem.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “semget() – Get Semaphore Set with Key”
 “semctl() – Perform Semaphore Control Operations”
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Example
For an example of using this function, see “Example 5:
Client/Server Programs that Use Semaphores and Shared
Memory” on page A-14.
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shmdt

Chapter 14. Shared Memory APIs
OS/400 supports the following C functions that perform operations on shared memory:
Function

What It Does

shmat()

Attach shared memory segment to current
process

shmctl()

Perform shared memory control operations

shmdt()

Detach shared memory segment from current
process

shmget()

Get ID of shared memory segment with key

Note: These functions use header (include) files from the
library QSYSINC, which is optionally installable. Make sure
QSYSINC is installed on your system before using any of the
functions. See “Header Files for CPA APIs” on page 20-1
for the file and member name of each header file.
Following is a brief description of each function. More information about shared memory can be found in the “Interprocess Communication APIs” chapter of the System API
Reference.

shmat() – Attach Shared Memory Segment
to Current Process

shmctl() – Perform Shared Memory Control
Operations
Syntax
#include <sys/shm.h>
int shmctl(int shmid, int cmd,
struct shmid_ds \buf);
The shmctl() function provides shared memory control operations as specified by cmd on the shared memory segment
specified by shmid.
For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.

Related Information
 The <sys/shm.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “shmat() – Attach Shared Memory Segment to Current
Process”
 “shmdt() – Detach Shared Memory Segment from
Current Process”
 “shmget() – Get ID of Shared Memory Segment with
Key” on page 14-2

Syntax
#include <sys/shm.h>
void \shmat(int shmid, const void \shmaddr,
int shmflg);
The shmat() function returns the address of the shared
memory segment associated with the specified shared
memory key.
For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.

Example
For an example of using this function, see “Example 5:
Client/Server Programs that Use Semaphores and Shared
Memory” on page A-14.

shmdt() – Detach Shared Memory Segment
from Current Process
Syntax
#include <sys/shm.h>

Related Information
 The <sys/shm.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “shmctl() – Perform Shared Memory Control Operations”
 “shmget() – Get ID of Shared Memory Segment with
Key” on page 14-2
 “shmdt() – Detach Shared Memory Segment from
Current Process”

int shmdt(const void \shmaddr);
The shmdt() function detaches the shared memory segment
specified by shmaddr from the current process.
For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.

Example
For an example of using this function, see “Example 5:
Client/Server Programs that Use Semaphores and Shared
Memory” on page A-14.
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Related Information
 The <sys/shm.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “shmat() – Attach Shared Memory Segment to Current
Process”
 “shmctl() – Perform Shared Memory Control Operations”
 “shmget() – Get ID of Shared Memory Segment with
Key” on page 14-2

Example
For an example of using this function, see “Example 5:
Client/Server Programs that Use Semaphores and Shared
Memory” on page A-14.

shmget() – Get ID of Shared Memory
Segment with Key
Syntax
#include <sys/shm.h>
int shmget(key_t key,size_t size, int shmflg);
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The shmget() function returns the shared memory ID associated with the specified shared memory key.
For more details on this function, see the “Interprocess Communication APIs” chapter of the System API Reference book.

Related Information
 The <sys/shm.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “shmat() – Attach Shared Memory Segment to Current
Process” on page 14-1
 “shmctl() – Perform Shared Memory Control Operations”
on page 14-1
 “shmdt() – Detach Shared Memory Segment from
Current Process” on page 14-1

Example
For an example of using this function, see “Example 5:
Client/Server Programs that Use Semaphores and Shared
Memory” on page A-14.

gettimeofday

Chapter 15. Software Clock APIs
CPA supports the following C functions that perform operations on the software clock:
Function

What It Does

adjtime()

Adjust software clock

gettimeofday()

Get current time

settimeofday()

Set current time

Following is a description of each function.

[EFAULT]
The address used for an argument is not correct.
In attempting to use an argument in a call, the system
detected an address that is not valid.
While attempting to access a parameter passed to this
function, the system detected an address that is not
valid.
[EUNKNOWN]
Unknown system state.
The operation failed because of an unknown system
state. See any messages in the job log and correct any
errors that are indicated, then retry the operation.

adjtime() — Adjust Software Clock
Syntax
#include <sys/time.h>
int adjtime(struct timeval \delta,
struct timeval \olddelta);
| The adjtime() function makes small adjustments to the soft| ware clock, either advancing or retarding it by the time specified in the delta parameter.
If delta is negative, the clock is slowed down by incrementing
it more slowly than normal until the correction is complete. If
delta is positive, the clock is incremented more quickly than
normal until the correction is complete.
If olddelta is not NULL, the amount of time still to be corrected from a previous adjtime() call is returned in the structure it points to.

Parameters
delta
A pointer to a timeval structure that contains the amount
of time to be altered.
olddelta
A pointer to a timeval structure that contains the amount
of time still to be corrected from an earlier call.

Related Information
 The <sys/time.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “gettimeofday() — Get Current Time”
 “settimeofday() — Set Current Time” on page 15-2

gettimeofday() — Get Current Time
Syntax
#include <sys/time.h>
int gettimeofday(struct timeval \tp,
struct timezone \tzp);
| The gettimeofday() function retrieves the software clock and
time zone information, and places it in the timeval and
timezone structures pointed to by tp and tzp, respectively.

Parameters
tp

A pointer to a timeval structure that contains the time in
seconds and microseconds since the epoch began.

tzp A pointer to a timezone structure that contains the local
time zone (measured in minutes of time westward from
Greenwich) and a flag indicating daylight savings time.

Return Value
0
−1

adjtime() was successful.
adjtime() was not successful. The errno value is set
to indicate the error.

Return Value
0
−1

gettimeofday() was successful.
gettimeofday() was not successful. The errno value is
set to indicate the error.

Error Conditions
If adjtime() is not successful, errno usually indicates one of
the following errors. Under some conditions, errno could
indicate an error other than those listed here.
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Error Conditions
If gettimeofday() is not successful, errno usually indicates
one of the following errors. Under some conditions, errno
could indicate an error other than those listed here.
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[EFAULT]
The address used for an argument is not correct.
In attempting to use an argument in a call, the system
detected an address that is not valid.
While attempting to access a parameter passed to this
function, the system detected an address that is not
valid.
[EUNKNOWN]
Unknown system state.
The operation failed because of an unknown system
state. See any messages in the job log and correct any
errors that are indicated, then retry the operation.

Related Information
 The <sys/time.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “adjtime() — Adjust Software Clock” on page 15-1
 “settimeofday() — Set Current Time”

Example
For examples of using this function, see the following:
 “Example 3: Program that Uses Mutex Locking and
Unlocking” on page A-6
 “Example 4: Program that Uses Condition Variable” on
page A-10

settimeofday() — Set Current Time

Parameters
tp

A pointer to a timeval structure that contains the time in
seconds and microseconds since the epoch began.

tzp A pointer to a timezone structure that contains the local
time zone (measured in minutes of time westward from
Greenwich) and a flag indicating daylight savings time.

Return Value
0
−1

settimeofday() was successful.
settimeofday() was not successful. The errno value is
set to indicate the error.

Error Conditions
If settimeofday() is not successful, errno usually indicates
one of the following errors. Under some conditions, errno
could indicate an error other than those listed here.
[EFAULT]
The address used for an argument is not correct.
In attempting to use an argument in a call, the system
detected an address that is not valid.
While attempting to access a parameter passed to this
function, the system detected an address that is not
valid.
[EUNKNOWN]
Unknown system state.
The operation failed because of an unknown system
state. See any messages in the job log and correct any
errors that are indicated, then retry the operation.

Syntax
#include <sys/time.h>
int settimeofday(struct timeval \tp,
struct timezone \tzp);
| The settimeofday() function sets the software clock to the
time contained in the timeval structure pointed to by tp. If
tpz is not zero, time zone information is also set.
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Related Information
 The <sys/time.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “adjtime() — Adjust Software Clock” on page 15-1
 “gettimeofday() — Get Current Time” on page 15-1

Qp0zGetEnv

Chapter 16. Environment Variable APIs
OS/400 supports the following C functions that perform operations on environment variables:
Function

What It Does

getenv()

Get value of environment variable

putenv()

Change or add environment variable

Qp0zGetEnv()

Get value of environment variable (extended)

Qp0zInitEnv()

Initialize environment for variables

Qp0zPutEnv()

Change or add environment variable (extended)

Note: These functions use header (include) files from the
library QSYSINC, which is optionally installable. Make sure
QSYSINC is installed on your system before using any of the
functions. See “Header Files for CPA APIs” on page 20-1
for the file and member name of each header file.
Following is a brief description of each function. More information about environment variables can be found in the
“Environment Variable APIs” chapter of the System API Reference.

getenv() — Get Value of Environment
Variable
Syntax
#include <stdlib.h>

putenv() — Change or Add Environment
Variable
Syntax
#include <stdlib.h>
int putenv(const char \string);
The putenv() function sets the value of an environment variable by altering an existing variable or creating a new one.
The string parameter points to a string of the form
name=value, where name is the environment variable and
value is the new value for it.
For more details on this function, see the “Environment Variable APIs” chapter of the System API Reference book.

Related Information
 The <stdlib.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “getenv() — Get Value of Environment Variable”
 “Qp0zGetEnv() — Get Value of Environment Variable
(Extended)”
 “Qp0zInitEnv() — Initialize Environment for Variables” on
page 16-2
 “Qp0zPutEnv() — Change or Add Environment Variable
(Extended)” on page 16-2

char \getenv(const char \name);

Example
The getenv() function searches the environment list for a
string of the form name=value, where name is the environment
variable and value is the value of the variable.
For more details on this function, see the “Environment Variable APIs” chapter of the System API Reference book.

Related Information
 The <stdlib.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “putenv() — Change or Add Environment Variable”
 “Qp0zGetEnv() — Get Value of Environment Variable
(Extended)”
 “Qp0zInitEnv() — Initialize Environment for Variables” on
page 16-2
 “Qp0zPutEnv() — Change or Add Environment Variable
(Extended)” on page 16-2

Example

For an example of using this function, see “Example 6:
Program that Gets and Sets Value of Environment Variable”
on page A-19.

Qp0zGetEnv() — Get Value of Environment
Variable (Extended)
Syntax
#include <qpðz117ð.h>
char \QpðzGetEnv(const char \name, int \ccsid);
The Qp0zGetEnv() function is an AS/400 extension to the
industry standard getenv() function. Qp0zGetEnv()
searches the environment list for a string of the form
name=value. The value and the CCSID (coded character set
identifier) associated with the environment variable name are
returned.

For an example of using this function, see “Example 6:
Program that Gets and Sets Value of Environment Variable”
on page A-19.
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For more details on this function, see the “Environment Variable APIs” chapter of the System API Reference book.

Related Information
 The <qp0z1170.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “getenv() — Get Value of Environment Variable” on
page 16-1
 “putenv() — Change or Add Environment Variable” on
page 16-1
 “Qp0zInitEnv() — Initialize Environment for Variables”
 “Qp0zPutEnv() — Change or Add Environment Variable
(Extended)”

Qp0zInitEnv() — Initialize Environment for
Variables
Syntax
#include <qpðz117ð.h>
int QpðzInitEnv(void);
The Qp0zInitEnv() function sets a pointer to the environment. The external variable environ is initialized. (On
OS/400, environ is initialized to NULL when a process is
started.)
Note: Although it is possible for a user's program to directly
read the environ array, use of the getenv() or
Qp0zGetEnv() functions is recommended.
For more details on this function, see the “Environment Variable APIs” chapter of the System API Reference book.

Related Information
 The <qp0z1170.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “getenv() — Get Value of Environment Variable” on
page 16-1
 “putenv() — Change or Add Environment Variable” on
page 16-1
 “Qp0zGetEnv() — Get Value of Environment Variable
(Extended)” on page 16-1
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 “Qp0zPutEnv() — Change or Add Environment Variable
(Extended)”

Qp0zPutEnv() — Change or Add
Environment Variable (Extended)
Syntax
#include <qpðz117ð.h>
int QpðzPutEnv(const char \string, int ccsid);
The Qp0zPutEnv() function is an AS/400 extension to the
industry-standard putenv() function. Qp0zPutEnv() sets the
value of an environment variable by altering an existing variable or creating a new one. In addition, it specifies a CCSID
(coded character set identifier) to be associated with the
environment variable.
The string parameter points to a string of the form
name=value, where name is the environment variable and
value is the new value for it.
For more details on this function, see the “Environment Variable APIs” chapter of the System API Reference book.

Related Information
 The <qp0z1170.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “getenv() — Get Value of Environment Variable” on
page 16-1
 “putenv() — Change or Add Environment Variable” on
page 16-1
 “Qp0zGetEnv() — Get Value of Environment Variable
(Extended)” on page 16-1
 “Qp0zInitEnv() — Initialize Environment for Variables”

getpid

Chapter 17. Process APIs
CPA supports the following C functions that perform processrelated operations:
Function

What It Does

exit() — End Program
Syntax

Stop program

#include <pthread.h>

exit()

End program

void exit(int status);

getpid()

Get process ID

sleep()

Suspend process

abort()

Note: Some of these functions use header (include) files
from the library QSYSINC, which is optionally installable.
Make sure QSYSINC is installed on your system before
using any of the functions. See “Header Files for CPA APIs”
on page 20-1 for the file and member name of each header
file.

The exit() function ends all threads in a CPA application,
including the initial thread.

Parameters
status
Status value returned to the caller of the CPA application.

Following is a description of each function.

Return Value
abort() — Stop Program
Syntax
#include <pthread.h>

None.

Error Conditions
The exit() function does not return an error.

void abort(void);

Related Information
The abort() function causes an abnormal program termination, which ends all threads in a CPA application, including
the initial thread.

Parameters
None.

Return Value
None.

Error Conditions
The abort() function does not return an error.

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “exit() — End Program”

 Copyright IBM Corp. 1994, 1996

 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 “abort() — Stop Program”

getpid() — Get Process ID
Syntax
#include <sys/types.h>
#include <unistd.h>
pid_t getpid(void);
The getpid() function returns the process ID (pid) of the
| calling process. For a threaded process, it returns the pid of
| the initial thread.
For more details on this function, see the “Process-Related
APIs” chapter of the System API Reference.

17-1

sleep

sleep() — Suspend Process

For more details on this function, see the “Signal APIs”
chapter of the System API Reference.

Syntax
#include <unistd.h>

Example

unsigned int sleep(unsigned int seconds);

For examples of using this function, see the following:

The sleep() function suspends the current process for the
number of seconds specified by seconds.
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 “Example 3: Program that Uses Mutex Locking and
Unlocking” on page A-6
 “Example 4: Program that Uses Condition Variable” on
page A-10

Qp0zLprintf

Chapter 18. Thread Debugging APIs
CPA supports the following C functions that perform debugrelated operations:
Function

What It Does

Qp0zDump()

Dump storage from specified area

Qp0zLprintf()

Print strings to job log

Qp0zUprintf()

Print strings to user space

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <qp0ztrc.h> file

Qp0zLprintf() — Print Strings to Job Log
Syntax

Note: Some of these functions use header (include) files
from the library QSYSINC, which is optionally installable.
Make sure QSYSINC is installed on your system before
using any of the functions. See “Header Files for CPA APIs”
on page 20-1 for the file and member name of each header
file.
Following is a description of each function.

Qp0zDump() — Dump Storage from
Specified Area
Syntax
#include <pthread.h>
#include <qpðztrc.h>
void \QpðzDump(const char \id, char \area, int len);
The Qp0zDump() function dumps user data to the CPA trace
user space QP0Z<jobnumber> in the QUSRSYS library of
the threaded jobs. The format is a hexadecimal representation. This user space can be viewed using the
DSPCPATRC command (see “DSPCPATRC (Display CPA
Trace) Command” on page 6-7).

Parameters
id

A title associated with the area to be dumped.

area
The area of memory being dumped.
len
The integer length of the memory being dumped.

#include <pthread.h>
#include <qpðztrc.h>
int \QpðzLprintf(char \format-string, ...);
The Qp0zLprintf() function prints user data to the job log of
the thread. The job log can be viewed using the
DSPJOBLOG command.
If a second parameter, argument-list, is provided,
Qp0zLprintf() converts each entry in the argument-list and
writes the entry to job log according to the corresponding
format specification in format-string. If there are more entries
in argument-list than specifications in format-string, the extra
argument-list entries are evaluated and ignored. If there are
less entries in argument-list than specifications in formatstring, the results are undefined.
Note: Each thread prints to its own job log. Therefore, it is
difficult to look at a sequence of events happening in different threads.

Parameters
format-string
A string of ordinary characters, escape sequences, and
format specifications.
...

Return Value
value
-1

Return Value
No value is returned from Qp0zDump().

Error Conditions
Qp0zDump() returns immediately if a NULL value is passed
for the id, area, or len.

An optional argument-list that contains entries to be converted and written out.

Qp0zLprintf() was successful. The value returned
is the number of characters successfully printed.
Qp0zLprintf() was not successful. The errno value
is set to indicate the error.

Error Conditions
If Qp0zLprintf() is not successful, errno usually indicates the
following error. Under some conditions, errno could indicate
an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
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Qp0zUprintf
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

format-string
A string of ordinary characters, escape sequences, and
format specifications.
...

Related Information
 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <qp0ztrc.h> file
 “fprintf() — Write Formatted Data to File” on page 9-11
 “printf() — Write Formatted Data to stdout File” on
page 9-20
 “Qp0zUprintf() — Print Strings to a User Space”
 “vfprintf() — Write Formatted Data to File Using Variable
Arguments” on page 9-28
 “vprintf() — Write Formatted Data to stdout File Using
Variable Arguments” on page 9-29

Qp0zUprintf() — Print Strings to a User
Space
Syntax
#include <pthread.h>
#include <qpðztrc.h>

An optional argument-list that contains entries to be converted and written out.

Return Value
value
−1

Qp0zUprintf() was successful. The value returned
is number of characters successfully printed.
Qp0zUprintf() was not successful. The errno value
is set to indicate the error.

Error Conditions
If Qp0zUprintf() is not successful, errno usually indicates the
following error. Under some conditions, errno could indicate
an error other than that listed here.
[EINVAL]
The value specified for the argument is not correct.
A function was passed incorrect argument values, or an
operation was attempted on an object and the operation
specified is not supported for that type of object.
An argument value is not valid, out of range, or NULL.

int \QpðzUprintf(char \format-string, ...);

Related Information
The Qp0zUprintf() function prints user data to the CPA trace
user space QP0Z<jobnumber> in the QUSRSYS library of
the threaded jobs. This user space can be viewed using the
DSPCPATRC command (see “DSPCPATRC (Display CPA
Trace) Command” on page 6-7).
If a second parameter, argument-list, is provided,
Qp0zUprintf() converts each entry in the argument-list and
writes the entry to user space according to the corresponding
format specification in format-string. If there are more entries
in argument-list than specifications in format-string, the extra
argument-list entries are evaluated and ignored. If there are
less entries in argument-list than specifications in formatstring, the results are undefined.

Parameters
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 The <pthread.h> file (see “Header Files for CPA APIs”
on page 20-1)
 The <qp0ztrc.h> file
 “fprintf() — Write Formatted Data to File” on page 9-11
 “printf() — Write Formatted Data to stdout File” on
page 9-20
 “Qp0zLprintf() — Print Strings to Job Log” on page 18-1
 “vfprintf() — Write Formatted Data to File Using Variable
Arguments” on page 9-28
 “vprintf() — Write Formatted Data to stdout File Using
Variable Arguments” on page 9-29

Example
For an example of using this function, see “Example 2:
Program that Retrieves Return Data From Thread and Writes
Trace Data” on page A-3.

ctime_r

Chapter 19. Extensions to ANSI/ISO Standard C Library
The ILE C/400 run-time support includes thread-safe versions of several standard C functions (as defined in
ANSI/ISO 9899-1990). Each of these thread-safe functions
can be used as a substitute for the equivalent standard C
function in multithreaded programs, such as CPA programs.
The functions are as follows:
Function

What It Does

asctime_r

Convert time

ctime_r

Convert time

gmtime_r

Convert to universal time coordinated

localtime_r

Correct local time

rand_r

Generate random number

strtok_r

Tokenize string

Following is a description of each function.

constant width. Days with only one digit are preceded either
with a zero or a blank space. The new-line character (\n)
and the null character (\ð) occupy the last two positions of
the string.
The time and date functions begin at 00:00:00 Universal
Time, January 1, 1970.

Parameters
time
Pointer to the time value to be converted.
buf
Pointer to a buffer that can contain at least 26 bytes.

Return Value
value

asctime_r() — Convert Time
Syntax

NULL

asctime_r() was successful. The value returned is
a pointer to the resulting character string.
asctime_r() was not successful.

Error Conditions

#include <time.h>
None.
char \asctime_r(const struct tm \time,
char \buf);
The asctime_r() function converts time, stored as a structure
pointed to by time, to a user-supplied buffer pointed to by buf
and then returns buf. The buffer pointed to by buf must be
able to contain at least 26 bytes.
The time value can be obtained from a call to gmtime_r() or
localtime_r(). Both of these functions return a pointer to a
tm structure defined in the <time.h> header file.
The asctime_r() function is a thread-safe version of the
asctime() function, which is described in the ILE C/400
Programmer’s Reference.
The string produced by asctime_r() has the following format:
"%.3s %.3s%3d %.2d:%.2d:%.2d %d\n"
For a description of the format specifications, see the
“printf()” function in the ILE C/400 Programmer’s Reference.
The following are examples of the string returned:
Sat Jul ð2 ð8:ð5:25 1994\n\ð
or
Sat Jul ð2

Related Information
 The <time.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “ctime_r() — Convert Time”
 “gmtime_r() — Convert to Universal Time Coordinated”
on page 19-2
 “localtime_r() — Correct Local Time” on page 19-3

ctime_r() — Convert Time
Syntax
#include <time.h>
char \ctime_r(const time_t \clock,
char \buf);
The ctime_r() function converts the calendar time pointed to
by clock to local time, puts the string into the user-supplied
buffer pointed to by buf, and returns buf. The clock value is
usually obtained from a call to the time() function. The
buffer pointed to by buf must be able to contain at least 26
bytes.

8:ð5:25 1994\n\ð

The asctime_r() function uses a 24-hour clock format. The
days are abbreviated to Sun, Mon, Tue, Wed, Thu, Fri and
Sat. The months are abbreviated to Jan, Feb, Mar, Apr,
May, Jun, Jul, Aug, Sep, Oct, Nov and Dec. All fields have
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gmtime_r
"%.3s %.3s%3d %.2d:%.2d:%.2d %d\n"
For a description of the format specifications, see the
“printf()” function in the ILE C/400 Programmer’s Reference.

gmtime_r() — Convert to Universal Time
Coordinated
Syntax

The following are examples of the string returned:

#include <time.h>

Sat Jul ð2 ð8:ð5:25 1994\n\ð
struct tm \gmtime_r(const time_t \clock,
struct tm \result);

or
Sat Jul ð2

8:ð5:25 1994\n\ð

The ctime_r function uses a 24-hour clock format. The days
are abbreviated to Sun, Mon, Tue, Wed, Thu, Fri and Sat.
The months are abbreviated to Jan, Feb, Mar, Apr, May,
Jun, Jul, Aug, Sep, Oct, Nov and Dec. All fields have constant width. Days with only one digit are preceded either
with a zero or a blank space. The new-line character (\n)
and the null character (\ð) occupy the last two positions of
the string.
The time and date functions begin at 00:00:00 Universal
Time, January 1, 1970.
The ctime_r() function is equivalent to:
asctime_r(localtime_r(&anytime, &result), buf)
where anytime is of type time_t and result is of type struct
tm.

The gmtime_r() function converts the calendar time pointed
to by clock to Universal Time Coordinated (UTC), stores it in
a user-supplied tm structure pointed to by result, and returns
result. The clock value is usually obtained from a call to the
time() function.
The gmtime_r() function is a thread-safe version of the
gmtime() function, which is described in the ILE C/400
Programmer’s Reference.

Parameters
clock
Pointer to the calendar time to be converted.
result
Pointer to a tm structure. This structure is defined in the
<time.h> header file.

Parameters
clock
Pointer to the calendar time to be converted.
buf

Return Value
value
NULL

Pointer to a buffer that can contain at least 26 bytes.

Return Value
value
NULL

ctime_r() was successful. The value returned is a
pointer to the resulting character string.
ctime_r() was not successful.

gmtime_r() was successful. The value returned is a
pointer to the resulting tm structure.
gmtime_r() was not successful. UTC is not available or an error was detected.

Error Conditions
None.

Related Information
Error Conditions
None.

Related Information
 The <time.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “asctime_r() — Convert Time” on page 19-1
 “gmtime_r() — Convert to Universal Time Coordinated”
 “localtime_r() — Correct Local Time” on page 19-3
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 The <time.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “asctime_r() — Convert Time” on page 19-1
 “ctime_r() — Convert Time” on page 19-1
 “localtime_r() — Correct Local Time” on page 19-3

strok_r

localtime_r() — Correct Local Time
Syntax
#include <time.h>
struct tm \localtime_r(const time_t \clock,
struct tm \result);
The localtime_r() function breaks apart the clock value, corrects for the local time zone and Daylight Savings Time, if
appropriate, stores the corrected time in a user-supplied tm
structure pointed to by result, and returns result. The clock
value is usually obtained from a call to the time() function.

seed and that object is not changed between successive
returns and calls to rand_r(), the same sequence is generated.
RAND_MAX is a macro defined in the <stdlib.h> header
file.
The rand_r() function is a thread-safe version of the rand()
function, which is described in the ILE C/400 Programmer’s
Reference. The rand_r() function eliminates the need to use
the srand() function (which is not thread-safe) to generate
pseudo-random numbers.

Parameters

The localtime_r() function is a thread-safe version of the
localtime() function, which is described in the ILE C/400
Programmer’s Reference.

seed
Pointer to a seed value for pseudo-random number generation.

Parameters

Return Value

clock
Pointer to the calendar time to be converted.

rand_r() returns a pseudo-random integer.

result
Pointer to a tm structure. This structure is defined in the
<time.h> header file.

Error Conditions

Return Value

Related Information

value
NULL

localtime_r() was successful. The value returned is
a pointer to the resulting tm structure.
localtime_r() was not successful.

Error Conditions
None.

Related Information
 The <time.h> file (see “Header Files for CPA APIs” on
page 20-1)
 “asctime_r() — Convert Time” on page 19-1
 “ctime_r() — Convert Time” on page 19-1
 “gmtime_r() — Convert to Universal Time Coordinated”
on page 19-2

rand_r() — Generate Random Number
Syntax
#include <stdlib.h>
int rand_r(unsigned int \seed);
The rand_r() function computes a sequence of pseudorandom integers in the range 0 to RAND_MAX. If rand_r() is
called with the same initial value for the object pointed to by

None.

 The <stdlib.h> file (see “Header Files for CPA APIs” on
page 20-1)

strtok_r() — Tokenize String
Syntax
#include <string.h>
char \strtok_r(char \string, const char \seps,
char \\lasts);
The strtok_r() function reads string as a series of zero or
more tokens and seps as the set of characters serving as
delimiters of the tokens in string. The tokens in string can be
separated by one or more of the delimiters from seps. The
argument lasts points to a user-provided pointer, which
points to stored information necessary for strtok_r() to continue scanning the same string.
In the first call to strtok_r() for a given null-terminated string,
strok_r() searches for the first token in string, skipping over
leading delimiters. It returns a pointer to the first character of
the first token, writes a null character into string immediately
following the returned token, and updates the pointer to
which lasts points.
To read the next token from string, call strtok_r() with a
NULL argument for string. This causes strtok_r() to search
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strok_r
for the next token in the previous token string. Each delimiter in the original string is replaced by a null character, and
the pointer to which lasts points is updated. The set of
delimiters in seps can vary from call to call, but lasts must
remain unchanged from the previous call. When no tokens
remain in string, a NULL pointer is returned.

lasts
Pointer to a user-provided pointer that points to stored
information needed for scanning the string.

Return Value
value

A token was found. The value returned is a pointer
to the token found. All tokens returned are nullterminated.
No token was found.

The strtok_r() function is a thread-safe version of the
strtok() function, which is described in the ILE C/400
Programmer’s Reference.

NULL

Parameters

Error Conditions

string
Null-terminated string to be scanned for tokens.

None.

seps
Set of characters that serve as delimiters to separate the
tokens in string.
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Related Information
 The <string.h> file (see “Header Files for CPA APIs” on
page 20-1)

Chapter 20. Header Files for CPA APIs
Programs using the CPA functions must include one or more
header (include) files that contain information needed by the
functions, such as:

 Using the Copy File command. For example, to print the
qp0ztype.h header file, enter the following command:
CPYF FROMFILE(QCPA/H) TOFILE(\PRINT) FROMMBR(QPðZTYPE)

 Macro definitions
 Data type definitions

Header Files Provided by OS/400

 Structure definitions
Many APIs used in CPA programs are provided as part of
OS/400. These APIs use header files that are in the
QSYSINC library, which is an optionally installable part of
OS/400. Make sure QSYSINC is on your system before
compiling programs that use these header files.

 Function prototypes

Header Files Provided by CPA
Header files that are part of the CPA Feature of OS/400 are
in the QCPA library. The QCPA library is installed when you
install CPA. To install CPA and the QCPA library:
|
|

1. Insert the tape containing the OS/400 Common Programming APIs Toolkit feature in the AS/400 tape drive.
2. On an OS/400 command line, enter GO LICPGM.
3. On the resulting Work with Licensed Programs menu,
select the Install licensed programs option.
4. On the Install Licensed Programs display, select the
OS/4ðð Common Programming APIs Toolkit option.
Figure 20-1 shows the file and member name of each
header file in the QCPA library.

Name of File
in QCPA

pthread.h

| qp0zifs.h

|
|

1. Insert the tape containing the OS/400 Openness
Includes option in the AS/400 tape drive.
2. On an OS/400 command line, enter GO LICPGM.
3. On the resulting Work with Licensed Programs menu,
select the Install licensed programs option.
4. On the Install Licensed Programs display, select the
OS/4ðð Openness Includes option.
Figure 20-2 shows the file and member name of each
header file used by OS/400 APIs that are described in this
book.
Figure 20-2 (Page 1 of 2). Header Files in
QSYSINC

Figure 20-1. Header Files in QCPA
Name of
Header File

To install the QSYSINC library:

Name of
Member

Name of
Header File

Name of File
in QSYSINC

H

PTHREAD

arpa/inet.h

ARPA

INET

H

QP0ZIFS

dirent.h

H

DIRENT

qp0zptha.h

H

QP0ZPTHA

errno.h

H

ERRNO

qp0ztrc.h

H

QP0ZTRC

fcntl.h

H

FCNTL

qp0ztype.h

H

QP0ZTYPE

grp.h

H

GRP

netdb.h

H

NETDB

netinet/in.h

NETINET

IN

pwd.h

H

PWD

qp0z1170.h

H

QP0Z1170

sys/ioctl.h

SYS

IOCTL

sys/ipc.h

SYS

IPC

sys/msg.h

SYS

MSG

sys/sem.h

SYS

SEM

sys/shm.h

SYS

SHM

sys/socket.h

SYS

SOCKET

sys/stat.h

SYS

STAT

sys/time.h

SYS

TIME

sys/types.h

SYS

TYPES

sys/uio.h

SYS

UIO

unistd.h

H

UNISTD

You can display a header file in QCPA by using one of the
following methods:
 Using your editor. For example, to display the
pthread.h header file using the Source Entry Utility
editor, enter the following command:
STRSEU SRCFILE(QCPA/H) SRCMBR(PTHREAD) OPTION(5)

 Using the Display Physical File Member command. For
example, to display the qp0ztype.h header file, enter the
following command:
DSPPFM FILE(QCPA/H) MBR(QPðZTYPE)

You can print a header file in QCPA by using one of the following methods:
 Using your editor. For example, to print the pthread.h
header file using the Source Entry Utility editor, enter the
following command:
STRSEU SRCFILE(QCPA/H) SRCMBR(PTHREAD) OPTION(6)
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Figure 20-2 (Page 2 of 2). Header Files in
QSYSINC

Other Header Files

Name of
Header File

Name of File
in QSYSINC

Name of
Member

The following header files used by some of the CPA APIs
are provided by the ILE C/400 licensed program:

utime.h

H

UTIME

These header files can be displayed or printed using the
same methods described for the CPA header files.







stdarg.h
stdio.h
stdlib.h
string.h
time.h

For details on header files provided by ILE C/400, see the
ILE C/400 Programmer’s Reference.
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Appendix A. Examples of CPA Programs
Following are examples of programs that use CPA functions
or OS/400 functions that are supported by CPA.

Example 1: Program that Creates Threads
and Retrieves Return Data
Description: This program creates two threads and
retrieves arbitrary return data from one of the threads. It performs the following actions:
 Calls pthread_create() with valid parameters and default
attributes to create the two threads.
 Uses pthread_join() to wait for the first thread to end and
displays the results of the thread after the join has completed.
 Allows the second thread to complete without intervention.

| Before creating this program, use the command ADDLIBLE
| QCPA to add the QCPA library to the library list. Use the
CRTCMOD (Create ILE C/400 Module) and CRTPTHPGM
(Create Pthread Program) commands to create this program.
For more details, see “Creating a CPA Threaded Program or
Service Program” on page 3-1.

Internal Routines
 user_thread0()
 user_thread1()

External Routines
 pthread_create()
 pthread_exit()
 pthread_join()

Notes on Use: Call this program with no parameters.

#include <pthread.h>
#include <stdio.h>
#include <stdlib.h>
/\ Note that a thread can return any type of data if the use of
\/
/\ pthread_exit or a void \ return type is cast to the appropriate type. \/
typedef struct {
int
exit_status;
char
description[2ð];
} thread_return_type;
/\ Thread start routines
void \user_threadð(void);
void \user_thread1(void);

\/

/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
/\ main: creates two threads, waits for results of the first one, and
\/
/\
displays the results.
\/
/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
/\ Declare the main() function using the argc, argv format even if you
\/
/\ do not intend to use argc or argv. CPA uses a macro of the form
\/
/\ main(a,b) to remap main(). The routine must have two parameters.
\/
int main(int argc, char \argv[])
{
int
rc;
pthread_t
threads[2];
thread_return_type
\status = NULL;
/\ Create two user threads for this example.
rc = pthread_create(&threads[ð], pthread_attr_default,
(pthread_startroutine_t)user_threadð,
NULL);
if (rc < ð) {
perror("main: pthread_create #1");
exit(1);
}

\/

rc = pthread_create(&threads[1], pthread_attr_default,
(pthread_startroutine_t)user_thread1,
NULL);
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if (rc < ð) {
perror("main: pthread_create #2");
exit(1);
}
printf("main: Two threads created:\n#ð: %d\n#1: %d\n",
threads[ð], threads[1]);
/\ Wait for the results of user_threadð and print the status.
/\ Ignore the results of the other thread.

\/
\/

rc = pthread_join(threads[ð], (void \\)&status);
if (rc < ð) {
perror("main: pthread_join");
exit(1);
}
printf("main: user_threadð returns the results\n status
: %d\n"
" description : %s\n", status->exit_status, status->description);
/\ Don't forget to free the dynamic memory allocated.
free(status);
/\ Note that if the user_thread1 was still running at this point,
/\ the return from main would implicitly cancel it and end the
/\ entire threaded process
return ð;

|
|
|

\/
\/
\/
\/

}
/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
/\ user_threadð: simple thread; prints out a message, after allocating \/
/\
a return data structure. This data structure is used \/
/\
to return 'failure information' to the caller of
\/
/\
pthread_join.
\/
/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
void \user_threadð(void)
{
thread_return_type
\return_data;
return_data = (thread_return_type \)malloc(sizeof(thread_return_type));
printf("user_threadð: running\n");
return_data->exit_status = -1;
strcpy(return_data->description, "Err Description");
pthread_exit((void \)return_data); /\ OR return((void \)return_data);\/
return NULL; /\ so the compiler will smile!
\/
}
/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
/\ user_thread1: simple thread; only prints out a message.
\/
/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
void \user_thread1(void)
{
printf("user_thread1: running\n");
return NULL;
}
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Example 2: Program that Retrieves Return
Data From Thread and Writes Trace Data
Description: This program demonstrates the following:





Using a global shared variable
Creating a thread
Waiting for the thread to end and detaching it
Writing trace points that can be displayed later

| Before creating this program, use the command ADDLIBLE
| QCPA to add the QCPA library to the library list. Use the
CRTCMOD and CRTPTHPGM commands to create the
program. For more details, see “Creating a CPA Threaded
Program or Service Program” on page 3-1.

#include
#include
#include
#include
#include

Internal Routines
 thread()
 user_thread1()

External Routines






pthread_create()
pthread_detach()
pthread_exit()
pthread_join()
Qp0zUprintf()

Notes on Use: Call this program with no parameters.
Use the DSPCPATRC command to display the Qp0zUprintf()
output if desired.

<pthread.h>
<stdio.h>
<string.h>
<stdlib.h>
<errno.h>

/\ Declare a thread start routine of a compatible type.
static void \thread(void \);

\/

/\ Specify volatile for shared variables as needed. In a threaded
/\ environment, some variables should always be written immediately to
/\ main storage when changed.
static volatile int thread_created = ð;

\/
\/
\/

/\ Declare the main() function using the argc, argv format even if you
/\ do not intend to use argc or argv. CPA uses a macro of the form
/\ main(a,b) to remap main(). The routine must have two parameters.
int main(int argc, char \\argv)
{
pthread_t
thread_id;
void
\thr_status;
int
status;
char
threadarg[1ðð];

\/
\/
\/

/\ All printf statements in this example will have matching
/\ QpðzUprintf statements. This will allow the use of DSPCPATRC
/\ to examine the output.
printf("main: Entering %s\n", argv[ð]);
QpðzUprintf("main: Entering %s\n", argv[ð]);
strcpy(threadarg, "Thread belongs to process: ");
strcat(threadarg, argv[ð]);
/\ Create the thread with an argument of the name of the program.
/\ NOTE: Any data passed to the thread must exist throughout the
/\
thread's use of that data and should not be shared between
/\
threads in a non-synchronized manner.
status = pthread_create(&thread_id, pthread_attr_default,
(pthread_startroutine_t)thread,
(void \)threadarg);
if (status == -1) {
printf("main: pthread_create() failed\n");
QpðzUprintf("main: pthread_create() failed\n");
}

\/
\/
\/

/\ Now use pthread_join to synchronize with the termination of the
/\ thread. This synchronization allows us to avoid having a mutex

\/
\/
\/
\/

\/
\/
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/\ for the static int 'thread_created' declared globally to this
/\ process. The main thread will not proceed until the secondary
/\ thread has completed.
printf("main: waiting for thread to end\n");
QpðzUprintf("main: waiting for thread to end\n");
status = pthread_join(thread_id, &thr_status);
if (status == -1) {
printf("main: pthread_join() failed\n");
QpðzUprintf("main: pthread_join() failed\n");
}

\/
\/
\/

/\ Mark the thread for deletion. We will not be doing more joins
/\ with it, and we can free any resources that the thread is
/\ maintaining that might allow us to join.
status = pthread_detach(&thread_id);
if (status == -1) {
printf("main: pthread_detach() failed\n");
QpðzUprintf("main: pthread_detach() failed\n");
}

\/
\/
\/

/\ Print a failure message or the thread return data.
printf("main: Data Returned from the thread: %s\n",
((thr_status == NULL) ?
"<Thread returned NULL!>" : (char \)thr_status));
QpðzUprintf("main: Data returned from the thread: %s\n",
((thr_status == NULL) ?
"<Thread returned NULL!>" : (char \)thr_status));
/\ We are done with the threads allocated storage. Free it.
free(thr_status);

\/

/\ Check the shared variable and use it as a judgement of success
/\ or failure.
if ( thread_created ) {
printf("main: testcase successful\n");
QpðzUprintf("main: testcase successful\n");
return ð;
}
printf("main: testcase failed\n");
QpðzUprintf("main: testcase failed\n");
return 1;

\/
\/

\/

}

void \thread(void \arg)
{
char
\return_data;
char
\threadarg;

|

/\ Note that we cast the parameter of the thread start routine to
/\ the expected type.
threadarg = (char \)arg;
printf("inside thread: parameter received : %s\n", arg);
QpðzUprintf("inside thread: parameter received : %s\n", arg);

|

/\ Allocate a return data 'structure' dynamically. This storage
\/
/\ must not be deallocated when the scope of this thread ends.
\/
return_data = (char \)malloc(5ð);
if (return_data == NULL)
pthread_exit(NULL);
strcpy(return_data, "\\\ This can be return data of any type \\\");
printf("inside thread: return data : %s\n",return_data);
QpðzUprintf("inside thread: return data : %s\n",return_data);
/\ Note that if two threads were running through this code at
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\/
\/

\/

/\ the same time, the following statement could cause a bug. The
\/
/\ thread_created variable is not protected by a mutex. The only
\/
/\ threads running in this process are the main thread and the
\/
/\ single secondary thread running this function. These two threads\/
/\ are synchronized by the pthread_join call in the main routine.
\/
++thread_created;

|
|
|

/\ Use sleep just so the main thread has something to wait for.
\/
sleep(5);
/\ pthread_exit will not return to this thread, but we put a return \/
/\ statement in to make the compiler happy.
\/
pthread_exit((void \)return_data);
return NULL;
}

Appendix A. Examples of CPA Programs
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Example 3: Program that Uses Mutex
Locking and Unlocking
Description: In this program, multiple threads attempt to
lock and unlock a mutex by using the pthread_mutex_lock()
function multiple times. These attempts cause each thread
to wait for the mutex to be unlocked. This example shows
how a mutex can be used to allow the creation of a simple
thread-safe resource that is scoped to a process. It also
shows how too much serialization can decrease the
throughput of a multithreaded process.
| Before creating this program, use the command ADDLIBLE
| QCPA to add the QCPA library to the library list. Use the
CRTCMOD and CRTPTHPGM commands to create the
program. For more details, see “Creating a CPA Threaded
Program or Service Program” on page 3-1.

External Routines
gettimeofday()
pthread_create()
pthread_detach()
pthread_join()
pthread_mutex_destroy()
pthread_mutex_init()
pthread_mutex_lock()
pthread_mutex_unlock()
sleep()











Notes on Use: Call this program with no parameters.
Output goes only to the display stations. To have output go
to the CPA trace user space so that it can be viewed using
the DSPCPATRC command, remove the comments around
the line
#define CPATRC_OUTPUT
in the following code.

Internal Routines
 lock_thread()

#include
#include
#include
#include
| #include
#include
#include

<pthread.h>
<stdio.h>
<string.h>
<stdlib.h>
<errno.h>
<time.h>
<math.h>

/\ To have all output go to the CPA trace user space so that it
/\ can be displayed with DSPCPATRC, uncomment the following line:
/\ #define CPATRC_OUTPUT
#ifdef CPATRC_OUPUT
#undef printf
#define printf QpðzUprintf
#endif

\/
\/
\/

/\ Global constants
#define THREAD_COUNT
#define DOIT_COUNT

\/
5
5

/\ Prototype of secondary threads. Using the prototype to match the
/\ pthread_startroutine_t is easiest.
static void \lock_thread(void \);

\/
\/

/\ Global variables for all threads to access
static pthread_mutex_t
mutex;
/\ some resource that all threads are using. Access is serialized
/\ using the mutex.
volatile static int
resource;

\/

/\ Any information can be passed to the thread start routine.
typedef struct {
int
tnum;
/\ Thread number
char
string[5ð]; /\ Short description
\/
} threadparmdata_t;

\/

/\
/\
/\
/\

\/
\/
\/
\/

The main routine creates a process-scoped resource and mutex
protecting that resource from multiple threads accessing it.
It then creates THREAD_COUNT threads, which will manipulate the
resource.
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\/
\/

\/

/\ After all threads have completed, the resource will be displayed.
/\ No data corruption should result on the resource because of using
/\ the mutex to synchronize access to the resource.
/\ Declare the main() function using the argc, argv format even if you
/\ do not intend to use argc or argv. CPA uses a macro of the form
/\ main(a,b) to remap main(). The routine must have two parameters.
int main (int argc, char \argv[])
{
int
status, dstatus;
int
i;
int
\join_status;
pthread_t
threads[THREAD_COUNT];
threadparmdata_t
threadparms[THREAD_COUNT];
struct timeval
current_time;

\/
\/
\/
\/
\/
\/

printf("main: Entering %s\n", argv[ð]);
printf("main: Create a mutex\n");
status = pthread_mutex_init(&mutex, pthread_mutexattr_default);
if (status == -1) {
printf("main: Create mutex failed = %d\n", errno);
return -1;
}
gettimeofday(&current_time, NULL);
printf("main: Time before attempting to lock = %d\n",
current_time.tv_sec);
status = pthread_mutex_lock(&mutex);
if ( status )
{
printf("main: Lock mutex failed, errno = %d\n", errno);
/\ Try to destroy the mutex. Note that the attempt may fail
/\ if another thread is holding the mutex. We do not care at
/\ this point. HOWEVER, if the attempt to destroy the mutex
/\ fails and the CPA process is exited with the mutex still
/\ existing, a synchronization VLOG will likely be created that
/\ indicates the failure. Mutexes should be destroyed by the
/\ application program and not allowed to simply go out of scope
/\ and be destroyed by the system. The system treats this as an
/\ abnormal condition.
( void )pthread_mutex_destroy(&mutex);
return 1;
} /\ endif \/

\/
\/
\/
\/
\/
\/
\/
\/
\/

printf("main: This thread is holding the mutex and can manipulate the\n"
"main: resource at will without concern for other threads\n"
"main: interacting in evil ways with the resource\n");
resource = ð;
printf("main: Create threads that will block on locking the mutex\n");
/\ Loop to create all secondary threads
\/
for ( i = ð; i < THREAD_COUNT ; i++ )
{
gettimeofday(&current_time, NULL);
threadparms[i].tnum = i;
sprintf(threadparms[i].string, "Thread #%d,time=%d\n",
i, current_time.tv_sec);
status = pthread_create(&threads[i], pthread_attr_default,
(pthread_startroutine_t)lock_thread,
(void \)&threadparms[i]);
if ( status < ð ) {
/\ Create thread failed. Break from loop and quit.
\/
printf("main: Create thread # %d failed - terminate\n", i);
/\ Try to destroy the mutex. Note that the attempt may fail
\/
/\ if another thread is holding the mutex. We do not care at
\/
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/\ this point. HOWEVER, if the attempt to destroy the mutex
/\ fails and the CPA process is exited with the mutex still
/\ existing, a synchronization VLOG will likely be created that
/\ indicates the failure. Mutexes should be destroyed by the
/\ application program and not allowed to simply go out of scope
/\ and be destroyed by the system. The system treats this as an
/\ abnormal condition.
( void )pthread_mutex_destroy(&mutex);
return 2;
} /\ endif \/
} /\ endfor \/
printf("main: sleep until all threads are blocked on mutex\n");
sleep(1ð);
gettimeofday(&current_time, NULL);
printf("main: Time before attempting to unlock = %d\n",
current_time.tv_sec);
status = pthread_mutex_unlock(&mutex);
if ( status )
{
/\ Mutex unlock failed. Break from loop and quit.
printf("main: Unlock mutex failed - terminate\n");
/\ Try to destroy the mutex. Note that the attempt may fail
/\ if another thread is holding the mutex. We do not care at
/\ this point. HOWEVER, if the attempt to destroy the mutex
/\ fails and the CPA process is exited with the mutex still
/\ existing, a synchronization VLOG will likely be created that
/\ indicates the failure. Mutexes should be destroyed by the
/\ application program and not allowed to simply go out of scope
/\ and be destroyed by the system. The system treats this as an
/\ abnormal condition.
( void )pthread_mutex_destroy(&mutex);
printf("main: Testcase failed\n");
return 3;
} /\ endif \/

\/

for ( i = ð; i < THREAD_COUNT; i++ )
{
printf("main: Join to secondary thread %d\n", i+1);
status = pthread_join(threads[i], NULL);
( void )pthread_detach(&threads[i]);
if ( status )
{
printf("main: Join to secondary thread %d failed, errno=%d\n"
"main: Testcase failed\n", errno);
return -1;
} /\ endif \/
} /\ endfor \/

\/
\/
\/
\/
\/
\/
\/
\/
\/

printf("main: After %d threads performing %d manipulations,\n"
"main: the resource is %d\n", THREAD_COUNT,
DOIT_COUNT, resource);
(void)pthread_mutex_destroy(&mutex);
printf("main: Testcase successful\n");
return ð;
} /\ end \/
/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
/\ Function:
lock_thread
\/
/\ Description: Thread that locks and unlocks mutex before accessing \/
/\
the resource that the mutex serializes access to.
\/
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\/
\/
\/
\/
\/
\/
\/

|
|
|
|
|

/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
void \lock_thread(void \parm)
{
int
status;
/\ Return status of APIs
\/
int
i;
/\ Loop variable
\/
struct timeval
current_time; /\ Local time value
\/
int
tnum = ((threadparmdata_t \)parm)->tnum;
/\ Note: this parameter assignment does not copy the data. It
\/
/\ still points to the automatic data in the main thread and
\/
/\ any modifications or deallocation of memory there will
\/
/\ have adverse affects here. The reverse is also true.
\/
char
\descript = ((threadparmdata_t \)parm)->string;

|

printf("lt #%d:

%s\n", tnum, descript);

for ( i=ð; i < DOIT_COUNT; ++i )
{
gettimeofday(&current_time, NULL);
printf("lt #%d: Current time in secs = %d\n",
tnum, current_time.tv_sec);
/\ Get the mutex to serialize access to the resource. The
/\ thread should not access this resource until the mutex
/\ is locked.
printf("lt #%d: Lock the mutex\n", tnum);
status = pthread_mutex_lock(&mutex);
if (status == -1) {
printf("lt #%d: Mutex lock failed = %d\n", tnum, errno);
pthread_exit(NULL);
}

|

\/
\/
\/

/\ Use the process-scoped resource in a thread-safe manner.
\/
/\ This means that we only use it when holding its mutex.
\/
gettimeofday(&current_time, NULL);
printf("lt #%d: this thread now holds the mutex to serialize access\n"
"lt #%d: to the resource, time = %d\n",
tnum, tnum, current_time.tv_sec);
/\ Pretend we are off processing while holding the mutex.
\/
/\ This shows how the serialization on one mutex can slow down \/
/\ the processing of the entire job. Really, the mutex should \/
/\ be held only around the access and use of the resource, not \/
/\ around processing that does not require the mutex (such as \/
/\ the sleep() call below).
\/
sleep(1);
++resource;
gettimeofday(&current_time, NULL);
printf("lt #%d: Current time before unlock= %d\n",
tnum, current_time.tv_sec);

|
|
|

/\ Unlock the mutex, allowing other threads to access the
\/
/\ resource.
\/
status = pthread_mutex_unlock(&mutex);
if (status == -1) {
printf("lt #%d: Mutex unlock failed = %d\n", tnum, errno);
pthread_exit(NULL);
}
} /\ endfor \/

}

return NULL;
/\ end \/
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Example 4: Program that Uses Condition
Variable

Internal Routines

Description: This program demonstrates the situation in

External Routines

which many threads are waiting for a condition to occur and
another thread wakes up the threads by calling the following
functions in following order:
1. pthread_cond_signal() to wake up one thread waiting for
the condition
2. pthread_cond_broadcast() to wake up all threads waiting
for the condition
| Before creating this program, use the command ADDLIBLE
| QCPA to add the QCPA library to the library list. Use the
CRTCMOD and CRTPTHPGM commands to create the
program. For more details, see “Creating a CPA Threaded
Program or Service Program” on page 3-1.

#include
#include
#include
#include
#include
#include
#include
#include

 waiter_thread()














gettimeofday()
pthread_cond_broadcast()
pthread_cond_destroy()
pthread_cond_init()
pthread_cond_signal()
pthread_cond_wait()
pthread_create()
pthread_mutex_destroy()
pthread_mutex_init()
pthread_mutex_lock()
pthread_mutex_unlock()
sleep()

Notes on Use: Call this program with no parameters.
Output goes only to the display station.

<pthread.h>
<stdio.h>
<string.h>
<stdlib.h>
<time.h>
<math.h>
<signal.h>
<errno.h>

/\ Global constants
#define THREAD_COUNT

\/
1ð

/\ Prototype of secondary threads
static void \waiter_thread(void \);

\/

/\ Global variables for all threads to access
static pthread_cond_t
cond;
static pthread_mutex_t mutex;

\/

/\ Specify volatile so that this variable gets immediately stored on
/\ each set/reference by a thread. We do not want a thread changing
/\ the value and the compiler optimizing out any stores or loads.
static volatile int count;

\/
\/
\/

/\ Declare the main() function using the argc, argv format even if you \/
/\ do not intend to use argc or argv. CPA uses a macro of the form
\/
/\ main(a,b) to remap main(). The routine must have two parameters.
\/
int main(int argc, char \argv[])
{
int
i, j;
int
status;
int
\join_status;
pthread_t
threads[THREAD_COUNT];
int
threadparm[THREAD_COUNT];
struct timeval
current_time;
/\ Initialize the count resource before any threads created.
/\ serialization is necessary.
count = THREAD_COUNT;
printf("main: Entering %s\n", argv[ð]);
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No

\/
\/

/\ Initialize the condition variable.
printf("main: Create a condition\n");
status = pthread_cond_init(&cond, pthread_condattr_default);
if (status < ð) {
printf("main: Create condition failed = %d\n", errno);
exit(1);
}

\/

/\ Create the mutex to be used in conjunction with the condition.
printf("main: Create a mutex\n");
status = pthread_mutex_init(&mutex, pthread_mutexattr_default);
if (status < ð) {
printf("main: Create mutex failed = %d\n", errno) ;
/\ Be sure to clean up resources.
( void )pthread_cond_destroy(&cond);
return 1;
} /\ endif \/

\/

printf("main: Create threads that will wait on the cond\n");
for ( i = ð; i < THREAD_COUNT ; i++) {
/\ Pass an integer to the thread indicating which thread
/\ number it is. Note that the pointer points to storage that
/\ will be alive for the entire life of the thread.
threadparm[i] = i;
status = pthread_create(&threads[i], pthread_attr_default,
(pthread_startroutine_t)waiter_thread,
(void \)&threadparm[i]);
if (status < ð) {
/\ Create thread failed. Break from loop and quit.
printf("main: Create thread # %d failed - terminate\n"
"main: Destroy condition variable and mutex\n", i);
/\ Be sure to clean up resources.
( void )pthread_cond_destroy(&cond);
( void )pthread_mutex_destroy(&mutex);
return 1;
} /\ endif \/
} /\ endfor \/

\/

\/
\/
\/

\/

\/

printf("main: Sleep until all waiter threads are blocked on cond_wait\n");
while ( count ) {
sleep(2);
} /\ endwhile \/
gettimeofday(&current_time, NULL);
printf("main: Current time in seconds = %d before pthread_cond_signal\n",
current_time.tv_sec);
/\ Use pthread_cond_signal to wake up a single thread from the
/\ pthread_cond_wait that blocked all of the threads.
status = pthread_cond_signal(&cond);
if (status < ð) {
printf("main: Signal of cvar failed\n");
( void )pthread_cond_destroy(&cond);
( void )pthread_mutex_destroy(&mutex);
return 1;
} /\ endif \/

\/
\/

/\ Wait for a short time to convince ourselves that only one
/\ thread woke up from the cond_wait.
sleep(5);

\/
\/

gettimeofday(&current_time, NULL);
printf("main: Current time in seconds = %d before pthread_cond_broadcast\n",
current_time.tv_sec);
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/\ Wake up all remaining threads that are waiting on the
/\ condition.
status = pthread_cond_broadcast(&cond);
if (status < ð) {
/\ Broadcast failed.
printf("main: Broadcast to all threads failed terminate\n");
/\ Be sure to clean up resources.
( void )pthread_cond_destroy(&cond);
( void )pthread_mutex_destroy(&mutex);
return 1;
} /\ endif \/

\/
\/

\/

/\ Be sure to clean up resources.
printf("main: Testcase successful\n");
( void ) pthread_cond_destroy(&cond);
( void ) pthread_mutex_destroy(&mutex);
return ð;
} /\ end \/

\/

\/

/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
/\ Function:
waiter_thread
\/
/\ Description: Thread that blocks on a condition variable using
\/
/\
the pthread_cond_wait() call.
\/
/\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\\/
void \waiter_thread(void \parm)
{
int
status;
struct timeval
current_time;
int
tnum = \(int \)parm; /\ Get the int parameter \/
/\ Print some startup information.
\/
printf("wt #%d: Entering waiter thread\n", tnum);
gettimeofday(&current_time, NULL);
printf("wt #%d: Current time in secs = %d\n", tnum, current_time.tv_sec);
/\ We need to lock the mutex for the cond wait. We will use the
/\ mutex for both the condition and serializing access to the count
/\ variable, which could represent some process-scoped resource.
printf("wt #%d: Lock the mutex\n", tnum);
status = pthread_mutex_lock(&mutex);
if (status < ð) {
printf("wt #%d: Mutex lock failed = %d\n", tnum, errno);
exit(1);
/\ End the entire application.
}

\/
\/
\/

\/

count--;
/\ Wait for the condition to occur. When the condition occurs,
\/
/\ the main thread will wake us up using the pthread_cond_signal
\/
/\ or the pthread_cond_broadcast function on this condition. We
\/
/\ do not know or care which function is used.
\/
printf("wt #%d: Entering cond wait\n", tnum);
status = pthread_cond_wait(&cond, &mutex);
if (status < ð) {
printf("wt #%d: Completed wait with errno = %d\n", tnum, errno);
exit(1);
/\ End the entire application.
\/
}
/\
/\
/\
/\
/\
/\
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We reached this point in the program, so we know that the
condition has occurred. We would normally do whatever specific
processing that this condition required us to do. Note that
we have locked the mutex that is associated with the condition.
We can use this for serializing resources represented by that
condition and associated mutex.
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\/
\/
\/
\/
\/
\/

gettimeofday(&current_time, NULL);
printf("wt #%d: Current time after wait = %d\n",
tnum, current_time.tv_sec);
/\ Unlock the mutex before returning, so another thread can
/\ lock it.
status = pthread_mutex_unlock(&mutex);
if (status < ð) {
printf("wt #%d: Unlock mutex errno = %d\n", tnum, errno);
exit(1);
/\ End the entire application.
}

}

/\ No return data on this thread.
return NULL;
/\ end \/

\/
\/

\/

\/
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Example 5: Client/Server Programs that
Use Semaphores and Shared Memory
These examples illustrate programs that support the
client/server model.

Server Program
Description: This program acts as a server to the client
program (see “Client Program” on page A-17). The buffer is
a shared memory segment. The process synchronization is
done using semaphores.

External Routines








semctl()
semget()
semop()
shmat()
shmctl()
shmdt()
shmget()

Notes on Use: Call this program with no parameters
before calling the client program.

| Before creating this program, use the command ADDLIBLE
| QSYSINC to add the QSYSINC library to the library list. Use
the CRTCMOD (Create ILE C/400 Module) and CRTPGM
(Create Program) commands to create the program.

#include
#include
| #include
| #include
| #include

<stdio.h>
<string.h>
<sys/ipc.h>
<sys/sem.h>
<sys/shm.h>

#define SEMKEY 8888
#define SHMKEY 9999

/\ Key passed into semget operation
/\ Key passed into shmget operation

\/
\/

#define NUMSEMS 2
#define SIZEOFSHMSEG 5ð

/\ Num of sems in created sem set
/\ Size of the shared mem segment

\/
\/

#define NUMMSG 2

/\ Server only doing two "receives"
on shm segment

\/

int main(int argc, char \argv[])
{
int rc, semid, shmid, i;
void \shm_address;
struct sembuf operations[2];
struct shmid_ds shmid_struct;
unsigned short init_vals[NUMSEMS];
/\
/\
/\
/\

Create a semaphore set with the constant key. The number of
semaphores in the set is two. If a semaphore set already
exists for the key, return an error. The specified permissions
give everyone read/write access to the semaphore set.

\/
\/
\/
\/

semid = semget( SEMKEY, NUMSEMS, ð666 | IPC_CREAT | IPC_EXCL );
if ( semid == -1 )
{
printf("main: semget() failed\n");
return -1;
}
/\
/\
/\
/\
/\
/\
/\
/\
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Initialize the first semaphore in the set to ð and the
second semaphore in the set to ð.
The first semaphore in the sem set means:
'1' -- The shared memory segment is being used.
'ð' -- The shared memory segment is freed.
The second semaphore in the sem set means:
'1' -- The shared memory segment has been changed by
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\/
\/
\/
\/
\/
\/
\/
\/

/\
/\
/\

'ð' --

the client.
The shared memory segment has not been
changed by the client.

\/
\/
\/

init_vals[ð] = ð;
init_vals[1] = ð;

|

/\ The '1' on this command is a no-op, because the SETALL command
/\ is used.
rc = semctl( semid, 1, SETALL, init_vals);
if(rc == -1)
{
printf("main: semctl() initialization failed\n");
return -1;
}

\/
\/

/\ Create a shared memory segment with the constant key. The
/\ size of the segment is a constant. The specified permissions
/\ give everyone read/write access to the shared memory segment.
/\ If a shared memory segment already exists for this key,
/\ return an error.
shmid = shmget(SHMKEY, SIZEOFSHMSEG, ð666 | IPC_CREAT | IPC_EXCL);
if (shmid == -1)
{
printf("main: shmget() failed\n");
return -1;
}

\/
\/
\/
\/
\/

/\ Attach the shared memory segment to the server process.
shm_address = shmat(shmid, NULL, ð);
if ( shm_address==NULL )
{
printf("main: shmat() failed\n");
return -1;
}
printf("Ready for client jobs\n");

\/

/\ Loop only a specified number of times for this example.
for (i=ð; i < NUMMSG; i++)
{
/\ Set the structure passed into the semop() to first wait
/\ for the second semval to equal 1, then decrement it to
/\ allow the next signal that the client writes to it.
/\ Next, set the first semaphore to equal 1, which means
/\ that the shared memory segment is busy.
operations[ð].sem_num = 1;
/\ Operate on the second sem
operations[ð].sem_op = -1;
/\ Decrement the semval by one
operations[ð].sem_flg = ð;
/\ Allow a wait to occur

\/

operations[1].sem_num = ð;
/\ Operate on the first sem
operations[1].sem_op = 1;
/\ Increment the semval by 1
operations[1].sem_flg = IPC_NOWAIT; /\ Do not allow to wait

\/
\/
\/
\/
\/
\/
\/
\/
\/
\/
\/

rc = semop( semid, operations, 2 );
if (rc == -1)
{
printf("main: semop() failed\n");
return -1;
}
/\ Print the shared memory contents.
printf("Server Received : \"%s\"\n", (char \) shm_address);

\/
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/\ Signal the first semaphore to free the shared memory.
operations[ð].sem_num = ð;
operations[ð].sem_op = -1;
operations[ð].sem_flg = IPC_NOWAIT;

\/

rc = semop( semid, operations, 1 );
if (rc == -1)
{
printf("main: semop() failed\n");
return -1;
}
}

/\ End of FOR LOOP \/

/\ Clean up the environment by removing the semid structure,
/\ detaching the shared memory segment, and then performing
/\ the delete on the shared memory segment ID.
|

rc = semctl( semid, 1, IPC_RMID);
if (rc==-1)
{
printf("main: semctl() remove id failed\n");
return -1;
}
rc = shmdt(shm_address);
if (rc==-1)
{
printf("main: shmdt() failed\n");
return -1;
}
rc = shmctl(shmid, IPC_RMID, &shmid_struct);
if (rc==-1)
{
printf("main: shmctl() failed\n");
return -1;
}
return ð;
}
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\/
\/
\/

Client Program
Description: This program acts as a client to the server
program (see “Server Program” on page A-14). The
program is run after the message
Ready for client jobs
appears from the server program.
| Before creating this program, use the command ADDLIBLE
| QSYSINC to add the QSYSINC library to the library list. Use

#include
#include
| #include
| #include
| #include

the CRTCMOD and CRTPGM commands to create the
program.

External Routines






semget()
semop()
shmat()
shmdt()
shmget()

Notes on Use: Call this program with no parameters after
calling the server program.

<stdio.h>
<string.h>
<sys/ipc.h>
<sys/sem.h>
<sys/shm.h>

#define SEMKEY 8888
#define SHMKEY 9999
#define NUMSEMS 2
#define SIZEOFSHMSEG 5ð
int main(int argc, char \argv[])
{
struct sembuf operations[2];
void
\shm_address;
int semid, shmid, rc;
/\ Get the already created semaphore ID associated with key.
/\ If the semaphore set does not exist, then it will not be
/\ created, and an error will occur.
semid = semget( SEMKEY, NUMSEMS, ð666);
if ( semid == -1 )
{
printf("main: semget() failed\n");
return -1;
}

\/
\/
\/

/\ Get the already created shared memory ID associated with key.
/\ If the shared memory ID does not exist, then it will not be
/\ created, and an error will occur.

\/
\/
\/

shmid = shmget(SHMKEY, SIZEOFSHMSEG, ð666);
if (shmid == -1)
{
printf("main: shmget() failed\n");
return -1;
}
/\ Attach the shared memory segment to the client process.
shm_address = shmat(shmid, NULL, ð);
if ( shm_address==NULL )
{
printf("main: shmat() failed\n");
return -1;
}

\/

/\ First, check to see if the first semaphore is a zero. If it
/\ is not, it is busy right now. The semop() command will wait

\/
\/
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/\ for the semaphore to reach zero before running the semop().
/\ When it is zero, increment the first semaphore to show that
/\ the shared memory segment is busy.
operations[ð].sem_num = ð;
/\ Operate on the first sem
operations[ð].sem_op = ð;
/\ Wait for the value to be=ð
operations[ð].sem_flg = ð;
/\ Allow a wait to occur

\/
\/
\/
\/
\/
\/

operations[1].sem_num = ð;
operations[1].sem_op = 1;
operations[1].sem_flg = ð;

\/
\/
\/

/\ Operate on the first sem
/\ Increment the semval by one
/\ Allow a wait to occur

rc = semop( semid, operations, 2 );
if (rc == -1)
{
printf("main: semop() failed\n");
return -1;
}
strcpy((char \) shm_address, "Hello from Client");
/\ Release the shared memory segment by decrementing the in-use
/\ semaphore (the first one). Increment the second semaphore to
/\ show that the client is finished with it.
operations[ð].sem_num = ð;
/\ Operate on the first sem
operations[ð].sem_op = -1;
/\ Decrement the semval by one
operations[ð].sem_flg = ð;
/\ Allow a wait to occur

\/
\/
\/
\/
\/
\/

operations[1].sem_num = 1;
operations[1].sem_op = 1;
operations[1].sem_flg = ð;

\/
\/
\/

/\ Operate on the second sem
/\ Increment the semval by one
/\ Allow a wait to occur

rc = semop( semid, operations, 2 );
if (rc == -1)
{
printf("main: semop() failed\n");
return -1;
}
/\ Detach the shared memory segment from the current process.
rc = shmdt(shm_address);
if (rc==-1)
{
printf("main: shmdt() failed\n");
return -1;
}
return ð;
}
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\/

Example 6: Program that Gets and Sets
Value of Environment Variable

Internal Routine

Description: This program displays the value of an envi-

External Routines

 main()

 getenv()
 putenv()

ronment variable and then sets the environment variable to a
new value.
Note: Environment variables can be used from multiple
threads, but this program uses only a single thread.
Use the CRTCMOD and CRTPGM commands to create this
program.

Notes on Use: Call this program with one parameter to
display the environment variable specified by that parameter.
Call this program with two parameters to set the environment
variable specified by the first parameter to the value specified
by the second parameter.

#include <stdio.h>
#include <stdlib.h>
#include <errno.h>
#define BUFLEN 1ð24
int main(int argc, char \argv[])
{
int
num=ð;
int
rc;
int
l1, l2;
char
\envvar=NULL;
char
\\envvaridx=NULL;
char
envstring[BUFLEN];

/\
/\
/\
/\
/\
/\

counter
\/
API return code
\/
lengths of the two parameters
\/
pointer to an environment variable\/
pointer to an envvar pointer
\/
buffer to construct putenv request\/

/\ Show a small usage message.
if ((argc != 2) && (argc != 3)) {
printf("Usage: %s <ENV_VAR> <new_value>\n OR \n"
"Usage: %s <ENV_VAR>\n", argv[ð], argv[ð]);
printf("Sets an environment variable to a user requested\n"
"value\n"
"OR\nDisplays the value of a single environment variable\n");
exit(1);
}
if (argc == 2) {
/\ Called just to display the environment variables.
envvar = getenv(argv[1]);
if (envvar == NULL) {
printf("No environment variable %s set\n",
argv[1]);
}
else {
printf("Environment variable: %s\n", envvar);
}
return ð;
}

\/

\/

/\ ELSE, called to set an environment variable.

\/

/\
/\
l1
l2
if

\/
\/

Check the size of the parameters and construct a string of the
form "VAR=string" which is valid input to putenv.
= strlen(argv[1]);
= strlen(argv[2]);
(l1+l2+2 >= BUFLEN) {
printf("Only 1ð24 characters total allowed for this test\n");
exit(1);

}
memcpy(envstring, argv[1], l1);
envstring[l1] = '=';
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memcpy(&envstring[l1+1], argv[2], l2);
envstring[l1+l2+1]='\ð';
/\ Now that the string is built, let's see if the environment
/\ variable was already set.
envvar = getenv(argv[1]);
if (envvar == NULL) {
printf("Setting NEW environment variable %s\n",
envstring);
}
else {
printf("Resetting OLD environment variable from: %s\n to %s\n",
envvar, envstring);
}

\/
\/

/\ Now actually set the environment variable.
rc = putenv(envstring);
if (rc < ð) {
printf("putenv failed, errno = %d\n", errno);
return -1;
}
printf("Environment variable set\n");
return ð;

\/

}
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|

Appendix B. C++ Failures in CPA

|
|
|
|
|
|

This appendix describes some details about failures that you
might expect if using C++ to develop CPA threaded applications. Note that this appendix in no way contains a full list of
all problems that might be encountered when using C++ and
CPA threads, nor does it in any way imply that CPA supports
developing in the C++ language.

|
|
|
|
|
|

1. The C++ standard support and the IBM Open Class
library support are neither thread-safe nor threadenabled. Do not use the IBM Open Class library within
a threaded process and expect the Open Class library to
be thread-safe or capable of being shared between
threads.

|
|
|
|
|
|
|

2. Constructors of static objects will cause MCH3601
exceptions if they attempt to use any CPA pthread_xxx
or wrapper functions. The CPA threads environment is
not initialized when the static object constructors are
called. For a list of all Qp0zxxx wrapper functions, see
the #define values in CPA header files <pthread.h>,
<qp0zptha.h>, and <qp0zifs.h>.

|
|
|
|

When this error occurs, the job log will probably show an
exception condition in the CPA pthread_xxx or wrapper
function at the time that the constructor calls that function.

|
|
|

To avoid this problem, write all C++ classes so that the
constructors do not use any CPA wrapper functions
(including pthread_xxx functions).

|

Example:

|
|

#include <pthread.h>
#include <stdio.h>

|
|
|
|
|
|
|
|
|
|

/\ This is an example of an UNSUPPORTED C++ program.
/\ It causes multiple MCH36ð1 exceptions in Qpðzprintf()
/\ (which is the CPA wrapper function replacement for
/\ printf()) when that function is called from the Ctor
/\ A:A() for the static object.
class A {
public:
A() { printf("Hello\n");}
¡A() { }
};

|

A staticObject;

|
|
|
|

int main(int argc, char \\argv) {
sleep(5);
return ð;
}

|
|
|

threads environment has already ended when the static
object destructors are called.

|
|
|
|

When this error occurs, the call stack of the hanging
thread will probably show the destructor or run-time
cancel handling functions waiting on the call stack, with
CPA wrapper functions at the top of the stack.

|
|
|

To avoid this problem, write all C++ classes so that the
destructors do not use any CPA wrapper functions
(including pthread_xxx functions).

|

Example:

|
|

#include <pthread.h>
#include <stdio.h>

|
|
|
|
|
|
|
|
|
|

/\ This is an example of an UNSUPPORTED C++ program.
/\ It causes multiple MCH36ð1 exceptions in Qpðzprintf()
/\ (which is the CPA wrapper function replacement for
/\ printf()) when that function is called from the Dtor
/\ A:¡A() for the static object.
class A {
public:
A() { }
¡A() { printf("Good-bye\n"); }
};

|

A staticObject;

|
|
|
|

int main(int argc, char \\argv) {
sleep(5);
return ð;
}

|
|
|
\/ |
\/
|
\/
\/ |
\/ |

3. Destructors of static objects will hang or cause
exceptions if they attempt to use any CPA wrapper functions (including pthread_xxx functions). The CPA
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|
|

\/
\/
\/
\/
\/

4. Objects in automatic storage whose destructors use
CPA wrapper functions will hang or cause exceptions if
they are called while a CPA process is being ended or
after it has ended.

|
|
|
|
|

When the process exits (implicitly or explicitly with a call
to exit()) in CPA, the CPA environment and all threads
end immediately. The CPA environment is ended before
the C++ runtime starts. When the runtime calls object
destructors for automatic objects, the results will be
unexpected hangs or exceptions if the destructor functions call any CPA wrapper functions (including
pthread_xxx functions).

|
|
|
|
|

When this error occurs, the call stack of the hanging
thread will probably show the destructor or run-time
cancel handling functions being blocked on the call
stack, with CPA wrapper functions at the top of the
stack.

|
|
|

To avoid this problem, write all C++ classes so that the
destructors do not use any CPA wrapper functions
(including pthread_xxx functions).

|

Example:

B-1

|
|

#include <pthread.h>
#include <stdio.h>

|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|

/\ This is an example of an UNSUPPORTED C++ program.
/\ When the C++ runtime handles cancellation of the
/\ calls in the secondary thread, it is not well/\ defined whether A:¡A() will run before or after
/\ CPA ends. If it runs before CPA ends, this code
/\ could run without error. However, it is more
/\ likely that this code will hang or cause multiple
/\ MCH36ð1 exceptions in Qpðzprintf() (which is the
/\ CPA wrapper function replacement for printf())
/\ when that function is called from A:¡A() for the
/\ secondary thread.
class A {
public:
A() { printf("Hello\n");}
¡A() { printf("Good Bye\n"); }
};

|
|
|
|
|

void \foo(void \parm) {
A
obj;
sleep(6ð);
return NULL;
}

|
|
|
|
|
|
|

int main(int argc, char \\argv) {
pthread_t
thread;
pthread_create(&thread, pthread_attr_default,
foo, NULL);
sleep(5);
return ð;
}
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