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Notices
References in this publication to IBM products, programs, or services do not imply
that IBM intends to make these available in all countries in which IBM operates.
Any reference to an IBM product, program, or service is not intended to state or
imply that only that IBM product, program, or service may be used. Any
functionally equivalent product, program, or service that does not infringe any of
the intellectual property rights of IBM may be used instead of the IBM product,
program, or service. The evaluation and verification of operation in conjunction
with other products, except those expressly designated by IBM, are the
responsibility of the user.
IBM may have patents or pending patent applications covering subject matter in
this document. The furnishing of this document does not give you any license to
these patents. You can send license inquiries, in writing, to the IBM Director of
Licensing, IBM Corporation, North Castle Drive, Armonk, NY 10504-1785, U.S.A.
Any pointers in this publication to non-IBM Web sites are provided for
convenience only and do not in any manner serve as an endorsement. IBM accepts
no responsibility for the content or use of non-IBM Web sites specifically
mentioned in this publication or accessed through an IBM Web site that is
mentioned in this publication.
Licensees of this program who wish to have information about it for the purpose
of enabling: (i) the exchange of information between independently created
programs and other programs (including this one) and (ii) the mutual use of the
information which has been exchanged, should contact:
IBM Deutschland GmbH
Dept. M358
IBM-Allee 1
71139 Ehningen
Germany

Such information may be available, subject to appropriate terms and conditions,
including in some cases payment of a fee.

Accessibility
Accessibility features help a user who has a physical disability, such as restricted
mobility or limited vision, to use software products successfully. The major
accessibility features in z/VSE enable users to:
v Use assistive technologies such as screen readers and screen magnifier software
v Operate specific or equivalent features using only the keyboard
v Customize display attributes such as color, contrast, and font size

Using Assistive Technologies
Assistive technology products, such as screen readers, function with the user
interfaces found in z/VSE. Consult the assistive technology documentation for
specific information when using such products to access z/VSE interfaces.
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z/VSE Information
z/VSE information is accessible using screen readers with the BookServer/Library
Server versions of z/VSE books in the Internet library at:
http://www.ibm.com/systems/z/os/zos/bkserv/vse.html

One exception is command syntax that is published in railroad track format. If
required, screen-readable copies of z/VSE books with that syntax information are
separately available in HTML zipped file form upon request to s390id@de.ibm.com.

Programming Interface Information
This book is intended to help the customer program for LE/VSE C Run-Time. This
book documents General-Use Programming Interface and associated guidance
information provided by the IBM Language Environment for z/VSE (LE/VSE) and
LE/VSE C Run-Time.
General-Use Programming Interfaces allow the customer to write programs that
obtain the services of LE/VSE C Run-Time and LE/VSE.

Standards
Extracts are reprinted from IEEE Std 1003.1—1990, IEEE Standard Information
Technology—Portable Operating System Interface (POSIX)—Part 1: System Application
Program Interface (API) [C language] , copyright 1990 by the Institute of Electrical
and Electronic Engineers, Inc.
Extracts are reprinted from IEEE P1003.1a Draft 6 July 1991, Draft Revision to
Information Technology—Portable Operating System Interface (POSIX), Part 1:
System Application Program Interface (API) [C Language], copyright 1992 by the
Institute of Electrical and Electronic Engineers, Inc.
Extracts are reprinted from IEEE Std 1003.2—1992, IEEE Standard Information
Technology—Portable Operating System Interface (POSIX)—Part 2: Shells and Utilities ,
copyright 1990 by the Institute of Electrical and Electronic Engineers, Inc.
Extracts are reprinted from IEEE Std P1003.4a/D6—1992, IEEE Draft Standard
Information Technology—Portable Operating System Interface (POSIX)—Part 1: System
Application Program Interface (API)—Amendment 2: Threads Extension [C language] ,
copyright 1990 by the Institute of Electrical and Electronic Engineers, Inc.
Extracts from ISO/IEC 9899:1990 have been reproduced with the permission of the
International Organization for Standardization, ISO, and the International
Electrotechnical Commission, IEC. The complete standard can be obtained from
any ISO or IEC member or from the ISO or IEC Central Offices, Case Postal, 1211
Geneva 20, Switzerland. Copyright remains with ISO and IEC.
Portions of this book are extracted from X/Open Specification, Programming
Languages, Issue 3 copyright 1988, 1989, February 1992, by the X/Open Company
Limited, with the permission of X/Open Company Limited. No further
reproduction of this material is permitted without the written notice from the
X/Open Company Ltd, UK.
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Trademarks
IBM, the IBM logo, ibm.com, Lotus, and Notes are trademarks or registered
trademarks of International Business Machines Corporation in the United States,
other countries, or both. If these and other IBM trademarked terms are marked on
their first occurrence in this information with a trademark symbol (® or ™), these
symbols indicate U.S. registered or common law trademarks owned by IBM at the
time this information was published. Such trademarks may also be registered or
common law trademarks in other countries. A current list of IBM trademarks is
available on the Web at "Copyright and trademark information" at
www.ibm.com/legal/copytrade.shtml
Linux is registered trademark of Linus Torvalds in the United States, other
countries, or both.
Microsoft and Windows are trademarks of Microsoft Corporation in the United
States, other countries, or both.
UNIX is a registered trademark of The Open Group in the United States and other
countries.
Java is a trademark of Sun Microsystems, Inc. in the United States, other countries,
or both.
Other company, product, or service names may be trademarks or service marks of
others.
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About This Book
IBM Language Environment for z/VSE (LE/VSE) C Run-Time provides a run-time
environment on the VSE platform for C applications compiled with the IBM C for
VSE/ESA compiler.
LE/VSE C Run-Time consists of a set of C header files (defining supported C
library functions and macros) and some C application development utilities
(described in LE/VSE C Run-Time Programming Guide).
This book describes the LE/VSE C Run-Time language header files, library
functions, and macros.

What Is LE/VSE?
LE/VSE is a set of common services and language-specific routines that provide a
single run-time environment for applications written in LE/VSE-conforming versions
of the C, COBOL, and PL/I high level languages (HLLs), and for many
applications written in previous versions of COBOL. (For a list of
LE/VSE-conforming languages, and a description of compatibility with previous
versions of COBOL, see “LE/VSE-Conforming Languages” on page xviii.) LE/VSE
also supports applications written in assembler language using LE/VSE-provided
macros and assembled using High Level Assembler (HLASM).
Prior to LE/VSE, each programming language provided its own separate run-time
environment. LE/VSE combines essential and commonly-used run-time
services—such as message handling, condition handling, storage management, date
and time services, and math functions—and makes them available through a set of
interfaces that are consistent across programming languages. With LE/VSE, you
can use one run-time environment for your applications, regardless of the
application's programming language or system resource needs, because most
system dependencies have been removed.
Services that work with only one language are available within language-specific
portions of LE/VSE.
LE/VSE consists of:
v Basic routines for starting and stopping programs, allocating storage,
communicating with programs written in different languages, and indicating
and handling error conditions.
v Common library services, such as math services and date and time services, that
are commonly needed by programs running on the system. These functions are
supported through a library of callable services.
v Language-specific portions of the common run-time library.
LE/VSE is the implementation of Language Environment on the VSE platform.
Language Environment is also offered on platforms z/OS and VM, and on OS/400
as Integrated Language Environment.
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LE/VSE-Conforming Languages
An LE/VSE-conforming language is any HLL that adheres to the LE/VSE common
interface. Table 1 lists the LE/VSE-conforming language compiler products you can
use to generate applications that run with LE/VSE Release 4.
Table 1. LE/VSE-Conforming Languages
Language

LE/VSE-Conforming Language

Minimum Release

C

IBM C for VSE/ESA

Release 1

COBOL

IBM COBOL for VSE/ESA

Release 1

PL/I

IBM PL/I for VSE/ESA

Release 1

Any HLL not listed in Table 1 is known as a non-LE/VSE-conforming or,
alternatively, a pre-LE/VSE-conforming language. Some examples of
non-LE/VSE-conforming languages are:
v C/370
v DOS/VS COBOL
v VS COBOL II
v DOS PL/I
v DOS/VS RPG II
Only the following products can generate applications that run with LE/VSE:
v LE/VSE-conforming languages
v HLASM using LE/VSE-provided macros (for details, see LE/VSE Programming
Guide)
v DOS/VS COBOL and VS COBOL II, with some restrictions (see LE/VSE
Compatibility with Previous Versions of COBOL below).

LE/VSE Compatibility with Previous Versions of COBOL
Although DOS/VS COBOL and VS COBOL II are non-LE/VSE-conforming
languages, many applications generated with these compilers can run with
LE/VSE without recompiling. For details about compatibility, see LE/VSE Run-Time
Migration Guide.
However relinking under LE/VSE is the minimum effort in order to migrate
run-time, and involve LE/VSE COBOL-compatibility routines (rather than the old
and unsupported library routines of non-LE/VSE conforming COBOL compilers).
This particularily applies to NORES-compiled units or applications that involve
former initialization techniques such as ILBDSET0. There are even restrictions with
this approach, such as:
v No use of 4-digit dates.
v No exploitation of LE/VSE functionality.
v Interlanguage communication capabilities, and so on.
Therefore you are strongly recommended to carry out a (subsequent) full migration to
a higher ANSI standard and LE/VSE-conforming COBOL compiler (COBOL for
VSE/ESA).
VS COBOL II can also dynamically call some LE/VSE date and time callable
services. For details, see LE/VSE Programming Reference.
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The C Language
The C language is a general purpose, function-oriented programming language
that allows a programmer to create applications quickly and easily. C provides
high-level control statements and data types as do other structured programming
languages, and it also provides many of the benefits of a low-level language. Using
the C language supported by LE/VSE C Run-Time, you can write portable code
conforming to the ANSI standard.
The elements of the LE/VSE C Run-Time implementation include:
v All elements of the joint ISO and IEC standard: ISO/IEC 9899:1990 (E)
v ANSI/ISO 9899:1990[1992] (formerly ANSI X3.159-1989 C)
v Locale based internationalization support as defined in: ISO/IEC DIS 9945-2:1992/IEEE
POSIX 1003.2-1992 Draft 12 (There are some limitations to fully-compliant behavior as
noted in the LE/VSE C Run-Time Programming Guide.)
v Extended multibyte and wide character utilities as defined by a subset of the
Programming Language C Amendment 1, which will be ISO/IEC 9899:1990/Amendment
1:1994(E)
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Softcopy Examples
Most major examples in the following books are available in machine-readable
form:
v LE/VSE C Run-Time Library Reference, SC33-6689
v LE/VSE C Run-Time Programming Guide, SC33-6688
Softcopy examples are indicated in the book by a label in the form EDCXbnnn,
where b refers to the book:
v B is the LE/VSE C Run-Time Library Reference
v G is the LE/VSE C Run-Time Programming Guide
Softcopy examples are installed on your system along with the LE/VSE C
Run-Time component, in the sublibrary PRD2.SCEEBASE.
Example member names are the same as the labels indicated in the book, with a
“.C” extension.
Contact your system programmer if the default names are not used at your
installation.

How to Read the Syntax Diagrams
The following rules apply to the notation used in the syntax diagrams contained in this book:
v Read the syntax diagrams from left to right, top to bottom following the path of the line.
v Each syntax diagram begins with a double arrowhead ().
v An arrow (─) at the end of a line indicates that the option, service, or macro syntax continues on the
next line. A continuation line begins with an arrow (─).
v If a syntax diagram contains too many items or groups to fit in the diagram, the syntax is shown by a
main syntax diagram and one or more syntax fragments. A syntax fragment is referred to in the main
diagram by its fragment name between two vertical bars (│).
Each syntax fragment appears below the main syntax diagram, and begins and ends with a vertical bar
(│). A heading above the fragment indicates the name of the fragment.
Read each syntax fragment as though it were imbedded in the main syntax diagram.
v IBM-supplied default keywords appear above the main path or options path (see the sample on page
xxi). In the parameter list, IBM-supplied default choices are underlined.
v Keywords appear in nonitalic capital letters and should be entered exactly as shown. However, some
keywords may be abbreviated by truncation from the right as long as the result is unambiguous. In
this case, the unambiguous truncation is shown in capital letters in the keyword, for example:
ANyheap

v Words in lowercase letters represent user-defined parameters or suboptions.
v Enter parentheses, arithmetic symbols, colons, semicolons, commas, and greater-than signs where
shown.
v Required parameters appear on the same horizontal line (the main path) as the option, service, or
macro:
 OPTION required_parameter

v If you can choose from two or more parameters, the choices are stacked one above the other.
If choosing one of the items is optional, the entire stack appears below the main line.
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 OPTION


optional_parameter_1
optional_parameter_2
optional_parameter_3

If you must choose one of the items, one item of the stack appears on the main path:
 OPTION

required_choice_1
required_choice_2
required_choice_3



v An arrow returning to the left above a line indicates that an item can be repeated:

 OPTION  repeatable_item



OR
 OPTION



 repeatable_item

v A comma or semicolon included in the repeat symbol indicates a separator that you must include
between repeated parameters. These separators must be coded where shown.
v When entering commands, parameters and keywords must be separated by at least one blank if there
is no intervening punctuation.
v A double arrow (─) at the end of a line indicates the end of the syntax diagram.
The following example demonstrates how to read the syntax notation. Numbers in the example
correspond to explanations supplied below the example.
(6)
(1)
 ANyheap

(2)

(4)

(

,
(3)

FREE

ANYWHERE
,
incr_size

init_size

,
ANY
BELOW


(5)
KEEP

 )



Notes:
1

Keyword with minimum unambiguous truncation shown in capital letters

2

Opening parenthesis (must be specified if any parameters are specified)

3

Optional parameter

4

Comma (must be specified if there are parameters that follow)

5

Optional keyword

6

Optional keyword (IBM-supplied default)

About This Book
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Where to Find More Information
These are the manuals that describe LE/VSE:
Table 2. LE/VSE Publications
Publication

Form Number

LE/VSE Fact Sheet

GC33-6679

LE/VSE Concepts Guide

GC33-6680

LE/VSE Customization Guide

SC33-6682

LE/VSE Programming Guide

SC33-6684

LE/VSE Programming Reference

SC33-6685

LE/VSE C Run-Time Programming Guide

SC33-6688

LE/VSE C Run-Time Library Reference

SC33-6689

LE/VSE Debugging Guide and Run-Time Messages

SC33-6681

LE/VSE Writing Interlanguage Communication Applications

SC33-6686

LE/VSE Run-Time Migration Guide

SC33-6687

LE/VSE Licensed Program Specifications

GC33-6683

These are the z/VSE manuals to which you might need to refer:
Table 3. z/VSE Publications
Publication

Form Number

z/VSE Administration

SC33-8304

z/VSE Messages and Codes, Volume 1

SC33-8306

z/VSE Messages and Codes, Volume 2

SC33-8307

z/VSE Messages and Codes, Volume 3

SC33-8308

z/VSE Planning

SC33-8301

z/VSE System Control Statements

SC33-8305

z/VSE System Macros Reference

SC33-8405

z/VSE System Macros User's Guide

SC33-8407

z/VSE System Upgrade and Service

SC33-8303

VSE/VSAM User's Guide and Application Programming

SC33-8316

VSE/VSAM Commands

SC33-8315

z/VSE TCP/IP Support

SC34-2604

These are the manuals that describe IBM C for VSE/ESA:
Table 4. IBM C for VSE/ESA Publications
Publication

Form Number

Licensed Program Specifications

GC09-2421

Installation and Customization Guide

GC09-2422

Migration Guide

SC09-2423
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Table 4. IBM C for VSE/ESA Publications (continued)
Publication

Form Number

User's Guide

SC09-2424

Language Reference

SC09-2425

Diagnosis Guide

GC09-2426

These are the manuals that describe IBM COBOL for VSE/ESA:
Table 5. IBM COBOL for VSE/ESA Publications
Publication

Form Number

General Information

GC33-6679

Licensed Program Specifications

GC33-6680

Migration Guide

SC33-6682

Installation and Customization Guide

GC33-6680

Programming Guide

SC33-6684

Language Reference

SC33-6685

Diagnosis Guide

SC33-6684

Reference Summary

SX26-3834

These are the manuals that describe IBM PL/I for VSE/ESA:
Table 6. IBM PL/I for VSE/ESA Publications
Publication

Form Number

Fact Sheet

GC26-8052

Programming Guide

SC26-8053

Language Reference

SC26-8054

Licensed Program Specifications

GC26-8055

Migration Guide

SC33-6684

Installation and Customization Guide

SC26-8057

Diagnosis Guide

SC26-8058

Compile-Time Messages and Codes

SC26-8059

Reference Summary

SX26-3836

These are the manuals that describe Debug Tool for VSE/ESA:
Table 7. Debug Tool for VSE/ESA Publications
Publication

Form Number

User's Guide and Reference

SC26-8797

Installation and Customization Guide

SC26-8798

Fact Sheet

GC26-8925

You might also refer to the ...
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z/VSE Home Page
z/VSE has a home page on the World Wide Web, which offers up-to-date information about
VSE-related products and services, new z/VSE functions, and other items of interest to VSE users.
You can find the z/VSE home page at
http://www.ibm.com/systems/z/os/zvse/
You can also find VSE User Examples (in zipped format) at
http://www.ibm.com/systems/z/os/zvse/downloads/samples.html

Softcopy Publications
The following collection kit contains the LE/VSE and LE/VSE-conforming language product publications:
VSE Collection, SK2T-0060

Where to Find More Information
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Summary of Changes
This section describes the changes introduced with the current and previous three
editions of this manual.

Changes Introduced with Sixth Edition
These are the most important changes to this manual introduced with LE/VSE
1.4.7:
v “Configuring the LE/C TCP/IP Socket API Multiplexer” on page 439 describes
how you can configure the TCP/IP multiplexer. This task is a prerequisite for
using the Linux® Fast Path function.
v Other minor changes and improvements have been included in this manual.
For a summary of all the changes introduced with LE/VSE 1.4.7 (that is, changes
contained in all re-published LE/VSE manuals), refer to the z/VSE Release Guide,
SC33-8300.

Changes Introduced with Fifth Edition
These are the most important changes to this manual that were introduced with
LE/VSE 1.4.5:
v The name IBM® Language Environment® for VSE/ESA was changed to IBM
Language Environment for z/VSE. However, the short form LE/VSE remained
unchanged. In addition, the names of programs related to IBM Language
Environment for z/VSE remained unchanged (such as IBM COBOL for
VSE/ESA, IBM C for VSE/ESA, IBM PL/I for VSE/ESA, or Debug Tool for
VSE/ESA).
v The functions strcasecmp() and strncasecmp() were new. For details, see
“strcasecmp() — Case-Insensitive String Comparison” on page 308 and
“strncasecmp() — Case-Insensitive String Comparison” on page 327.
v Minor corrections and improvements were made to the manual.

Changes Introduced with Fourth Edition
These were the most important changes to this manual that were introduced with
LE/VSE 1.4.4:
v The name VSE/ESA was changed to z/VSE.
v Minor corrections and improvements were made to the manual.

Changes Introduced with Third Edition
These were the most important changes to this manual that were introduced with
LE/VSE 1.4.2:
v Header files csissh.h and gskssl.h were introduced for use with Secure Sockets
Layer (SSL) security. For details, see Chapter 1, “Header Files,” on page 1.
v TCP/IP call-level functions were included that support SSL security. These
functions have the prefix gsk. For details, see Chapter 3, “TCP/IP Callable
Functions,” on page 437.

© Copyright IBM Corp. 1995, 2010

xxvii

xxviii

LE/VSE V1R4.7 C Run-Time Library Reference

Chapter 1. Header Files
This chapter describes each header file, explains its contents, and lists the functions
that use the file. The function descriptions are described in Chapter 2, “Library
Functions,” on page 23.
The header files provided with the LE/VSE C Run-Time library contain macro and
constant definitions, type definitions, and function declarations. Some functions
require definitions and declarations from header files to work correctly. The
inclusion of files is optional, as long as the necessary statements from the files are
coded directly into the source.
Use the #include directive to select header files to include with your application,
for example, #include <stdio.h>.
For information about the #include directive, see IBM C for VSE/ESA Language
Reference

Feature Test Macros
Many of the symbols that are defined in headers are “protected” by a feature test
macro. These “protected” symbols are invisible to the application unless the user
defines the feature test macro with #define, using either of the following methods:
v In the source code before including any header files.
v On the compilation command.
Note that the LANGLVL compiler option does not define or undefine these
macros.
The following feature test macros are supported:
v _XOPEN_SOURCE_EXTENDED
When defined to 1, this defines the functionality defined in the XPG/4 standard
plus the set of “Common APIs for UNIX-based Operating Systems”, April, 1994,
draft.
Note: LE/VSE 1.4 only implements a subset of those routines.
v _OPEN_MSGQ_EXT
Defines an interface which enables use of select() and selectex() to monitor
socket descriptors.
v _OPEN_SYS_SOCK_EXT
Defines the interface for function prototypes and structures for the extended
sockets and bulk mode support.

aio.h
The aio.h header file is used with the TCP/IP functions described in “Callable
Functions Included in LE/VSE C Run-Time Socket API” on page 441, and contains
definitions for asynchronous I/O operations. It declares these functions:
aio_read()
aio_write()
aio_cancel()
© Copyright IBM Corp. 1995, 2010
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aio_suspend()
aio_error()
aio_return()

assert.h
The assert.h header file defines the assert() macro that allows you to insert
diagnostics into your code. You must include assert.h when you use assert().

cics.h
The cics.h header file declares the iscics() function, which verifies whether
CICS® is running.

collate.h
The collate.h header declares functions that retrieve information about the
current locale's collating properties:
cclass()
getmccoll()

collequiv()
getwmccoll()

collorder()
ismccollel()

collrange()
maxcoll()

colltostr()
strtocoll()

For more information about the effect of locales, see setlocale(), locale.h, or look
up the individual functions in this book. For still more information, see the
chapter, “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide.

csp.h
The csp.h header file declares the __csplist macro, which retrieves the Cross
System Product (CSP) parameter list.

csissl.h
The csissl.h header file includes the definitions related to SSL and Crypto
routines that are specific to the Connectivity Systems Inc. (CSI) implementation of
SSL. You require csissl.h in order to use SSL functions of the LE/VSE C
Run-Time Socket API, together with the Crypto routines provided by CSI.
If you wish to use the Crypto routines provided by CSI, you must link the object
file IPCRYPTS with your application.
For a list of the TCP/IP functions that support SSL, see “Callable Functions
Included in LE/VSE C Run-Time Socket API” on page 441.
For details of how SSL is implemented in LE/VSE, refer to “Using SSL with
LE/VSE” on page 440.

ctest.h
The ctest.h header file declares the debugging and diagnostics functions:
cdump()
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ctest()

ctrace()
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ctype.h
The ctype.h header file declares functions used to classify characters and convert
characters between upper and lower case:
isalnum()
isgraph()
isupper()

isalpha()
islower()
isxdigit()

isblank()
isprint()
tolower()

iscntrl()
ispunct()
toupper()

isdigit()
isspace()

For information about the effect of locales on these functions, see setlocale(),
locale.h, or look up the individual functions in this book. For still more
information, see “Internationalization: Locales and Character Sets” in LE/VSE C
Run-Time Programming Guide.

decimal.h
The decimal.h header file declares built-in functions that perform fixed-point
decimal operations:
decabs()

decchk()

decfix()

The header file also defines constants that specify the ranges of the decimal data
types.

errno.h
The errno.h header file defines the symbolic constants that are returned in the
external variable errno.
Table 8. Definitions in errno.h
EACCES
EADDRINUSE
EADDRNOTAVAIL
EADV
EAFNOSUPPORT
EAGAIN
EALREADY
EBADF
EBADMSG
EBUSY
ECANCELED
ECHILD
ECOMM
ECONNABORTED
ECONNREFUSED
ECONNRESET
EDEADLK
EDESTADDRREQ
EDOM
EDOTDOT
EDQUOT
EEXIST
EFAULT
EFBIG

Permission denied
Address in use
Address not available
advertise error
Address family not supported.
Resource temporarily unavailable
Connection already in progress
Bad file or socket descriptor
Bad message
Resource busy
The asynchronous I/O request has been canceled
No child processes
Communication error on send
Connection aborted
Connection refused
Connection reset
Resource deadlock avoided
Destination address required
Domain error
Cross mount point (not an error)
Reserved
File exists
Bad address
File too large
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Table 8. Definitions in errno.h (continued)
EHOSTDOWN
EHOSTUNREACH
EIBMBADCALL
EIBMBADPARM
EIBMCANCELLED
EIBMCONFLICT
EIBMIUCVERR
EIBMSOCKINUSE
EIBMSOCKOUTOFRANGE
EIDRM
EILSEQ
EINPROGRESS
EINTR
EINVAL
EIO
EISCON
EISDIR
ELEMSGERR
ELENOFORK
ELOAD
ELOOP
EMFILE
EMLINK
EMSGSIZE
EMULTIHOP
EMVSBADCHAR
EMVSCATLG
EMVSCVAF
EMVSDYNALC
EMVSERR
EMVSEXPIRE
EMVSINITIAL
EMVSNORTL
EMVSNOTUP
EMVSPARM
EMVSPASSWORD
EMVSPATHOPTS
EMVSPFSFILE
EMVSPFSPERM
EMVSSAF2ERR
EMVSSAFEXTRERR
EMVSTODNOTSET
ENAMETOOLONG
ENETDOWN
ENETRESET
ENETUNREACH
ENFILE
ENOBUFS
ENODATA
ENODEV
ENOENT
ENOEXEC
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Host is down
Destination host can not be reached
A bad socket-call constant in IUCV header
Other IUCV header error
Request cancelled
Conflicting call outstanding on socket
Request failed due to IUCV error
Assigned socket number already in use
Assigned socket number out of range
Identifier removed
Illegal byte sequence
Connection in progress
Interrupted function call
Invalid argument
Input/output error
Socket is already connected
Is a directory
Message file was not found in the hierarchical file system
Language Environment member language cannot tolerate a
fork()
Load failed
A loop exists in symbolic links encountered during
resolution of the path argument
Too many open files
Too many links
Message too long
Multihop is not allowed
Bad character in environment variable name
Catalog obtain error
Catalog Volume Access Facility error
Dynamic allocation error
An internal error has occurred
Password has expired
Process initialization error
Access to the OpenEdition version of the C RTL is denied
OpenEdition is not active
Bad parameters were passed to the service
Password is invalid
Access mode argument conflicts with PATHOPTS parameter
Permanent file error
System error
SAF/RACF error
SAF/RACF extract error
System TOD clock not set
File name too long
The local interface to use or reach the destination is down
Network dropped connection on reset
Network unreachable
Too many open files in system
No buffer space available
No message available
No such device
No such file or directory
Exec format error

Header Files
Table 8. Definitions in errno.h (continued)
ENOLINK
ENOLCK
ENOMEM
ENOMSG
ENONET
ENOPROTOOPT
ENOSPC
ENOSR
ENOSYS
ENOSTR
ENOTBLK
ENOTCONN
ENOTDIR
ENOTEMPTY
ENOTSOCK
ENOTTY
ENXIO
EOFFLOADboxDOWN
EOFFLOADboxERROR
EOFFLOADboxRESTART
EOPNOTSUPP
EOVERFLOW
EPERM
EPFNOSUPPORT
EPIPE
EPROCLIM
EPROTO
EPROTONOSUPPORT
EPROTOTYPE
ERANGE
EREMCHG
EREMOTE
EROFS
ERREMOTE
ESHUTDOWN
ESOCKTNOSUPPORT
ESPIPE
ESRCH
ESRMNT
ESTALE
ETIME
ETIMEDOUT
ETOOMANYREFS
ETXTBSY
EUSERS
EVSE
EWOULDBLOCK
EXDEV
E2BIG

The link has been severed
No locks available
Not enough space
No message of desired type
Machine is not on the network
Protocol not available
No space left on device
No stream resource
Function not implemented
Not a stream
Block device required
Socket not connected
Not a directory
Directory not empty
Descriptor does not refer to a socket
Inappropriate I/O control operation
No such device or address
Offload box down
Offload box error
Offload box restarted
Operation not supported on socket
Value too large to be stored in data type
Operation not permitted
Protocol family not supported
Broken pipe
Too many processes
Protocol error
Protocol not supported
The socket type is not supported by the protocol
Range error
Remote address changed
Too many levels of remote in path
Read-only file system
Object is remote
Cannot send after socket shutdown
Socket type not supported
Invalid seek
No such process
srmount error
The file handle is stale
Stream ioctl() timeout
Connection timed out
Too many references: cannot splice
Text file busy
Too many users
Not supported under VSE
Problem on non-blocking socket
A link to a file on another file system was attempted
Argument list too long

The errno.h header file also defines errno, which is a modifiable lvalue having
type int. If you intend to test the value of errno after library function calls, first set
it to 0, because the library functions do not reset the value to 0.
Chapter 1. Header Files
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strerror() or perror() functions can be used to print the description of the message
associated with a particular errno.
To test for the explicit error, use the macro names defined in errno.h, rather than
specific values of these macros. Doing so will ensure future compatibility and
portability.
errno.h also declares the _errno2() prototype.

fcntl.h
The fcntl.h header file is used with the TCP/IP functions described in “Callable
Functions Included in LE/VSE C Run-Time Socket API” on page 441, and delares
the fcntl functions.

features.h
The features.h header file is used with the TCP/IP functions described in “Callable
Functions Included in LE/VSE C Run-Time Socket API” on page 441, and contains
definitions for feature test macros. For information on feature test macros, see
“Feature Test Macros” on page 1.

float.h
The float.h header file defines constants (listed in ANSI 2.2.4.2.2) that describe the
characteristics of the internal representations of the three floating-point data types:
float, double, and long double. The definitions are:
FLT_ROUNDS = 0
The rounding mode for floating-point addition
FLT_RADIX = 16
The radix for LE/VSE C Run-Time applications, FLT_RADIX, is defined to
be 16
FLT_MANT_DIG = 6, DBL_MANT_DIG = 14, LDBL_MANT_DIG = 28
The number of hexadecimal digits stored to represent the significand of a
fraction
FLT_DIG = 6, DBL_DIG = 15, LDBL_DIG = 32
The number of decimal digits, q, such that any floating-point number with
q decimal digits can be rounded into a floating-point number with p radix
FLT_RADIX digits and back again, without any change to the q decimal
digits
FLT_MIN_EXP = -64, DBL_MIN_EXP = -64, LDBL_MIN_EXP = -64
The minimum negative integer such that FLT_RADIX raised to that power
minus 1 is a normalized floating-point number
FLT_MIN_10_EXP = -78, DBL_MIN_10_EXP = -78, LDBL_MIN_10_EXP = -78
The minimum negative integer such that 10 raised to that power is in the
range of normalized floating-point numbers
FLT_MAX_EXP = 63, DBL_MAX_EXP = 63, LDBL_MAX_EXP = 63
The maximum integer such that FLT_RADIX raised to that power minus 1
is a representable finite floating-point number
FLT_MAX_10_EXP = 75, DBL_MAX_10_EXP = 75, LDBL_MAX_10_EXP = 75
The maximum integer such that 10 raised to that power is in the range of
representable finite floating-point numbers
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FLT_MAX = 7.2370051E75, DBL_MAX = 7.2370055E75, LDBL_MAX =
7.2370055E75
The maximum representable finite floating-point number
FLT_EPSILON = 9.536743e-07, DBL_EPSILON = 2.220446e-16, LDBL_EPSILON =
3.081488e-33
The difference between 1.0 and the least value greater than 1.0 that is
representable in the given floating-point type
FLT_MIN = 5.397605e-79, DBL_MIN = 5.397605e-79, LDBL_MIN = 5.397605e-79
The minimum normalized positive floating-point number

gskssl.h
The gskssl.h header file contains SSL definitions. It is used with the Secure Socket
Layer (SSL) functions described in “Callable Functions Included in LE/VSE C
Run-Time Socket API” on page 441.
For details of how SSL is implemented in LE/VSE, refer to “Using SSL with
LE/VSE” on page 440.

iconv.h
The iconv.h header file declares the iconv_open(), iconv, and iconv_close()
functions that deal with code conversion.
The header file also declares the iconv_t type that is a pointer to the object capable
of storing the information about the converters used to convert characters in one
coded character set to another. For state-dependent encoding, the object stores the
encoded information about the current shift state.

ims.h
The ims.h header file declares the ctdli() function that invokes DL/I facilities.

inet.h
The inet.h header file is used with the TCP/IP functions described in “Callable
Functions Included in LE/VSE C Run-Time Socket API” on page 441, and contains
definitions for internet operations.

in.h
The in.h header file is used with the TCP/IP functions described in “Callable
Functions Included in LE/VSE C Run-Time Socket API” on page 441, and contains
definitions for the internet protocol family.

ioctl.h
The ioctl.h header file is used with the TCP/IP functions described in “Callable
Functions Included in LE/VSE C Run-Time Socket API” on page 441, and contains
system I/O definitions and structures.

Chapter 1. Header Files
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leawi.h
The leawi.h header file contains internal macros. The header file is required for
applications that use Language Environment Application Writer Interfaces (LE
AWI).

langinfo.h
The langinfo.h header file declares the nl_langinfo() function. The header file
also defines the macros that, in turn, define constants used to identify the
information queried in the current locale. These constants are listed in the
following table.
Table 9. Constants
Item Name
ABDAY_1
ABDAY_2
ABDAY_3
ABDAY_4
ABDAY_5
ABDAY_6
ABDAY_7
ABMON_1
ABMON_2
ABMON_3
ABMON_4
ABMON_5
ABMON_6
ABMON_7
ABMON_8
ABMON_9
ABMON_10
ABMON_11
ABMON_12
AM_STR
CODESET
CREDIT_SIG
CRNCYSTR
D_FMT
D_T_FMT
DAY_1
DAY_2
DAY_3
DAY_4
DAY_5
DAY_6
DAY_7
DEBIT_SIGN
MON_1
MON_2
MON_3
MON_4
MON_5
MON_6
MON_7
MON_8
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defined in langinfo.h
Description
Abbreviated first day of the week
Abbreviated second day of the week
Abbreviated third day of the week
Abbreviated fourth day of the week
Abbreviated fifth day of the week
Abbreviated sixth day of the week
Abbreviated seventh day of the week
Abbreviated first month
Abbreviated second month
Abbreviated third month
Abbreviated fourth month
Abbreviated fifth month
Abbreviated sixth month
Abbreviated seventh month
Abbreviated eighth month
Abbreviated ninth month
Abbreviated tenth month
Abbreviated eleventh month
Abbreviated twelfth month
String for morning
Current encoded character set of the process
Credit sign
Currency symbol
String for formatting date
String for formatting date and time
Name of the first day of the week
Name of the second day of the week
Name of the third day of the week
Name of the fourth day of the week
Name of the fifth day of the week
Name of the sixth day of the week
Name of the seventh day of the week
Debit sign
Name of the first month
Name of the second month
Name of the third month
Name of the fourth month
Name of the fifth month
Name of the sixth month
Name of the seventh month
Name of the eighth month
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Table 9. Constants
Item Name
MON_9
MON_10
MON_11
MON_12
NOEXPR
PM_STR
RADIXCHAR
T_FMT
THOUSEP
YESEXPR

defined in langinfo.h (continued)
Description
Name of the ninth month
Name of the tenth month
Name of the eleventh month
Name of the twelfth month
Negative response expression
String for afternoon
Radix character
String for formatting time
Separator for thousands
Affirmative response expression

The langinfo.h header file also defines the type nl_item, which is the type of the
above constants.
For more information about the effect of locales, see setlocale(), locale.h, or look
up the individual functions in this book. For still more information, see
“Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide.

limits.h
The limits.h header file contains symbolic names that represent standard values
for limits on resources, such as the maximum value for an object of type char.
These defined values are not fixed.
Table 10. Definitions of Resource Limits
BC_BASE_MAX
BC_DIM_MAX
BC_SCALE_MAX
BC_STRING_MAX
CHAR_BIT
CHAR_MAX
CHAR_MIN
COLL_WEIGHTS_MAX
__DIR_NAME_MAX
EXPR_NEST_MAX
INT_MAX
INT_MIN
LINE_MAX
LONG_MAX
LONG_MIN
MB_LEN_MAX
NGROUPS_MAX
RE_DUP_MAX
SCHAR_MAX
SCHAR_MIN
SHRT_MAX
SHRT_MIN
SSIZE_MAX
UCHAR_MAX
UINT_MAX
ULONG_MAX
USHRT_MAX

32767
32768
32767
2048
8
255
0
2
256
32
2147483647
(-2147483647 - 1)
2048
2147483647
(-2147483647L - 1)
4
300
255
127
(-128)
32767
(-32768)
2147483647
255
4294967295
4294967295U
65535
Chapter 1. Header Files
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locale.h
The locale.h header file declares the localdtconv(), localeconv(), and
setlocale() functions, which are useful for changing the locale when you are
creating applications for international users.
The locale.h file declares the lconv structure. Table Table 11 below shows the
elements of the lconv structure and the defaults for the C locale.
Table 11. Elements of the lconv Structure
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Element

Purpose of Element

Default

char *decimal_point

Decimal-point character used to format
nonmonetary quantities.

"."

char *thousands_sep

Character used to separate groups of digits
to the left of the decimal-point character in
formatted nonmonetary quantities.

""

char *grouping

String indicating the size of each group of
digits in formatted nonmonetary quantities.
The value of each character in the string
determines the number of digits in a group.
A value of CHAR_MAX indicates that there are
no further groupings. 0 indicates that the
previous element is to be used for the
remainder of the digits.

""

char *int_curr_symbol

""
International currency symbol for the
current locale. The first three characters
contain the alphabetic international currency
symbol. The fourth character (usually a
space) is the character used to separate the
international currency symbol from the
monetary quantity.

char *currency_symbol

Local currency symbol of the current locale.

""

char *mon_thousands_sep

Separator for digits in formatted monetary
quantities.

""

char *mon_grouping

""
String indicating the size of each group of
digits in formatted monetary quantities. The
value of each character in the string
determines the number of digits in a group.
A value of CHAR_MAX indicates that there are
no further groupings. 0 indicates that the
previous element is to be used for the
remainder of the digits.

char *positive_sign

String indicating the positive sign used in
monetary quantities.

""

char *negative_sign

String indicating the negative sign used in
monetary quantities.

""

char int_frac_digits

The number of displayed digits to the right
of the decimal place for internationally
formatted monetary quantities.

UCHAR_MAX

char frac_digits

Number of digits to the right of the decimal
place in monetary quantities.

UCHAR_MAX

char p_cs_precedes

1 if the currency_symbol precedes the value
for a nonnegative formatted monetary
quantity; 0 if it does not.

UCHAR_MAX
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Table 11. Elements of the lconv Structure (continued)
Element

Purpose of Element

Default

char p_sep_by_space

1 if the currency_symbol is separated by a
space from the value of a nonnegative
formatted monetary quantity; 0 if it does
not; 2 if a space separates the symbol and
the sign string—if adjacent.

UCHAR_MAX

char n_cs_precedes

1 if the currency_symbol precedes the value
for a negative formatted monetary quantity;
0 if it does not.

UCHAR_MAX

char n_sep_by_space

1 if the currency_symbol is separated by a
UCHAR_MAX
space from the value of a negative formatted
monetary quantity; 0 if it does not; 2 if a
space separates the symbol and the sign
string—if adjacent.

char p_sign_posn

Value indicating the position of the
positive_sign for a nonnegative formatted
monetary quantity.

UCHAR_MAX

char n_sign_posn

Value indicating the position of the
negative_sign for a negative formatted
monetary quantity.

UCHAR_MAX

char *left_parenthesis

Negative-valued monetary symbol.

""

char *right_parenthesis

Negative-valued monetary symbol.

""

char *debit_sign

Debit_sign characters.

""

char *credit_sign

Credit_sign characters.

""

The locale.h file declares the dtconv structure:
struct dtconv {
char *abbrev_month_names[12];
char *month_names[12];
char *abbrev_day_names[7];
char *day_names[7];
char *date_time_format;
char *date_format;
char *time_format;
char *am_string;
char *pm_string;
char *time_format_ampm;
};

/*
/*
/*
/*
/*
/*
/*
/*
/*
/*

Abbreviated month names
full month names
Abbreviated day names
full day names
date and time format
date format
time format
AM string
PM string
long date format

*/
*/
*/
*/
*/
*/
*/
*/
*/
*/

The information in each element of dtconv is equivalent to calling nl_langinfo()
with these keywords:
Keyword
abmon
mon
abday
day
d_t_fmt
d_fmt
t_fmt
am_pm
am_pm
t_fmt_ampm

Element of dtconv
abbrev_month_names
month_names
abbrev_day_names
day_names
date_time_format
date_format
time_format
am_string
pm_string
time_format_ampm
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The locale.h file also contains additional definitions for LE/VSE C Run-Time,
including the LC_SYNTAX extension and the following macros:
LC_ALL
LC_NUMERIC

LC_COLLATE
LC_TIME

LC_CTYPE
LC_TOD

LC_MONETARY
NULL

The aspects of a program related to national language or to cultural characteristics
(such as time zone, currency symbols, and sorting order of characters) can be
customized at run time using different locales, to suit users' requirements at those
locales. For more information on using locales, see “Internationalization: Locales
and Character Sets” in LE/VSE C Run-Time Programming Guide.

math.h
The math.h header file declares the floating-point mathematical functions:
acos()
cos()
floor()
jn()
log10()
sqrt()
y1()

asin()
cosh()
fmod()
j0()
modf()
tan()

atan()
erf()
frexp()
j1()
pow()
tanh()

atan2()
erfc()
gamma()
ldexp()
sin()
yn()

ceil()
exp()
hypot()
log()
sinh()
y0()

The math.h header file declares the built-in functions abs() and fabs(). For
information about built-in functions, see “Built-in Functions” on page 25.
The math.h header file declares the macro HUGE_VAL, which expands to a positive
double expression.
For all mathematical functions, a domain error occurs when an input argument is
outside the range of values allowed for that function. If a domain error occurs, the
function sets errno to EDOM.
A range error occurs if the result of the function cannot be represented in a double
value. If the magnitude of the result is too large (overflow), the function returns
HUGE_VAL or −HUGE_VAL and sets errno to ERANGE. If the result is too small
(underflow), the function returns 0.

__messag.h
The __messag.h header file contains definitions for the __console() function
(which is described on page 68).

monetary.h
The monetary.h header file declares the strfmon() function.
For information about the effect of locales on strfmon(), see setlocale(),
locale.h, or look up strfmon() in this book. For still more information, see
“Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide.
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mtf.h
The mtf.h header file declares the multitasking facility (MTF) functions:
tinit()

tsched()

tsyncro()

tterm()

tsched() is a built-in function.
This header file also contains definitions of macros for certain return values from
the above functions.
Note: MTF is not supported under VSE; these functions are kept only for
compatibility with other implementations of C. Under VSE, these functions
return values indicating “wrong operating system” or “MTF is inactive”. For
details, see the individual functions in this book.

netdb.h
The netdb.h header file is used with the TCP/IP functions described in “Callable
Functions Included in LE/VSE C Run-Time Socket API” on page 441, and contains
definitions for network database operations.

nl_langinfo.h
The nl_langinfo.h header file also declares all the macros declared by “langinfo.h”
on page 8.

nl_types.h
The nl_types.h header file defines the nl_item typedef for the nl_langinfo()
function.
For information about the effect of locales on nl_langinfo(), see setlocale(),
locale.h, or look up nl_langinfo() in this book. For still more information, see
“Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide.

regex.h
The regex.h header file declares the type size_t. It defines the regular expression
functions:
regcomp()

regerror()

regexec()

regfree()

The regex.h header file declares the regex_t type, which can store a compiled
regular expression.
The regex.h header file declares the following macros:
v Values of the cflags parameter of the regcomp() function: REG_EXTENDED,
REG_ICASE, REG_NEWLINE, REG_NOSUB
v Values of the eflags parameter of the regexec() function: REG_NOTBOL,
REG_NOTEOL
v Values of the errcode parameter of the regerror() function: REG_*
Chapter 1. Header Files
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setjmp.h
The setjmp.h header file contains function declarations for longjmp() and
setjmp(), which use the system stack to affect the program state. It also defines
one buffer type, jmp_buf, that the setjmp() and longjmp() functions use to save
and restore the program state.

signal.h
The signal.h header file defines the values for signals. It declares these functions:
raise()

signal()

signal.h defines the following macros:
SIG_DFL
SIGABRT
SIGSEGV

SIG_ERR
SIGFPE
SIGTERM

SIG_IGN
SIGILL
SIGUSR1

SIG_PROMOTE
SIGINT
SIGUSR2

SIGABND
SIGIOERR

socket.h
The socket.h header file is used with the TCP/IP functions described in “Callable
Functions Included in LE/VSE C Run-Time Socket API” on page 441, and contains
socket definitions.

spc.h
The spc.h header file contains declarations for the functions available in the
System Programming C (SPC) environment (also described in the chapter "Using
the System Programming C Facilities" of the LE/VSE C Run-Time Programming
Guide, SC33-6688).
These are the SPC functions available:
edcxregs
__xhott()
__xusr()

edcxusr
__xhotu()
__xusr2()

edcxusr2
__xregs()
__24malc()

__xhotc()
__xsacc()
__4kmalc()

__xhotl()
__xsrvc()

The spc.h header file also declares these functions, that are used for allocating
storage and writing strings.
calloc()

free()

malloc()

realloc()

sprintf()

stdarg.h
The stdarg.h header file defines macros used to access arguments in functions
with variable-length argument lists:
va_arg()

va_start()

va_end()

The stdarg.h header file also defines the structure va_list.
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stddef.h
The stddef.h header file contains definitions of the commonly used pointers,
variables, and types, from the typedef statements, as listed below:
ptrdiff_t
The signed integral type of the result of subtracting two pointers.
size_t typedef for the type of the value returned by sizeof. LE/VSE C Run-Time
defines size_t as an unsigned int.
wchar_t
typedef for a wide-character constant. LE/VSE C Run-Time defines
wchar_t as an unsigned short.
stddef.h defines these macros:
NULL

A pointer that never points to a data object.

offsetof
Expands to the number of bytes between a structure member and the start
of the structure. The offsetof macro has the form
offsetof(structure_type, member).

stdio.h
The stdio.h header file declares standard input and output functions:
clearerr()
ferror()
fldata()
fputs()
fsetpos()
getchar()
putchar()
scanf()
svc99()
vprintf()

clrmemf()
fflush()
flocate()
fread()
ftell()
gets()
puts()
setbuf()
tmpfile()
vsprintf()

fclose()
fgetc()
fopen()
freopen()
fupdate()
perror()
remove()
setvbuf()
tmpnam()

fdelrec()
fgetpos()
fprintf()
fscanf()
fwrite()
printf()
rename()
sprintf()
ungetc()

feof()
fgets()
fputc()
fseek()
getc()
putc()
rewind()
sscanf()
vfprintf()

Types Defined in stdio.h
The stdio.h header file defines these types:
FILE

Stream functions use a pointer to the FILE type to get access to a given
stream. The system uses the information in the FILE structure to maintain
the stream. The C standard streams stdin, stdout, and stderr are also
defined in stdio.h.

fpos_t For use with fgetpos() and fsetpos().
fldata_t
For use with fldata().
__amrc_type and __amrc2_type
For use in determining error information when I/O functions fail. For
descriptions of these types, see LE/VSE C Run-Time Programming Guide.

Macros Defined in stdio.h
You can use these macros as constants in your programs, but you should not alter
their values.
Chapter 1. Header Files
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BUFSIZ Specifies the buffer size to be used by the setbuf() function when you are
allocating buffers for stream I/O. This value is the expected size of the
user’s buffer supplied to setbuf(). If a larger buffer is required (for
example, blocksize is larger than BUFSIZ) or if special buffer attributes are
required, LE/VSE C Run-Time applications will not use the user's buffer.
EOF

The value returned by an I/O function when the end of the file (or in
some cases, an error) is found.

FOPEN_MAX
The maximum number of files that can be open simultaneously.
FILENAME_MAX
The maximum number of characters in a filename. Can be used in the size
specification of an array (for example, to hold the filename returned by
fldata()).
L_tmpnam
The size of the longest temporary name that can be generated by the
tmpnam() function.
NULL

A pointer that never points to a data object.

TMP_MAX
The maximum number of unique file names that can be generated by the
tmpnam() function.
The macros SEEK_CUR, SEEK_END, and SEEK_SET expand to integral constant
expressions and can be used as the third argument to fseek().
The macros _IOFBF, _IOLBF, and _IONBF expand to integral constant expressions
with distinct values suitable for use as the third argument to the setvbuf()
function.
The following macros expand to integer constant expressions suitable for
interpreting values returned by fldata(), in the fldata_t structure.
__APPEND
__ESDS
__MEMORY
__PRINTER
__TAPE
__WRITE

__BINARY
__ESDS_PATH
__MSGFILE
__READ
__TDQ

__DISK
__KSDS
__NOTVSAM
__RECORD
__TEXT

__DUMMY
__KSDS_PATH
__OTHER
__RSDS
__UPDATE

The following macros expand to integral constant expressions suitable for use as
the fourth argument to the flocate() function.
__KEY_EQ
__KEY_LAST

__KEY_EQ_BWD
__RBA_EQ

__KEY_FIRST
__RBA_EQ_BWD

__KEY_GE

The following macros expand to integral constant expressions suitable for use as
the argument to the function clrmemf().
__CURRENT
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The following macros expand to integral constant expressions suitable for use to
determine the last operation reported in the __amrc_type structure. All these
macros are described in LE/VSE C Run-Time Programming Guide.
__BSAM_BLDL[1]
__BSAM_NOTE
__BSAM_READ
__C_CANNOT_EXTEND
__C_DBCS_TRUNCATE
__C_TRUNCATE
__INTERCEPT_READ
__IO_DEVTYPE
__IO_OBTAIN[1]
__IO_TRKCALC
__OS_CLOSE
__QSAM_PUT
__TGET_READ[1]
__VSAM_ENDREQ
__VSAM_GET
__VSAM_OPEN_ESDS_PATH
__VSAM_OPEN_KSDS_PATH
__VSAM_PUT

[1]

__BSAM_CLOSE
__BSAM_OPEN
__BSAM_STOW[1]
__C_DBCS_SI_TRUNCATE
__C_DBCS_UNEVEN
__CELMSGF_WRITE
__INTERCEPT_WRITE
__IO_INIT
__IO_RENAME[1]
__IO_UNCATALOG[1]
__OS_OPEN
__QSAM_RELSE
__TPUT_WRITE
__VSAM_ERASE
__VSAM_MODCB
__VSAM_OPEN_FAIL
__VSAM_OPEN_RRDS
__VSAM_SHOWCB

__BSAM_CLOSE_T[1]
__BSAM_POINT
__BSAM_WRITE
__C_DBCS_SO_TRUNCATE
__C_FCBCHECK
__CICS_WRITEQ_TD
__IO_CATALOG[1]
__IO_LOCATE[1]
__IO_SCRATCH
__NOSEEK_REWIND
__QSAM_GET
__QSAM_TRUNC
__VSAM_CLOSE
__VSAM_GENCB
__VSAM_OPEN_ESDS
__VSAM_OPEN_KSDS
__VSAM_POINT
__VSAM_TESTCB

Not supported under LE/VSE C Run-Time. Kept for compatibility with
other implementations of C.

stdlib.h
The stdlib.h header file declares the following functions:
abort()
atol()
cs()[1]
fetchep()
__librel()
qsort()
setenv()
system()

[1]

abs()[1]
bsearch()
csid()
free()
malloc()
rand()
srand()
wcsid()

atexit()
calloc()
div()
getenv()
mblen()
realloc()
strtod()
wcstombs()

atof()
cds()[1]
exit()
labs()
mbstowcs()
release()
strtol()
wctomb()

atoi()
clearenv()
fetch()
ldiv()
mbtowc()
rpmatch()
strtoul()

Built-in function.

Two type definitions, __cs_t and __cds_t, are added to stdlib.h for the Compare
and Swap functions cs() and cds().
The type size_t is declared in the header file. It is used for the type of the value
returned by sizeof. The type wchar_t is declared and used for a wide character
constant. For more information on the types size_t and wchar_t, see “stddef.h” on
page 15.
The stdlib.h header file declares div_t and ldiv_t, which define the structure
types that are returned by div() and ldiv().
The stdlib.h header file also contains definitions for the following macros:
NULL

The NULL pointer constant (also defined in stddef.h).
Chapter 1. Header Files
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EXIT_SUCCESS
Used by the atexit() function.
EXIT_FAILURE
Used by the atexit() function.
RAND_MAX
Expands to an integer representing the largest number that the RAND
function can return.
MB_CUR_MAX
Expands to an integer representing the maximum number of bytes in a
multibyte character. This value is dependent on the current locale.
If MB_CUR_MAX is set to 1, multibyte functions will behave as if all multibyte
characters are one byte long; wide-character functions are not supported
and full DBCS support is not provided. If MB_CUR_MAX is 4, all DBCS
support provided by the library is enabled.

string.h
The string.h header file declares the string manipulation functions and their
built-in versions:
memchr()[1]
strcat()[1]
strcspn()
strncpy()
strtok()

[1]

memcmp()[1]
strchr()[1]
strerror()
strpbrk()
strxfrm()

memcpy()[1]
strcmp()[1]
strlen()[1]
strrchr()[1]

memmove()
strcoll()
strncat()
strspn()

memset()[1]
strcpy()[1]
strncmp()
strstr()

Built-in function.

The string.h header file also defines the macro NULL and the type size_t; for more
information see “stddef.h” on page 15.

strings.h
The strings.h header file contains definitions for string operations.
The use of the strings.h header file is illustrated by functions “strcasecmp() —
Case-Insensitive String Comparison” on page 308 and “strncasecmp() —
Case-Insensitive String Comparison” on page 327.

time.h
The time.h header file contains the definition of the struct timeval, and declares
these time and date functions:
asctime()
localtime()

clock()
mktime()

ctime()
strftime()

difftime()
strptime()

gmtime()
time()

The time.h header file also defines:
v A structure tm containing the components of a calendar time. See “gmtime() —
Convert Time to Broken-Down UTC Time” on page 186 for a list of the members
of the tm structure. This structure is used by the functions asctime(), gmtime(),
localtime(), mktime(), strftime(), and strptime().
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v A macro CLOCKS_PER_SEC equal to the number per second of the value returned
by the clock() function.
v Types clock_t, time_t, and size_t.
v The NULL pointer constant. For more information on NULL and the type size_t,
see “stddef.h” on page 15.
v The macro CLK_TCK, which is the number of clock ticks per second, is provided
for compatibility with earlier releases. It was used in connection with the return
value of the clock() function. This use has been superseded by the
CLOCKS_PER_SEC macro.
The time functions are affected by the current locale selected. The LC_CTYPE
category affects the behavior of the strftime(), strptime(), and wcsftime()
functions. The LC_TOD category affects the behavior of the gmtime(), mktime(),
and localtime() functions.

types.h
The types.h header file is used with the TCP/IP functions described in “Callable
Functions Included in LE/VSE C Run-Time Socket API” on page 441, and defines a
collection of typedef symbols and structures.
dev_t

Device numbers

gid_t
ino_t
mode_t
nlink_t
off_t
pid_t
size_t
ssize_t
uid_t
time_t
clock_t
sigset_t
cc_t
speed_t
tcflag_t
mtm_t
rdev_t
key_t
id_t
useconds_t
sa_family_t
in_port_t
u_char
u_int
ushort
u_short
u_long
in_addr_t
ip_addr_t
caddr_t

Group IDs
File serial numbers
Some file attributes
Link counts
File sizes
Process IDs and process group ids
Unsigned integer
Signed arithmetic
User IDs
Time values
Time values
Signal set
tty control chars
tty baud rate
tty modes
Mount request
Device numbers
interprocess communications
General identifier, can contain a pid_t or a gid_t
Microseconds
Address family
AF_INET port
Unsigned char
Unsigned int
Unsigned short
Unsigned short
Unsigned long
Internet address
Internet address
Used for message data pointer

Chapter 1. Header Files
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uio.h
The uio.h header file is used with the TCP/IP functions described in “Callable
Functions Included in LE/VSE C Run-Time Socket API” on page 441, and contains
definitions for vector I/O operations.

variant.h
The variant.h header file declares the getsyntx() function which returns
LC_SYNTAX characters. It declares the variant structure:
struct variant {
char
*codeset;
char
backslash;
char
right_bracket;
char
left_bracket;
char
right_brace;
char
left_brace;
char
circumflex;
char
tilde;
char
exclamation_mark;
char
number_sign;
char
vertical_line;
char
dollar_sign;
char
commercial_at;
char
grave_accent;
};

/*
/*
/*
/*
/*
/*
/*
/*
/*
/*
/*
/*
/*
/*

codeset of the
encoding of \
encoding of ]
encoding of [
encoding of }
encoding of {
encoding of ^
encoding of ~
encoding of !
encoding of #
encoding of ¦
encoding of $
encoding of @
encoding of `

current locale */
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/

struct variant *getsyntx(void);

For more information about the effect of locale, see setlocale(), locale.h, or look
up the individual functions in this book. For still more information, see
“Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide.

wchar.h
The wchar.h header file contains the declaration for the supported subset of the
ISO/C Multibyte Support extensions defined in ISO/IEC 9899:1990/Amendment
1:1993(E) extensions. The following functions are declared in wchar.h:
fgetwc()
getwchar()
putwc()
vswprintf()
wcscoll()
wcsncat()
wcsrtombs()
wcstol()
wcwidth()

fgetws()
mbrlen()
putwchar()
wcrtomb()
wcscpy()
wcsncmp()
wcsspn()
wcstoul()

fputwc()
mbrtowc()
swprintf()
wcscat()
wcscspn()
wcsncpy()
wcsstr()
wcswidth()

fputws()
mbsinit()
swscanf()
wcschr()
wcsftime()
wcspbrk()
wcstod()
wcsxfrm()

getwc()
mbsrtowcs()
ungetwc()
wcscmp()
wcslen()
wcsrchr()
wcstok()
wctob()

You don't need to include stdio.h and stdarg.h to use the header file.
The header file wchar.h contains definitions of the following types:
mbstate_t
Conversion-state information needed when converting between sequences
of multibyte characters and wide characters.
size_t typedef for the type of the value returned by sizeof.
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wchar_t
typedef for a wide-character constant.
win_t

An integral type unchanged by integral promotions that can hold any
value corresponding to members of the extended character set, as well as
WEOF (see below).

FILE

The FILE structure type is defined in both stdio.h and wchar.h. Stream
functions use a pointer to the FILE type to get access to a given stream.
The system uses the information in the FILE structure to maintain the
stream. The C standard streams stdin, stdout, and stderr are also defined
in stdio.h.

va_list
This type is defined in both stdarg.h and wchar.h.
The header file wchar.h also contains definitions of the following constants:
NULL

A pointer that never points to a data object.

WEOF

Expands to a constant expression of type wint_t, whose value does not
correspond to any member of the extended character set. It indicates EOF.

You can perform wide-character input/output on the streams described in the
ISO/IEC 9899:1990 standard, subclause 7.9.2. This standard expands the definition
of a stream to include an orientation for both text and binary streams. For more
information about DBCS orientation, see LE/VSE C Run-Time Programming Guide.
The wide-character string functions are also declared in wcstr.h for compatibility
with previous releases of C, although wcstr.h may be withdrawn in the future.
For more information about the effect of locale, see setlocale(), locale.h, or look
up the individual functions in this book. For still more information, see
“Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide.

wcstr.h
The wcstr.h header file declares the following multibyte functions:
wcscat()
wcslen()
wcsrchr()

wcschr()
wcsncat()
wcsspn()

wcscmp()
wcsncmp()
wcswcs()

wcscpy()
wcsncpy()

wcscspn()
wcspbrk()

wcstr.h also defines the types size_t, NULL, wchar_t, and wint_t.
The wide-character string functions are also declared in wchar.h for compatibility
with previous releases of C. wcstr.h may be withdrawn in future releases of the
LE/VSE C Run-Time product.
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wctype.h
The wctype.h header file declares functions that deal with the wide-character set:
iswalnum()
iswdigit()
iswspace()
wctype()

iswalpha()
iswgraph()
iswupper()

iswblank()
iswlower()
iswxdigit()

iswcntrl()
iswprint()
towlower()

iswctype()
iswpunct()
towupper()

The wctype.h header file defines the types wint_t and wctype_t. The wctype.h
header file defines the macro WEOF, which expands to a constant expression of type
wint_t, whose value does not correspond to any member of the extended character
set. The macro WEOF indicates EOF.
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Chapter 2. Library Functions
This chapter describes the LE/VSE C Run-Time library functions, including the
built-in library functions used by LE/VSE-conforming C compilers.

Names
ISO C (formerly ANSI C) identifiers (function names, macros, types) defined in the
ISO C headers are reserved. Also reserved are identifiers that begin with an
underscore and either an uppercase letter or another underscore. Do not use these
reserved identifiers for any purpose other than those defined in the
documentation.
All identifiers other than the ISO C identifiers comprise the user's name space. You
are free to use any of these names. However, a number of names in the LE/VSE C
Run-Time library encroach on the user's name space. This is a result of our desire
to provide names that are meaningful, easy to remember, and support
industry-defined names (for example: fetchep). The header files cause these names
to be renamed into reserved names and these in turn are mapped onto the external
entry point names that usually are operating-system specific.
If you want to use names in the LE/VSE C Run-Time library which are in the
user's name space as defined, just include the appropriate header. If you cannot
include the appropriate header because it would bring in other names that collide
with your own private names, but you still want to use some of the functions
defined there, you can refer to these functions by their reserved internal names.
These reserved names are unique, not longer than 8 characters, and usually start
with a double underscore.
The compiler maps all underscores and lowercase letters in external identifiers in
source code to '@' characters and uppercase characters in the object deck. Thus, to
refer to the fetchep() function without including the stdlib.h header, you can use
its reserved internal name __ftchep(), which is then automatically mapped to the
external entry point @@FTCHEP.
Functions that are mapped this way have the external entry point listed in the
function description in this part under the heading, “External Entry Point”.
For more information on external names, see:
v IBM C for VSE/ESA Language Reference (sections on #pragma csect, #pragma map,
and external name mapping).
v IBM C for VSE/ESA User's Guide (sections on the LONGNAME compile-time option).
v “Prelinking an Application” in LE/VSE Programming Guide.
v “Naming Conventions” in “Using Environment Variables”, in LE/VSE C
Run-Time Programming Guide.

© Copyright IBM Corp. 1995, 2010
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Standards
Each function description begins with a table to indicate the standard, a table like
this one:
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

By indicating a standard, we refer to the origin of the function, not necessarily the
compliance. For example, functions that are enriched by features from XPG4 have
the XPG4 box marked.
These are the standards referred to:
1. ISO C refers to ISO/IEC 9899 : 1990(E).
2. Am underneath ISO C refers to a subset of the ISO/IEC 9899:1990/Amendment
1:1993(E).
3. POSIX
v POSIX.1 refers to ISO/IEC 9945-1:1990/IEEE POSIX 1003.1-1990.
v POSIX.1a refers to a subset of IEEE POSIX 1003.1a, Draft 7, May 1992.
v POSIX.2 refers to IEEE Portable Operating System Interface (POSIX) Part 2,
P1003.2 draft 12.
v POSIX.4a refers to a subset of IEEE POSIX 1003.4a, Draft 6, Feb. 26,1992.
4. XPG4 refers to X/Open Common Applications Environment Specification,
System Interfaces and Headers, Issue 4.
5. Extension refers to one of the following:
a. SAA refers to the IBM Systems Application Architecture* Common
Programming Interface (SAA CPI) Level 2 definition of the C language.
b. LE/VSE refers to IBM C extensions related to LE/VSE.
c. IBM C refers to IBM C extensions not directly related to either SAA or
LE/VSE.
These standards do have some overlap, as illustrated in Figure 1.

SAA

ISO C

POSIX
IBM C
extensions

Figure 1. Overlap of C Standards and Extensions
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ISO C
Amendments
XPG4

Library Functions
Some library functions are available only if the correct LANGLVL compile-time option
is in effect. Where required, function descriptions list the correct LANGLVL.

Built-in Functions
Built-in functions are ones for which the compiler generates inline code at compile
time. Every call to a built-in function eliminates a run-time call to the function
having the same name in the dynamic library.
Built-in functions are used by application code, while it is running, without
reference to the dynamic library. Although built-in functions increase the size of a
generated application slightly, this should be offset by the improved performance
resulting from reducing the overhead of the dynamic calls.
Table 12 shows all of the built-in functions. In the listing of library functions, each
built-in function is labelled as such.
Table 12. Built-in Library Functions
abs()
cds()
decfix()
fabs()
memset()
strcat()
strlen()
strrchr()

cs()
memchr()
strchr()

decabs()
memcmp()
strcmp()

decchk()
memcpy()
strcpy()

The built-in versions of these functions are accessed by preprocessor macros
defined in the standard header files. They are not used unless the appropriate
header file (such as decimal.h, math.h, stdlib.h, or string.h) is included in the
source file.
Your program will use the built-in version of a standard function only if you
include the associated standard header file. However, decfix(), decabs(), and
decchk() are implemented only as built-in functions. They are not available
without including the header file.
If you are using the standard header file, but want to use the function in the
dynamic library instead of the built-in function, you can force a call to the dynamic
library by putting parentheses around the function name in your source code:
(memcpy)(buf1, buf2, len)
If you will never use the built-in version, you can also use #undef with the
function name. For example, #undef memcpy causes all calls to memcpy in the
compilation unit to make a dynamic call to the function rather than using the
built-in version.

Chapter 2. Library Functions
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SPC-Environment Functions
These are the library functions specific to the System Programming C (SPC)
environment (described in detail in the chapter "Library Functions for the System
Programming C Facilities" of the LE/VSE C Run-Time Programming Guide,
SC33-6688):
__xhotc()
__xsacc()
__4kmalc()

__xhotl()
__xsrvc()

__xhott()
__xusr()

__xhotu()
__xusr2()

__xregs()
__24malc()

Functions in the LE/VSE Library
This section lists all the LE/VSE C Run-Time library functions, in alphabetical
order.

abort() — Stop a Program
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
void abort(void);

General Description
Causes an abnormal program termination and returns control to the host
environment. The abort() function flushes all buffers and closes all open files. Be
aware that abnormal termination will not run the atexit list functions.
If the abort() function is called and the user has a handler for SIGABRT, then
SIGABRT is raised; however, SIGABRT is raised again when the handler associated
with the default action is returned. The code path only passes through the user's
handler once, even if the handler is reset. If SIGABRT is ignored, abnormal
termination occurs.
The abort() function will not result in program termination if SIGABRT is caught
by a signal handler, and the signal handler does not return. You can avoid
returning by “jumping” out of the handler with setjmp() and longjmp().
For more information, see the process termination sections in the chapter “Using
Run-Time User Exits” in LE/VSE C Run-Time Programming Guide.

Returned Value
The abnormal termination return code for VSE is 2000.

Example
EDCXBA01:
/* EDCXBA01
This example tests for successful opening of the file myfile.dat.
If an error occurs, an error message is printed and the program ends
with a call to the abort() function.
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abort
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
FILE *stream;
if ((stream = fopen("myfile.dat", "r")) == NULL)
{
printf("Could not open data file\n");
abort();
printf("Should not see this message\n");
}
}

Related Information
v
v
v
v
v
v

“stdlib.h” on page 17
“assert() — Verify Condition” on page 35
“atexit() — Register Program Termination Function” on page 38
“exit() — End Program” on page 90
“raise() — Raise Signal” on page 265
“signal() — Handle Interrupts ” on page 301
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abs

abs() — Calculate Integer Absolute Value
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
int abs(int n);

General Description
The built-in function abs() returns the absolute value of an integer argument n.
The minimum allowable integer is INT_MIN+1. (INT_MIN is a macro that is defined in
the limits.h header file.) For example, with LE/VSE, INT_MIN+1 is -2147483648. If
the value entered cannot be represented as an integer, the abs() function returns
the same value.

Returned Value
Returns the absolute value, if the absolute value is possible to represent. Otherwise
the input value is returned. There is no error returned value.

Example
EDCXBA02:
/* EDCXBA02
This example calculates the absolute value of an integer x and
assigns it to y.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
int x = -4, y;
y = abs(x);
printf("The absolute value of %d is %d.\n", x, y);
}

Output:
The absolute value of -4 is 4.

Related Information
v “stdlib.h” on page 17
v “fabs() — Calculate Floating-Point Absolute Value” on page 92
v “labs() — Calculate long Absolute Value” on page 212
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acos

acos() — Calculate Arccosine
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double acos(double x);

General Description
Calculates the arccosine of x, expressed in radians, in the range 0 to pi.
The value of x must be between −1 and 1 inclusive.

Returned Value
If x is less than −1 or greater than 1, acos() sets errno to EDOM and returns 0. If the
correct value would cause underflow, acos() sets errno to ERANGE and returns 0.

Example
EDCXBA04:
/* EDCXBA04
This example prompts for a value for x. It prints an error message
if x is greater than 1 or less than -1; otherwise, it assigns the
arccosine of x to y.
*/
#include <stdio.h>
#include <stdlib.h>
#include <math.h>
#define MAX 1.0
#define MIN -1.0
int main(void)
{
double x, y;
printf( "Enter x\n" );
scanf( "%lf", &x );
/* Output error if not in range */
if ( x > MAX )
printf( "Error: %f too large for acos\n", x );
else if ( x < MIN )
printf( "Error: %f too small for acos\n", x );
else {
y = acos( x );
printf( "acos( %f ) = %f\n", x, y );
}
}

Output: (for an input value of 0.4)
Enter x
acos( 0.400000 ) = 1.159279

Related Information
v “math.h” on page 12
v “cos() — Calculate Cosine” on page 70
v “cosh() — Calculate Hyperbolic Cosine” on page 71
Chapter 2. Library Functions
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acos
v
v
v
v
v
v
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“sin() — Calculate Sine” on page 304
“sinh() — Calculate Hyperbolic Sine” on page 305
“tan() — Calculate Tangent” on page 359
“tanh() — Calculate Hyperbolic Tangent” on page 360
“asin() — Calculate Arcsine” on page 33
“atan() - atan2() — Calculate Arctangent” on page 37
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asctime() — Convert Time to Character String
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <time.h>
char *asctime(const struct tm *timeptr);

General Description
Converts time stored as a structure, pointed to by timeptr, to a character string. The
timeptr value can be obtained from a call to gmtime() or localtime(). Both
functions return a pointer to a tm structure defined in time.h.
The string result that asctime() produces contains exactly 26 characters and has
the format:
"%.3s %.3s%3d %.2d:%.2d:%.2d %d\n"

Here is an example of the string returned:
Fri Jun 16 02:03:55 1995

(followed by a newline character and a null character).
Notes:
v The calendar time returned by a call to the time() function begins at epoch,
which was at 00:00:00 coordinated universal time (UTC), January 1, 1970.
v The asctime() function uses a 24-hour clock format.
v The days are abbreviated to: Sun, Mon, Tue, Wed, Thu, Fri, and Sat.
v The months are abbreviated to: Jan, Feb, Mar, Apr, May, Jun, Jul, Aug, Sep, Oct,
Nov, and Dec.
v All fields have a constant width.
v Dates with only one digit are preceded either with a zero or a blank space.
v The newline character (\n) and the null character (\0) occupy the last two
positions of the string.
v The asctime(), ctime(), and other time functions can use a common, statically
allocated buffer for holding the return string. Each call to one of these functions
may possibly destroy the result of the previous call.

Returned Value
Returns a pointer to the resulting character string. No specific value is returned if
an error occurs.

Example
EDCXBA06:
/* EDCXBA06
This example polls the system clock and prints a message giving the
current time.
*/
#include <time.h>
#include <stdio.h>
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asctime
int main(void)
{
struct tm *newtime;
time_t ltime;
/* Get the time in seconds */
time(&ltime);
/* Break it down and store it in the structure tm */
newtime = localtime(&ltime);
/* Print the local time as a string */
printf("The current date and time are %s",
asctime(newtime));
}

Output:
The current date and time are Fri Jun 16 13:29:51 1995

Related Information
v
v
v
v
v
v
v
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“time.h” on page 18
“ctime() — Convert Time to a Character String” on page 78
“gmtime() — Convert Time to Broken-Down UTC Time” on page 186
“localtime() — Convert Time and Correct for Local Time” on page 219
“mktime() — Convert Local Time” on page 248
“strftime() — Convert to Formatted Time” on page 322
“time() — Determine Current Time” on page 361
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asin() — Calculate Arcsine
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double asin(double x);

General Description
Calculates the arcsine of x, in the range -Π/2 to Π/2 radians.
The value of x must be between −1 and 1.

Returned Value
If x is less than −1 or greater than 1, asin() sets errno to EDOM and returns 0. If the
correct value would cause an underflow, asin() sets errno to ERANGE and returns 0.
Otherwise, asin() returns a nonzero value.

Example
EDCXBA07:
/* EDCXBA07
This example prompts for a value for x. It prints an error message
if x is greater than 1 or less than -1; otherwise, it assigns the
arcsine of x to y.
*/
#include <stdio.h>
#include <stdlib.h>
#include <math.h>
#define MAX 1.0
#define MIN -1.0
int main(void)
{
double x, y;
printf( "Enter x\n" );
scanf( "%lf", &x );
/* Output error if not in range */
if ( x > MAX )
printf( "Error: %f too large for asin\n", x );
else if ( x < MIN )
printf( "Error: %f too small for asin\n", x );
else {
y = asin( x );
printf( "asin( %f ) = %f\n", x, y );
}
}

Output: (for an input value of 0.2)
Enter x
asin( 0.200000 ) = 0.201358

Related Information
v “math.h” on page 12
v “cos() — Calculate Cosine” on page 70
Chapter 2. Library Functions
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asin
v
v
v
v
v
v
v
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“cosh() — Calculate Hyperbolic Cosine” on page 71
“sin() — Calculate Sine” on page 304
“sinh() — Calculate Hyperbolic Sine” on page 305
“tan() — Calculate Tangent” on page 359
“tanh() — Calculate Hyperbolic Tangent” on page 360
“acos() — Calculate Arccosine” on page 29
“atan() - atan2() — Calculate Arctangent” on page 37
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assert() — Verify Condition
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <assert.h>
void assert(int expression);

General Description
The assert() macro inserts diagnostics into a program. If the expression is false
(zero), a diagnostic message of the form shown below is printed to stderr, and
abort() is called to abnormally end the program. The assert() macro takes no
action if the expression is true (nonzero).
The diagnostic message has the format:
Assertion failed: expression, file filename, line line-number.

If you define NDEBUG to any value with a #define directive or with the DEFINE
compile-time option, the C preprocessor expands all assert() invocations to void
expressions.
Note: The assert() function is a macro. Using the #undef directive with the
assert() macro results in undefined behavior. The assert() macro uses
__FILE__ and __LINE__.

Returned Value
No returned value.

Example
EDCXBA08:
/* EDCXBA08
In this example, the assert() macro tests the string argument for a
null string and an empty string, and verifies that the length
argument is positive before proceeding.
*/
#include <stdio.h>
#include <assert.h>
void analyze(char *, int);
int main(void)
{
char *string1 = "ABC";
char *string2 = "";
int length = 3;
analyze(string1, length);
printf("string1 %s is not null or empty, "
"and has length %d \n", string1, length);
analyze(string2, length);
printf("string2 %s is not null or empty,"
"and has length %d\n", string2, length);
}
void analyze(char *string, int length)
{
Chapter 2. Library Functions
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assert(string != NULL);
assert(*string != ’\0’);
assert(length > 0);

/* cannot be NULL */
/* cannot be empty */
/* must be positive */

}

Output:
string1 ABC is not null or empty, and has length 3
Assertion failed: *string != ’\0’, file: DD:SYSIPT, line: 27

followed by the diagnostic output caused by the implicit call to abort()

Related Information
v “assert.h” on page 2
v “abort() — Stop a Program” on page 26
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atan() - atan2() — Calculate Arctangent
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double atan(double x);
double atan2(double y, double x);

General Description
The atan() and atan2() functions calculate the arctangent of x and y/x,
respectively.

Returned Value
atan() returns a value in the range -Π/2 to Π/2 radians. atan2() returns a value
in the range -Π to Π radians. If both arguments of atan2() are 0, the function sets
errno to EDOM and returns 0. If the correct value would cause underflow, the
function sets errno to ERANGE and returns 0.

Example
EDCXBA09:
/* EDCXBA09
This example demonstrates the atan() and atan2() functions
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double a,b,c,d;
c = 0.45;
d = 0.23;
a = atan(c);
b = atan2(c,d);
printf("atan( %f ) = %f\n", c, a);
printf("atan2( %f, %f ) = %f\n", c, d, b);
}

Output:
atan( 0.450000 ) = 0.422854
atan2( 0.450000, 0.230000 ) = 1.098299

Related Information
v
v
v
v
v
v
v
v
v

“math.h” on page 12
“cos() — Calculate Cosine” on page 70
“cosh() — Calculate Hyperbolic Cosine” on page 71
“sin() — Calculate Sine” on page 304
“sinh() — Calculate Hyperbolic Sine” on page 305
“tan() — Calculate Tangent” on page 359
“tanh() — Calculate Hyperbolic Tangent” on page 360
“acos() — Calculate Arccosine” on page 29
“asin() — Calculate Arcsine” on page 33
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atexit() — Register Program Termination Function
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <stdlib.h>
int atexit(void (*func)(void));

General Description
Records a function, pointed to by func, that the system calls at normal program
termination. Termination is a result of exit() or returning from main(), regardless
of the language of the main() routine. Process termination started by a terminating
signal under LE/VSE is not included.
The functions are executed in the reverse order that they were registered. The
registered function must return to ensure that all registered functions are called.
The functions registered with atexit() are started before streams and files are
closed. You can use atexit to register up to 32 functions.
The atexit function has the following restrictions:
v Any function registered by a fetched phase that has been released is removed
from the list at the time of release(). See fetch(), fetchep(), and release() for
details about fetching and releasing phases.
v All LE/VSE C Run-Time library functions can be used in a registered routine
except atexit and exit().
v When a program is running under CICS control, if an EXEC CICS RETURN
command or an EXEC CICS XCTL command is issued, the atexit list that has
been previously registered is not run.
v Use of the system() library function within atexit may result in undefined
behavior.
v Use of non-C subroutines or functions in the atexit list will result in undefined
behavior.
v The atexit list will not be run when &abort is called.

Returned Value
Returns 0 if successful and nonzero otherwise.

Example
EDCXBA10:
/* EDCXBA10
This example uses the atexit() function to call the function
goodbye() at program termination.
*/
#include <stdlib.h>
#include <stdio.h>
void goodbye(void);
int main(void)
{
int rc;
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atexit
rc = atexit(goodbye);
if (rc != 0)
printf("Error in atexit");
exit(0);
}
void goodbye(void)
{
/* This function is called at normal program termination */
printf("The function goodbye was called \
at program termination\n");
}

Output:
The function goodbye was called at program termination

Related Information
v
v
v
v
v
v
v
v

“Condition Handling” in LE/VSE Programming Guide
“stdlib.h” on page 17
“abort() — Stop a Program” on page 26
“exit() — End Program” on page 90
“fetch() — Get a Phase” on page 99
“fetchep() — Share Writable Static” on page 104
“release() — Delete a Phase” on page 278
“signal() — Handle Interrupts ” on page 301
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atof

atof() — Convert Character String to double
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
double atof(const char *nptr);

General Description
Converts the initial portion of the string pointed to by nptr to a double. This is
equivalent to
strtod(nptr, NULL);

except there are no defined errors for atof().
For more information, see “strtod() — Convert Character String to double” on
page 344.

Related Information
v “stdlib.h” on page 17
v “fscanf() – scanf() – sscanf() — Read and Format Data” on page 154
v “strtod() — Convert Character String to double” on page 344
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atoi() — Convert Character String to integer
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
int atoi(const char *nptr);

General Description
Converts the initial portion of the string pointed to by nptr to an int. This is
equivalent to
(int)strtol(nptr, NULL, 10);

except there are no defined errors for atoi().
For more information, see “strtol() — Convert Character String to long” on page
348.

Related Information
v
v
v
v

“stdlib.h” on page 17
“atol() — Convert Character String to long” on page 42
“fscanf() – scanf() – sscanf() — Read and Format Data” on page 154
“strtol() — Convert Character String to long” on page 348
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atol

atol() — Convert Character String to long
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
long int atol(const char *nptr);

General Description
Converts the initial portion of the string pointed to by nptr to a long int. This is
equivalent to
strtol(nptr, NULL, 10);

except there are no defined errors for atol().
For more information, see “strtol() — Convert Character String to long” on page
348.

Related Information
v
v
v
v
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“stdlib.h” on page 17
“atoi() — Convert Character String to integer” on page 41
“fscanf() – scanf() – sscanf() — Read and Format Data” on page 154
“strtol() — Convert Character String to long” on page 348
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bcmp() — Compare Bytes in Memory
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <strings.h>
int bcmp(const void *s1, const void *s2, size_t n);

General Description
The bcmp() function compares the first n bytes of the area pointed to by s1 with
the area pointed to by s2.

Returned Value
The bcmp() function returns 0 if s1 and s2 are identical and nonzero otherwise.
Both areas are assumed to be at least n bytes long.
If the value of n is zero, bcmp() returns 0.
There are no errno values defined for bcmp().

Related Information
v “strings.h” on page 18
v “bcopy() — Copy Bytes in Memory” on page 44
v “bzero() — Zero Out Bytes in Memory” on page 46
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bcopy

bcopy() — Copy Bytes in Memory
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <strings.h>
void bcopy(const void *s1, void *s2, size_t n);

General Description
The bcopy() function copies n bytes from the area pointed to by s1 to the area
pointed to by s2 using the memcpy() function. For bcopy(), the behavior is
undefined if copying takes place between objects that overlap.

Returned Value
The bcopy() function returns no value.
There are no errno values defined for bcopy().

Related Information
v “strings.h” on page 18
v “bcmp() — Compare Bytes in Memory” on page 43
v “bzero() — Zero Out Bytes in Memory” on page 46

bsearch() — Search Arrays
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
void *bsearch(const void *key, const void *base, size_t num, size_t size,
int (*compare) (const void *element1, const void *element2));

General Description
Performs a binary search of an array of num elements, each of size bytes.
The pointer base points to the initial element of the array to be searched. key points
to the object containing the value being sought. The array must be sorted in
ascending key sequence, according to the comparison function. Otherwise,
undefined behavior occurs.
The compare parameter is a pointer to a function you must supply. It compares two
array elements and returns a value specifying their relationship. The bsearch()
function calls this function one or more times during the search, passing the key
and the pointer to one array element on each call. The function compares the
elements and then returns one of the following values:
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Value Meaning
Less than 0
Object pointed to by key is less than the array element.
Object pointed to by key is equal to the array element.

0

Greater than 0
Object pointed to by key is greater than the array element.

Returned Value
Returns a pointer to a matching element of the array. If two or more elements are
equal, the element pointed to is not specified.
If bsearch() cannot find the key, it returns NULL.

Example
EDCXBB01:
/* EDCXBB01
This example performs a binary search on the argv array of pointers
to the program arguments and finds the position of the argument PATH.
It first removes the program name from argv, and then sorts the
array alphabetically before calling bsearch().
The functions compare1() and compare2() compare the values pointed
to by arg1 and arg2, and they return the result to bsearch().
*/
#include <stdlib.h>
#include <stdio.h>
#include <string.h>
int compare1(const void *arg1, const void *arg2)
{
return (strcmp(*(char **)arg1, *(char **)arg2));
}
int compare2(const void *arg1, const void *arg2) {
return (strcmp((char *)arg1, *(char **)arg2));
}
int main(int argc, char *argv[])
{
char **result;
char *key = "PATH";
int i;
argv++;
argc--;
/* sort to ensure that the input is ordered */
qsort((char *)argv, argc, sizeof(char *), compare1);
result = (char**)bsearch(key, (void *)argv, argc, sizeof(char *),
compare2);
if (result != NULL) {
printf("The key <%s> was found.\n",*result);
}
else printf("Match not found\n");
}

Input:
//EXEC PGM=EDCXBB01,PARM='Is there PATH in this sentence?'

Output:
Chapter 2. Library Functions
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The key <PATH> was found.

Related Information
v “stdlib.h” on page 17
v “qsort() — Sort Array” on page 263

bzero() — Zero Out Bytes in Memory
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <strings.h>
void bzero(const void *s, size_t n);

General Description
The bzero() function places n zero-valued bytes in the area pointed to by s.

Returned Value
The bzero() function returns no value.
There are no errno values defined for bzero().

Related Information
v “strings.h” on page 18
v “bcmp() — Compare Bytes in Memory” on page 43
v “bcopy() — Copy Bytes in Memory” on page 44
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calloc() — Reserve and Initialize Storage
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
void *calloc(size_t num, size_t size);

General Description
Reserves storage space for an array of num elements, each of length size bytes. The
calloc() function then gives all the bits of each element an initial value of 0.
The calloc() function returns a pointer to the reserved space. The storage space to
which the returned value points is aligned for storage of any type of object.

Returned Value
Returns the pointer to the area of memory reserved. If there is not enough space to
satisfy the request or if num or size is 0, calloc() returns NULL.

Example
EDCXBC01:
/* EDCXBC01
This example prompts for the number of array entries required and
then reserves enough space in storage for the entries.
If calloc() is successful, the example prints out each entry;
otherwise, it prints out an error message.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
long * array;
long * index;
int
i;
int
num;

/*
/*
/*
/*

start of the array */
index variable
*/
index variable
*/
number of entries in the array */

printf( "Enter the number of elements in the array\n" );
scanf( "%i", &num );
/* allocate num entries */
if ( (index = array = (long *)calloc( num, sizeof( long ))) != NULL )
{
for ( i = 0; i < num; ++i )
*index++ = i;

/* put values in array
*/
/* using pointer notation */

for ( i = 0; i < num; ++i )
/* print the array
printf( "array[ %i ] = %i\n", i, array[i] );

*/

}
else
{ /* out of storage */
printf( "Out of storage\n" );
abort();
}
}

Chapter 2. Library Functions

47

calloc
Output: (for an input value of 3)
Enter the size of the array
array[ 0 ] = 0
array[ 1 ] = 1
array[ 2 ] = 2

Related Information
v
v
v
v
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“stdlib.h” on page 17
“free() — Free a Block of Storage” on page 149
“malloc() — Reserve Storage Block” on page 225
“realloc() — Change Reserved Storage Block Size” on page 268
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cclass() — Return Characters in a Character Class
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <collate.h>
int cclass(char *class, collel_t **list);

External Entry Point: @@CLASS

General Description
Finds all the collating elements of the class, class. The list is updated to point to the
array of collating elements found. The list is valid until the next call to
setlocale().
The function supports user-defined character classes and POSIX.2 character classes.

Returned Value
Returns the number of elements in the list pointed to by list, or −1 if class specifies
a class that does not exist in the LC_CTYPE category of the current locale.

Example
EDCXBC02:
/* EDCXBC02
This example demonstrates the cclass() function.
*/
#include <stdio.h>
#include <collate.h>
int main(void)
{
collel_t *list;
int
weights;
int
i;

/* ptr to the digit class collation weights
*/
/* no. of class collation class weights found */

weights = cclass("digit", &list);
printf("weights=%d\n", weights);
for (i=0; i<weights; i++)
printf("*(list + %d) = %d\n", i, *(list

+ i) );

}

Output:
weights=10
*(list + 0)
*(list + 1)
*(list + 2)
*(list + 3)
*(list + 4)
*(list + 5)
*(list + 6)
*(list + 7)
*(list + 8)
*(list + 9)

=
=
=
=
=
=
=
=
=
=

240
241
242
243
244
245
246
247
248
249
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Related Information
v “locale.h” on page 10
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “collequiv() — Return a List of Equivalent Collating Elements” on page 60
v “collorder() — Return List of Collating Elements” on page 62
v “collrange() — Calculates the Range List of Collating Elements” on page 64
v “colltostr() — Return a String for a Collating Element” on page 66
v “getmccoll() — Get Next Collating Element from String” on page 177
v “getwmccoll() — Get Next Collating Element from Wide String” on page 185
v “ismccollel() — Identify a Multi-Character Collating Element” on page 202
v “maxcoll() — Return Maximum Collating Element” on page 227
v “setlocale() — Set Locale” on page 292
v “strtocoll() — Return Collating Element for String” on page 342
v “wctype() — Obtain Handle for Character Property Classification” on page 432
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cds() — Compare Double and Swap
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdlib.h>
int cds(cds_t *oldptr, cds_t *curptr, cds_t newwords);

External Entry Point: @@CDS

General Description
The cds() built-in function compares the 8-byte value pointed to by oldptr to the
8-byte value pointed to by curptr. If they are equal, the 8-byte value newwords is
copied into the location pointed to by curptr. If they are unequal, the value pointed
to by curptr is copied into the location pointed to by oldptr.
The function uses the System/370 CDS instruction. For a detailed description, see
the appendixes in the System/370 Principles of Operation.

Returned Value
Returns 0 if the 8-byte value pointed to by oldptr is equal to the 8-byte value
pointed to by curptr. Otherwise it returns 1.

Related Information
v System/370 Principles of Operation
v “stdlib.h” on page 17
v “cs() — Compare and Swap” on page 72
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cdump() — Request a Main Storage Dump
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <ctest.h>
int cdump(char *dumptitle);

External Entry Point: @@CDUMP

General Description
Produces an LE/VSE-formatted dump, including:
v A traceback of called routines, as produced by ctrace().
v If the source file was compiled with TEST(SYM), the contents of the user's
variables.
v Main storage for each active routine.
cdump() invokes the LE/VSE callable service CEE5DMP with the following options:
TRACEBACK BLOCKS VARIABLES FILES STORAGE STACKFRAME(ALL) CONDITION ENTRY.
CEE5DMP writes the LE/VSE-formatted dump to DLBL or TLBL name CEEDUMP (if
present) or system logical unit SYSLST (otherwise), under the heading dumptitle.
cdump() also invokes the VSE SDUMP macro, which dumps virtual storage to
either the dump sublibrary or SYSLST.

Returned Value
Returns 0 if successful and nonzero otherwise.

Related Information
“ctest.h” on page 2
“csnap() — Request a Condensed Dump” on page 74
“ctrace() — Request a Traceback” on page 80
For information on CEE5DMP, see LE/VSE Programming Reference
For information on interpreting LE/VSE-formatted dumps, see LE/VSE
Debugging Guide and Run-Time Messages
v For information on the VSE SDUMP macro, see VSE System Control Statements ,
SC33-6613
v
v
v
v
v
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ceil() — Round Up to Integral Value
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double ceil(double x);

General Description
Computes the smallest integer that is greater than or equal to x.

Returned Value
Returns the calculated value as a double value. If there is an overflow, ceil()
returns HUGE_VAL and sets errno to ERANGE.

Example
EDCXBC04:
/* EDCXBC04
This example sets y to the smallest integer greater than 1.05, and
then to the smallest integer greater than -1.05.
The results are 2.0 and -1.0, respectively.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double y, z;
y = ceil(1.05);
/* y = 2.0 */
z = ceil(-1.05);
/* z = -1.0 */
printf("y = %f\n z = %f\n", y, z);
}

Related Information
v “math.h” on page 12
v “floor() — Round Down to Integral Value” on page 125

Chapter 2. Library Functions

53

clearenv

clearenv() — Clear Environment Variables
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

X

Extension
LE/VSE

Format
#include <stdlib.h>
int clearenv(void);

External Entry Point: @@CLRENV

General Description
Clears all environment variables from the environment table and frees the
associated storage.
clearenv() also resets all behavior modified by LE/VSE C Run-Time-specific
environment variables back to their defaults.
For details about environment variables, see “Using Environment Variables” in
LE/VSE C Run-Time Programming Guide.

Returned Value
Returns 0 if it is successful. If unsuccessful, it returns a nonzero value and sets
errno to ENOMEM, indicating that the process requires more space than is available.

Example
EDCXBC14:
/* EDCXBC14
This example demonstrates the clearenv() function.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
char *x;
/* set 2 environment variables to "Y" */
setenv("_EDC_BYTE_SEEK","Y",1);
setenv("_EDC_COMPAT","3",1);
/* query the setting of _EDC_BYTE_SEEK */
x = getenv("_EDC_BYTE_SEEK");
if (x != NULL)
printf("_EDC_BYTE_SEEK = %s\n",x);
else
printf("_EDC_BYTE_SEEK is undefined\n");
/* clear the environment variable table */
clearenv();
/* query the setting of _EDC_BYTE_SEEK */
x = getenv("_EDC_BYTE_SEEK");
if (x != NULL)
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printf("_EDC_BYTE_SEEK = %s\n",x);
else
printf("_EDC_BYTE_SEEK is undefined\n");
}

Output:
_EDC_BYTE_SEEK = Y
_EDC_BYTE_SEEK is undefined

Related Information
v
v
v
v

“Using Environment Variables” in LE/VSE C Run-Time Programming Guide
“stdlib.h” on page 17
“getenv() — Get Value of Environment Variables” on page 176
“setenv() — Add, Delete, and Change Environment Variables” on page 287
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clearerr() — Reset Error and End-of-File
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
void clearerr (FILE *stream);

General Description
Resets the error indicator and EOF indicator for the stream pointed to by stream.
Generally, the indicators for a stream remain set until your program calls
clearerr() or rewind().

Returned Value
No returned value.

Example
EDCXBC15:
/* EDCXBC15
This example reads a data stream and then checks that a read error
has not occurred.
*/
#include <stdio.h>
int main(void)
{
char string[100];
FILE *stream;
int eofvalue;
stream = fopen("myfile.dat", "r");
/* scan an input stream until an end-of-file character is read */
while (!feof(stream))
fscanf(stream,"%s",&string[0]);
/* print EOF value: will be nonzero */
eofvalue=feof(stream);
printf("feof value=%i\n",eofvalue);
/* print EOF value-after clearerr, will be equal to zero */
clearerr(stream);
eofvalue=feof(stream);
printf("feof value=%i\n",eofvalue);
}

Related Information
v
v
v
v
v
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“stdio.h” on page 15
“feof() — Test End-of-File Indicator” on page 96
“ferror() — Test for Read/Write Errors” on page 98
“fseek() — Change File Position” on page 162
“rewind() — Set File Position to Beginning of File” on page 282
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clock() — Determine Processor Time
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <time.h>
clock_t clock(void);

General Description
Approximates the processor time used by the program, since the beginning of an
implementation-defined time period that is related to the program invocation. To
measure the time spent in a program, call the clock() function at the start of the
program, and subtract its returned value from the value returned by subsequent
calls to clock(). Then, to obtain the time in seconds, divide the clock() return
value by CLOCKS_PER_SEC.

Returned Value
Returns the calculated time if it is available and if the time can be represented.
Otherwise, clock() returns the value (clock_t)−1.
Notes:
v clock() returns reliable values only for approximately 18 hours, from the
beginning of the time period described above.
v To use clock(), job accounting must be on; that is, the VSE SYS command must
specify JA=YES. For more information, contact your system programmer.

Example
EDCXBC16:
/* EDCXBC16
This example prints the time elapsed since the program
was invoked.
*/
#include <time.h>
#include <stdio.h>
double time1, timedif;

/* use doubles to show small values */

int main(void) {
time1 = (double) clock();
/* get initial time */
time1 = time1 / CLOCKS_PER_SEC;
/*
in seconds
*/
.
.
.
/* call clock a second time */
timedif = ( ((double) clock()) / CLOCKS_PER_SEC) - time1;
printf("The elapsed time is %f seconds\n", timedif);
}

Related Information
v “time.h” on page 18
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clrmemf() — Clear Memory Files
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdio.h>
int clrmemf(int level);

External Entry Point: @@CLRMF

General Description
Removes memory files created by the current program and any program that was
called using a system() call. clrmemf() can remove memory files regardless of
whether they are open or not.
The argument level indicates the memory files to be removed:
__LOWER
Removes memory files that were created in other programs and called
from this program via system().
__CURRENT
Removes only the memory files created at the current level.
__CURRENT_LOWER
Removes all the memory files created by the current program and by all
the programs called at the current level.

Returned Value
Returns 0 if successful and nonzero otherwise.

Example
/*
In this example, when Program2 calls clrmemf(__CURRENT) only
A3.FILE and A4.FILE will be removed.
*/
/*****
Program1 *****/
.
.
.
fp1 = fopen ("A1.FILE", "w,type=memory");
fp2 = fopen ("A2.FILE", "w,type=memory");
system("Program2");
.
.
.
/*****
Program2 *****/
.
.
.
fp3 = fopen("A3.FILE","w,type=memory");
fp4 = fopen("A4.FILE","w,type=memory");
system("Program3");
.
.
.
clrmemf(__CURRENT);
.
.
.
/*****
Program3 *****/
.
.
.
fp5 = fopen("A5.FILE","w,type=memory");
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fp6 = fopen("A6.FILE","w,type=memory");
.
.
.

Related Information
v “stdio.h” on page 15
v “fopen() — Open a File” on page 127
v “system() — Execute a Command” on page 357
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collequiv() — Return a List of Equivalent Collating Elements
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <collate.h>
int collequiv(collel_t c, collel_t **list);

External Entry Point: @@COLLEQ

General Description
Finds all the collating elements whose primary weight is the same as the primary
weight of c. collequiv() updates list to point to the first element of an array
containing the found elements. The list of elements is valid until the next call to
setlocale(), with categories LC_ALL, LC_COLLATE, or LC_CTYPE.
Another call to collequiv() may override the current list.
For information about the effect of setlocale() and locale.h, see
“Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide.

Returned Value
Returns the number of collating elements found, or −1 if the value of c is not in the
valid range of collating elements in the current locale.
Notes:
v If the collating element passed is specified with the weight of IGNORE in the
LC_COLLATE category, the list returned will contain all the characters specified
as IGNORE.
v The list will only contain characters defined in the charmap file in the current
locale.

Example
EDCXBC22:
/* EDCXBC22
This example prints the collating elements that have an equivalent
weight as the collating element passed in argv[1].
*/
#include "stdio.h"
#include "locale.h"
#include "collate.h"
#include "stdlib.h"
#include "wctype.h"
#include "wchar.h"
main(int argc, char *argv[]) {
collel_t e, *rp;
int i;
setlocale(LC_ALL, "");
if ((e = strtocoll(argv[1])) == (collel_t)-1) {
printf("’%s’ collating element not defined\n", argv[1]);
exit(1);
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}
if ((i = collequiv(e, &rp)) == -1) {
printf("Invalid collating element ’%s’\n", argv[1]);
exit(1);
}
for (; i-- > 0; rp++) {
if (ismccollel(*rp))
printf("’%s’ ", colltostr(*rp));
else if (iswprint(*rp))
printf("’%lc’ ", *rp);
else
printf("’%x’ ", *rp);
}
}

Related Information
v
v
v
v
v
v
v
v
v
v

“collate.h” on page 2
“cclass() — Return Characters in a Character Class” on page 49
“collorder() — Return List of Collating Elements” on page 62
“collrange() — Calculates the Range List of Collating Elements” on page 64
“colltostr() — Return a String for a Collating Element” on page 66
“getmccoll() — Get Next Collating Element from String” on page 177
“getwmccoll() — Get Next Collating Element from Wide String” on page 185
“ismccollel() — Identify a Multi-Character Collating Element” on page 202
“maxcoll() — Return Maximum Collating Element” on page 227
“strtocoll() — Return Collating Element for String” on page 342
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collorder() — Return List of Collating Elements
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <collate.h>
int collorder(collel_t **list);

External Entry Point: @@COLLOR

General Description
Returns the number of collating elements in the collate order list, and updates list
to point to the first element of an array containing the list. The list returned is
valid until the next call to setlocale().

Returned Value
Returns the number of collating elements in the collate order list. If no collate
order list is defined in the current locale, collorder() returns 254 or
256—depending on whether the locale specifies SBCS or DBCS, respectively— and
list points to the default collate order list.
Notes:
v Collating elements specified with the weight of IGNORE in the LC_COLLATE
category are defined as having the lowest weight.
v The list will only contain characters defined in the charmap file in the current
locale.

Example
EDCXBC23:
/* EDCXBC23
This example creates a list of all the collating elements using
the collorder() function.
*/
#include <stdio.h>
#include <locale.h>
#include <collate.h>
#include <wchar.h>
#include <wctype.h>
main(int argc, char *argv[]) {
collel_t e, *rp;
int i;
setlocale(LC_ALL, "");
i = collorder(&rp);
for (; i-- > 0; rp++) {
if (ismccollel(*rp))
printf("’%s’ ", colltostr(*rp));
else if (iswprint(*rp))
printf("’%lc’ ", *rp);
else
printf("’%x’ ", *rp);
}
}
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Related Information
v
v
v
v
v
v
v
v
v
v

“collate.h” on page 2
“cclass() — Return Characters in a Character Class” on page 49
“collequiv() — Return a List of Equivalent Collating Elements” on page 60
“collrange() — Calculates the Range List of Collating Elements” on page 64
“colltostr() — Return a String for a Collating Element” on page 66
“getmccoll() — Get Next Collating Element from String” on page 177
“getwmccoll() — Get Next Collating Element from Wide String” on page 185
“ismccollel() — Identify a Multi-Character Collating Element” on page 202
“maxcoll() — Return Maximum Collating Element” on page 227
“strtocoll() — Return Collating Element for String” on page 342
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collrange() — Calculates the Range List of Collating Elements
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <collate.h>
int collrange(collel_t start, collel_t end, collel_t **list);

External Entry Point: @@COLLRG

General Description
Finds a list of collating elements whose primary weights are between the start and
end points, inclusive. Returns the number of elements in the list, and updates list to
point to the first element of an array containing the found elements. The list
returned is valid until the next call to setlocale().

Returned Value
Returns −1 if start or end is out of range, or 0 if the end point collates earlier than
the start point.
Notes:
v Collating elements specified with the weight of IGNORE in the LC_COLLATE
category are defined having the lowest weight. Therefore, such elements can
only be specified as the starting collating element.
v The list will only contain characters defined in the charmap file in the current
locale.

Example
EDCXBC24:
/* EDCXBC24
This example prints the collating elements in the range between the
start and end points passed in argv[1] and
argv[2], using the collrange() function.
*/
#include <stdio.h>
#include <locale.h>
#include <collate.h>
#include <stdlib.h>
#include <wctype.h>
#include <wchar.h>
main(int argc, char *argv[]) {
collel_t s, e, *rp;
int i;
setlocale(LC_ALL, "");
if ((s = strtocoll(argv[1])) == (collel_t)-1) {
printf("’%s’ collating element not defined\n", argv[1]);
exit(1);
}
if ((e = strtocoll(argv[2])) == (collel_t)-1) {
printf("’%s’ collating element not defined\n", argv[2]);
exit(1);
}
if ((i = collrange(s, e, &rp)) == -1) {
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printf("Invalid range for ’%s’ to ’%s’\n", argv[1], argv[2]);
exit(1);
}
for (; i-- > 0; rp++) {
if (ismccollel(*rp))
printf("’%s’ ", colltostr(*rp));
else if (iswprint(*rp))
printf("’%lc’ ", *rp);
else
printf("’%x’ ", *rp);
}
}

Related Information
v
v
v
v
v
v
v
v
v

“cclass() — Return Characters in a Character Class” on page 49
“collequiv() — Return a List of Equivalent Collating Elements” on page 60
“collorder() — Return List of Collating Elements” on page 62
“colltostr() — Return a String for a Collating Element” on page 66
“getmccoll() — Get Next Collating Element from String” on page 177
“getwmccoll() — Get Next Collating Element from Wide String” on page 185
“ismccollel() — Identify a Multi-Character Collating Element” on page 202
“maxcoll() — Return Maximum Collating Element” on page 227
“strtocoll() — Return Collating Element for String” on page 342
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colltostr() — Return a String for a Collating Element
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <collate.h>
char *colltostr(collel_t c);

External Entry Point: @@COLLST

General Description
Converts c to the string of the collating element. The colltostr() function is the
inverse of strtocoll().
An application program can use the returned array from collrange() or
collequiv(), calling ismccollel() on each element, only calling colltostr() if
ismccollel() is true for the element. The string returned is valid until the next call
to setlocale().

Returned Value
If a value representing a single character or a value that is not in range is passed,
colltostr() returns NULL.

Example
EDCXBC25:
/* EDCXBC25
This example prints all the collating elements in the collating
sequence, using the colltostr() function to get the string for the
multi-character collating elements.
*/
#include <collate.h>
#include <locale.h>
#include <stdio.h>
#include <wchar.h>
#include <wctype.h>
main(int argc, char *argv[]) {
collel_t e, *rp;
int i;
setlocale(LC_ALL, "");
i = collorder(&rp);
for (; i-- > 0; rp++) {
if (ismccollel(*rp))
printf("’%s’ ", colltostr(*rp));
else if (iswprint(*rp))
printf("’%lc’ ", *rp);
else
printf("’%x’ ", *rp);
}
}

Related Information
v “collate.h” on page 2
v “cclass() — Return Characters in a Character Class” on page 49
v “collequiv() — Return a List of Equivalent Collating Elements” on page 60
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v
v
v
v
v
v
v
v

“collorder() — Return List of Collating Elements” on page 62
“collrange() — Calculates the Range List of Collating Elements” on page 64
“colltostr() — Return a String for a Collating Element” on page 66
“getmccoll() — Get Next Collating Element from String” on page 177
“getwmccoll() — Get Next Collating Element from Wide String” on page 185
“ismccollel() — Identify a Multi-Character Collating Element” on page 202
“maxcoll() — Return Maximum Collating Element” on page 227
“strtocoll() — Return Collating Element for String” on page 342
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__console()

__console() — Console Communication Services
ISO-C (ANSI
C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <__messag.h>
int __console(struct __cons_msg *cons, char *modstr);

General Description
The __console() function is used to communicate with the operator's console. It
allows users to send messages to the operator's console and to wait on a reply
from the console.
The parameters supported are:
cons

If the argument is not NULL, it points to a structure specifying the
message that is to be sent to the operator's console. If the argument is
NULL then no message is sent.

modstr Specifies the string where the __console() function returns the data
entered at the operator's console. If modstr is not NULL, the invoker will
wait until an operator replies to the message. If the argument is NULL
then the __console() function will not wait for an operator reply.
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The cons structure is defined in the <__messag.h> header and has the following
format:
struct __cons_msg
{
short __reserved0;
char __reserved1[2];
union
{
struct
{
int __msg_length;
char *__msg;
char __reserved2[8];
} __f1;
} __format;
};

__reserved0
Reserved for future use.
__reserved1[2]
Reserved for future use.
__format.__f1.__msg_length
Length of message, not including the NULL terminator.
__format.__f1.__msg
A character string containing the message to be sent to the operator console.
__format.__f1.__reserved2[8]
Reserved for future use.

Note: The length of the message must be between 1 and 122 characters. If the
message length is exceeded, the first 122 characters are written to the
console, and the service returns -1 and sets errno to EINVAL. The maximum
reply length is 119 characters. If the operator enters less than this, only that
length will be returned. If the operator enters more than this, only 119
characters will be returned.

Returned Value
The __console() function returns 0 if successful. Otherwise, it returns -1 and sets
errno to the value EINVAL, as described below.
errno

Meaning

EINVAL

The cons structure contains errors.

Related Information
v Refer to the description of __messag.h on page 12.
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cos

cos() — Calculate Cosine
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double cos(double x);

General Description
Calculates the cosine of x. The value x is expressed in radians.

Returned Value
If successful, returns the calculated value. If x is outside prescribed limits or the
correct value would cause an underflow, cos() returns 0 and sets errno to ERANGE.

Example
EDCXBC26:
/* EDCXBC26
This example calculates y to be the cosine of x.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x, y;
x = 7.2;
y = cos(x);
printf("cos( %lf ) = %lf\n", x, y);
}

Output:
cos( 7.200000 ) = 0.608351

Related Information
v
v
v
v
v
v
v
v
v
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“math.h” on page 12
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“sin() — Calculate Sine” on page 304
“sinh() — Calculate Hyperbolic Sine” on page 305
“tan() — Calculate Tangent” on page 359
“tanh() — Calculate Hyperbolic Tangent” on page 360
“acos() — Calculate Arccosine” on page 29
“asin() — Calculate Arcsine” on page 33
“atan() - atan2() — Calculate Arctangent” on page 37
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cosh() — Calculate Hyperbolic Cosine
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double cosh(double x);

General Description
Calculates the hyperbolic cosine of x. The value x is expressed in radians.

Returned Value
If the result is too large, cosh() returns HUGE_VAL and sets errno to ERANGE.

Example
EDCXBC27:
/* EDCXBC27
This example calculates y to be the hyperbolic cosine of x.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x,y;
x = 7.2;
y = cosh(x);
printf("cosh( %lf ) = %lf\n", x, y);
}

Output:
cosh( 7.200000 ) = 669.715755

Related Information
v
v
v
v
v
v
v
v
v

“math.h” on page 12
“sin() — Calculate Sine” on page 304
“sinh() — Calculate Hyperbolic Sine” on page 305
“tan() — Calculate Tangent” on page 359
“tanh() — Calculate Hyperbolic Tangent” on page 360
“acos() — Calculate Arccosine” on page 29
“cos() — Calculate Cosine” on page 70
“asin() — Calculate Arcsine” on page 33
“atan() - atan2() — Calculate Arctangent” on page 37
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cs

cs() — Compare and Swap
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdlib.h>
int cs(cs_t *oldptr, cs_t *curptr, cs_t newword);

External Entry Point: @@CS

General Description
The cs() built-in function compares the 4-byte value pointed to by oldptr to the
4-byte value pointed to by curptr. If they are equal, the 4-byte value, newword, is
copied into the location pointed to by curptr. If they are unequal, the value pointed
to by curptr is copied into the location pointed to by oldptr.
The function uses the System/370 CS instruction. For a detailed description of this
function, refer to the appendixes in the System/370 Principles of Operation.

Returned Value
Returns 0 if the 4-byte value pointed to by oldptr is equal to the 4-byte value
pointed to by curptr. If they are not equal, cs() returns 1.

Related Information
v System/370 Principles of Operation
v “stdlib.h” on page 17
v “cds() — Compare Double and Swap” on page 51
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csid

csid() — Character Set ID for Multibyte Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdlib.h>
int csid(const char *c)

External Entry Point: @@CSID

General Description
Determines the character set identifier for the multibyte character pointed to by c,
that begins in the initial shift state.

Returned Value
Returns the character set identifier for the multibyte character, or −1 if the
character is not valid.
Note: The multibyte character passed must begin in the initial shift state.

Example
EDCXBC29:
/* EDCXBC29
This example checks character set ID for a character.
*/
#include "locale.h"
#include "stdio.h"
#include "stdlib.h"
main() {
char *string = "A";
int
rc;
rc = csid(string);
printf("character ’%s’ is in character set id %i\n", string, rc);
}

Output:
character ’A’ is in character set id 0

Related Information
v “stdlib.h” on page 17
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csnap

csnap() — Request a Condensed Dump
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <ctest.h>
int csnap(char *dumptitle);

External Entry Point: @@CSNAP

General Description
Creates a display of the activation stack, including the Dynamic Storage Area
(DSA), for each presently active function. Other environmental control blocks that
may be required by IBM Service are also displayed. Under LE/VSE, these consist
of the Common Anchor Area (CAA) and the LE/VSE C Run-Time CAA
information. The output, which is written to DLBL or TLBL name CEEDUMP (if present)
or system logical unit SYSLST (otherwise), is identified with dumptitle.

Returned Value
Returns 0 if successful and nonzero otherwise.

Example
EDCXBC30:
/* EDCXBC30
This example demonstrates the csnap() function.
*/
#include <ctest.h>
int main(void) {
int rc;
rc = csnap("Sample csnap output");
}

Related Information
v
v
v
v
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“ctest.h” on page 2
“cdump() — Request a Main Storage Dump” on page 52
“ctrace() — Request a Traceback” on page 80
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__csplist

__csplist — Retrieve CSP Parameters
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <csp.h>
__csplist;

General Description
Retrieves the parameter list passed from Cross System Product (CSP) to your
LE/VSE C Run-Time program. This macro evaluates to the address of the first
element of the parameter list. You can use array indexing to extract the subsequent
parameters, casting each parameter to the expected type, as shown in the example
below. If no parameters are passed, __csplist[0] equals NULL.
You must include the #pragma runopts(plist(os)) directive if CSP is used to
invoke a LE/VSE C Run-Time program.
argc will always be 1. For information about the PLIST run-time option, see
LE/VSE Programming Reference.
If you are expecting an integer and then a structure of type s_type, you should
have the statements:
int_var = (int *) __csplist[0];
s_var
= (s_type *) __csplist[1];

Related Information
v “csp.h” on page 2
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ctdli

ctdli() — Start DL/I Facilities
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#pragma runopts(env(IMS),plist(IMS))
#include <ims.h>
int ctdli(int parmcount, const char *function, ...)

External Entry Point: @@CTDLI

General Description
Invokes DL/I facilities. The parmcount argument is optional; it specifies the number
of function arguments for the ctdli() call. The function argument specifies the
DL/I function you want to perform. Because the format of the ctdli() call
depends on the function selected, all of the variations are not given here.

Returned Value
The Program Control Block (PCB) status field (2 bytes) is stored as an unsigned
int and used as the returned value for ctdli(). If the PCB status field contains
blanks (hex '4040'), ctdli() returns 0.

Example
EDCXBC31:
/* EDCXBC31
This example demonstrates the ctdli() function.
*/
#pragma runopts(env(DLI),plist(OS))
#include <ims.h>
#include <leawi.h>
#include <stdio.h>
main() {
typedef struct {PCB_STRUCT(150)} PCB_TYPE;
PCB_TYPE *pcb_1;
static char func_GN[4] = "GN ";
char seg_ioarea[160];
pcb_1 = (PCB_TYPE *)(__pcblist[0]);
ctdli(3,func_GN,pcb_1,seg_ioarea);
printf("Status=%2.2s IOArea=%s\n",
pcb_1->stat_code, seg_ioarea);
}

Related Information
v “ims.h” on page 7
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ctest

ctest() — Start Debug Tool
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <ctest.h>
int ctest(char *command);

External Entry Point: @@CTEST

General Description
Invokes Debug Tool for VSE/ESA from your application program. The parameter
command is a character pointer to a list of valid Debug Tool for VSE/ESA
commands, that ctest() uses to invoke Debug Tool for VSE/ESA.
If you choose not to compile your program with hooks, you can use well-placed
ctest() function calls instead. (A hook is a conditional exit that transfers control to
the debugger, when the code is run under the debugger.) You would create a hook
when you compile with the TEST option, causing the exit to be in your generated
code waiting to run. A hook has minimal effect on a program that is running
without the debugger.
For more information on Debug Tool for VSE/ESA, see Debug Tool for VSE/ESA
User's Guide and Reference

Returned Value
Returns 0 if successful and nonzero otherwise.

Examples
To let Debug Tool for VSE/ESA gain control of your program, issue the function
call:
ctest(NULL);

To display the call chain from within a program and then let the program continue
execution, issue the function call:
ctest("list calls; go;");

To set a breakpoint from within a ctest() call, try:
char *cmd = "at line 17 list my_struct; go;";
ctest(cmd);

Related Information
v “ctest.h” on page 2
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ctime

ctime() — Convert Time to a Character String
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <time.h>
char *ctime(const time_t *timer);

General Description
Converts coordinated universal time (UTC) 1, supplied in calendar time format
pointed to by timer, to local time in the form of a character string. A value for timer
is usually obtained by a call to the time() function.
The ctime() function is equivalent to the function call:
asctime(localtime(timer));

Returned Value
If successful, returns a pointer to a date and time string. The returned string
contains exactly 26 characters, in the following format:
"%.3s %.3s%3d %.2d:%.2d:%.2d %d\n"

Here is an example of the string returned:
Mon Jul 16 02:03:55 1987\n\0

(followed by a newline character and a null character).
If unsuccessful, ctime() returns no value.
Notes:
v The calendar time returned by the time() function is the number of seconds
since epoch, which was at 00:00:00 coordinated universal time (UTC), January 1,
1970.
v Using the default locale, the ctime() and localtime() functions return the local
time as defined by the VSE ZONE setting, and the mktime() function uses the
VSE ZONE setting to calculate coordinated universal time (UTC) from local
time.
v The ctime() function uses a 24-hour clock format.
v The days are abbreviated to: Sun, Mon, Tue, Wed, Thu, Fri, and Sat.
v The months are abbreviated to: Jan, Feb, Mar, Apr, May, Jun, Jul, Aug, Sep, Oct,
Nov, and Dec.
v All fields have a constant width.
v Dates with only one digit are preceded either with a 0 or a blank space.
v The newline character (\n) and the null character (\0) occupy the last two
positions of the string.
v The asctime(), ctime(), and other time functions may use a common, statically
allocated buffer for holding the return string. Each call to one of these functions
may destroy the result of the previous call.
1. Coordinated universal time (UTC) was formerly known as Greenwich Mean Time (GMT).
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ctime
v If you use the DATE job control statement to override the system date then,
assuming you use the value returned by time() as the input value:
– The date returned by localtime() (and, therefore, ctime()) will always match
the DATE job control statement, even if your job runs past midnight.
– The date returned by gmtime() will be the coordinated universal time (UTC)
date relative to the local date returned by localtime(). This might not match
the DATE job control statement.

Example
EDCXBC33:
/* EDCXBC33
This example polls the system clock by using the library function
time(). It then prints a message giving the current date and time.
*/
#include <time.h>
#include <stdio.h>
int main(void)
{
time_t ltime;
time(&ltime);
printf("the time is %s", ctime(&ltime));
}

Output:
the time is Fri Jun 16 16:03:38 1995

Related Information
v
v
v
v
v
v
v
v

“locale.h” on page 10
“time.h” on page 18
“asctime() — Convert Time to Character String” on page 31
“gmtime() — Convert Time to Broken-Down UTC Time” on page 186
“localtime() — Convert Time and Correct for Local Time” on page 219
“mktime() — Convert Local Time” on page 248
“strftime() — Convert to Formatted Time” on page 322
“time() — Determine Current Time” on page 361
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ctrace

ctrace() — Request a Traceback
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <ctest.h>
int ctrace(char *dumptitle);

External Entry Point: @@CTRACE

General Description
Requests a traceback. The output, which is written to DLBL or TLBL name CEEDUMP
(if present) or system logical unit SYSLST (otherwise), is identified with dumptitle.
ctrace() invokes the CEE5DMP LE/VSE callable service with the following options:
TRACEBACK NOFILE NOBLOCK NOVARIABLE NOSTORAGE STACKFRAME(ALL) NOCOND
NOENTRY.
If you compile the code using the GONUMBER option, this function will display, along
with the traceback, the statement numbers and the offset information.
Note: The offsets displayed by ctrace() are from the beginning of the functions,
whereas by default, compiler listings show offsets from the beginning of the
source file. You can override the displayed offsets with the OFFSET
compile-time option.

Returned Value
Returns 0 if successful and nonzero otherwise.

Example
EDCXBC34:
/* EDCXBC34
This example shows how ctrace() is used and the output produced.
*/
#include <ctest.h>
int main(void) {
int rc;
rc = ctrace("Sample ctrace output");
}

Output:
CEE5DMP V1 R4.0: Sample ctrace output

02/14/96 11:31:39 AM

INFORMATION FOR ENCLAVE main
INFORMATION FOR THREAD 8000000000000000
TRACEBACK:
DSA ADDR PROGRAM UNIT
00550270
005501E8
005500D8
00550018 CEEBBEXT

PU ADDR
01DA1A60
005000F8
01DA783E
005036B0

PU OFFSET
+0000011C
+0000005E
+000000B4
+00000132

Related Information
v LE/VSE Programming Guide
v “ctest.h” on page 2
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ENTRY
__ctrace
main
@@MNINV
CEEBBEXT

E ADDR
01DA1A60
005000F8
01DA783E
005036B0

E OFFSET
+0000011C
+0000005E
+000000B4
+00000132

STATEMENT STATUS
CALL
CALL
CALL
CALL

ctrace
v “cdump() — Request a Main Storage Dump” on page 52
v “csnap() — Request a Condensed Dump” on page 74
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decabs

decabs() — Decimal Absolute Value
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
IBM C

Format
#include <decimal.h>
decimal(n,p) decabs(decimal(n,p) pdec);

General Description
The built-in function decabs() accepts a decimal type expression as an argument
and returns the absolute value of the decimal argument, in the same decimal type
as the argument. The function does not change the content of the argument.
The parameter n can be any integral value between 1 and DEC_DIG. The parameter
p can be any integral value between 0 and DEC_PRECISION, although it must be less
than or equal to n. DEC_DIG and DEC_PRECISION are defined inside decimal.h.
If the content of the given argument is not in native packed decimal format,
behavior is undefined.

Example
EDCXBD01:
/* EDCXBD01
This example demonstrates the built-in function decabs().
*/
#include <decimal.h>
decimal(10,2) p1, p2;
int main(void) {
p2 = -1234.56d;
p1 = decabs(p2);
printf("p1 = %D(10,2), p2 = %D(10,2)\n", p1, p2);
return(0);
}

Output:
p1 = 1234.56, p2 = -1234.56

Related Information
v “decimal.h” on page 3
v “decchk() — Check for Valid Decimal Types” on page 83
v “decfix() — Fix Up a Nonpreferred Sign Variable” on page 85
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decchk

decchk() — Check for Valid Decimal Types
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
IBM C

Format
#include <decimal.h>
int decchk(decimal(n,p) pdec);

General Description
The built-in function decchk() accepts a decimal type expression as an argument
and returns a status value of type int.
The status can be interpreted as follows:
DEC_VALUE_OK
A valid decimal representation value (including the less-preferred but valid
sign, A-F).
DEC_BAD_NIBBLE
The leftmost half-byte is not 0 in a decimal type number that has an even
number of digits. For example, 123 is stored in decimal(2,0). If such a
number is packed, then it is used.
DEC_BAD_DIGIT
Digits not allowed (not 0-9). If such a number is packed, then it is used.
DEC_BAD_SIGN
Sign not allowed (not A-F). If such a number is packed, then it is used.
The function return status can be masked to return multiple status.
The parameter n can be any integral value between 1 and DEC_DIG. The parameter
p can be any integral value between 0 and DEC_PRECISION, although it must be less
than or equal to n. DEC_DIG and DEC_PRECISION are defined inside decimal.h.
If the content of the given argument is not in native packed decimal format, the
behavior is undefined.

Example
EDCXBD02:
/* EDCXBD02
This example demonstrates the built-in function decchk().
*/
#include <decimal.h>
decimal(10,2) p1;
char mem2[3] = { 0x12,
char mem3[3] = { 0x02,
char mem4[3] = { 0x02,
char mem5[3] = { 0x12,
decimal(4,0) *pp2;
decimal(4,0) *pp3;
decimal(4,0) *pp4;
decimal(4,0) *pp5;
int main(void) {

0x34,
0xa4,
0x34,
0xa4,

0x5c
0x5c
0x56
0x56

};
};
};
};

/*
/*
/*
/*

bad
bad
bad
bad

half-byte */
digit */
sign */
half-byte, digit and sign */
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decchk
p1 = 123456.78d;
pp2 = (decimal(4,0)
pp3 = (decimal(4,0)
pp4 = (decimal(4,0)
pp5 = (decimal(4,0)

*)
*)
*)
*)

mem2;
mem3;
mem4;
mem5;

if (decchk(p1) == DEC_VALUE_OK) {
printf("p1 is a valid decimal representation value.\n");
}
if (decchk(*pp2) == DEC_BAD_NIBBLE) {
printf("pp2 points to a bad half-byte value!\n");
}
if (decchk(*pp3) == DEC_BAD_DIGIT) {
printf("pp3 points to an illegal digit!\n");
}
if (decchk(*pp4) == DEC_BAD_SIGN) {
printf("pp4 points to an illegal sign!\n");
}
/* The wrong way ----- */
if (decchk(*pp5) == DEC_BAD_SIGN) {
printf("YOU SHOULD NOT GET THIS!!!!!\n");
}
/* The right way ----- */
if ((decchk(*pp5) & DEC_BAD_SIGN) == DEC_BAD_SIGN) {
printf("pp5 points to an illegal sign!\n");
}
return(0);
}

Output:
p1 is a valid
pp2 points to
pp3 points to
pp4 points to
pp5 points to

decimal representation value.
a bad half-byte value!
an illegal digit!
an illegal sign!
an illegal sign!

Related Information
v “decimal.h” on page 3
v “decabs() — Decimal Absolute Value” on page 82
v “decfix() — Fix Up a Nonpreferred Sign Variable” on page 85
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decfix

decfix() — Fix Up a Nonpreferred Sign Variable
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
IBM C

Format
#include <decimal.h>
decimal(n,p) decfix(decimal(n,p) pdec);

General Description
The built-in function decfix() accepts a decimal type expression as an argument
and returns a decimal value that has the same type and same value as the
argument with the correct preferred sign. The function does not change the content
of the argument.
The parameter n can be any integral value between 1 and DEC_DIG. The parameter
p can be any integral value between 0 and DEC_PRECISION, though it must be less
than or equal to n. DEC_DIG and DEC_PRECISION are defined inside decimal.h.
If the content of the given argument is not in native packed decimal format,
behavior is undefined.

Example
EDCXBD03:
/* EDCXBD03
This example demonstrates the decfix() function.
*/
#include <decimal.h>
char *ptr;
char mem[3] = { 0x01, 0x23, 0x4A };
decimal(4,0) *pp;
decimal(4,0) p;
int main(void) {
pp = (decimal(4,0) *) mem;
p = decfix(*pp);
ptr = (char *) &p;
printf("Before decfix : %X%X%X\n", mem[0], mem[1], mem[2]);
printf("After decfix : %X%X%X\n", ptr[0], ptr[1], ptr[2]);
return(0);
}

Output:
Before decfix : 1234A
After decfix : 1234C

Related Information
v “decimal.h” on page 3
v “decabs() — Decimal Absolute Value” on page 82
v “decchk() — Check for Valid Decimal Types” on page 83
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difftime

difftime() — Compute Time Difference
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <time.h>
double difftime(time_t time2, time_t time1);

General Description
Computes the difference in seconds between time2 and time1, which are calendar
times returned by time().

Returned Value
Returns the elapsed time in seconds from time1 to time2 as a double.

Example
EDCXBD04:
/* EDCXBD04
This example shows a timing application using difftime().
example calculates how many iterations of a loop can be
completed in the input number of seconds.
*/
#include <time.h>
#include <stdio.h>

The

int main(void)
{
time_t start, now;
int duration;
long int i;
printf("Enter duration in seconds\n");
scanf("%d",&duration);
time(&start);
i = 0;
do
{
time(&now);
i++;
} while (difftime(now,start) < duration);
printf("%ld iterations completed in %d seconds\n", i, duration);
}

Related Information
v
v
v
v
v
v
v
v
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“time.h” on page 18
“asctime() — Convert Time to Character String” on page 31
“ctime() — Convert Time to a Character String” on page 78
“gmtime() — Convert Time to Broken-Down UTC Time” on page 186
“localtime() — Convert Time and Correct for Local Time” on page 219
“mktime() — Convert Local Time” on page 248
“strftime() — Convert to Formatted Time” on page 322
“time() — Determine Current Time” on page 361
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div

div() — Calculate Quotient and Remainder
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

X

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
div_t div(int numerator, int denominator);

General Description
Calculates the quotient and remainder of the division of numerator by denominator.

Returned Value
Returns a div_t structure, containing both the quotient int quot and the remainder
int rem. This structure is defined in stdlib.h. If the returned value cannot be
represented, the behavior of div() is undefined. If denominator is 0, the same
exception will be raised as if you divided by 0. That is, you get the error CEE3209S
(fixed-point divide exception).

Related Information
v “stdlib.h” on page 17
v “ldiv() — Compute Quotient and Remainder of Integral Division” on page 214
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erf - erfc

erf() - erfc() — Calculate Error and Complementary Error
Functions
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
SAA

Format
#include <math.h>
double erf(double x);
double erfc(double x);

Compile-Time Option: LANGLVL(EXTENDED), LANGLVL(SAA), or
LANGLVL(SAA2)

General Description
Calculates the error function:

Because the erfc() function calculates the value of 1.0 - erf(x), it is used in
place of erf() for large values of x.

Returned Value
Both erf() and erfc() return the calculated value. If the correct value would cause
underflow, these functions return 0 and set errno to ERANGE.

Example
EDCXBE01:
/* EDCXBE01
This example uses erf() and erfc() to compute the error function of
two numbers.
*/
#include <stdio.h>
#include <math.h>
double smallx, largex, value;
int main(void)
{
smallx = 0.1;
largex = 10.0;
value = erf(smallx);
/* value = 0.112463 */
printf("Error value for 0.1: %f\n", value);
value = erfc(largex);
/* value = 2.088488e-45 */
printf("Error value for 10.0: %e\n", value);
}

Output:
Error value for 0.1: 0.112463
Error value for 10.0: 2.088488e-45
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erf - erfc

Related Information
v
v
v
v

“math.h” on page 12
“gamma() — Calculate Gamma Function” on page 173
“j0() - j1() - jn() — Bessel Functions of the First Kind” on page 211
“y0() - y1() - yn() — Bessel Functions of the Second Kind” on page 434
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exit

exit() — End Program
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
void exit(int status);

General Description
The exit() function:
1. Calls all functions registered with the atexit() function, in last-in-first-out
(LIFO) order.
2. Flushes all buffers, and closes all open files.
3. Deletes all files opened with tmpfile().
4. Returns control to the host environment from the program.
The argument status can have a value from 0 to 255 inclusive or be one of the
macros EXIT_SUCCESS or EXIT_FAILURE. The value of EXIT_SUCCESS is defined in
stdlib.h as 0; the value of EXIT_FAILURE is 8.

Returned Value
No returned value. The exit() function returns control to its host environment,
with the returned value status. For example, if program A invokes program B via a
call to the system() function, and program B calls the exit() function, then
program B returns to its host environment, which is program A.

Example
EDCXBE02:
/* EDCXBE02
This example flushes all buffers, closes any open files, and ends
the program if it cannot open the file myfile.dat.
*/
#include <stdio.h>
#include <stdlib.h>
FILE *stream;
int main(void)
{ .
.
.
if ((stream = fopen("myfile.dat", "r")) == NULL)
{
printf("Could not open data file\n");
exit(EXIT_FAILURE);
}
}

Related Information
v
v
v
v
v

90

“Using Run-Time User Exits” chapter, in LE/VSE C Run-Time Programming Guide
“stdlib.h” on page 17
“abort() — Stop a Program” on page 26
“atexit() — Register Program Termination Function” on page 38
“signal() — Handle Interrupts ” on page 301
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exp() — Calculate Exponential Function
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double exp(double x);

General Description
Calculates the exponent of x, defined as e**x, where e equals 2.17128128...

Returned Value
If successful, returns the calculated value. If an overflow occurs, exp() returns
HUGE_VAL. If an underflow occurs, exp() returns 0. For both overflow and
underflow, exp() sets errno to ERANGE.

Example
EDCXBE06:
/* EDCXBE06
This example calculates y as the exponential function of x.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x, y;
x = 5.0;
y = exp(x);
printf("exp( %f ) = %f\n", x, y);
}

Output:
exp( 5.000000 ) = 148.413159

Related Information
v
v
v
v

“math.h” on page 12
“log() — Calculate Natural Logarithm” on page 221
“log10() — Calculate Base 10 Logarithm” on page 222
“pow() — Raise to Power” on page 254
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fabs() — Calculate Floating-Point Absolute Value
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double fabs(double x);

General Description
The built-in fabs() function calculates the absolute value of a floating-point
argument.

Returned Value
Returns the absolute value of the float input.

Example
EDCXBF06:
/* EDCXBF06
This example calculates y as the absolute value of x.
*/
#include <math.h>
int main(void)
{
double x, y;
x = -5.6798;
y = fabs(x);
printf("fabs( %f ) = %f\n", x, y);
}

Output:
fabs( -5.679800 ) = 5.679800

Related Information
v “math.h” on page 12
v “abs() — Calculate Integer Absolute Value” on page 28
v “labs() — Calculate long Absolute Value” on page 212
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fclose() — Close File
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int fclose(FILE *stream);

General Description
Flushes a stream, then closes the file associated with that stream. Afterwards, the
function releases any buffers associated with the stream. To flush means that
unwritten buffered data is written to the file, and unread buffered data is
discarded.
Note: The storage pointed to by the FILE pointer is freed by the fclose() function.
An attempt to use the FILE pointer to a closed file is invalid. This restriction
is true even when fclose() fails.
A pointer to a closed file cannot be used as an input value to the freopen()
function.

Returned Value
Returns 0 if it successfully closes the stream. If a failure occurs in flushing buffers
or in outputting data, fclose() returns EOF, but still attempts to close the file.

Example
EDCXBF07:
/* EDCXBF07
This example opens a file myfile.dat for reading as a stream and
then closes the file.
*/
#include <stdio.h>
int main(void)
{
FILE *stream;
stream = fopen("myfile.dat", "r");
.
.
.
if (fclose(stream))
/* Close the stream */
printf("fclose error\n");
else
printf("fclose ok\n");
}

Related Information
v The “Closing Files” sections and the “Opening Files” sections, in LE/VSE C
Run-Time Programming Guide
v “stdio.h” on page 15
v “fopen() — Open a File” on page 127
v “freopen() — Redirect an Open File” on page 151
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fdelrec() — Delete a VSAM Record
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdio.h>
int fdelrec(FILE *stream);

External Entry Point: @@FDLREC

General Description
Removes the record previously read by fread() from the VSAM data set associated
with stream. The fdelrec() function can only be used after an fread() call has
been performed and before any other operation on that file pointer. For example, if
you need to acquire the file position using ftell() or fgetpos(), you can do it
either before the fread() or after the fdelrec(). An fread() after an fdelrec() will
retrieve the next record.
The fdelrec() function can be used with key sequenced data sets (KSDS), KSDS
PATHs, and relative record data sets (RRDS) opened in an update mode (that is,
rb+/r+b, wb+/w+b, or ab+/a+b), with type=record.
VSAM does not support deletions from ESDSs.

Returned Value
Returns 0 if the delete operation was successful and nonzero if the operation was
not successful.

Example
EDCXBF08:
/* EDCXBF08
This example shows how a VSAM record is deleted using the
fdelrec() function.
*/
#include <stdio.h>
FILE *stream;
char buf[80];
int num_read;
int rc;
main() {
stream = fopen("DD:MYCLUS", "rb+,type=record");
.
.
.
num_read = fread(buf, 1, sizeof(buf), stream);
rc = fdelrec(stream);
if (rc == 0)
puts("Record successfully deleted");
else puts("Error");
}

Related Information
v “Performing VSAM I/O Operations” in LE/VSE C Run-Time Programming Guide
v “stdio.h” on page 15
v “flocate() — Locate a VSAM Record” on page 122
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v “fupdate() — Update a VSAM Record” on page 169
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feof() — Test End-of-File Indicator
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int feof(FILE *stream);

General Description
Indicates whether the end-of-file (EOF) flag is set for the given stream pointed to
by stream.
The EOF flag is set when the user attempts to read past the EOF. Thus, a read of
the last character in the file does not turn the flag on. A subsequent read attempt
reaches the EOF.
If the file has a simultaneous writer that extends the file, the flag can be turned on
by the reader before the file is extended. After the extension becomes visible to the
reader, a subsequent read will get the new data and set the flag appropriately (see
fflush()). For example, if the read does not read past the EOF, the flag is turned
off. If a file does not have a simultaneous writer that is extending the file, it is not
possible to read past EOF.
A successful repositioning in a file (with fsetpos(), rewind(), fseek()) or a call to
clearerr() resets the EOF flag.
For a description of simultaneous writers, see “Reading Updated Records” in
LE/VSE C Run-Time Programming Guide.

Returned Value
Returns a nonzero value if and only if the EOF flag is set for stream; otherwise, 0 is
returned.

Example
EDCXBF09:
/* EDCXBF09
This example scans the input stream until it reads an EOF
character.
*/
#include <stdio.h>
#include <stdlib.h>
main() {
FILE *stream;
int rc;
stream = fopen("myfile.dat","r");
/* myfile.dat contains 3 characters "abc" */
while (1) {
rc = fgetc(stream);
if (rc == EOF) {
if (feof(stream)) {
printf("at EOF\n");
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break;
}
else {
printf("error\n");
break;
}
}
else
{
if (rc == ’\n’)
printf("read newline character\n");
else
printf("read \’%c\’\n",rc);
}
}
}

Output:
read ’a’
read ’b’
read ’c’
read newline character
at EOF

Related Information
v
v
v
v
v

“stdio.h” on page 15
“clearerr() — Reset Error and End-of-File” on page 56
“fseek() — Change File Position” on page 162
“fsetpos() — Set File Position” on page 165
“rewind() — Set File Position to Beginning of File” on page 282
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ferror() — Test for Read/Write Errors
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int ferror(FILE *stream);

General Description
Tests for an error in reading from or writing to the specified stream. If an error
occurs, the error indicator for the stream remains set until you close the stream, call
rewind(), or call clearerr().
If an invalid parameter is given to an I/O function, LE/VSE C Run-Time does not
turn the error flag on. This case differs from one where parameters are invalid in
context with one another.

Returned Value
Returns a nonzero value to indicate an error for the stream pointed to by stream;
otherwise, it returns 0.

Example
EDCXBF10:
/* EDCXBF10
This example puts data out to a stream and then checks that a
write error has not occurred.
*/
#include <stdio.h>
int main(void)
{
FILE *stream;
char *string = "Important information";
stream = fopen("myfile.dat","w");
fprintf(stream, "%s\n", string);
if (ferror(stream))
{
printf("write error\n");
clearerr(stream);
}
if (fclose(stream))
printf("fclose error\n");
}

Related Information
v “stdio.h” on page 15
v “clearerr() — Reset Error and End-of-File” on page 56
v “rewind() — Set File Position to Beginning of File” on page 282
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fetch() — Get a Phase
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdlib.h>
void (*fetch(const char *name))();

External Entry Point: @@FETCH

General Description
Dynamically loads the phase specified by name into memory. The phase can then
be invoked from a LE/VSE C Run-Time program. The name by which the
fetchable phase is identified in the phase library must appear in a fetch() library
function call.
You cannot fetch a phase that contains a main(). If you do, fetch() will not return
a usable pointer. Use of the pointer will result in undefined behavior. To call these
types of phases, use the system() library function. Alternatively, when creating the
phase, you can reset the entry point so that the linkage is provided by LE/VSE C
Run-Time.
When non-reentrant phases have been fetched multiple times, you should release
them in the reverse order; otherwise the phases may not be deleted immediately.
You can fetch phases written in C or written in any LE/VSE-conforming language.
For LE/VSE C Run-Time phases, the source of the fetched phase must, in general,
contain #pragma linkage(..., fetchable) (the exception is described below). See
also “fetchep() — Share Writable Static” on page 104 for more information about
the need for #pragma linkage.
Nested fetching is supported. That is, a fetched phase can also invoke the fetch()
library function to dynamically load a separate fetchable phase.
Multiple fetching is also supported. Fetching a phase more than once will result in
separate fetch pointers. If the phase is marked “reentrant”, multiple fetches will
not reload the phase into storage. Although multiple copies of the reentrant phase
are not brought into storage, each fetch returns a separate pointer. If a phase is not
reentrant, multiple fetches cause multiple loads into storage. Be aware that if you
fetch() a non-reentrant phase multiple times, the phase may not get deleted by
release() until all fetch instances have been released. Also, you should keep in
mind that multiple loads of a non-reentrant phase can be costly in terms of
storage.
Writable statics are, in general, process-scoped. The exception is that, when a
thread calls a fetched phase, the writable statics are changed for that thread only;
that is, thread-scoped.
Unless your program is naturally reentrant, each reentrant phase has a different
copy of writable static. Follow these steps to allow the fetching of your reentrant
phase that has writable static:
1. Compile the phase to be fetched with the RENT compile-time option.
Chapter 2. Library Functions
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2. Using the object module created in step 1, generate a fetchable member. You
must specify the entry point as the function you are fetching unless you have
included a #pragma linkage(..., FETCHABLE) directive.
See Figure 2 for the program flow of a fetchable phase. (FECB refers to a Fetch
Control Block, which is an LE/VSE C Run-Time internal control block used by
fetch().)

Figure 2. Program Flow of a Fetchable Phase

To dynamically fetch a set of functions with shared writable static, you can use the
library function fetchep(). See “fetchep() — Share Writable Static” on page 104
for more details.
Both the phase being fetched and the phase invoking the fetch() library function
can be reentrant.
You can fetch phases without specifying the directive
#pragma linkage(..., FETCHABLE) in the fetched phase. If you do, then using the
fetch pointer will result in calling the entry point for that phase. When you link the
object module, you must reset the entry point. In addition, you cannot have any
writable static.
It follows that fetching a reentrant C phase containing writable statics requires that
you use the #pragma linkage(... FETCHABLE) preprocessor directive in the fetched
phase.
If the entry point linkage is not a C linkage, you must use a #pragma linkage with
a function pointer defined by a typedef. The following sample excerpt would set up
a COBOL linkage for a COBOL routine.
typedef int COBOL_FUNC ();
#pragma
linkage (COBOL_FUNC, COBOL)
.
.
.
COBOL_FUNC * fetch_ptr;
fetch_ptr = (COBOL_FUNC *) fetch(phase);
/* loads fetched phase */
fetch_ptr(args);
/* sets up the proper linkage for the call */
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Once the phase is fetched, calling the fetched function is similar to making an
interlanguage call.
fetch() also supports AMODE switching: when the function call is made, AMODE will
be switched; upon return, the AMODE will be restored. Beware of calling fetched
phases with AMODE=24 that try to access variables or the library above the line.
Notes:
v You cannot call functions through a function pointer that crosses phase
boundaries, except through fetchep(). (See “fetchep() — Share Writable Static”
on page 104 for more information.) For example, you cannot pass the address of
a function to a fetched routine and invoke it from the fetched routine because
the LE/VSE C Run-Time writable static will not be swapped.
v If you need to access code that has to run in a restricted addressing mode (such
as AMODE 24), you can package the code into a phase to be fetched. The object
module can then be linked using the restricted addressing mode, but the phase
fetched from a program with an unrestricted addressing mode.
v A program that invokes fetch() many times without releasing all of the phases
may run out of memory.
v You cannot release() a phase that contains any code that is written in another
LE/VSE-conforming language.

Returned Value
Returns a pointer to a stub that will call the entry point to the fetched phase. If the
load fails, fetch() returns NULL.

Link Considerations
When linking the function to be fetched, you must link in the necessary libraries
and specify the entry point as the function you are fetching unless you have
included this directive: #pragma linkage(..., FETCHABLE).

Example of Using fetch() with C
The following example demonstrates how to fetch a C function in another phase
that contains the directive: pragma linkage(..., FETCHABLE).
This is the main program containing the fetch() function call:
EDCXBF11:
/* EDCXBF11
This example uses fetch() to fetch a C function in another phase
(in this example, the fetched phase is F1A, containing
the C function defined in example EDCXBF12).
*/
#include <stdio.h>
#include <stdlib.h>
typedef int (*funcPtr)(); /* pointer to a function returning an int */
int main(void)
{
int result;
funcPtr add;
printf("fetch phase\n");
add = (funcPtr) fetch("f1a");

/* load phase F1A

*/

if (add == NULL) {
printf("ERROR: fetch failed\n");
}
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else {
printf("execute fetched phase\n");
result = (*add)(1,2);

/* execute phase F1A

*/

printf("1 + 2 == %d\n", result);
}
}

This is the fetched function, to be compiled and linked as the phase F1A:
EDCXBF12:
/* EDCXBF12
This function should be compiled and linked as the phase F1A,
to be fetched by the example EDCXBF11.
*/
#pragma linkage(func1, fetchable)
int func1(int a, int b)
{
printf("in fetched phase\n");
return(a+b);
}

Example of Using fetch() with COBOL
The following example demonstrates how to fetch a COBOL subroutine in another
phase.
This is the main program containing the fetch() function call:
EDCXBF13:
/* EDCXBF13
This example uses fetch() to fetch a COBOL subroutine in
another phase (in this example, the fetched phase is COB1A,
containing the COBOL subroutine defined in example EDCXBF52).
*/
#include <stdlib.h>
#include <stdio.h>
typedef void funcV(int *, int *); /* function returning void */
#pragma linkage(funcV, COBOL)
/* establish COBOL linkage */
int main(void)
{
int var1 = 1;
int var2 = 2;
funcV *add;
printf("fetch phase\n");
add = (funcV *) fetch("cob1a");

/* load phase COB1A */

if (add == NULL)
printf("ERROR: fetch failed\n");
else
{
printf("execute fetched phase\n");
(*add)(&var1, &var2); /* execute phase COB1A */
printf("1 + 2 == %d\n", var1);
}
}

This is the fetched COBOL subroutine, to be compiled and linked as the phase
COB1A:
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EDCXBF52:
CBL RMODE(ANY)
IDENTIFICATION DIVISION.
PROGRAM-ID. COB1A.
****************************************************************
*
EDCXBF52
*
*
This code should be compiled and linked as the phase
*
*
COB1A, to be fetched by EDCXBF13.
*
*
This subroutine receives 2 integer parameters.
*
*
The first is added to the second and the result is stored *
*
back into the first.
*
****************************************************************
ENVIRONMENT DIVISION.
DATA DIVISION.
WORKING-STORAGE SECTION.
LINKAGE SECTION.
01 VAR1
PIC S9(9) COMP.
01 VAR2
PIC S9(9) COMP.
****************************************************************
*
PROCEDURE DIVISION
*
****************************************************************
PROCEDURE DIVISION USING VAR1 VAR2.
*
*
*

ADD VAR2 TO VAR1 PLACING THE RESULT IN VAR1.
COMPUTE VAR1 = VAR1 + VAR2.
GOBACK.

Related Information
v “stdlib.h” on page 17
v “fetchep() — Share Writable Static” on page 104
v “release() — Delete a Phase” on page 278.
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fetchep() — Share Writable Static
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdlib.h>
void ( *fetchep( void ( *entry_point )()))();

External Entry Point: @@FTCHEP

General Description
Dynamically fetches a set of functions with shared writable static variables.
fetchep() is used to register an entry point. It returns a pointer that may be
passed across the fetch boundary and used as if it were the original entry point.
Therefore, you can create more than one entry point from a fetched phase. A call to
the new entry point will use the same writable static as the original fetch pointer
uses on each invocation.
fetchep() is called within a fetched phase but not from the same level as the
fetch() call. If fetchep() is called in the root program that is not a fetched phase,
fetchep() returns a fetch pointer that will use the root program's writable static (if
any exists).
If the entry_point given as input to fetchep() is a function address external to the
current phase or is an invalid function address, use of the resulting pointer
returned from the call will result in undefined behavior.
If writable static is required, then this directive must be used:
#pragma linkage(entry_point, FETCHABLE)

In addition, the steps for fetching a reentrant phase must be followed as described
in “fetch() — Get a Phase” on page 99. If writable static is not required, the C
module using fetchep() need not contain the directive
#pragma linkage(..., FETCHABLE).
You can release the new fetch pointer without any effect on the original or any
other fetch pointer created from the original fetch pointer. If the original fetched
function is released, however, all the fetch pointers created using the fetchep()
function will also be released. Trying to use a fetch pointer once it has been
released or its origin has been released will result in undefined behavior.
A fetch pointer points to an internal executable control block known as the Fetch
Control Block (FECB).

Examples
These examples and diagram demonstrate the program flow of a call to fetch()
and subsequent calls to fetchep().
EDCXBF14:
/* EDCXBF14
This function contains a fetch() function call for
the phase MYMOD. The MYMOD phase contains the
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functions defined in the example EDCXBF53.
*/
#include <stdlib.h>
typedef int (*FUNC_T)();
int main(void) {
FUNC_T (*myfunc)();
FUNC_T myadd;
FUNC_T mymult;
FUNC_T mysub;
myfunc
myadd
mymult
mysub

=
=
=
=

(FUNC_T (*)())fetch("MYMOD");
myfunc(0);
myfunc(1);
myfunc(2);

printf("K is now %d\n", myadd(2));
printf("K is now %d\n", mymult(5));
printf("K is now %d\n", mysub(5));
}

Output:
K is now 2
K is now 10
K is now 5

EDCXBF53:
/* EDCXBF53
The following code is the fetched module, containing fetchep()
function calls, to be compiled and linked as the phase MYMOD.
See fetch() documentation for more information.
*/
#include <stdlib.h>
typedef int (*FUNC_T)();
int k = 0;
/* global variable to share within MYMOD */
#pragma linkage(x, fetchable)
int func1(int);
int func2(int);
int func3(int);
FUNC_T x(int a)
{
switch(a)
{
case 0:
return (FUNC_T)fetchep((void(*)())func1);
case 1:
return (FUNC_T)fetchep((void(*)())func2);
case 2:
return (FUNC_T)fetchep((void(*)())func3);
}
}
int func1(int a)
{
k
+= a;
.
.
.
return(k);
}
int func2(int a)
{
k
*= a;
.
.
.
return(k);
}
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int func3(int a)
{
k
-= 5;
.
.
.
return(k);
}

Figure 3. Program Flow of fetchep()

Related Information
v “stdlib.h” on page 17
v “fetch() — Get a Phase” on page 99
v “release() — Delete a Phase” on page 278
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fflush() — Write Buffer to File
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int fflush(FILE *stream);

General Description
Flushes the stream pointed to by stream. If stream is NULL, it flushes all open
streams.
The fflush() function is affected by the ungetc() and ungetwc() functions. Calling
these functions causes fflush() to back up the file position when characters are
pushed back. For details, see the ungetc() and ungetwc() functions respectively. If
desired, the _EDC_COMPAT environment variable can be set at open time such
that fflush() discards any pushed back characters and leaves the file position
where it was when the first ungetc() or ungetwc() function call was issued.
If fflush() is used after ungetwc() has pushed a wide character on a text stream,
the position will be backed up by one wide character from the position the file was
at when the ungetwc() was issued. For a wide-oriented binary stream, the position
will be backed up based on the number of bytes used to represent the wide
character in the ungetc buffer. For this reason, attempting to use ungetwc() on a
character when the destination is a binary wide-oriented stream that was never
read in the first place results in undefined behavior for fflush(). Note that the
_EDC_COMPAT environment variable also changes the behavior of fflush() after
ungetwc(), and will cause any wide character pushed back to be discarded and the
position left at the point where the ungetwc() was issued. For details on the
_EDC_COMPAT environment variable, see “Using Environment Variables” in
LE/VSE C Run-Time Programming Guide.
If fflush() fails, the position is left at the point in the file where the first ungetc()
or ungetwc() function call was issued. All pushed back characters are discarded.
Note: The system automatically flushes buffers when you close the stream or
when a program ends normally without closing the stream.
The buffering mode and the file type can have an effect on when output data is
flushed. For more information, see “Buffering of C Streams” in LE/VSE C Run-Time
Programming Guide.
stream remains open after the fflush() call. Because a read operation cannot
immediately follow or precede a write operation, the fflush() function can be
used to allow exchange between these two modes. The fflush() function can also
be used to refresh the buffer when working with a reader and a simultaneous
writer/updater.

Returned Value
Returns the value 0 if it successfully flushes the buffer. The fflush() function
returns EOF if an error occurs. When flushing all open files, a failure to flush any of
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the files causes EOF to be returned. However, flushing will continue on any other
open files that can be flushed successfully.

Example
EDCXBF15:
/* EDCXBF15
This example flushes a stream buffer. It tests for the returned
value of 0 to see if the flushing was successful.
*/
#include <stdio.h>
int retval;
int main(void)
{
FILE *stream;
stream = fopen("myfile.dat", "w");
retval=fflush(stream);
printf("return value=%i",retval);
}

Related Information
v
v
v
v
v
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fgetc() — Read a Character
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int fgetc(FILE *stream);

General Description
Reads a single-byte unsigned character from the input stream pointed to by stream
at the current position, and increases the associated file pointer so that it points to
the next character.
The fgetc() function is not supported for files opened with type=record.
fgetc() has the same restriction as any read operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the character read as an integer. An EOF returned value indicates an error
or an EOF condition. Use feof() or ferror() to determine whether the EOF value
indicates an error or the end of the file. Note that EOF is only reached when an
attempt is made to read “past” the last byte of data. Reading up to and including
the last byte of data does not turn on the EOF indicator.

Example
EDCXBF16:
/* EDCXBF16
This example gathers a line of input from a stream.
It tests to see if the file can be opened.
If the file cannot be opened perror() is called.
*/
#include <stdio.h>
#define MAX_LEN 80
int main(void)
{
FILE *stream;
char buffer[MAX_LEN + 1];
int i, ch;
if ((stream = fopen("myfile.dat","r")) != NULL) {
for (i = 0; (i < (sizeof(buffer)-1) &&;
((ch = fgetc(stream)) != EOF) && (ch != ’\n’)); i++)
printf("character is %d\n",ch);
buffer[i] = ch;
buffer[i] = ’\0’;
if (fclose(stream))
perror("fclose error");
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}
else
perror("fopen error");
}

Related Information
v
v
v
v
v
v

110

“stdio.h” on page 15
“feof() — Test End-of-File Indicator” on page 96
“ferror() — Test for Read/Write Errors” on page 98
“fgetwc() — Get Next Wide Character” on page 115
“fputc() — Write a Character” on page 139
“getc() - getchar() — Read a Character” on page 174
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fgetpos() — Get File Position
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

X

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int fgetpos(FILE *stream, fpos_t *pos);

General Description
Stores the current value of the file pointer associated with stream into the object
pointed to by pos. The value pointed to by pos can be used later in a call to
fsetpos() to reposition the stream pointed to by stream.
Both fgetpos() and fsetpos() functions also save state information for
wide-oriented files. The value stored in pos is unspecified, and it is usable only by
fsetpos().
The position returned by fgetpos() is affected by the ungetc() and ungetwc()
functions. Each call to these functions causes the file position indicator to be
backed up from the position where the ungetc() or ungetwc() was issued. For
details on how ungetc() affects fgetpos() behavior, see “ungetc() — Push
Character onto Input Stream” on page 371. For details on how ungetwc() affects
fgetpos() behavior for a wide-oriented stream, see “ungetwc() — Push a Wide
Character onto a Stream” on page 373. Note that the _EDC_COMPAT environment
variable can be set at open time such that fgetpos() will ignore any pushed back
characters. For further details on _EDC_COMPAT, see “Using Environment
Variables” in LE/VSE C Run-Time Programming Guide.

Returned Value
If successful, the fgetpos() function returns 0. On error, fgetpos() returns a
nonzero value and sets errno to a nonzero value.

Example
EDCXBF17:
/* EDCXBF17
This example opens the file myfile.dat for reading.
The current file pointer position is stored into the variable pos.
*/
#include <stdio.h>
int main(void)
{
FILE *stream;
int retcode;
fpos_t pos;
stream = fopen("myfile.dat", "rb");
/* The value returned by fgetpos can be used by fsetpos()
to set the file pointer if ’retcode’ is 0
*/
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if ((retcode = fgetpos(stream, &pos)) == 0)
printf("Current position of file pointer found\n");
fclose(stream);
}

Related Information
v
v
v
v
v
v
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“stdio.h” on page 15
“fseek() — Change File Position” on page 162
“fsetpos() — Set File Position” on page 165
“ftell() — Get Current File Position” on page 167
“ungetc() — Push Character onto Input Stream” on page 371
“ungetwc() — Push a Wide Character onto a Stream” on page 373
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fgets() — Read a String from a Stream
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
char *fgets(char *string, int n, FILE *stream);

General Description
Reads bytes from a stream pointed to by stream into an array pointed to by string,
starting at the position indicated by the file position indicator. Reading continues
until the number of characters read is equal to n−1, or until a newline character
(\n), or until the end of the stream, whichever comes first. The fgets() function
stores the result in string and adds a null character (\0) to the end of the string.
The string includes the newline character, if read.
The fgets() function is not supported for files opened with type=record.
fgets() has the same restriction as any read operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns a pointer to the string buffer if successful. Otherwise it returns NULL to
indicate failure.
If n is less than or equal to 0, it indicates a domain error; errno is set to EDOM to
indicate the cause of the failure.
When n equals 1, it indicates a valid result. It means that the string buffer has only
room for the null terminator; nothing is physically read from the file. (Such an
operation is still considered a read operation, so it cannot immediately follow a
write operation unless there is an intervening flush or reposition operation first.)
If n is greater than 1, fgets() will only fail if an I/O error occurs or if EOF is
reached, and no data is read from the file.
The ferror() and feof() functions are used to distinguish between a read error
and an EOF. Note that EOF is only reached when an attempt is made to read
“past” the last byte of data. Reading up to and including the last byte of data does
not turn on the EOF indicator.
If EOF is reached after data has already been read into the string buffer, fgets()
returns a pointer to the string buffer to indicate success. A subsequent call would
result in NULL being returned since EOF would be reached without any data being
read.

Example
EDCXBF18:
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/* EDCXBF18
This example gets a line of input from a data stream.
It reads no more than MAX_LEN - 1 characters, or up to a newline
character, from the stream.
*/
#include <stdio.h>
#define MAX_LEN 100
int main(void)
{
FILE *stream;
char line[MAX_LEN], *result;
stream = fopen("myfile.dat","r");
if ((result = fgets(line,MAX_LEN,stream)) != NULL)
printf("The string is %s\n", result);
if (fclose(stream))
printf("fclose error\n");
}

Related Information
v
v
v
v
v
v
v
v
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“stdio.h” on page 15
“feof() — Test End-of-File Indicator” on page 96
“ferror() — Test for Read/Write Errors” on page 98
“fgetc() — Read a Character” on page 109
“fgetws() — Get a Wide-Character String” on page 117
“fputs() — Write a String” on page 141
“gets() — Read a String” on page 178
“puts() — Write a String” on page 257
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fgetwc() — Get Next Wide Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
wint_t fgetwc(FILE *stream);

General Description
Obtains the next multibyte character from the input stream pointed to by stream,
converts it to a wide character, and advances the associated file position indicator
for the stream (if defined).
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
Using non-wide-character functions with fgetwc() results in undefined behavior.
This happens because fgetwc() processes a whole multibyte character and does
not expect to be “within” such a character. In addition, fgetwc() expects state
information to be set already. Because functions like fgetc() and fputc() do not
obey such rules, their results fail to meet the assumptions made by fgetwc().
fgetwc() has the same restriction as any read operation for read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the next wide character that corresponds to the multibyte character from
the input stream pointed to by stream. If the stream is at EOF, the EOF indicator for
the stream is set and fgetwc() returns WEOF. If a read error occurs, the error
indicator for the stream is set and fgetwc() returns WEOF. If an encoding error occurs
(an error converting the multibyte character into a wide character), errno is set to
EILSEQ (illegal sequence) and WEOF is returned.
The ferror() and feof() functions are used to distinguish between a read error
and an EOF. Note that EOF is only reached when an attempt is made to read
“past” the last byte of data. Reading up to and including the last byte of data does
not turn on the EOF indicator.

Example
EDCXBF19:
/* EDCXBF19
This example demonstrates the fgetwc() function.
*/
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
#include <errno.h>
int main(void)
{
Chapter 2. Library Functions

115

fgetwc
FILE
*stream;
wint_t
wc;
if ((stream = fopen("myfile.dat", "r")) == NULL) {
printf("Unable to open file\n");
exit(1);
}
errno = 0;
while ((wc = fgetwc(stream)) != WEOF)
printf("wc=0x%X\n", wc);
if (errno == EILSEQ) {
printf("An invalid wide character was encountered.\n");
exit(1);
}
fclose(stream);
}

Related Information
v
v
v
v
v
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“stdio.h” on page 15
“wchar.h” on page 20
“fgetc() — Read a Character” on page 109
“fgetws() — Get a Wide-Character String” on page 117
“fputwc() — Output a Wide-Character” on page 143
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fgetws() — Get a Wide-Character String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

Am

XPG4

Extension

X

Format
#include <wchar.h>
wchar_t *fgetws(wchar_t *wcs, int n, FILE *stream);

General Description
Reads at most one less than the number of the wide characters specified by n, from
the stream pointed to by stream, into the array pointed to by wcs. No additional
wide characters are read after a newline wide character (which is retained) or after
the EOF. A null wide character is written immediately after the last wide character
read into the array.
fgetws() advances the file position unless there is an error, when the file position
is undefined.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
Using non-wide-character functions with fgetws() results in undefined behavior.
This happens because fgetws() processes a whole multibyte character and does
not expect to be “within” such a character. In addition, fgetws() expects state
information to be set already. Because functions like fgetc() and fputc() do not
obey such rules, their results fail to meet the assumptions made by fgetws().
fgetws() has the same restriction as any read operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the new value of wcs if successful. If EOF is encountered and no wide
characters have been read into the array, the contents of the array remain
unchanged and a null pointer is returned. If a read error or an encoding error
occurs during the operation, the array contents are indeterminate and a null
pointer is returned. An encoding error is one that occurs when a wide character is
converted to a multibyte character. If it occurs, errno is set to EILSEQ and NULL is
returned.
If n is less than or equal to 0, it indicates a domain error; errno is set to EDOM to
indicate the cause of the failure.
When n equals 1, it indicates a valid result. It means that the string buffer has only
room for the null terminator; nothing is physically read from the file. (Such an
operation is still considered a read operation, so it cannot immediately follow a
write operation unless there is an intervening flush or reposition operation first.)
If n is greater than 1, fgetws() will only fail if an I/O error occurs or if EOF is
reached, and no data is read from the file. To find out which error has occurred,
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use either the feof() or the ferror() function. If EOF is reached after data has
already been read into the string buffer, fgetws() returns a pointer to the string
buffer to indicate success. A subsequent call would result in NULL being returned
because EOF would be reached without any data being read.
The ferror() and feof() functions are used to distinguish between a read error
and an EOF. Note that EOF is only reached when an attempt is made to read
“past” the last byte of data. Reading up to and including the last byte of data does
not turn on the EOF indicator.

Example
EDCXBF20:
/* EDCXBF20
This example demonstrates the fgetws() function.
*/
#include <errno.h>
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
int main(void)
{
FILE
*stream;
wchar_t wcs[100];
wchar_t *ptr;
if ((stream = fopen("myfile.dat", "r")) == NULL) {
printf("Unable to open file\n");
exit(1);
}
errno = 0;
ptr = fgetws(wcs, 100, stream);
if (ptr == NULL) {
if (errno == EILSEQ) {
printf("An invalid wide character was encountered.\n");
exit(1);
}
else if (feof(stream))
printf("end of file reached\n");
else
perror("read error");
}
printf("wcs=\"%ls\"\n", wcs);
fclose(stream);
}

Related Information
v
v
v
v
v
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“stdio.h” on page 15
“wchar.h” on page 20
“fgets() — Read a String from a Stream” on page 113
“fgetwc() — Get Next Wide Character” on page 115
“fputws() — Output a Wide-Character String” on page 145.
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fldata() — Retrieve File Information
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdio.h>
int fldata(FILE *file, char *filename, fldata_t *info);

External Entry Point: @@FLDATA

General Description
Retrieves information about an open stream pointed to by file. It returns the file
name in filename and other information in the structure info. The filename that
fldata() returns depends on the filename specified by fopen() or freopen():
v If fopen() or freopen() specify a DLBL or TLBL and/or a logical unit, or a
member of a VSE Librarian sublibrary, the filename that fldata() returns is the
same as the filename specified by fopen() or freopen(), including the dd: prefix.
v If fopen() or freopen() specify a file ID, the filename that fldata() returns is
the fully-qualified file ID, enclosed in single quotation marks. (That is, if the file
ID specified by fopen() or freopen() is not enclosed in single quotation marks,
the file ID is prefixed by the jobname.)
The contents of the field __dsname, which is returned in the info structure, depends
on the file type:
v For a SAM file or VSAM data set, __dsname contains the fully-qualified file ID,
without quotation marks.
v For a memory file, __dsname contains the filename specified by fopen() or
freopen() (including the dd: prefix, if specified).
v For a VSE Librarian member, __dsname contains the full name of the VSE
Librarian file in the format dd:lib.sublib(member.type).
v For all other files, __dsname is NULL.
After a failure, the contents of the information structure are indeterminate.
For full details about filename considerations, see one of the “Opening Files”
sections in LE/VSE C Run-Time Programming Guide.
If a function call to fldata() is the first reference to a standard stream, fldata()
opens the stream.
Table 13 on page 120 describes the fields in the fldata_t data structure. For further
details, see LE/VSE C Run-Time Programming Guide.
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Returned Value
Returns 0 if successful and nonzero otherwise.
Table 13. Elements Returned in fldata_t Data Structure
Element

Data Type

General Description

__recfmF:1

unsigned int

Indicates whether it has fixed-length records.

__recfmV:1

unsigned int

Indicates whether it has variable-length records.

__recfmU:1

unsigned int

Indicates whether it has undefined-length records.

__recfmS:1

unsigned int

Indicates whether it has either standard (if fixed-length) or spanned (if
variable-length) records.

__recfmBlk:1

unsigned int

Indicates whether it has blocked records.

__recfmASA:1

unsigned int

Indicates whether it has ASA print-control characters.

__recfmM:1

unsigned int

Indicates whether it has machine print-control codes.

__recfmPO:1

unsigned int

Indicates whether it is a VSE Librarian sublibrary.

__dsorgPDSmem:1

unsigned int

Indicates whether it is a VSE Librarian sublibrary.

__dsorgPDSdir:1

unsigned int

Not applicable to VSE. Always contains 0.

__dsorgPS:1

unsigned int

Indicates whether it is a sequential file.

__dsorgConcat:1

unsigned int

Not applicable to VSE. Always contains 0.

__dsorgMem:1

unsigned int

Indicates whether it is a memory file.

__dsorgHiper:1

unsigned int

Not applicable to VSE. Always contains 0.

__dsorgTemp:1

unsigned int

Indicates whether it is a temporary file created by tmpfile().

__dsorgVSAM:1

unsigned int

Indicates whether it is a VSAM file.

__dsorgHFS:

unsigned int

Not applicable to VSE. Always contains 0.

__openmode:2

unsigned int

Values are __TEXT, __BINARY, __RECORD.

__modeflag:4

unsigned int

Values are __APPEND, __READ, __UPDATE, __WRITE. These macros can be
added together to determine the value; for example, a file opened with
mode a+ will have the value __APPEND + __UPDATE.

__reserve2:9

unsigned int

Reserved bits.

__device

char

Returned values are __DISK, __PRINTER, __TAPE, __TDQ, __DUMMY, __OTHER,
__MEMORY, __MSGFILE.

__blksize

unsigned long

Total block size of the file, including all control information needed in
the block.

__maxreclen

unsigned long

Maximum length of the data in the record, including ASA control
characters, if present.

__vsamtype

unsigned short

Returned values are __NOTVSAM, __ESDS, __KSDS, __RRDS, __ESDS_PATH,
__KSDS_PATH.

__vsamkeylen

unsigned long

Length of VSAM key (if any).

__vsamRKP

unsigned long

Key position.

__dsname

char *

See the general description of fldata() above for details. The char
*__dsname field is allocated internally by the library functions and must
be saved before the next call to the fldata() function.

__reserve4

unsigned long

Reserved.

Example
EDCXBF21:
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/* EDCXBF21
This example demonstrates the fldata() function.
*/
#include <stdio.h>
int main(void)
{
FILE *stream;
char filename[100];
fldata_t fileinfo;
int rc;
stream = fopen("myfile.dat","rb+");
.
.
.
rc = fldata(stream, filename, &fileinfo);
if (rc != 0)
printf("fldata failed\n");
else
printf("filename is %s\n",filename);
}

Output:
filename is ’EDCXBF21.MYFILE.DAT’

Related Information
v “stdio.h” on page 15
v “fopen() — Open a File” on page 127
v “freopen() — Redirect an Open File” on page 151
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flocate() — Locate a VSAM Record
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdio.h>
int flocate(FILE *stream, const void *key, size_t key_len, int options);

External Entry Point: @@FLOCT

General Description
Moves the VSAM file position indicator associated with the stream pointed to by
stream, according to the rest of the arguments specified.
key points to a key used for positioning. key_len specifies the length of the search
key. The key_len argument value must always be nonzero, except for __KEY_FIRST
and __KEY_LAST.
KSDS, KSDS PATH, and ESDS PATH
The key can point to a field of any storage type except register. Typically
it points to a character string whose length is key_len. The key_len must be
less than or equal to the key length of the data set. If key_len is the same as
the file's key length, a full key search is automatically used; otherwise, a
generic search is used. A generic key search is one in which the search key
is a leading portion of the key field. The record positioned to is the first of
the records having the same generic key.
ESDS The key points to a relative byte address stored as an unsigned long int.
key_len is always 4.
RRDS The key points to a relative record number stored as an unsigned long int.
key_len is always 4.
options specifies the position options described in Table 14.
Table 14. Position Options Parameter for flocate()
__KEY_FIRST

Positions to the first record in the file. Subsequent reads are in the
forward direction. key and key_len are ignored.

__KEY_LAST

Positions to the last record in the file. Subsequent reads are in backward
order. key and key_len are ignored.
Only applies to VSAM files opened in record mode.

__KEY_EQ

Positions to the first record with the specified key. Subsequent reads are
in the forward direction.

__KEY_EQ_BWD

Positions to the first record with the specified key. Subsequent reads are
in backward order.
Only applies to VSAM files opened in record mode.

__KEY_GE
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Positions to the first record with a key greater than or equal to the
specified key.
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Table 14. Position Options Parameter for flocate() (continued)
__RBA_EQ

Positions to the record with the specified RBA. Subsequent reads are in
the forward direction.
You cannot use __RBA_EQ with an alternative index path.
Using this option with RRDS is not recommended. The underlying
VSAM utilities do not support seeking to an RBA in an RRDS file. The
flocate() function attempts to convert the RBA to a Relative Record
Number by dividing the value by the LRECL of the file and using the
equivalent __KEY_EQ.
Using this option with KSDS is not recommended because the RBA of a
given record may change over time, because of inserts, deletions, or
updates of other records.

__RBA_EQ_BWD

Positions to the record with the specified RBA. Subsequent reads are in
backward order.
You cannot use __RBA_EQ_BWD with an alternative index path.
Using this option with RRDS is not recommended. The underlying
VSAM utilities do not support seeking to an RBA in an RRDS file. The
flocate() function attempts to convert the RBA to a Relative Record
Number by dividing the value by the LRECL of the file and using the
equivalent __KEY_EQ_BWD.
Using this option with KSDS is not recommended because the RBA of a
given record may change over time, because of inserts, deletions, or
updates of other records.
Only applies to VSAM files opened in record mode.

Note: When you are trying to use flocate() in a path to a nonunique key, the
resulting position will be at the first physical record of the duplicate key set.
flocate() releases all record locking.
Writes to VSAM data sets are not affected by preceding calls to flocate().
If a record was not found, you must successfully relocate to another position
before reading or writing (using flocate()). The exception to this is that a write
that follows a failed flocate() will succeed if the file was opened for initial
loading, but no records have been written to it yet.

Returned Value
Returns 0 if it was successful. Otherwise, if a record was not found or the position
is beyond the EOF, then EOF is returned.

Example
#include <stdio.h>
int main(void)
{
FILE *stream;
int
vsam_rc;
char *key = "RECORD 27";
stream = fopen("DD:MYCLUS", "rb+,type=record");
vsam_rc = flocate(stream, key, 9, __KEY_EQ);
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.
.
.
}

Related Information
v
v
v
v
v
v
v
v
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“Performing VSAM I/O Operations” in LE/VSE C Run-Time Programming Guide
“stdio.h” on page 15
“fdelrec() — Delete a VSAM Record” on page 94
“fgetpos() — Get File Position” on page 111
“fseek() — Change File Position” on page 162
“fsetpos() — Set File Position” on page 165
“ftell() — Get Current File Position” on page 167
“fupdate() — Update a VSAM Record” on page 169
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floor() — Round Down to Integral Value
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double floor(double x);

General Description
Calculates the largest integer that is less than or equal to x.

Returned Value
Returns the calculated integral value expressed as a double value. The result
cannot have a range error.

Example
EDCXBF24:
/* EDCXBF24
This example assigns y the value of the largest integer that is
less than or equal to 2.8, and it assigns z the value of the
largest integer that is less than or equal to -2.8.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double y, z;
y = floor(2.8);
z = floor(-2.8);
printf("floor( 2.8 ) = %f\n", y);
printf("floor( -2.8 ) = %f\n", z);
}

Output:
floor( 2.8 ) = 2.000000
floor( -2.8 ) = -3.000000

Related Information
v “math.h” on page 12
v “ceil() — Round Up to Integral Value” on page 53
v “fmod() — Calculate Floating-Point Remainder” on page 126
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fmod() — Calculate Floating-Point Remainder
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

Format
#include <math.h>
double fmod(double x, double y);

General Description
Calculates the floating-point remainder of x/y. The absolute value of the result is
always less than the absolute value of y. The result will have the same sign as x.

Returned Value
If y is 0, then 0 is returned. However, errno is neither set to ERANGE, to indicate an
out-of-range error, nor to EDOM, to indicate an out-of-domain error. If x/y causes an
overflow, then fmod() returns 0.

Example
EDCXBF25:
/* EDCXBF25
This example computes z as the remainder of x/y; here x/y is -3
with a remainder of -1.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x, y, z;
x = -10.0;
y = 3.0;
z = fmod(x,y);

/* z = -1.0 */

printf("fmod( %f, %f) = %lf\n", x, y, z);
}

Output:
fmod( -10.000000, 3.000000) = -1.000000

Related Information
v “math.h” on page 12
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fopen() — Open a File
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
FILE *fopen(const char *filename, const char *mode);

General Description
Opens the file specified by filename and associates a stream with it. The mode
variable is a character string specifying the type of access requested for the file.
The mode variable contains one positional parameter followed by optional keyword
parameters. The positional parameters are described in Table 15 and Table 16 on
page 129.
The positional parameters must be passed as lowercase characters.
The keyword parameters can be passed in mixed case. They must be separated by
commas. Only one instance of a keyword can be specified.
The filename passed to fopen() often determines the type of file that is opened.
For details on how fopen() determines the type of file from the filename and mode
strings, see one of the “Opening Files” sections in LE/VSE C Run-Time Programming
Guide.

File mode
Table 15. Values for the Positional Parameter
File Mode

General Description

r

Open a text file for reading. (The file must exist.)

w

Open a text file for writing. If the w mode is specified for a TLBL that has
DISP=MOD, the behavior is the same as if a had been specified. Otherwise, if
the file already exists, its contents are destroyed.

a

Open a text file in append mode for writing at the end of the file. fopen()
creates the file if it does not exist.

r+

Open a text file for both reading and writing. (The file must exist.)

w+

Open a text file for both reading and writing. If the w+ mode is specified for
a TLBL that has DISP=MOD, the behavior is the same as if a+ had been
specified. Otherwise, if the file already exists, its contents are destroyed.

a+

Open a text file in append mode for reading at the current file position or
writing at the end of the file. fopen() creates the file if it does not exist.

rb

Open a binary file for reading. (The file must exist.)

wb

Open an empty binary file for writing. If the wb mode is specified for a TLBL
that has DISP=MOD, the behavior is the same as if ab had been specified.
Otherwise, if the file already exists, its contents are destroyed.

ab

Open a binary file in append mode for writing at the end of the file.
fopen() creates the file if it does not exist.

r+b or rb+

Open a binary file for both reading and writing. (The file must exist.)
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Table 15. Values for the Positional Parameter (continued)
File Mode

General Description

w+b or wb+

Open an empty binary file for both reading and writing. If the w+b (or wb+)
mode is specified for a TLBL that has DISP=MOD, the behavior is the same as
if ab+ had been specified. Otherwise, if the file already exists, its contents
are destroyed.

a+b or ab+

Open a binary file in append mode for writing at the end of the file.
fopen() creates the file if it does not exist.

Attention:
Use the w, w+, wb, w+b, and wb+ parameters with care; data in existing files of the
same name will be lost.
Text files contain printable characters and control characters organized into lines.
Each line ends with a newline character. The system may insert or convert control
characters in an output text stream. For example, \r written to a disk text file will
be treated as if \n (newline) was written.
Note: When compared, data output to a text stream may not be equal to data
input from the same text stream.
Binary files contain a series of characters. For binary files, the system does not
translate control characters on input or output. Under LE/VSE C Run-Time, some
types of files are always treated as binary files, even when opened in text mode.
In such cases, a control character is written to the file as binary data. On input, the
control character will be read back as it was written. See “The Byte Stream Model
for C I/O” in LE/VSE C Run-Time Programming Guide for more information.
LE/VSE C Run-Time has a Record I/O file extension. These files are binary in
nature—no data interpretation—and require the additional qualifier: type=record.
See “Writing to Record I/O Files” in LE/VSE C Run-Time Programming Guide for
more information.
When you open a file with a, a+, ab, a+b, or ab+ mode:
v All write operations take place at the end of the file. Although you can
reposition the file pointer using fseek(), fsetpos(), or rewind(), the write
functions move the file pointer back to the end of the file before they carry out
any output operation. This action prevents you from overwriting existing data.
v The first time you open a SAM ESDS file that has been defined using IDCAMS
DEFINE and has not yet been written to, you might receive the following VSE
error message:
4228I FILE filename OPEN ERROR X’6E’ (110) CAT=catalog

This is normal behavior for this situation; ignore this message.
When you specify the update mode (using + in the second or third position), you
can both read from and write to the file. However, when switching between
reading and writing, you must include an intervening positioning function such as
fseek(), fsetpos(), rewind(), or fflush(). Output may immediately follow input
if the EOF was detected.
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Table 16. Keyword Parameters for File Mode
Parameter

Description

acc=value

Indicates the direction of the access of the VSAM data set. value can be fwd or
bwd. acc=bwd sets the file position indicator to the last record. The access
direction may be changed by a call to flocate().

blksize=value

Specifies the maximum length, in bytes, of a physical block of records. To
check whether your blksize parameter is valid and is within its limits, see
the appropriate section in LE/VSE C Run-Time Programming Guide for the type
of file you are opening.

byteseek

Indicator to allow byte seeks for a binary file. For more information, see the
ftell() and fseek() functions.

lrecl=value

Specifies the length, in bytes, for fixed-length records and the maximum
length for variable-length records. To check whether your lrecl parameter is
valid and is within its limits, see the appropriate section in LE/VSE C
Run-Time Programming Guide for the type of file you are opening.

recfm=A

ASA print-control characters

recfm=F

Fixed-length, unblocked

recfm=FA

Fixed-length, ASA print-control characters

recfm=FB

Fixed-length, blocked

recfm=FM

Fixed-length, machine print-control codes

recfm=FS

Fixed-length, unblocked, standard

recfm=FBA

Fixed-length, blocked, ASA print-control characters

recfm=FBM

Fixed-length, blocked, machine print-control codes

recfm=FBS

Fixed-length, blocked, standard

recfm=FSA

Fixed-length, unblocked, standard, ASA print-control characters

recfm=FSM

Fixed-length, unblocked, standard, machine print-control codes

recfm=FBSA

Fixed-length, blocked, standard, ASA print-control characters

recfm=FBSM

Fixed-length, blocked, standard, machine print-control codes

recfm=U

Undefined-length

recfm=UA

Undefined-length, ASA print control characters

recfm=UM

Undefined-length, machine print control codes

recfm=V

Variable, unblocked

recfm=VA

Variable, ASA print-control characters

recfm=VB

Variable, blocked

recfm=VM

Variable, machine print-control codes

recfm=VS

Variable, unblocked, spanned

recfm=VBA

Variable, blocked, ASA print-control characters

recfm=VBM

Variable, blocked, machine print-control codes

recfm=VBS

Variable, blocked, spanned

recfm=VSA

Variable, unblocked, spanned, ASA print-control characters

recfm=VSM

Variable, unblocked, spanned, machine print-control codes

recfm=VBSA

Variable, blocked, spanned, ASA print-control characters

recfm=VBSM

Variable, blocked, spanned, machine print-control codes
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Table 16. Keyword Parameters for File Mode (continued)
Parameter

Description

rewind=norwd or rewind=unload

Determines whether the tape is rewound and/or unloaded after calling
fclose():
v If rewind=norwd is specified, the tape will not be rewound.
v If rewind=unload is specified, the tape will be rewound and unloaded.
v If the rewind parameter is omitted, the default is to rewind but not unload.
This parameter is supported for tape files only.

space=(records=primary) or space=(records=(primary,secondary))
Specifies space attributes for SAM ESDS files, where primary indicates the number of records for the primary
allocation and secondary indicates the number of records for the secondary allocation.
This parameter is supported only for VSAM-managed SAM, and is used in conjunction with the blksize parameter
to modify the DLBL options RECORDS and RECSIZE respectively.
type=memory

This parameter identifies this file as a memory file that is accessible only
from C programs.

type=memory(hiperspace)

Equivalent to specifying type=memory. The (hiperspace) suboption is
accepted but ignored (hiperspace files are not supported under VSE).

type=record

This parameter specifies that the file is to be opened for sequential record
I/O. The file must be opened as a binary file. Otherwise, fopen() fails. Read
and write operations are done with the fread() and fwrite() functions. This
is the default fopen() mode for accessing VSAM data sets.

asis

This parameter is accepted but ignored.

password=xxxxxxx

Specifies the password for a VSAM data set.

noseek

Indicates that the stream may not use any of the reposition functions. This
may improve performance.

Returned Value
Returns a pointer to the object controlling the associated stream. A NULL pointer
returned value indicates an error.
The fopen() function generally fails if parameters are mismatched.

Example
EDCXBF26:
/* EDCXBF26
This example attempts to open two files for reading, myfile.dat and
myfile2.dat.
*/
#include <stdio.h>
int main(void)
{
FILE *stream;
/* The following call opens a text file for reading */
if ((stream = fopen("myfile.dat", "r")) == NULL)
printf("Could not open data file for reading\n");
/* The following call opens: the file myfile2.dat,
a binary file for reading and writing, whose record length is 80
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bytes, and maximum length of a physical block is 240 bytes,
fixed-length, blocked record format for sequential record I/O. */
if ((stream = fopen("myfile2.dat", "rb+,lrecl=80,\
blksize=240,recfm=fb,type=record")) == NULL )
printf("Could not open data file for read update\n");
}

Related Information
v
v
v
v
v

Various chapters dealing with I/O in LE/VSE C Run-Time Programming Guide
“stdio.h” on page 15
“fclose() — Close File” on page 93
“fldata() — Retrieve File Information” on page 119
“freopen() — Redirect an Open File” on page 151
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fprintf() - printf() - sprintf() — Format and Write Data
POSIX

ISO-C
(ANSI C)

.1

X, Am

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int fprintf(FILE *stream, const char *format-string, ... argument-list);
int printf(const char *format-string, ... argument-list);
int sprintf(char *buffer, const char *format-string, ... argument-list);

General Description
These three related functions are referred to as the fprintf family.
The fprintf() function formats and writes output to a stream. It converts each
entry in the argument-list, if any, and writes to the stream according to the
corresponding format specification in the format-string. The fprintf() function
cannot be used with a file that is opened using type=record.
The printf() function formats and writes output to the standard output stream
stdout. printf() cannot be used if stdout has been reopened using type=record.
The sprintf() function formats and stores a series of characters and values in the
array pointed to by buffer. Any argument-list is converted and put out according to
the corresponding format specification in the format-string. If the strings pointed to
by buffer and format overlap, behavior is undefined.
fprintf() and printf() have the same restriction as any write operation for a read
immediately following a write or a write immediately following a read. Between a
write and a subsequent read, there must be an intervening flush or reposition.
Between a read and a subsequent write, there must also be an intervening flush or
reposition unless an EOF has been reached.
The format-string consists of ordinary characters, escape sequences, and format
specifications. The ordinary characters are copied in order of their appearance.
Format specifications, beginning with a percent sign (%), determine the output
format for any argument-list following the format-string. The format-string can
contain multibyte characters beginning and ending in the initial shift state.
The format-string is read from left to right. When the first format specification is
found, the value of the first argument after the format-string is converted and output
according to the format specification. The second format specification causes the
second argument after the format-string to be converted and output, and so on
through the end of the format-string. If there are more arguments than there are
format specifications, the extra arguments are evaluated and ignored. The results
are undefined if there are not enough arguments for all the format specifications.
The format specification is illustrated below.
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Figure 4. Format Specification for fprintf(), printf(), and sprintf()

Each field of the format specification is a single character or number signifying a
particular format option. The type character, which appears after the last optional
format field, determines whether the associated argument is interpreted as a
character, a string, a number, or pointer. The simplest format specification contains
only the percent sign and a type character (for example, %s).
The percent sign: If a percent sign (%) is followed by a character that has no
meaning as a format field, the character is simply copied to stdout. For example,
to print a percent sign character, use %%.
The flag characters: The flag characters in Table 17 are used for the justification of
output and printing of signs, blanks, decimal points, octal, and hexadecimal
prefixes, and the semantics for wchar_t precision unit. Notice that more than one
flag can appear in a format specification. This is an optional field.
Table 17. Flag Characters for fprintf() Family
Flag

Meaning

Default

−

Left-justify the result within the field width.

Right-justify.

+

Prefix the output value with a sign (+ or −)
if the output value is of a signed type.

Sign appears only for negative
signed values (−).

blank (' ')

Prefix the output value with a blank if the
output value is signed and positive. The +
flag overrides the blank flag if both appear,
and a positive signed value will be output
with a sign.

No blank.

#

When used with the o, x, or X formats, the #
flag prefixes any nonzero output value with
0, 0x, or 0X, respectively.

No prefix.

When used with the f, e, or E formats, the #
flag forces the output value to contain a
decimal point in all cases.

Decimal point appears only if
digits follow it.

The decimal point is sensitive to the
LC_NUMERIC category of the current
locale.

0

When used with the g or G formats, the #
flag forces the output value to contain a
decimal point in all cases and prevents the
truncation of trailing zeros.

Decimal point appears only if
digits follow it; trailing zeros
are truncated.

When used with the ls format, the # flag
causes precision to be measured in wide
characters.

Precision indicates the
maximum number of bytes to
be output.

When used with the d, i, o, u, x, X, e, E, f, g, Space padding.
or G formats, the 0 flag causes leading 0's to
pad the output to the field width. The 0 flag
is ignored if precision is specified for an
integer or if the − flag is specified.
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The code point for the # character varies between the EBCDIC encoded character
sets. The definition of the # character is based on the current LC_SYNTAX
category. The default C locale expects the # character to use the code point for
encoded character set IBM-1047.
When the LC_SYNTAX category is set using setlocale(), the format strings
passed to the printf() functions must use the same encoded character set as is
specified for the LC_SYNTAX category.
The # flag should not be used with c, lc, d, i, u, s, or p types.
The width of the output: width is a non-negative decimal integer controlling the
minimum number of characters printed. If the number of characters in the output
value is less than the specified width, blanks are added on the left or the right
(depending on whether the — flag is specified) until the minimum width is reached.
Width never causes a value to be truncated; if the number of characters in the
output value is greater than the specified width, or width is not given, all characters
of the value are output (subject to the precision specification).
The width specification can be an asterisk (*); if it is, an argument from the
argument list supplies the value. The width argument must precede the value being
formatted in the argument list. This is an optional field.
The precision of the output: precision is a non-negative decimal integer preceded
by a period. It specifies the number of characters to be output, or the number of
decimal places. Unlike the width specification, the precision can cause truncation of
the output value or rounding of a floating-point value.
The precision specification can be an asterisk (*); if it is, an argument from the
argument list supplies the value. The precision argument must precede the value
being formatted in the argument list. The precision field is optional.
The interpretation of the precision value and the default when the precision is
omitted depend upon the type, as shown in Table 18.
Table 18. Precision Argument in fprintf() family
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Type

Meaning

Default

i
d
u
o
x
X

Precision specifies the minimum number of digits to
be output. If the number of digits in the argument
is less than precision, the output value is padded on
the left with zeros. The value is not truncated when
the number of digits exceeds precision.

If precision is 0 or omitted
entirely, or if the period (.)
appears without a number
following it, the precision is
set to 1.

f
e
E

Precision specifies the number of digits to be output Default precision is 6. If
after the decimal point. The last digit output is
precision is 0 or the period
rounded.
appears without a number
following it, no decimal
The decimal point is sensitive to the LC_NUMERIC point is output.
category of the current locale.

g
G

Precision specifies the maximum number of
significant digits output.

All significant digits are
output.

c

No effect.

The character is output.

lc

No effect.

The wide character is
output.
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Table 18. Precision Argument in fprintf() family (continued)
Type

Meaning

Default

s

Precision specifies the maximum number of
characters to be output. Characters in excess of
precision are not output.

Characters are output until
a null character is
encountered.

ls

Precision specifies the maximum number of bytes to wchar_t characters are
be output. Bytes in excess of precision are not
output until a null character
output; however, multibyte integrity is always
is encountered.
preserved.

Optional prefix: Used to indicate the size of the argument expected:
h
A prefix with the integer types d, i, o, u, x, X, and n that specifies that the
argument is short int or unsigned short int.
l
A prefix with d, i, o, u, x, X, and n types that specifies that the argument is
a long int or unsigned long int.

L

The l prefix with the c type conversion specifier indicates that the
argument is a wint_t. The l prefix with the s type conversion specifier
indicates that the argument is a pointer to a wchar_t.
A prefix with e, E, f, g, or G types that specifies that the argument is long
double.

Note: If you pass a long double value and do not use the L qualifier or if you pass
a double value only and use the L qualifier, errors occur.
Table 19 below shows the meaning of the type characters used in the precision
argument.
Table 19. Type Characters and their Meanings
Type

Argument

Output Format

d, i

Integer

Signed decimal integer.

u

Integer

Unsigned decimal integer.

o

Integer

Unsigned octal integer.

x

Integer

Unsigned hexadecimal integer, using abcdef.

X

Integer

Unsigned hexadecimal integer, using ABCDEF.

f

Double

Signed value having the form [−]dddd.dddd, where dddd is one or more decimal digits.
The number of digits before the decimal point depends on the magnitude of the
number. The number of digits after the decimal point is equal to the requested
precision.
The decimal point is sensitive to the LC_NUMERIC category of the current locale.

e

Double

Signed value having the form [−]d.dddde[ sign]ddd, where d is a single-decimal digit,
dddd is one or more decimal digits, ddd is 2 or more decimal digits, and sign is + or −.

E

Double

Identical to the e format, except that E introduces the exponent, not e.

g

Double

Signed value output in f or e format. The g format is used only when the exponent of
the value is less than −4 or greater than precision. Trailing zeros are truncated, and the
decimal point appears only if one or more digits follow it.

G

Double

Identical to the g format, except that G introduces the exponent (where appropriate),
not g.

D(n,p)

Decimal type
argument

Fixed−point value consisting of an optional sign (+ or −); a series of one or more
decimal digits possibly containing a decimal point.

c

Character

Single character.
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Table 19. Type Characters and their Meanings (continued)
Type

Argument

Output Format

lc

Wide Character

The argument of wchar_t type is converted to an array of bytes representing a
multibyte character as if by call to wcrtomb().

s

String

Characters output up to the first null character (\0) or until precision is reached.

ls

Wide String

The argument is a pointer to an array of wchar_t type. Wide characters from the array
are converted to multibyte characters up to and including a terminating null wide
character. Conversion takes place as if by a call to wcrtomb(), with the conversion
state described by the mbstate_t object initialized to 0. The result written out will not
include the terminating null character.
If no precision is specified, the array contains a null wide character. If a precision is
specified, its sets the maximum number of characters written, including shift
sequences. A partial multibyte character cannot be written.

n

Pointer to integer

Number of characters successfully output so far to the stream or buffer; this value is
stored in the integer whose address is given as the argument.

p

Pointer

Pointer to void converted to a sequence of printable characters. Refer to the
individual system reference guides for the specific format.

Returned Value
The fprintf(), printf(), and sprintf() functions return the number of characters
output, or a negative value if an output error occurs. The ending null character is
not counted.

Example
EDCXBF30:
/* EDCXBF30
This example prints data using printf() in a variety of formats.
*/
#include <stdio.h>
int main(void)
{
char ch = ’h’, *string = "computer";
int count = 234, hex = 0x10, oct = 010, dec = 10;
double fp = 251.7366;
unsigned int a = 12;
float b = 123.45;
int c;
void *d = "a";
printf("the unsigned int is %u\n\n",a);
printf("the float number is %g, and %G\n\n",b,b);
printf("RAY%n\n\n",&c);
printf("last line prints %d characters\n\n",c);
printf("Address of d is %p\n\n",d);
printf("%d
%+d
%06d
%X
%x
%o\n\n",
count, count, count, count, count, count);
printf("1234567890123%n4567890123456789\n\n", &count);
printf("Value of count should be 13; count = %d\n\n", count);
printf("%10c%5c\n\n", ch, ch);
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printf("%25s\n%25.4s\n\n", string, string);
printf("%f

%.2f

printf("%i

%i

%e

%E\n\n", fp, fp, fp, fp);

%i\n\n", hex, oct, dec);

}

Output:
the unsigned int is 12
the float number is 123.45 and 123.45
RAY
last line prints 3 characters
Address of d is DD72F9
234

+234

000234

EA

ea

352

12345678901234567890123456789
Value of count should be 13; count = 13
h

h
computer
comp

251.736600
16

8

251.74

2.517366e+02

2.517366E+02

10

EDCXBF31:
/* EDCXBF31
This example illustrates the use of printf() to print
fixed-point decimal data types.
*/
#include <stdio.h>
#include <decimal.h>
decimal(10,2) pd01 = -12.34d;
decimal(12,4) pd02 = 12345678.9876d;
decimal(31,10) pd03 = 123456789013579246801.9876543210d;
int main(void) {
printf("pd01 %%D(10,2)
= %D(10,2)\n", pd01);
printf("pd02 %%D( 12 , 4 ) = %D( 12 , 4 )\n", pd02);
printf("pd01 %%010.2D(10,2) = %010.2D(10,2)\n", pd01);
printf("pd02 %%20.2D(12,4) = %20.2D(12,4)\n", pd02);
printf("\n Give strange result if the specified size is wrong!\n");
printf("pd03 %%D(15,3)
= %D(15,3)\n\n", pd03);
}

Output:
pd01
pd02
pd01
pd02

%D(10,2)
%D( 12 , 4 )
%010.2D(10,2)
%20.2D(12,4)

= -12.34
= 12345678.9876
= -000012.34
=
12345678.98

Give strange result if the specified size is wrong!
pd03 %D(15,3)
= -123456789013.579
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EDCXBF32:
/* EDCXBF32
This example illustrates the use of sprintf() to format and print
various data.
*/
#include <stdio.h>
char buffer[200];
int i, j;
double fp;
char *s = "baltimore";
char c;
int main(void)
{
c = ’l’;
i = 35;
fp = 1.7320508;
/* Format and print various data */
j = sprintf(buffer, "%s\n", s);
j += sprintf(buffer+j, "%c\n", c);
j += sprintf(buffer+j, "%d\n", i);
j += sprintf(buffer+j, "%f\n", fp);
printf("string:\n%s\ncharacter count = %d\n", buffer, j);
}

Output:
string:
baltimore
l
35
1.732051
character count = 24

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “stdio.h” on page 15
v “wchar.h” on page 20
v “fscanf() – scanf() – sscanf() — Read and Format Data” on page 154
v “localeconv() — Query Numeric Conventions” on page 217
v “setlocale() — Set Locale” on page 292
v “wcrtomb() — Convert a Wide Character to a Multibyte Character” on page 386.
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fputc() — Write a Character
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int fputc(int c, FILE *stream);

General Description
Converts c to an unsigned char and then writes c to the output stream pointed to
by stream at the current position and advances the file position appropriately. The
fputc() function is identical to putc() but is always a function, because it is not
available as a macro.
If the stream is opened with one of the append modes, the character is appended
to the end of the stream regardless of the current file position.
The fputc() function is not supported for files opened with type=record.
fputc() has the same restriction as any write operation for a read immediately
following a write, or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the character written. A returned value of EOF indicates an error.

Example
EDCXBF34:
/* EDCXBF34
This example writes the contents of buffer to a file called
myfile.dat. Because the output occurs as a side effect within
the second expression of the for statement, the statement body is
null.
*/
#include <stdio.h>
#define NUM_ALPHA 26
int main(void)
{
FILE * stream;
int i;
int ch;
char buffer[NUM_ALPHA + 1] = "abcdefghijklmnopqrstuvwxyz";
if (( stream = fopen("myfile.dat", "w"))!= NULL )
{
/* Put buffer into file */
for ( i = 0; ( i < sizeof(buffer) ) &&
((ch = fputc( buffer[i], stream)) != EOF ); ++i );
fclose( stream );
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}
else
printf( "Error opening myfile.dat\n" );
}

Related Information
v “stdio.h” on page 15
v “fgetc() — Read a Character” on page 109
v “putc() - putchar() — Write a Character” on page 255
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fputs() — Write a String
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int fputs(const char *string, FILE *stream);

General Description
Writes the string pointed to by string to the output stream pointed to by stream. It
does not write the terminating \0 at the end of the string.
For a text file, truncation may occur if the record is too long. Truncation means that
excess characters are discarded after the record is full, up to a control character
that ends the line (\n). Characters after the \n start at the next record. For more
information, see “Performing SAM I/O Operations” in LE/VSE C Run-Time
Programming Guide.
fputs() is not supported for files opened with type=record.
fputs() has the same restriction as any write operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
If successful, returns the number of bytes written. Otherwise, it returns EOF.

Example
EDCXBF35:
/* EDCXBF35
This example writes a string to a stream.
*/
#include <stdio.h>
#define NUM_ALPHA 26
int main(void)
{
FILE * stream;
int num;
/* Do not forget that the ’\0’ char occupies one character */
static char buffer[NUM_ALPHA + 1] = "abcdefghijklmnopqrstuvwxyz";
if ((stream = fopen("myfile.dat", "w")) != NULL )
{
/* Put buffer into file */
if ( (num = fputs( buffer, stream )) != EOF )
{
/* Note that fputs() does not copy the /0 character */
printf( "Total number of characters written to file = %i\n",
num );
fclose( stream );
}
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else
/* fputs failed */
printf( "fputs failed" );
}
else
printf( "Error opening myfile.dat" );
}

Related Information
v
v
v
v
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“stdio.h” on page 15
“fgets() — Read a String from a Stream” on page 113
“gets() — Read a String” on page 178
“puts() — Write a String” on page 257
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fputwc() — Output a Wide-Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <wchar.h>
wint_t fputwc(wchar_t wc, FILE *stream);

General Description
Converts the wide character specified by wc to a multibyte character and writes it
to the output stream pointed to by stream, at the position indicated by the
associated file position indicator for the stream (if defined), and advances the
indicator appropriately. If the file cannot support positioning requests or if the
stream was opened with append mode, the character is appended to the output
stream.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. Using non-wide-character functions with fputwc() results in
undefined behavior.
fputwc() has the same restriction as any write operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the wide character written. If a write error occurs, the error indicator for
the stream is set and WEOF is returned. If an encoding error occurs during
conversion from wide character to a multibyte character, fputwc() returns WEOF and
sets errno to EILSEQ.

Example
EDCXBF36:
/* EDCXBF36
This example demonstrates the fputwc() function.
*/
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
#include <errno.h>
int main(void)
{
FILE
*stream;
wchar_t *wcs = L"This test string should not cause a WEOF condition";
int
i;
int
rc;
if ((stream = fopen("myfile.dat", "w")) == NULL) {
printf("Unable to open file.\n");
exit(1);
}
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for (i=0; wcs[i] != L’\0’; i++) {
errno = 0;
if ((rc = fputwc(wcs[i], stream)) == WEOF) {
printf("Unable to fputwc() the wide character.\n");
printf("wcs[%d] = 0x%lx\n", i, wcs[i]);
if (errno == EILSEQ)
printf("An invalid wide character was encountered.\n");
exit(1);
}
}
fclose(stream);
}

Related Information
v “stdio.h” on page 15
v “wchar.h” on page 20
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fputws() — Output a Wide-Character String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

Am

XPG4

Extension

X

Format
#include <wchar.h>
int fputws(const wchar_t *wcs, FILE *stream);

General Description
Converts the wide character string pointed to by wcs to a multibyte character
string and writes it to the stream pointed to by stream, as a multibyte character
string. The terminating null byte is not written.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. Using non-wide-character functions with fputws() results in
undefined behavior.
fputws() has the same restriction as any write operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns a non-negative value if successful.
If a stream error occurs, the error indicator for the stream is set and −1 is returned.
If an encoding error occurs, errno is set to EILSEQ and −1 is returned. An encoding
error is one that occurs when converting a wide character to a multibyte character.

Example
EDCXBF37:
/* EDCXBF37
This example demonstrates the fputws() function.
*/
#include <errno.h>
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
int main(void)
{
FILE
*stream;
wchar_t *wcs = L"This test string should not return -1";
int
rc;
if ((stream = fopen("myfile.dat", "w")) == NULL) {
printf("Unable to open file.\n");
exit(1);
}
errno = 0;
rc = fputws(wcs, stream);
if (rc == EOF) {
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printf("Unable to complete fputws() function.\n");
if (errno == EILSEQ)
printf("An invalid wide character was encountered.\n");
exit(1);
}
fclose(stream);
}

Related Information
v “stdio.h” on page 15
v “wchar.h” on page 20
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fread() — Read Items
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

Format
#include <stdio.h>
size_t fread(void *buffer, size_t size, size_t count, FILE *stream);

General Description
Reads up to count items of size length from the input stream pointed to by stream
and stores them in the given buffer. The file position indicator advances by the
number of bytes read.
If there is an error during the read operation, the file position indicator is
undefined. If a partial element is read, the element's value is undefined.
When you are using fread() for record I/O, set size to 1 and count to the
maximum expected length of the record, to obtain the number of bytes. Only one
record is read, regardless of count, when using record I/O.
fread() has the same restriction as any read operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the number of complete items successfully read. If size or count is 0,
fread() returns 0, and the contents of the array and the state of the stream remain
unchanged. For record I/O, it is possible that the number of complete items can be
less than count. However, this result does not necessarily indicate that an error has
occurred.
The ferror() and feof() functions are used to distinguish between a read error
and an EOF. Note that EOF is only reached when an attempt is made to read
“past” the last byte of data. Reading up to and including the last byte of data does
not turn on the EOF indicator.

Example
EDCXBF38:
/* EDCXBF38
This example attempts to read NUM_ALPHA characters from the file
myfile.dat. If there are any errors with either fread() or
fopen(), a message is printed.
*/
#include <stdio.h>
#include <string.h>
#define NUM_ALPHA 26
int main(void)
{
FILE * stream;
int num;
/* number of characters read from stream */
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/* Do not forget that the ’/0’ char occupies one character too! */
char buffer[NUM_ALPHA + 1];
memset(buffer, ’\0’, NUM_ALPHA + 1);
if (( stream = fopen("myfile.dat", "r"))!= NULL )
{
num = fread( buffer, sizeof( char ), NUM_ALPHA, stream );
if (num == NUM_ALPHA) { /* fread success */
printf( "Number of characters read = %i\n", num );
printf( "buffer = %s\n", buffer );
fclose( stream );
}
else { /* fread() failed */
if ( ferror(stream) )
/* possibility 1 */
printf( "Error reading myfile.dat" );
else if ( feof(stream)) {
/* possibility 2 */
printf( "EOF found\n" );
printf( "Number of characters read %d\n", num );
printf( "buffer = %.*s\n", num, buffer);
}
}
}
else
printf( "Error opening myfile.dat" );
}

Related Information
v
v
v
v
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“stdio.h” on page 15
“fopen() — Open a File” on page 127
“freopen() — Redirect an Open File” on page 151
“fwrite() — Write Items” on page 171
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free() — Free a Block of Storage
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
void free(void *ptr);

General Description
Frees a block of storage pointed to by ptr. The ptr variable points to a block
previously reserved with a call to calloc(), malloc(), or realloc(). The number of
bytes freed is the number of bytes specified when you reserved (or reallocated, in
the case of realloc()), the block of storage. If ptr is NULL, free() simply returns
and does not set the pointer. free() will not set ptr to NULL.
Note: Attempting to free a block of storage not allocated with calloc(), malloc(),
or realloc(), or previously freed storage, can affect the subsequent
reserving of storage and lead to an abend.

Returned Value
No returned value.

Example
EDCXBF39:
/* EDCXBF39
This example illustrates the use of calloc() to allocate storage
for x array elements and then calls free() to free them.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
long * array;
long * index;
int
i;
int num;

/*
/*
/*
/*

start of the array */
index variable
*/
index variable
*/
number of entries of the array */

printf( "Enter the size of the array\n" );
scanf( "%i", &num );
/* allocate num entries */
if ( (index = array = (long *)calloc( num, sizeof( long ))) != NULL )
{. /* do something with the array */
.
.
free( array );
/* deallocates array */
printf("Array of %i elements allocated and successfully freed\n",
num);
}
else
{ /* Out of storage */
printf( "Error: out of storage\n" );
abort();
}
}

Output: (for an input value of 3)
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Enter the size of the array
Array of 3 elements allocated and successfully freed

Related Information
v
v
v
v
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“stdlib.h” on page 17
“calloc() — Reserve and Initialize Storage” on page 47
“malloc() — Reserve Storage Block” on page 225
“realloc() — Change Reserved Storage Block Size” on page 268
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freopen() — Redirect an Open File
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
FILE *freopen(const char *filename, const char *mode, FILE *stream);

General Description
Closes the file currently associated with stream and pointed to by stream, opens the
file specified by the filename, and then associates the stream with it.
The freopen() function opens the new file with the type of access requested by the
mode argument. The mode argument is used as in the fopen() function. See
“fopen() — Open a File” on page 127 for a description of the mode parameter.
You can also use the freopen() function to redirect the standard stream files stdin,
stdout, and stderr to files that you specify. The file pointer input to the freopen()
function must point to a valid open file. If the file pointer has been closed, the
behavior is undefined.
You could use the following freopen() call to redirect stdout to a memory file a.b:
freopen("a.b","wb,type=memory",stdout);

If filename is an empty string, freopen() closes the file and reuses the original
filename. For details on how the filename and open mode is interpreted, see
LE/VSE C Run-Time Programming Guide.
A standard stream can be opened by default to a type of file not available to a
general fopen(). This is true for standard streams under CICS, and also true for
the default stderr.
The following statement uses freopen() to have stdin use binary mode instead of
text mode:
fp = freopen("", "rb", stdin);

You can use the same empty string method to change the mode from binary back
to text. This method is not allowed for the LE/VSE message file, which is the
default for stderr.
Notes:
1. Using the empty string method is included in the SAA C definition, but not in
the ANSI C standard.
2. You cannot use freopen() if stream is associated with a SAM ESDS file specified
on its DLBL statement as DISP=(,DELETE), because VSE deletes the file after it
has been closed.

Returned Value
If successful, the freopen() function returns the value of stream, the same value
that was passed to it, and clears both the error and EOF indicators associated with
the stream.
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A failed attempt to close the original file is ignored.
If an error occurs in reopening the requested file, freopen() closes the original file,
and returns a NULL pointer value.

Examples
This example illustrates the LE/VSE C Run-Time extension that allows you to
change characteristics of a file by reopening it:
#include <stdio.h>
int main(void)
{
FILE *stream, *stream2;
stream = fopen("myfile.dat","r");
stream2 = freopen("", "w+", stream);
}

This example closes the stream data stream and reassigns its stream pointer:
#include <stdio.h>
int main(void)
{
FILE *stream, *stream2;
stream = fopen("myfile.dat","r");
stream2 = freopen("myfile2.dat", "w+", stream);
}

Note: stream and stream2 will have the same value.

Related Information
v “stdio.h” on page 15
v “fclose() — Close File” on page 93
v “fopen() — Open a File” on page 127
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frexp() — Extract Mantissa and Exponent of the
Floating-Point Value
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double frexp(double x, int *expptr);

General Description
Breaks down the floating-point value x into a component m for the normalized
fraction component and another term n for the exponent, such that the absolute
value of m is greater than or equal to 0.5 and less than 1.0 or equal to 0, and
x = m * 2n. The frexp() function stores the integer exponent n at the location
pointed to by expptr.

Returned Value
Returns the normalized fraction m. If x is 0, the function returns 0 for both the
fraction and exponent. The fraction has the same sign as the argument x. The result
of the frexp() function cannot have a range error.

Example
EDCXBF41:
/* EDCXBF41
This example decomposes the floating-point value of x, 16.4, into
its normalized fraction 0.5125, and its exponent 5.
It stores the mantissa in y and the exponent in n.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x, m;
int n;
x = 16.4;
m = frexp(x, &n);
printf("The mantissa is %lf and the exponent is %d\n", m, n);
}

Output:
The mantissa is 0.512500 and the exponent is 5

Related Information
v “math.h” on page 12
v “ldexp() — Multiply by a Power of Two” on page 213
v “modf() — Extract Fractional and Integral Parts of Floating-Point Value” on page
250
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fscanf() – scanf() – sscanf() — Read and Format Data
POSIX

ISO-C
(ANSI C)

.1

X, Am

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int fscanf(FILE *stream, const char *format-string, ...);
int scanf(const char *format-string, ...);
int sscanf(const char *buffer, const char *format, ... );

General Description
Reads data from the current position of the specified stream into the locations given
by the entries in the argument list. The argument list, if it exists, follows the format
string. The fscanf() function cannot be used for a file opened with type=record.
The scanf() function reads data from the standard input stream stdin into the
locations given by the entries in the argument list. The argument list, if it exists,
follows the format string. scanf() cannot be used if stdin has been reopened as a
type=record file.
The sscanf() function reads data from buffer into the locations given by the entries
in the argument list. The argument list, if it exists, follows the format string.
Reaching the end of the string pointed to by buffer is equivalent to fscanf()
reaching EOF. If the strings pointed to by buffer and format overlap, behavior is
undefined.
fscanf() and scanf() have the same restriction as any read operation for a read
immediately following a write or a write immediately following a read. Between a
write and a subsequent read, there must be an intervening flush or reposition.
Between a read and a subsequent write, there must also be an intervening flush or
reposition unless an EOF has been reached.
For all three functions, each entry in the argument list must be a pointer to a
variable of a type that matches the corresponding conversion specification in
format-string. If the types do not match, the results are undefined.
For all three functions, the format-string controls the interpretation of the argument
list. The format-string can contain multibyte characters beginning and ending in the
initial shift state.
The format string pointed to by format-string can contain one or more of the
following:
v White-space characters, as specified by isspace(), such as blanks and newline
characters. A white-space character causes fscanf(), scanf(), and sscanf() to
read, but not to store, all consecutive white-space characters in the input up to
the next character that is not white space. One white-space character in
format-string matches any combination of white-space characters in the input.
v Characters that are not white space, except for the percent sign character (%). A
non-white-space character causes fscanf(), scanf(), and sscanf() to read, but
not to store, a matching non-white-space character. If the next character in the
input stream does not match, the function ends.
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v Conversion specifications that are introduced by the percent sign (%). A
conversion specification causes fscanf(), scanf(), and sscanf() to read and
convert characters in the input into values of a conversion specifier. The value is
assigned to an argument in the argument list.
All three functions read format-string from left to right. Characters outside of
conversion specifications are expected to match the sequence of characters in the
input stream; the matched characters in the input stream are scanned but not
stored. If a character in the input stream conflicts with format-string, the function
ends, terminating with a “matching” failure. The conflicting character is left in the
input stream as if it had not been read.
When the first conversion specification is found, the value of the first input field is
converted according to the conversion specification and stored in the location
specified by the first entry in the argument list. The second conversion
specification converts the second input field and stores it in the second entry in the
argument list, and so on through the end of format-string.
An input field is defined as:
v All characters until a white-space character (space, tab, or new line) is
encountered
v All characters until a character is encountered that cannot be converted
according to the conversion specification
v All characters until the field width is reached
If there are too many arguments for the conversion specifications, the extra
arguments are evaluated but otherwise ignored. The results are undefined if there
are not enough arguments for the conversion specifications.
 %

conversion-specifier
*

width



h
l
L

Figure 5. Syntax of Conversion Specification for fscanf(), scanf(), and sscanf()

Each field of the conversion specification is a single character or a number
signifying a particular format option. The conversion specifier, which appears after
the last optional format field, determines whether the input field is interpreted as a
character, a string, or a number. The simplest conversion specification contains
only the percent sign and a conversion specifier (for example, %s).
Each field of the format specification is discussed in detail below.
Other than conversion specifiers, you should avoid using the percent sign (%),
except to specify the percent sign: %%. Currently, the percent sign is treated as the
start of a conversion specifier. Any unrecognized specifier is treated as an ordinary
sequence of characters. If, in the future, LE/VSE C Run-Time permits a new
conversion specifier, it could match a section of your format string, be interpreted
incorrectly, and result in undefined behavior. See Table 20 on page 156 for a list of
conversion specifiers.
An asterisk (*) following the percent sign suppresses assignment of the next input
field, which is interpreted as a field of the specified conversion specifier. The field is
scanned but not stored.
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width is a positive decimal integer controlling the maximum number of characters
to be read. No more than width characters are converted and stored at the
corresponding argument.
Fewer than width characters are read if a white-space character (space, tab, or new
line), or a character that cannot be converted according to the given format occurs
before width is reached.
The optional prefix l shows that you use the long version of the following
conversion specifier, while the prefix h indicates that the short version is to be used.
The corresponding argument should point to a long or double object (for the l
character), a long double object (for the L character), or a short object (with the h
character). The l and h modifiers can be used with the d, i, o, x, and u conversion
specifiers. The l modifier can also be used with the e, f, and g conversion specifiers.
The L modifier can be used with the e, f and g conversion specifiers. Note that the l
modifier is also used with the c and s conversion specifiers to indicate a multibyte
character or string. The l and h modifiers are ignored if specified for any other
conversion specifier.
The type characters and their meanings are in Table 20.
Table 20. Conversion Specifiers in fscanf() and scanf()
Conversion
Specifier
Type of Input Expected

Type of Argument

d

Decimal integer.

Pointer to int

o

Octal integer.

Pointer to unsigned int

x
X

Hexadecimal integer.

Pointer to unsigned int

i

Decimal, hexadecimal, or octal integer.

Pointer to int

u

Unsigned decimal integer.

Pointer to unsigned int

e
f
g
E
G

Floating-point value consisting of an optional sign (+ or −); a series of one or
more decimal digits possibly containing a decimal point; and an optional
exponent (e or E) followed by a possibly signed integer value.

Pointer to float

D(n,p)

Fixed−point value consisting of an optional sign (+ or −); a series of one or
more decimal digits possibly containing a decimal point.

Pointer to decimal

c

(Can be used with the “l” modifier as lc.) Character; white-space characters
that are ordinarily skipped are read when c is specified. The input matches the
number of multibyte characters specified by the field width. Each multibyte
character in the sequence is converted to a wide character as if by a call to the
mbrtowc() function. The conversion state described by the mbstate_t object is
initialized to zero before the first multibyte character is converted. The number
of wide characters matched is specified by the field width (1 if no field width
is present in the directive). The corresponding argument is a pointer to the
initial element of an array of wchar_t large enough to accept the resulting
sequence of wide characters. No null wide character is added.

Pointer to char large
enough for input field.

lc is the multibyte character constant.
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Table 20. Conversion Specifiers in fscanf() and scanf() (continued)
Conversion
Specifier
Type of Input Expected
s

Type of Argument

(Can be used with the “l” modifier as ls.) String, which matches a sequence of
multibyte characters that begins and ends in the initial shift state. None of the
multibyte characters in the sequence are also single-byte white-space characters
(as specified by the isspace() function). Each multibyte character in the
sequence is converted to a wide character as if by a call to the mbrtowc()
function, with the conversion state described by the mbstate_t object
initialized to zero before the first multibyte character is converted. The
corresponding argument is a pointer to the initial array of wchar_t large
enough to accept the sequence and the terminating null wide character, which
is added automatically.

Pointer to character
array large enough for
input field, plus a
terminating null
character (\0) that is
automatically
appended.
ls uses a pointer to
wchar_t string.

ls expects a multibyte string constant.
n

No input read from stream or buffer.

Pointer to int, into
which is stored the
number of characters
successfully read from
the stream or buffer up
to that point in the call
to either fscanf() or to
scanf().

p

Pointer to void converted to series of characters. For the specific format of the
input, see the individual system reference guides.

Pointer to void.

[ ]

A non-empty sequence of bytes from a set of expected bytes (the scanset),
which form the conversion specification. The conversion continues reading
bytes until a failure to match or until an input failure.

Pointer to the initial
byte of an array of
char, signed char, or
unsigned char large
enough to accept the
sequence and a
terminating byte,
which will be added
automatically.

Consider the following situations:
[^bytes]. In this case, the scanset contains all bytes that do not appear
between the circumflex and the right square bracket.
[]abc] or [^]abc.]
In both these cases the right square bracket is included in
the scanset (in the first case: ]abc and in the second case, not ]abc)
[a–z] The – is in the scanset; the characters b through y are not in the scanset.
The code point for the square brackets ([ and ]) and the caret (^) vary among
the EBCDIC encoded character sets. The default C locale expects these
characters to use the code points for encoded character set Latin-1 / Open
Systems 1047. Conversion proceeds one byte at a time: there is no conversion
to wide characters.

When the LC_SYNTAX category is set using setlocale(), the format strings
passed to the fscanf(), scanf(), or sscanf() functions must use the same encoded
character set as is specified for the LC_SYNTAX category.
To read strings not delimited by space characters, substitute a set of characters in
square brackets ([ ]) for the s (string) conversion specifier. The corresponding input
field is read up to the first character that does not appear in the bracketed
character set. If the first character in the set is a logical not (¬), the effect is
reversed: the input field is read up to the first character that does appear in the
rest of the character set.

Chapter 2. Library Functions

157

fscanf - scanf - sscanf
To store a string without storing an ending null character (\0), use the specification
%ac, where a is a decimal integer. In this instance, the c conversion specifier means
that the argument is a pointer to a character array. The next a characters are read
from the input stream into the specified location, and no null character is added.
The input for a %x conversion specifier is interpreted as a hexadecimal number.
All three functions, fscanf(), scanf(), and sscanf() scan each input field character
by character. It might stop reading a particular input field either before it reaches a
space character, when the specified width is reached, or when the next character
cannot be converted as specified. When a conflict occurs between the specification
and the input character, the next input field begins at the first unread character.
The conflicting character, if there is one, is considered unread and is the first
character of the next input field or the first character in subsequent read operations
on the input stream.

Returned Value
All three functions, fscanf(), scanf(), and sscanf() return the number of input
items that were successfully matched and assigned. The returned value does not
include conversions that were performed but not assigned (for example,
suppressed assignments). The functions return EOF if there is an input failure
before any conversion, or if EOF is reached before any conversion. Thus a returned
value of 0 means that no fields were assigned: there was a matching failure before
any conversion. Also, if there is an input failure, then the file error indicator is set,
which is not the case for a matching failure.
The ferror() and feof() functions are used to distinguish between a read error
and an EOF. Note that EOF is only reached when an attempt is made to read
“past” the last byte of data. Reading up to and including the last byte of data does
not turn on the EOF indicator.

Examples
EDCXBF42:
/* EDCXBF42
This example scans various types of data.
*/
#include <stdio.h>
int main(void)
{
int i;
float fp;
char c, s[81];
printf("Enter an integer, a real number, a character "
"and a string : \n");
if (scanf("%d %f %c %s", &i, &fp, &c, s) != 4)
printf("Not all of the fields were assigned\n");
else
{
printf("integer = %d\n", i);
printf("real number = %f\n", fp);
printf("character = %c\n", c);
printf("string = %s\n",s);
}
}

Output: (for input values of: 12 2.5 a yes)
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Enter an integer, a real number, a character and a string:
integer = 12
real number = 2.500000
character = a
string = yes

EDCXBF43:
/* EDCXBF43
This example converts a hexadecimal integer to a decimal integer.
The while loop ends if the input value is not a hexadecimal integer.
*/
#include <stdio.h>
int main(void) {
int number;
printf("Enter a hexadecimal number or anything else to quit:\n");
while (scanf("%x",&number))
{
printf("Hexadecimal Number = %x\n",number);
printf("Decimal Number
= %d\n",number);
}
}

Output: (for input values of: 0x231 0xf5e 0x1 q)
Enter a hexadecimal number or anything else to quit:
Hexadecimal Number = 231
Decimal Number
= 561
Hexadecimal Number = f5e
Decimal Number
= 3934
Hexadecimal Number = 1
Decimal Number
= 1

EDCXBF44:
/* EDCXBF44
This example illustrates the use of scanf() to input
fixed-point decimal data types.
*/
#include <stdio.h>
#include <decimal.h>
decimal(15,4) pd01;
decimal(10,2) pd02;
decimal(5,5) pd03;
int main(void) {
printf("\nFirst time :-------------------------------\n");
printf("Enter three fixed-point decimal numbers\n");
printf(" (15,4) (10,2) (5,5)\n");
if (scanf("%D(15,4) %D(10,2) %D(5,5)", &pd01, &pd02, &pd03) != 3) {
printf("Error found in scanf\n");
} else {
printf("pd01 = %D(15,4)\n", pd01);
printf("pd02 = %D(10,2)\n", pd02);
printf("pd03 = %D(5,5)\n", pd03);
}
printf("\nSecond time :------------------------------\n");
printf("Enter three fixed-point decimal numbers\n");
printf(" (15,4) (10,2) (5,5)\n");
if (scanf("%D(15,4) %D(10,2) %D(5,5)", &pd01, &pd02, &pd03) != 3) {
printf("Error found in scanf\n");
} else {
printf("pd01 = %D(15,4)\n", pd01);
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printf("pd02 = %D(10,2)\n", pd02);
printf("pd03 = %D(5,5)\n", pd03);
}
}

Output: The following input values:
12345678901.2345 -987.6 .24680
123456789013579.24680 123.4567890 987

produces this output:
First time :------------------------------Enter three fixed-point decimal numbers
(15,4) (10,2) (5,5)
pd01 = 12345678901.2345
pd02 = -987.60
pd03 = 0.24680
Second time :-----------------------------Enter three fixed-point decimal numbers
(15,4) (10,2) (5,5)
pd01 = 12345678901.3579
pd02 = 123.45
pd03 = 0.98700

EDCXBF46:
/* EDCXBF46
This example opens the file myfile.dat for reading and then scans
this file for a string, a long integer value, a character, and a
floating-point value.
*/
#include <stdio.h>
#define MAX_LEN 80
int main(void)
{
FILE *stream;
long l;
float fp;
char s[MAX_LEN + 1];
char c;
stream = fopen("myfile.dat", "r");
/* Put in various data. */
fscanf(stream, "%s", &s[0]);
fscanf(stream, "%ld", &l);
fscanf(stream, "%c", &c);
fscanf(stream, "%f", &fp);
printf("string = %s\n", s);
printf("long double = %ld\n", l);
printf("char = %c\n", c);
printf("float = %f\n", fp);
}

Output: If myfile.dat contains abcdefghijklmnopqrstuvwxyz 343.2, then the
expected output is:
string = abcdefghijklmnopqrstuvwxyz
long double = 343
char = .
float = 2.000000

EDCXBS32:
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/* EDCXBS32
This example uses sscanf() to read various data from the string
tokenstring, and then displays the data.
*/
#include <stdio.h>
#define SIZE 81
int main(void)
{
char *tokenstring = "15 12 14";
int i;
float fp;
char s[SIZE];
char c;
/* Input various data
*/
printf("No. of conversions = %d\n",
sscanf(tokenstring, "%s %c%d%f", s, &c, &i, &fp));
/* If there were no space between %s and %c,
*/
/* sscanf would read the first character following */
/* the string, which is a blank space.
*/
/* Display the data */
printf("string = %s\n",s);
printf("character = %c\n",c);
printf("integer = %d\n",i);
printf("floating-point number = %f\n",fp);
}

Output:
No. of conversions = 4
string = 15
character = 1
integer = 2
floating-point number = 14.000000

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “stdio.h” on page 15
v “fprintf() - printf() - sprintf() — Format and Write Data” on page 132
v “localtime() — Convert Time and Correct for Local Time” on page 219
v “setlocale() — Set Locale” on page 292
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fseek() — Change File Position
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int fseek(FILE *stream, long int offset, int origin);

General Description
Changes the current file position associated with stream to a new location within
the file. The next operation on the stream takes place at the new location. On a
stream open for update, the next operation can be either a reading or a writing
operation.
The origin must be one of the following constants defined in stdio.h:
Origin Definition
SEEK_SET
Beginning of file
SEEK_CUR
Current position of file pointer
SEEK_END
End of file
Note: If you specify SEEK_CUR, any characters pushed back by ungetc() or
ungetwc() will have backed up the current position of the file
pointer—which is the starting point of the seek. The seek will discard any
pushed back characters before repositioning, but the starting point will still
be affected. For more information about calling fseek() after an ungetc() or
ungetwc() see “ungetc() — Push Character onto Input Stream” on page 371
and “ungetwc() — Push a Wide Character onto a Stream” on page 373.
The _EDC_COMPAT environment variable causes fseek() to ignore the effects of
ungetc() or ungetwc(). For more details, see “Using Environment Variables” in
LE/VSE C Run-Time Programming Guide.
Binary Streams: By default, for fixed-format files you use relative byte offsets. For
variable or undefined format files, to use relative byte offsets with the SEEK_SET
origin you must specify the byteseek parameter on the fopen() or freopen()
function call. You can specify byteseek to be the default for fopen() and freopen()
by setting the environment variable _EDC_BYTE_SEEK to Y.
For variable or undefined format files opened without byteseek, when using the
SEEK_SET origin you must specify encoded offsets recorded by a previous call to
ftell(), or 0. However, you can use SEEK_CUR or SEEK_END with relative byte
offsets, regardless of whether or not byteseek was specified.
For more information about byteseek and _EDC_BYTE_SEEK, see LE/VSE C
Run-Time Programming Guide.
With relative byte offsets, you are free to calculate your own offsets.
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Attempting to reposition to before the start of the file causes fseek() to fail. If the
relative offset is positioned beyond the EOF, the file is padded with nulls.
Text Streams: For text streams, ftell() returns an encoded offset. When seeking
with an origin of SEEK_SET, you are restricted to seeking only to 0 or to positions
returned by a previous ftell().
Attempting to calculate your own position is not supported, and may result in an
invalid position and the failure of fseek().
When you are using SEEK_CUR or SEEK_END, the offset is a relative byte offset.
Attempting to seek to before the start of the file or past the EOF results in failure.
Record I/O: For files opened as type=record, ftell() returns the relative record
number. For the origins of SEEK_SET, SEEK_CUR, and SEEK_END, the offset is a relative
record number.
Attempting to seek to before the first record or past the EOF results in failure.
For wide-oriented streams, all the above restrictions apply.
Attention:
Repositioning within a wide-oriented file and performing updates is strongly
discouraged because it is not possible to predict if your update will overwrite part
of a multibyte string or character, thereby invalidating subsequent data. For
example, you could inadvertently add data that overwrites a shift-out. The
following data expects the shift-out to be there, so is not valid if it is treated as if
in the initial shift state. Repositioning to the end of the file and adding new data is
safe.
For details about wide-oriented streams, see LE/VSE C Run-Time Programming
Guide.
If successful, the fseek() function clears the EOF indicator, even when origin is
SEEK_END, and cancels the effect of any preceding ungetc() or ungetwc() function
on the same stream.
If the call to the fseek() function or the fsetpos() function is invalid, the call is
treated as a flush and the ungetc characters are discarded.

Returned Value
Returns the value 0 if it successfully moves the pointer. A nonzero returned value
indicates an error. On devices that cannot seek, such as printers, the returned value
is nonzero.

Example
EDCXBF33:
/* EDCXBF33
This example opens a file myfile.dat for reading.
After performing input operations (not shown), it moves the file
pointer to the beginning of the file.
*/
#include <stdio.h>
int main(void)
{
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FILE *stream;
int result;
if (stream = fopen("myfile.dat", "r"))
{ /* successful */
if (fseek(stream, 0L, SEEK_SET)) /* moves pointer to
*/
/* the beginning of the file */
{ /* if not equal to 0
then error ...
*/
}
}
else {
/* fseek() successful
}

*/

}

Related Information
v
v
v
v
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“stdio.h” on page 15
“ftell() — Get Current File Position” on page 167
“ungetc() — Push Character onto Input Stream” on page 371
“ungetwc() — Push a Wide Character onto a Stream” on page 373
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fsetpos() — Set File Position
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int fsetpos(FILE *stream, const fpos_t *pos);

General Description
Moves the file position associated with stream to a new location within the file
according to the value of the object pointed to by pos. The value of pos must be
obtained by a call to the fgetpos() library function. If successful, the fsetpos()
function clears the EOF indicator, and cancels the effect of any previous ungetc()
or ungetwc() function on the same stream.
If the call to the fsetpos() function is invalid, the call is treated as a flush, and the
ungetc characters are discarded.
The fsetpos() function handles double-byte character set (DBCS) state information
for wide-oriented files. An fsetpos() call to a position that no longer exists results
in an error.
For text streams, the DBCS shift state is recalculated from the start of the record,
which has a performance implication. The fsetpos() function repositions to the
start of a multibyte character.
For binary streams, the DBCS shift state is set to the state saved by the fsetpos()
function. If the record has been updated in the meantime, the shift state may be
incorrect.
After the fsetpos() call, the next operation on a stream in update mode may be
input or output.
Attention:
Repositioning within a wide-oriented file and performing updates is strongly
discouraged because it is not possible to predict if your update will overwrite part
of a multibyte string or character, thereby invalidating subsequent data. For
example, you could inadvertently add data that overwrites a shift-out. The
following data expects the shift-out to be there, so is not valid if it is treated as if
in the initial shift state. Repositioning to the end of the file and adding new data is
safe.

Returned Value
If fsetpos() successfully changes the current position of the file, it returns the
value 0. If there is an error, errno is set and a nonzero value is returned.

Example
EDCXBF48:
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/* EDCXBF48
This example opens a file called myfile.dat for reading.
After performing input operations (not shown), it moves the file
pointer to the beginning of the file and rereads the first byte.
*/
#include <stdio.h>
int main(void)
{
FILE *stream;
int retcode;
fpos_t pos, pos1, pos2, pos3;
char ptr[20]; /* existing file ’myfile.dat’ has 20 byte records */
/* Open file, get position of file pointer, and read first record */
stream = fopen("myfile.dat", "rb");
fgetpos(stream,&pos);
pos1 = pos;
if (!fread(ptr,sizeof(ptr),1,stream))
printf("fread error\n");
/* Perform a number of read operations. The value of ’pos’
changes if ’pos’ is passed to fgetpos()
*/
.
.
.
/* Re-set pointer to start of file and re-read first record */
fsetpos(stream,&pos1);
if (!fread(ptr,sizeof(ptr),1,stream))
printf("fread error\n");
fclose(stream);
}

Related Information
v
v
v
v
v
v
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“stdio.h” on page 15
“fgetpos() — Get File Position” on page 111
“ftell() — Get Current File Position” on page 167
“rewind() — Set File Position to Beginning of File” on page 282
“ungetc() — Push Character onto Input Stream” on page 371
“ungetwc() — Push a Wide Character onto a Stream” on page 373
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ftell() — Get Current File Position
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
long int ftell(FILE *stream);

General Description
Obtains the current value of the file position indicator for the stream pointed to by
stream.
Binary Streams: By default, for fixed-format files ftell() returns relative byte
offsets from the beginning of the file. For variable or undefined format files,
ftell() returns an encoded offset.
If you want ftell() to return relative byte offsets for variable or undefined format
files, you must specify the byteseek parameter on the fopen() or freopen()
function call. You can specify byteseek to be the default for fopen() and freopen()
by setting the environment variable _EDC_BYTE_SEEK to Y.
For more information about byteseek and _EDC_BYTE_SEEK, see LE/VSE C
Run-Time Programming Guide.
Text Streams: ftell() returns an encoded offset for text streams.
Record I/O: For files opened for record I/O using the type=record open mode
parameter, ftell() returns the relative record offset of the current file position from
the beginning of the file. All offset values are given in terms of records. For more
information about calling ftell() after an ungetc() or ungetwc() see “ungetc() —
Push Character onto Input Stream” on page 371 and “ungetwc() — Push a Wide
Character onto a Stream” on page 373.

Returned Value
Returns the calculated value if successful. On error, ftell() returns −1 and sets
errno to a positive value.

Example
EDCXBF49:
/* EDCXBF49
This example opens the file myfile.dat for reading.
The current file pointer position is stored in the variable pos.
*/
#include <stdio.h>
int main(void)
{
FILE *stream;
long int pos;
stream = fopen("myfile.dat", "rb");
/* The value returned by ftell can be used by fseek()
to set the file pointer if ’pos’ is not -1
*/
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if ((pos = ftell(stream)) != EOF)
printf("Current position of file pointer found\n");
fclose(stream);
}

Related Information
v
v
v
v
v
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“stdio.h” on page 15
“fgetpos() — Get File Position” on page 111
“fopen() — Open a File” on page 127
“fseek() — Change File Position” on page 162
“fsetpos() — Set File Position” on page 165
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fupdate() — Update a VSAM Record
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdio.h>
size_t fupdate(const void *buffer, size_t size, FILE *stream);

External Entry Point: @@FUPDT

General Description
Replaces the last record read from the VSAM cluster pointed to by stream, with the
contents of buffer for a length of size. See “Performing VSAM I/O Operations” in
LE/VSE C Run-Time Programming Guide for details.
The fupdate() function can be used only with a VSAM data set opened in update
mode (rb+/r+b, ab+/a+b, or wb+/w+b) with the type=record option.
The fupdate() function can only be used after an fread() call has been performed
and before any other operation on that file pointer. For example, if you need to
acquire the file position using ftell() or fgetpos(), you can do it either before the
fread() or after the fupdate(). An fread() after an fupdate() retrieves the next
updated record.
KSDS or KSDS PATH: The size of the record can be changed by a call to
fupdate(). If the size is greater than the existing record size but less than or equal
to the maximum record length of the file, a call to fupdate() will lengthen the
record up to the maximum record length of the file. If the size is greater than the
maximum record length of the file, the record is truncated and errno is set. If the
size is less than or equal to the existing record length, all size bytes of the record
are written, and no padding or overlaying occurs. The records will be shortened
and not partially updated.
ESDS, ESDS PATH, or RRDS: The size of a record cannot be changed by a call
to fupdate(). If you call fupdate() with size smaller than the size of the existing
record, size bytes of the record are updated; the remaining bytes are unchanged,
and the record length remains unchanged.
The key of reference (the prime key if opened as a cluster, the alternative index key
if opened as a path) cannot be changed by an update. If a data set is opened as a
path, the prime key cannot be changed by an update. For RRDS files, the buffer
must be an RRDS record structure, which includes an rrds_key.

Returned Value
Returns the size of the updated record if the operation is successful. If the update
operation is not successful, fupdate() returns zero.

Example
EDCXBF50:
/* EDCXBF50
This example demonstrates the fupdate() function.
*/
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#include <stdio.h>
#include <string.h>
int main(void)
{
FILE *stream;
struct record { char name[20];
char address[40];
int age;
} buffer;
int vsam_rc, numread;
stream = fopen("DD:MYCLUS", "rb+,type=record");
numread = fread(&buffer, 1, sizeof(buffer), stream);
/* ... Update fields in the record ... */
memset(buffer.address, ’ ’, 40);
/* blank out address */
memcpy(buffer.address, "123 Main St.", 12); /* new address */
buffer.age = 90;
/* new age */
vsam_rc = fupdate(&buffer, sizeof(buffer), stream);
if (vsam_rc == sizeof(buffer))
printf("Record successfully updated\n");
else printf("Error updating record, rc=%d\n", vsam_rc);
fclose(stream);
}

Related Information
v
v
v
v
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“Performing VSAM I/O Operations” in LE/VSE C Run-Time Programming Guide
“stdio.h” on page 15
“fdelrec() — Delete a VSAM Record” on page 94
“flocate() — Locate a VSAM Record” on page 122

LE/VSE V1R4.7 C Run-Time Library Reference

fwrite

fwrite() — Write Items
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
size_t fwrite(const void *buffer, size_t size, size_t count, FILE *stream);

General Description
Writes up to count items of size size from the location pointed to by buffer to the
stream pointed to by stream.
When you are using fwrite() for record I/O output, set size to 1 and count to the
length of the record to obtain the number of bytes written. You can only write one
record at a time when you are using record I/O. Any string longer than the record
length is cut off at the record length. A flush or reposition is required before a
subsequent read.
Because fwrite() may buffer output before writing it out to the stream, data from
prior fwrite() calls may be lost where a subsequent call to fwrite() causes a
failure when the buffer is written to the stream.
fwrite() has the same restriction as any write operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the number of bytes that were successfully written. This number can be
smaller than count only if a write error occurs.

Example
EDCXBF51:
/* EDCXBF51
This example writes NUM long integers to a stream in binary format.
It checks that the fopen() function is successful and that 100
items are written to the stream.
*/
#include <stdio.h>
#define NUM 100
int main(void)
{
FILE *stream;
long list[NUM];
int numwritten, number;
if((stream = fopen("myfile.dat", "w+b")) != NULL )
{
for (number = 0; number < NUM; ++number)
list[number] = number;
numwritten = fwrite(list, sizeof(long), NUM, stream);
printf("number of long characters written is %d\n",numwritten);
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}
else
printf("fopen error\n");
}

Related Information
v
v
v
v
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“stdio.h” on page 15
“fopen() — Open a File” on page 127
“freopen() — Redirect an Open File” on page 151
“fread() — Read Items” on page 147
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gamma() — Calculate Gamma Function
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
SAA

Format
#include <math.h>
double gamma(double x);

Compile-Time Option: LANGLVL(SAA), LANGLVL(SAAL2), or
LANGLVL(EXTENDED)

General Description
Computes the natural logarithm of the absolute value of G(x) (ln(|G(x)|)), where:

The argument x must be a positive real value.

Returned Value
If x is a negative value, errno is set to EDOM. If the result causes an overflow, the
function returns HUGE_VAL and sets errno to ERANGE.

Example
EDCXBG01:
/* EDCXBG01
This example uses gamma() to calculate
ln(¦G(x)¦), where x = 42.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x=42, g_at_x;
g_at_x = exp(gamma(x));
/* g_at_x = 3.345253e+49 */
printf ("The value of G(%4.2f) is %7.2e\n", x, g_at_x);
}

Output:
The value of G(42.00) is 3.35e+49

Related Information
v “math.h” on page 12
v “erf() - erfc() — Calculate Error and Complementary Error Functions” on
page 88
v “j0() - j1() - jn() — Bessel Functions of the First Kind” on page 211
v “y0() - y1() - yn() — Bessel Functions of the Second Kind” on page 434
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getc() - getchar() — Read a Character
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int getc(FILE *stream);
int getchar(void);

General Description
Reads a single character from the current stream position and advances the stream
position to the next character. The getchar() function is identical to getc(stdin).
The getc() and fgetc() functions are identical. However, getc() and getchar()
are provided in a highly efficient macro form. For performance purposes, it is
recommended that the macro forms be used rather than the functional forms or
fgetc(). By default, stdio.h provides the macro versions of these functions.
However, to get the functional forms, do one or more of the following:
v Do not include stdio.h
v Specify #undef, for example, #undef getc following the include for stdio.h
v Surround the call statement by parentheses, for example, (getc)()
getc() and getchar() are not supported for files opened with type=record.
getc() and getchar() have the same restriction as any read operation for a read
immediately following a write or a write immediately following a read. Between a
write and a subsequent read, there must be an intervening flush or reposition.
Between a read and a subsequent write, there must also be an intervening flush or
reposition unless an EOF has been reached.
Note: Because the getc() macro reevaluates its input argument more than once,
you should never pass a stream argument that is an expression with side
effects.

Returned Value
The getc() and getchar() functions return the character read. A returned value of
EOF indicates either an error or an EOF condition. If a read error occurs, the error
indicator is set. If an EOF is encountered, the EOF indicator is set.
Use ferror() or feof() to determine whether an error or an EOF condition
occurred. Note that EOF is only reached when an attempt is made to read past the
last byte of data. Reading up to and including the last byte of data does not turn
on the EOF indicator.

Example
EDCXBG02:
/* EDCXBG02
This example gets a line of input from the stdin stream.
You can also use getc(stdin) instead of getchar() in the for
statement to get a line of input from stdin.
*/
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#include <stdio.h>
#define LINE 80
int main(void)
{
char buffer[LINE+1];
int i;
int ch;
printf( "Please enter string\n" );
/* Keep reading until either:
1. the length of LINE is exceeded or
2. the input character is EOF or
3. the input character is a newline character
*/
for ( i = 0; ( i < LINE ) && (( ch = getchar()) != EOF) &&;
( ch !=’\n’ ); ++i )
buffer[i] = ch;
buffer[i] = ’\0’;

/* a string should always end with ’\0’ */

printf( "The string is %s\n", buffer );
}

Output: (for an input string value of hello world)
Please enter string
The string is hello world

Related Information
v
v
v
v
v

“stdio.h” on page 15
“fgetc() — Read a Character” on page 109
“gets() — Read a String” on page 178
“putc() - putchar() — Write a Character” on page 255
“ungetc() — Push Character onto Input Stream” on page 371
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getenv() — Get Value of Environment Variables
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

Format
#include <stdlib.h>
char *getenv(const char *varname);

General Description
Searches the table of environment variables for an entry corresponding to varname
and returns a pointer to the table entry.
You can use the getenv() function under CICS, but with certain restrictions. For
details, refer to the description of the getenv() function in the manual LE/VSE C
Run-Time Programming Guide, SC33-6688.

Returned Value
Returns a pointer to the environment table entry containing the current string
value of varname. You should copy the string that is returned, because a
subsequent call to getenv() could overwrite it.
If varname is not found, getenv() returns NULL.

Example
EDCXBG05:
/* EDCXBG05
In this example, *timevar points to the value of the LC_TIME
environment variable.
*/
#include <stdlib.h>
#include <stdio.h>
int main(void)
{
char *timevar;
timevar = getenv("LC_TIME");
printf("locale category for date and time formatting=%s",timevar);
}

Related Information
v
v
v
v
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“stdlib.h” on page 17
“clearenv() — Clear Environment Variables” on page 54
“setenv() — Add, Delete, and Change Environment Variables” on page 287
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getmccoll() — Get Next Collating Element from String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <collate.h>
collel_t getmccoll(char **src)

External Entry Point: @@GETMCL

General Description
If the object pointed to by src is not a null pointer, the getmccoll() library function
determines the longest sequence of bytes in the array pointed to by src that
constitute a valid multi-character collating element. It then produces the value of
type collel_t corresponding to that collating element. The object pointed to by src
is assigned the address just past the last byte of the multi-character collating
element processed.

Returned Value
If the object pointed to by src is a null pointer, or if it points to a null character, the
function returns the value 0. Otherwise, it returns the value of type collel_t that
represents the collating element found.

Related Information
v
v
v
v
v
v
v
v
v
v

“collate.h” on page 2
“cclass() — Return Characters in a Character Class” on page 49
“collequiv() — Return a List of Equivalent Collating Elements” on page 60
“collorder() — Return List of Collating Elements” on page 62
“collrange() — Calculates the Range List of Collating Elements” on page 64
“colltostr() — Return a String for a Collating Element” on page 66
“getwmccoll() — Get Next Collating Element from Wide String” on page 185
“ismccollel() — Identify a Multi-Character Collating Element” on page 202
“maxcoll() — Return Maximum Collating Element” on page 227
“strtocoll() — Return Collating Element for String” on page 342
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gets() — Read a String
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
char *gets(char *buffer);

General Description
Reads bytes from the standard input stream stdin, and stores them in the array
pointed to by buffer. The line consists of all characters up to and including the first
newline character (\n) or EOF. The gets() function discards any newline character,
and the null character (\0) is placed immediately after the last byte read. If there is
an error, the value stored in buffer is undefined.
gets() is not supported for files opened with type=record.
gets() has the same restriction as any read operation, such as a read immediately
following a write, or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
If successful, the gets() function returns its argument. A NULL returned value
indicates an error or an EOF condition with no characters read.
Use ferror() or feof() to determine which of these conditions occurred. Note that
EOF is only reached when an attempt is made to read past the last byte of data.
Reading up to and including the last byte of data does not turn on the EOF
indicator.

Example
EDCXBG18:
/* EDCXBG18
This example gets a line of input from stdin.
*/
#include <stdio.h>
#define MAX_LINE 100
int main(void)
{
char line[MAX_LINE];
char *result;
printf("Enter string:\n");
if ((result = gets(line)) != NULL)
printf("string is %s\n",result);
else
if (ferror(stdin))
printf("Error\n");
}
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Related Information
v
v
v
v
v
v

“stdio.h” on page 15
“feof() — Test End-of-File Indicator” on page 96
“ferror() — Test for Read/Write Errors” on page 98
“fgets() — Read a String from a Stream” on page 113
“fputs() — Write a String” on page 141
“puts() — Write a String” on page 257
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getsyntx() — Return LC_SYNTAX Characters
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <variant.h>
struct variant *getsyntx(void);

External Entry Point: @@GETSYN

General Description
Determines the encoding of the special characters defined in the LC_SYNTAX
category of the current locale, and stores the encoding values in the structure of
type variant. For details of the variant structure, see “variant.h” on page 20.

Returned Value
Returns the pointer to the structure containing the values of the special characters.
If the information about the special characters is not available in the current locale,
getsyntx() returns a null pointer.
The structure returned is not modified by the program that this function is used in.
The structure may be invalidated by calls to the setlocale() function with
LC_ALL, LC_CTYPE, LC_COLLATE, or LC_SYNTAX.

Example
EDCXBG19:
/* EDCXBG19
This example demonstrates the getsyntx() function.
*/
#include <stdio.h>
#include <stdlib.h>
#include <variant.h>
#include <wchar.h>
int main(void)
{
struct variant *var;
var = getsyntx();
printf("codeset
:
printf("backslash
:
printf("right_bracket
:
printf("left_bracket
:
printf("right_brace
:
printf("left_brace
:
printf("circumflex
:
printf("tilde
:
printf("exclamation_mark:
printf("number_sign
:
printf("vertical_line
:
printf("dollar_sign
:
printf("commercial_at
:
printf("grave_accent
:
}

180

LE/VSE V1R4.7 C Run-Time Library Reference

%s\n",
%3d\n",
%3d\n",
%3d\n",
%3d\n",
%3d\n",
%3d\n",
%3d\n",
%3d\n",
%3d\n",
%3d\n",
%3d\n",
%3d\n",
%3d\n",

var->codeset
);
var->backslash
);
var->right_bracket
);
var->left_bracket
);
var->right_brace
);
var->left_brace
);
var->circumflex
);
var->tilde
);
var->exclamation_mark);
var->number_sign
);
var->vertical_line
);
var->dollar_sign
);
var->commercial_at
);
var->grave_accent
);

getsyntx

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “variant.h” on page 20
v “setlocale() — Set Locale” on page 292
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getwc() — Get a Wide Character
ISO-C
(ANSI C)

POSIX
.1

Am

.1a

.2

.4a

XPG4

Extension

X

Format
#include <wchar.h>
wint_t getwc(FILE *stream);

General Description
Reads the next multibyte character from the current stream position, converts it to a
wide character, and advances the stream position to the next multibyte character.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
Using non-wide-character functions with getwc() results in undefined behavior.
This happens because getwc() processes a whole multibyte character and does not
expect to be “within” such a character. In addition, getwc() expects state
information to be set already. Because functions like fgetc() and fputc() do not
obey such rules, their results fail to meet the assumptions made by getwc().
getwc() has the same restriction as any read operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the next wide character from the input stream pointed to by stream or else
the function returns WEOF. If there is an error, getwc() sets the error indicator. If the
EOF is encountered, it sets the EOF indicator. If an encoding error is encountered,
errno is set to EILSEQ.
Use ferror() or feof() to determine whether an error or an EOF condition
occurred. Note that EOF is only reached when an attempt is made to read past the
last byte of data. Reading up to and including the last byte of data does not turn
on the EOF indicator.

Example
EDCXBG21:
/* EDCXBG21
This example attempts to get a wide character from a file
myfile.dat
*/
#include <errno.h>
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
int main(void)
{
FILE
*stream;
wint_t
wc;
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if ((stream = fopen("myfile.dat", "r")) == NULL) {
printf("Unable to open file.");
exit(1);
}
errno = 0;
while ((wc = getwc(stream)) != WEOF)
printf("wc=0x%lx\n", wc);
if (errno == EILSEQ) {
printf("An invalid wide character was encountered.\n");
exit(1);
}
fclose(stream);
}

Related Information
v “stdio.h” on page 15
v “wchar.h” on page 20
v “fgetwc() — Get Next Wide Character” on page 115
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getwchar() — Get a Wide Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>
wint_t getwchar(void);

General Description
The getwchar() function is equivalent to getwc() with the argument stdin.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns the next wide character from the input stream pointed to by stdin or else
the function returns WEOF. If the stream is at EOF, the EOF indicator for the stream
is set and fgetwc() returns WEOF. If a read error occurs, the error indicator for the
stream is set and fgetwc() returns WEOF. If an encoding error occurs, fgetwc() sets
errno to EILSEQ and returns WEOF.
Use ferror() or feof() to determine whether an error or an EOF condition
occurred. Note that EOF is only reached when an attempt is made to read past the
last byte of data. Reading up to and including the last byte of data does not turn
on the EOF indicator.

Example
EDCXBG22:
/* EDCXBG22
This example attempts to read all of the wide characters in stdin
and print them out.
*/
#include <errno.h>
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
int main(void)
{
wint_t
wc;
errno = 0;
while ((wc = getwchar()) != WEOF)
printf("wc=0x%X\n", wc);
if (errno == EILSEQ) {
printf("An invalid wide character was encountered.\n");
exit(1);
}
}

Related Information
v “wchar.h” on page 20
v “fgetwc() — Get Next Wide Character” on page 115
v “getwc() — Get a Wide Character” on page 182
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getwmccoll() — Get Next Collating Element from Wide String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Format
#include <collate.h>
collel_t getwmccoll(wchar_t **src)

External Entry Point: @@GETWCL

General Description
If the object pointed to by src is not a null pointer, the getwmccoll() library
function determines the longest sequence of wide characters in the array pointed to
by str that constitute a valid multi-wide-character collating element. It then
produces the value of type collel_t corresponding to that collating element. The
object pointed to by src is assigned the address just past the last wide character of
the multi-wide-character collating element processed.

Returned Value
If the object pointed to by src is a null pointer or if it points to a null wide
character, the function returns the value 0. If the object pointed to by src points to
an invalid wide character, it returns −1 and sets errno to EILSEQ. Otherwise, it
returns the value of type collel_t that represents the collating element found.

Related Information
v
v
v
v
v
v
v
v
v
v
v

“collate.h” on page 2
“wchar.h” on page 20
“cclass() — Return Characters in a Character Class” on page 49
“collequiv() — Return a List of Equivalent Collating Elements” on page 60
“collorder() — Return List of Collating Elements” on page 62
“collrange() — Calculates the Range List of Collating Elements” on page 64
“colltostr() — Return a String for a Collating Element” on page 66
“getmccoll() — Get Next Collating Element from String” on page 177
“ismccollel() — Identify a Multi-Character Collating Element” on page 202
“maxcoll() — Return Maximum Collating Element” on page 227
“strtocoll() — Return Collating Element for String” on page 342
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gmtime() — Convert Time to Broken-Down UTC Time
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <time.h>
struct tm *gmtime(const time_t *timer);

General Description
Converts the calendar time pointed to by timer into a broken-down time, expressed
as coordinated universal time (UTC). 2 The value pointed to by timer is usually
obtained by a call to the time() function.
Table 21. Fields of the tm structure
Field

Description

tm_sec

Seconds (0-61)

tm_min

Minutes (0-59)

tm_hour

Hours (0-23)

tm_mday

Day of month (1-31)

tm_mon

Month (0-11; January = 0)

tm_year

Year (current year minus 1900)

tm_wday

Day of week (0-6; Sunday = 0)

tm_yday

Day of year (0-365; January 1 = 0)

tm_isdst

Zero if Daylight Saving Time is not in effect; positive if Daylight
Saving Time is in effect; negative if the information is not
available.

Returned Value
Returns a pointer to a tm structure containing the broken-down time, expressed in
coordinated universal time (UTC) corresponding to calendar time pointed to by
timer. The fields in tm are shown in Table 21. If the calendar time pointed to by
timer cannot be converted to broken-down time (in UTC), gmtime() returns a null
pointer.
Notes:
v The range (0-61) for tm_sec allows for as many as two leap seconds.
v The gmtime() and localtime() functions may use a common, statically allocated
buffer for the conversion. Each call to one of these functions may alter the result
of the previous call.
v The calendar time returned by the time() function begins at the epoch, which
was at 00:00:00 coordinated universal time (UTC), January 1, 1970.
v If you use the DATE job control statement to override the system date then,
assuming you use the value returned by time() as the input value:
– The date returned by localtime() (and, therefore, ctime()) will always match
the DATE job control statement, even if your job runs past midnight.

2. Coordinated universal time (UTC) was formerly known as Greenwich Mean Time (GMT).
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– The date returned by gmtime() will be the coordinated universal time (UTC)
date relative to the local date returned by localtime(). This might not match
the DATE job control statement.

Example
EDCXBG23:
/* EDCXBG23
This example uses the gmtime() function to convert a time_t
representation to a coordinated universal time character string and
then converts it to a printable string using asctime().
*/
#include <stdio.h>
#include <time.h>
int main(void)
{
time_t ltime;
time(&ltime);
printf ("Coordinated universal time is %s\n",
asctime(gmtime(&ltime)));
}

Output:
Coordinated universal time is Fri Jun 16 21:01:44 1995

Related Information
v
v
v
v
v
v

“time.h” on page 18
“asctime() — Convert Time to Character String” on page 31
“ctime() — Convert Time to a Character String” on page 78
“localtime() — Convert Time and Correct for Local Time” on page 219
“mktime() — Convert Local Time” on page 248
“time() — Determine Current Time” on page 361
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hypot() — Calculate Hypotenuse
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
SAA

Format
#include <math.h>
double hypot(double side1, double side2);

Compile-Time Option: LANGLVL(SAA), LANGLVL(SAAL2), or
LANGLVL(EXTENDED)

General Description
Calculates the length of the hypotenuse of a right-angled triangle based on the
lengths of two sides side1 and side2. A call to hypot() is equivalent to:
sqrt(side1 * side1 + side2 * side2);

Returned Value
Returns the calculated length of the hypotenuse. If the correct value is outside the
range of representable values, hypot() returns HUGE_VAL or −HUGE_VAL (according to
the sign of the value) and sets errno to ERANGE, indicating that the calculated value
is out of range. If the correct value would cause an underflow, hypot() returns 0
and sets errno to ERANGE.

Example
EDCXBH01:
/* EDCXBH01
This example calculates the hypotenuse of a right-angled triangle
with sides of 3.0 and 4.0.
*/
#include <math.h>
#include <stdio.h>
int main(void) {
double x, y, z;
x = 3.0;
y = 4.0;
z = hypot(x,y);
printf("The hypotenuse of the triangle with sides %lf and %lf"
" is %lf\n", x, y, z);
}

Output:
The hypotenuse of the triangle with sides 3.000000 and 4.000000 is 5.000000

Related Information
v “math.h” on page 12
v “sqrt() — Calculate Square Root” on page 306
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iconv — Code Conversion
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <iconv.h>
size_t iconv(iconv_t cd, char **inbuf, size_t *inbytesleft, char **outbuf,
size_t *outbytesleft);

External Entry Point: @@ICONV

General Description
Converts a sequence of characters from one encoded character set, in the array
indirectly pointed to by inbuf, into a sequence of corresponding characters in
another encoded character set, in the array indirectly pointed to by outbuf. The
encoded character sets are those specified in the iconv_open() call that returned
the conversion descriptor, cd. If the descriptor refers to the state-dependent
encoding, then before it is first used, the cd descriptor is in its initial shift state.
The inbuf argument points to a variable that points to the first character in the
input buffer. inbytesleft indicates the number of bytes to the end of the buffer to be
converted. The outbuf argument points to a variable that points to the first
character in the output buffer. outbytesleft indicates the number of available bytes to
the end of the buffer.
If the output character set refers to the state-dependent encoding—if it contains the
multibyte characters with shift-states—the conversion descriptor cd is placed in its
initial state by a call for which inbuf is a null pointer, or for which inbuf points to a
null pointer. When iconv is called in this way, and if outbuf is not a null pointer or
a pointer to a null pointer, and outbytesleft points to a positive value, iconv places
in the output buffer the byte sequence to change the output buffer to the initial
shift state. If the output buffer is not large enough to hold the entire reset
sequence, iconv fails, and sets errno to E2BIG. Subsequent calls with inbuf as other
than a null pointer or a pointer to a null pointer cause conversion from the current
state of the conversion descriptor.
If a sequence of input bytes does not form a valid character in the specified
encoded character set, conversion stops after the previous successfully converted
character, and errno is set to EILSEQ. If the input buffer ends with an incomplete
character or shift sequence, conversion stops after the previous successfully
converted bytes, and errno is set to EINVAL. If the output buffer is not large enough
to hold the entire converted input, conversion stops just prior to the input bytes
that would cause the output buffer to overflow.
The variable pointed to by inbuf is updated to point to the byte following the last
byte of a successfully converted character. The value pointed to by inbytesleft is
decremented to reflect the number of bytes still not converted in the input buffer.
The variable pointed to by outbuf is updated to point to the byte following the last
byte of converted output data. The value pointed to by outbytesleft is decremented
to reflect the number of bytes still available in the output buffer. For
state-dependent encoding, the conversion descriptor is updated to reflect the shift
state in effect at the end of the last successfully converted byte sequence.
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If iconv encounters a character in the input buffer that is valid, but for which a
conversion is not defined in the conversion descriptor, cd, then iconv performs a
nonidentical conversion on this character. The conversion is implementation
defined.

Returned Value
The iconv function updates the variables pointed to by the arguments to reflect the
extent of the conversion and returns the number of nonidentical conversions
performed.
If the entire string in the input buffer is converted, the value pointed to by
inbytesleft will be 0. If the input conversion is stopped because of any conditions
mentioned above, the value pointed to by inbytesleft will be nonzero and errno is
set to indicate the condition. If an error occurs, iconv returns (size_t)−1 and sets
errno to indicate the error. If cd is not a valid descriptor, an error occurs and errno
is set to EBADF.

Example
EDCXBI01:
/* EDCXBI01
This example converts an array of characters coded in encoded
character set IBM-1047 to an array of characters coded in encoded
character set IBM-037. Input is in inbuf, output will be in outbuf.
*/
#include <iconv.h>
#include <stdio.h>
#include <stdlib.h>
#include <string.h>
main ()
{
unsigned char
unsigned char
unsigned char

*inptr; /* Pointer used for input buffer
*outptr; /* Pointer used for output buffer
inbuf[20] =
"ABCDEFGH!@#$1234";
/* input buffer
unsigned char
outbuf[20];
/* output buffer */
iconv_t
cd;
/* conversion descriptor
size_t
inleft; /* number of bytes left in inbuf
size_t
outleft;/* number of bytes left in outbuf
int
rc;
/* return code of iconv()

*/
*/
*/
*/
*/
*/
*/

if ((cd = iconv_open("IBM-037", "IBM-1047")) == (iconv_t)(-1)) {
fprintf(stderr, "Cannot open converter from %s to %s\n",
"IBM-1047", "IBM-037");
exit(8);
}
inleft = strlen(inbuf);
outleft = sizeof(outbuf);
inptr = inbuf;
outptr = outbuf;
rc = iconv(cd, &inptr, &inleft, &outptr, &outleft);
if (rc == -1) {
fprintf(stderr, "Error in converting characters\n");
exit(8);
}
iconv_close(cd);
printf("Result = \"%s\"\n", outbuf);
}
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Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “iconv_close() — Deallocate Code Conversion Descriptor” on page 192
v “iconv_open() — Allocate Code Conversion Descriptor” on page 193
v “setlocale() — Set Locale” on page 292
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iconv_close() — Deallocate Code Conversion Descriptor
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <iconv.h>
int iconv_close(iconv_t cd);

External Entry Point: @@ICONVC

General Description
Deallocates the conversion descriptor cd and all other associated resources
allocated by the iconv_open() function. For an illustration of using iconv_open(),
see “Example” on page 190.

Returned Value
Upon successful completion, a value of 0 is returned. Otherwise a value of −1 is
returned and errno is set to indicate the error. If cd is not a valid descriptor, then
an error occurs and errno is set to EBADF.

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “iconv — Code Conversion” on page 189
v “iconv_open() — Allocate Code Conversion Descriptor” on page 193
v “setlocale() — Set Locale” on page 292

192

LE/VSE V1R4.7 C Run-Time Library Reference

iconv_open

iconv_open() — Allocate Code Conversion Descriptor
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <iconv.h>
iconv_t iconv_open(const char *tocode, const char *fromcode);

External Entry Point: @@ICONVO

General Description
Performs all the initialization needed to convert characters from the encoded
character set specified in the array pointed to by the fromcode argument to the
encoded character set specified in the array pointed to by the tocode argument.
The conversion descriptor relates the two encoded character sets.
For state-dependent encodings, the conversion descriptor will be in an
encoded-character-set-dependent initial shift state, ready for immediate use with
iconv. The conversion descriptor remains valid until it is closed with
iconv_close().
Settings of fromcode, tocode, and their permitted combinations are
implementation-dependent.
For an illustration of using iconv_close(), see “Example” on page 190.

Returned Value
If successful, returns a conversion descriptor; otherwise, returns (iconv_t)−1 and
sets errno to indicate the error. If the conversion between encoded character sets
specified is not supported, an error occurs; errno is set to EINVAL, indicating that
the result of the conversion was invalid.

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “iconv — Code Conversion” on page 189
v “iconv_close() — Deallocate Code Conversion Descriptor” on page 192
v “iconv_open() — Allocate Code Conversion Descriptor”
v “setlocale() — Set Locale” on page 292
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index() — Search for Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <strings.h>
char *index(const char *string, int c);

General Description
The index() function locates the first occurrence of c (converted to char) in the
string pointed to by string. The character c can be the null character (\0); the
ending null is included in the search.
The string argument to the function must contain a null character (\0) marking the
end of the string.

Returned Value
The index() function returns a pointer to the first occurrence of c in the string
pointed to by string. The function returns a null pointer if c was not found.
There are no errno values defined for index().

Related Information
v “strings.h” on page 18
v “rindex() — Search for Character” on page 283
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isalnum() to isxdigit() — Test Integer Value
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <ctype.h>
int
int
int
int
int
int
int
int
int
int
int

isalnum(int c);
isalpha(int c);
iscntrl(int c);
isdigit(int c);
isgraph(int c);
islower(int c);
isprint(int c);
ispunct(int c);
isspace(int c);
isupper(int c);
isxdigit(int c);

General Description
The functions listed above, which are all declared in ctype.h, test a given integer
value. The valid integer values for c are those representable as an unsigned char or
EOF.
The functions in ctype.h are also available as macros. For better performance, the
macro forms are recommended over the functional forms.
However, to get the functional forms, do one or more of the following:
v Do not include ctype.h.
v Specify #undef, for example, #undef islower following the include for ctype.h.
v Surround the call statement by parentheses, for example, (islower)(’a’)
Here are descriptions of each function in this group.
isalnum()
Test for an uppercase letter or a lowercase letter, or a decimal digit
character, as defined in the alpha and digit classes of the LC_CTYPE
category of the current locale.
isalpha()
Test for an alphabetic character, as defined in the alpha class of the
LC_CTYPE category of the current locale.
iscntrl()
Test for any control character, as defined in the cntrl class of the
LC_CTYPE category of the current locale.
isdigit()
Test for a decimal digit character: 0 to 9, as defined in the digit class of
the LC_CTYPE category of the current locale.
isgraph()
Test for a printable character excluding space, as defined in the graph class
of the LC_CTYPE category of the current locale.
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islower()
Test for a lowercase character, as defined in the lower class of the
LC_CTYPE category of the current locale.
isprint()
Test for a printable character including space, as defined in the print class
of the LC_CTYPE category of the current locale.
ispunct()
Test for any nonalphanumeric printable character, excluding space, as
defined in the punct class of the LC_CTYPE category of the current locale.
isspace()
Test for a white-space character, as defined in the space class of the
LC_CTYPE category of the current locale.
isupper()
Test for an uppercase character, as defined in the upper class of the
LC_CTYPE category of the current locale.
isxdigit()
Test for a hexadecimal digit, as defined in the xdigit class of the
LC_CTYPE category of the current locale.
The space, uppercase, and lowercase characters can be redefined by their respective
class of the LC_CTYPE in the current locale. The LC_CTYPE category is discussed
in “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide.

Returned Value
These functions return a nonzero value if the integer satisfies the test condition, or
0 if it does not.

Example
EDCXBI02:
/* EDCXBI02
This example analyzes all characters between code 0x0 and code
UPPER_LIMIT. The output of this example is a 256-line table
showing the characters from 0 to 255, and a notification of
whether they have the attributes tested.
*/
#include <stdio.h>
#include <ctype.h>
#define UPPER_LIMIT

0xFF

int main(void)
{
int ch;
for ( ch = 0; ch <= UPPER_LIMIT; ++ch )
{
printf("%3d ", ch);
printf("%#04x ", ch);
printf(" %c", isprint(ch) ? ch
: ’ ’);
printf("%3s ", isalnum(ch) ? "Alphanumeric" : " ");
printf("%2s ", isalpha(ch) ? "Alphabetic" : " ");
printf("%2s", iscntrl(ch) ? "Control" : " ");
printf("%2s", isdigit(ch) ? "Digit" : " ");
printf("%2s", isgraph(ch) ? "Graphic" : " ");
printf("%2s ", islower(ch) ? "Lower" : " ");
printf("%3s", ispunct(ch) ? "Punctuation" : " ");
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printf("%2s", isspace(ch) ? "Space" : " ");
printf("%3s", isprint(ch) ? "Printable" : " ");
printf("%2s ", isupper(ch) ? "Upper" : " ");
printf("%2s ", isxdigit(ch) ? "Hex" : " ");
putchar(’\n’);
}
}

Related Information
v
v
v
v
v

“ctype.h” on page 3
“isblank() — Test for Blank Character Classification” on page 198
“iswalnum() to iswxdigit() — Test Wide Integer Value” on page 205
“setlocale() — Set Locale” on page 292
“tolower() - toupper() — Convert Character Case” on page 366
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isblank() — Test for Blank Character Classification
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <ctype.h>
int isblank(int c);

External Entry Point: @@ISBLNK

General Description
Tests whether the current LC_CTYPE locale category assigns c the blank character
attribute.

Returned Value
Returns a nonzero value if the current LC_CTYPE locale category assigns c the
blank character attribute. Otherwise, it returns 0.

Example
EDCXBI03:
/* EDCXBI03
This example tests if c is a blank type.
*/
#include <stdio.h>
#include <ctype.h>
#include <locale.h>
void check(char c) {
if ((c != ’ ’) && (isprint(c)))
printf(" %c is ", c);
else
printf("x%02x is ", c);
if (!isblank(c))
printf("not ");
puts("a blank type character");
}
main() {
printf("\nIn LC_CTYPE category of locale with name \"%s\":\n",
setlocale(LC_CTYPE, NULL));
check(’a’);
check(’ ’);
check(0x00);
check(’\n’);
check(’\t’);
}

Output:
In LC_CTYPE category of locale with name "locale-name":
a is not a blank type character
x40 is a blank type character
x00 is not a blank type character
x15 is not a blank type character
x05 is a blank type character
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Related Information
v
v
v
v

“ctype.h” on page 3
“iswalnum() to iswxdigit() — Test Wide Integer Value” on page 205
“iswblank() — Test for Blank Character Classification” on page 207
“setlocale() — Set Locale” on page 292
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iscics() — Verifies Whether CICS is Running
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <cics.h>
int iscics(void);

General Description
Determines whether the program is running under CICS.

Returned Value
Returns a nonzero integer if your program is currently running under CICS, or 0 if
it is not currently running under CICS.

Example
EDCXBI04:
/* EDCXBI04
This example tests to see if the program is running under CICS.
If not, it calls a subroutine ABCPGM; otherwise, it uses a
CICS EXEC statement to invoke ABCPGM.
*/
#include <stdio.h>
#include <cics.h>
int main(void)
{
if (iscics() == 0) { /* not a CICS environment */
printf("Not running under CICS\n");
}
else {
/* this is a CICS environment */
printf("Running under CICS\n");
}
}

Related Information
v “cics.h” on page 2
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iscntrl() — Test for Control Classification
The information for this function is included in “isalnum() to isxdigit() — Test
Integer Value” on page 195.

isdigit() — Test for Hexadecimal-Digit Classification
The information for this function is included in “isalnum() to isxdigit() — Test
Integer Value” on page 195.

isgraph() — Test for Graphic Classification
The information for this function is included in “isalnum() to isxdigit() — Test
Integer Value” on page 195.

islower() — Test for Lowercase
The information for this function is included in “isalnum() to isxdigit() — Test
Integer Value” on page 195.
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ismccollel() — Identify a Multi-Character Collating Element
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <collate.h>
int ismccollel(collel_t c);

External Entry Point: @@ISMCOL

General Description
Determines whether a character is a multi-character collating element. A collating
element is a glyph, usually a character, that has a value used to define its order in
a collating sequence. A multi-character collating element is a sequence of two or
more characters that are to be collated as one entity.

Returned Value
The ismccollel() function returns:
1

if c represents a multi-character collating element

0

if c represents a single-character collating element

−1

if c is out of range, or otherwise invalid

Example
EDCXBI05:
/* EDCXBI05
This example prints all of the collating elements in the collating
sequence, by using the ismccollel() function to determine if the
collating element is a multi-character collating element.
*/
#include <collate.h>
#include <locale.h>
#include <stdio.h>
#include <wchar.h>
#include <wctype.h>
main(int argc, char *argv[]) {
collel_t e, *rp;
int i;
setlocale(LC_ALL, "");
i = collorder(&rp);
for (; i-- > 0; rp++) {
if (ismccollel(*rp))
printf("’%s’ ", colltostr(*rp));
else if (iswprint(*rp))
printf("’%lc’ ", *rp);
else
printf("’%x’ ", *rp);
}
}

Related Information
v “collate.h” on page 2
v “cclass() — Return Characters in a Character Class” on page 49
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v
v
v
v
v
v
v
v

“collequiv() — Return a List of Equivalent Collating Elements” on page 60
“collorder() — Return List of Collating Elements” on page 62
“collrange() — Calculates the Range List of Collating Elements” on page 64
“colltostr() — Return a String for a Collating Element” on page 66
“getmccoll() — Get Next Collating Element from String” on page 177
“getwmccoll() — Get Next Collating Element from Wide String” on page 185
“maxcoll() — Return Maximum Collating Element” on page 227
“strtocoll() — Return Collating Element for String” on page 342
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isprint() — Test for Printable Character Classification
The information for this function is included in “isalnum() to isxdigit() — Test
Integer Value” on page 195.

ispunct() — Test for Punctuation Classification
The information for this function is included in “isalnum() to isxdigit() — Test
Integer Value” on page 195.

isspace() — Test for Space Character Classification
The information for this function is included in “isalnum() to isxdigit() — Test
Integer Value” on page 195.

isupper() — Test for Uppercase Letter Classification
The information for this function is included in “isalnum() to isxdigit() — Test
Integer Value” on page 195.
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iswalnum() to iswxdigit() — Test Wide Integer Value
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wctype.h>
int
int
int
int
int
int
int
int
int
int
int

iswalnum(wint_t wc);
iswalpha(wint_t wc);
iswcntrl(wint_t wc);
iswdigit(wint_t wc);
iswgraph(wint_t wc);
iswlower(wint_t wc);
iswprint(wint_t wc);
iswpunct(wint_t wc);
iswspace(wint_t wc);
iswupper(wint_t wc);
iswxdigit(wint_t wc);

General Description
The functions listed above, which are all declared in wctype.h, test a given wide
integer value. These functions are sensitive to locale. For locale descriptions, see
“Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide. Here are descriptions of each function in this group.
iswalnum()
Test for a wide uppercase letter or lowercase letter, or decimal digit
character, as defined in the alpha and digit classes of the LC_CTYPE
category of the current locale.
iswalpha()
Test for a wide alphabetic character, as defined in the alpha class of the
LC_CTYPE category of the current locale.
iswcntrl()
Test for a wide control character, as defined in the cntrl class of the
LC_CTYPE category of the current locale.
iswdigit()
Test for a wide decimal digit character: 0 through 9, as defined in the digit
class of the LC_CTYPE category of the current locale.
iswgraph()
Test for a wide printing character, not a space, as defined in the graph class
of the LC_CTYPE category of the current locale.
iswlower()
Test for a wide lowercase letter, as defined in the lower class of the
LC_CTYPE category of the current locale.
iswprint()
Test for any wide printing character, as defined in the print class of the
LC_CTYPE category of the current locale.
iswpunct()
Test for a wide nonalphanumeric, nonspace character, as defined in the
punct class of the LC_CTYPE category of the current locale.
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iswspace()
Test for a wide white-space character, as defined in the space class of the
LC_CTYPE category of the current locale.
iswupper()
Test for a wide uppercase letter, as defined in the upper class of the
LC_CTYPE category of the current locale.
iswxdigit()
Test for a wide hexadecimal digit: 0 through 9, a through f, or A through F,
as defined in the xdigit class of the LC_CTYPE category of the current
locale.
The behavior of these wide-character function are affected by the LC_CTYPE
category of the current locale. The space, uppercase, and lowercase characters can
be redefined by their respective class of the LC_CTYPE in the current locale. If you
change the category, undefined results can occur.

Returned Value
These functions return a nonzero value if the wide integer satisfies the test value,
or a 0 value if it does not. The value for wc must be representable as a wide
unsigned character. WEOF is a valid input value.

Example
EDCXBI06:
/* EDCXBI06
This example tests for various wide integer values and prints a
result.
*/
#include <stdio.h>
#include <wctype.h>
int main(void)
{
wint_t wc;
for (wc=0; wc <=
printf("%3d",
printf(" %#4x
printf("%3s",
printf("%2s",
printf("%2s",
printf("%2s",
printf("%2s",
printf("%2s",
printf(" %c",
printf("%3s",
printf("%2s",
printf("%3s",
printf("%2s",
printf("%2s",

0xFF; wc++) {
wc);
", wc);
iswalnum(wc)
iswalpha(wc)
iswcntrl(wc)
iswdigit(wc)
iswgraph(wc)
iswlower(wc)
iswprint(wc)
iswpunct(wc)
iswspace(wc)
iswprint(wc)
iswupper(wc)
iswxdigit(wc)

putchar(’\n’);
}
}

Related Information
v “wctype.h” on page 22

206

LE/VSE V1R4.7 C Run-Time Library Reference

?
?
?
?
?
?
?
?
?
?
?
?

"AN"
"A"
"C"
"D"
"G"
"L"
wc
"PU"
"S"
"PR"
"U"
"X"

:
:
:
:
:
:
:
:
:
:
:
:

"
"
"
"
"
"
’
"
"
"
"
"

");
");
");
");
");
");
’);
");
");
");
");
");

iswblank

iswblank() — Test for Blank Character Classification
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <wctype.h>
int iswblank(wint_t wc);

External Entry Point: @@ISWBLK

General Description
Tests for a wide blank character.
The space, uppercase, and lowercase characters can be redefined by their respective
classes of the LC_CTYPE in the current locale.

Returned Value
Returns nonzero if the wide integer satisfies the test value, or 0 if it does not.
The value for wc must be representable as a wide unsigned character. WEOF is a
valid input value.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Related Information
v “wctype.h” on page 22
v “isblank() — Test for Blank Character Classification” on page 198
v “iswalnum() to iswxdigit() — Test Wide Integer Value” on page 205
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iswcntrl

iswcntrl() — Test for Control Classification
The information for this function is included in “iswalnum() to iswxdigit() — Test
Wide Integer Value” on page 205.

iswctype() — Test for Character Property
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

Am

XPG4

Extension

X

Format
#include <wctype.h>
int iswctype(wint_t wc, wctype_t wc_prop);

General Description
Determines whether the wide character wc has the property wc_prop. If the value of
wc is neither WEOF nor any value of the wid character that corresponds to a
multibyte character, the behavior is undefined. If the value of wc_prop is invalid
(that is, not obtained by a previous call to wctype(), or wc_prop has been
invalidated by a subsequent call to setlocale() that has affected category
LC_CTYPE), the behavior is undefined.
These eleven strings are reserved for the standard (basic) character classes: alnum,
alpha, blank, cntrl, digit, graph, lower, print, punct, space, upper, and xdigit.
The functions are shown below with their equivalent isw*() function:
iswctype(wc,
iswctype(wc,
iswctype(wc,
iswctype(wc,
iswctype(wc,
iswctype(wc,
iswctype(wc,
iswctype(wc,
iswctype(wc,
iswctype(wc,
iswctype(wc,
iswctype(wc,

wctype("alnum"));
wctype("alpha"));
wctype("blank"));
wctype("cntrl"));
wctype("digit"));
wctype("graph"));
wctype("lower"));
wctype("print"));
wctype("punct"));
wctype("space"));
wctype("upper"));
wctype("xdigit"));

-

iswalnum(wc);
iswalpha(wc);
iswblank(wc);
iswcntrl(wc);
iswdigit(wc);
iswgraph(wc);
iswlower(wc);
iswprint(wc);
iswpunct(wc);
iswspace(wc);
iswupper(wc);
iswxdigit(wc);

Returned Value
Returns nonzero (true) if the wide character wc has the property wc_prop.

Example
EDCXBI07:
/* EDCXBI07
This example tests various wide characters for certain properties
and prints the result.
*/
#include <stdio.h>
#include <wchar.h>
#include <wctype.h>
int main(void)
{
int wc;
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for (wc=0; wc <=
printf("%3d",
printf(" %#4x
printf("%3s",
printf("%2s",
printf("%2s",
printf("%2s",
printf("%2s",
printf("%2s",
printf(" %c",
printf("%3s",
printf("%2s",
printf("%3s",
printf("%2s",
printf("%2s",

0xFF; wc++) {
wc);
", wc);
iswctype(wc, wctype("alnum"))
iswctype(wc, wctype("alpha"))
iswctype(wc, wctype("cntrl"))
iswctype(wc, wctype("digit"))
iswctype(wc, wctype("graph"))
iswctype(wc, wctype("lower"))
iswctype(wc, wctype("print"))
iswctype(wc, wctype("punct"))
iswctype(wc, wctype("space"))
iswctype(wc, wctype("print"))
iswctype(wc, wctype("upper"))
iswctype(wc, wctype("xdigit"))

?
?
?
?
?
?
?
?
?
?
?
?

"AN"
"A"
"C"
"D"
"G"
"L"
wc
"PU"
"S"
"PR"
"U"
"X"

:
:
:
:
:
:
:
:
:
:
:
:

"
"
"
"
"
"
’
"
"
"
"
"

");
");
");
");
");
");
’);
");
");
");
");
");

putchar(’\n’);
}
}

Related Information
v “wctype.h” on page 22
v “wctype() — Obtain Handle for Character Property Classification” on page 432
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iswdigit() — Test for Hexadecimal-Digit Classification
The information for this function is included in “iswalnum() to iswxdigit() — Test
Wide Integer Value” on page 205.

iswgraph() — Test for Graphic Classification
The information for this function is included in “iswalnum() to iswxdigit() — Test
Wide Integer Value” on page 205.

iswlower() — Test for Lowercase
The information for this function is included in “iswalnum() to iswxdigit() — Test
Wide Integer Value” on page 205.

iswprint() — Test for Printable Character Classification
The information for this function is included in “iswalnum() to iswxdigit() — Test
Wide Integer Value” on page 205.

iswpunct() — Test for Punctuation Classification
The information for this function is included in “iswalnum() to iswxdigit() — Test
Wide Integer Value” on page 205.

iswspace() — Test for Space Character Classification
The information for this function is included in “iswalnum() to iswxdigit() — Test
Wide Integer Value” on page 205.

iswupper() — Test for Uppercase Letter Classification
The information for this function is included in “iswalnum() to iswxdigit() — Test
Wide Integer Value” on page 205.

iswxdigit() — Test for Hexadecimal-Digit Classification
The information for this function is included in “iswalnum() to iswxdigit() — Test
Wide Integer Value” on page 205.

isxdigit() — Test for Hexadecimal-Digit Classification
The information for this function is included in “isalnum() to isxdigit() — Test
Integer Value” on page 195.
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j0() - j1() - jn() — Bessel Functions of the First Kind
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

SAA

Format
#include <math.h>
double j0(double x);
double j1(double x);
double jn(int n, double x);

Compile-Time Option: LANGLVL(SAA), LANGLVL(SAAL2), or
LANGLVL(EXTENDED)

General Description
The j0(), j1(), and jn() functions are Bessel functions of the first kind, for orders
0, 1, and n, respectively. Bessel functions are solutions to certain types of
differential equations. The argument x must be positive. The argument n should be
greater than or equal to 0. If n is less than 0, there will be a negative exponent in
the result.

Returned Value
For j0(), j1(), y0(), or y1(), if the absolute value of x is too large, the function
returns 0 and sets errno to ERANGE, indicating a value that is out of range.
Otherwise, the calculated value is returned.

Example
EDCXBJ01:
/* EDCXBJ01
This example computes y to be the order 0 Bessel function of the
first kind for x, and z to be the order 3 Bessel function of the
second kind for x.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x, y, z;
x = 4.27;
y = j0(x);

/* y = -0.3660 is the order 0 bessel */
/* function of the first kind for x */
z = yn(3,x);
/* z = -0.0875 is the order 3 bessel */
/* function of the second kind for x */
printf("x = %f\n y = %f\n z = %f\n", x, y, z);
}

Related Information
v “math.h” on page 12
v “erf() - erfc() — Calculate Error and Complementary Error Functions” on
page 88
v “gamma() — Calculate Gamma Function” on page 173
v “y0() - y1() - yn() — Bessel Functions of the Second Kind” on page 434
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labs() — Calculate long Absolute Value
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

X

Extension

X

Format
#include <stdlib.h>
long int labs(long int n);

General Description
Calculates the absolute value of its long integer argument n. The result is
undefined when the argument is equal to LONG_MIN, the smallest available long
integer (−2147483648). The value LONG_MIN is defined in the limits.h header file.

Returned Value
Returns the absolute value of the long integer argument n.

Example
EDCXBL01:
/* EDCXBL01
This example computes y as the absolute value of the long
integer -41567.
*/
#include <stdlib.h>
#include <stdio.h>
int main(void)
{
long x, y;
x = -41567L;
y = labs(x);
printf("The absolute value of %ld is %ld\n", x, y);
}

Output:
The absolute value of -41567 is 41567

Related Information
v “stdlib.h” on page 17
v “abs() — Calculate Integer Absolute Value” on page 28
v “fabs() — Calculate Floating-Point Absolute Value” on page 92
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ldexp() — Multiply by a Power of Two
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double ldexp(double x, int exp);

General Description
Calculates the value of x*(2exp).

Returned Value
Returns the calculated value. If the correct calculated value is outside the range of
representable values, ldexp() returns HUGE_VAL or −HUGE_VAL (according to the sign
of the value) and sets errno to ERANGE, indicating that the result was out of range.

Example
EDCXBL02:
/* EDCXBL02
This example computes
*/
#include <math.h>
#include <stdio.h>

y = 1.5 * (2**5).

int main(void)
{
double x, y;
int p;
x = 1.5;
p = 5;
y = ldexp(x,p);
printf("%lf times 2 to the power of %d is %Lf\n", x, p, y);
}

Output:
1.500000 times 2 to the power of 5 is 48.000000

Related Information
v “math.h” on page 12
v “frexp() — Extract Mantissa and Exponent of the Floating-Point Value” on page
153
v “modf() — Extract Fractional and Integral Parts of Floating-Point Value” on page
250
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ldiv() — Compute Quotient and Remainder of Integral
Division
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

X

Extension

X

Format
#include <stdlib.h>
ldiv_t ldiv(long int numerator, long int denominator);

General Description
Calculates the quotient and remainder of the division of numerator by denominator.

Returned Value
Returns an ldiv_t structure, containing both the quotient long int quot and the
remainder long int rem. If the value cannot be represented, the returned value is
undefined. If denominator is 0, a divide by 0 exception is raised.

Example
EDCXBL03:
/* EDCXBL03
This example uses the ldiv() function to calculate the quotients
and remainders for a set of two dividends and two divisors.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
long int num[2] = {45,-45};
long int den[2] = {7,-7};
ldiv_t ans;
/* ldiv_t is a struct type containing two long int:
’quot’ stores quotient; ’rem’ stores remainder */
short i,j;
printf("Results of long division:\n");
for (i = 0; i < 2; i++)
for (j = 0; j < 2; j++)
{
ans = ldiv(num[i], den[j]);
printf("Dividend: %6ld Divisor: %6ld", num[i],
den[j]);
printf(" Quotient: %6ld Remainder: %6ld\n", ans.quot,
ans.rem);
}
}

Output:
Results of long division:
Dividend: 45 Divisor:
7 Quotient:
6 Remainder:
Dividend: 45 Divisor: -7 Quotient: -6 Remainder:
Dividend: -45 Divisor:
7 Quotient: -6 Remainder:
Dividend: -45 Divisor: -7 Quotient:
6 Remainder:

3
3
-3
-3

Related Information
v “stdlib.h” on page 17
v “div() — Calculate Quotient and Remainder” on page 87
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__librel

__librel() — Query Release Level
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdlib.h>
int __librel(void);

External Entry Point: @@LIBREL

General Description
Provides the release level of the LE/VSE library.

Returned Value
Returns the LE/VSE-specific library release level that your LE/VSE C Run-Time
program is using. The value is meant to be printed in a hexadecimal format. The
first byte of the value returned contains the product and version, second byte the
release, and the third and fourth bytes contain the modification level. The LE/VSE
product designation is 1.

Example
EDCXBL04:
/* EDCXBL04
This example demonstrates what is returned when the function
__librel() is called using Version 1 Release 4
Modification Level 0, of IBM Language Environment for VSE/ESA.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
printf("The current release of the library is: %X\n",__librel());
}

Output:
The current release of the library is: 11040000

Related Information
v “stdlib.h” on page 17
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localdtconv() — Date/Time Formatting Convention Inquiry
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <locale.h>
struct dtconv *localdtconv(void);

External Entry Point: @@LCLDTC

General Description
Determines the date/time format information of the current locale.

Returned Value
Returns the address of the dtconv structure:
struct dtconv {
char *abbrev_month_names[12];
char *month_names[12];
char *abbrev_day_names[7];
char *day_names[7];
char *date_time_format;
char *date_format;
char *time_format;
char *am_string;
char *pm_string;
char *time_format_ampm;
};

/*
/*
/*
/*
/*
/*
/*
/*
/*
/*

abbreviated month names
full month names
abbreviated day names
full day names
date and time format
date format
time format
AM string
PM string
long date format

*/
*/
*/
*/
*/
*/
*/
*/
*/
*/

The dtconv structure can be overwritten by subsequent calls to localdtconv() and
setlocale() with LC_ALL or LC_TIME.

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “localeconv() — Query Numeric Conventions” on page 217
v “localtime() — Convert Time and Correct for Local Time” on page 219
v “setlocale() — Set Locale” on page 292
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localeconv

localeconv() — Query Numeric Conventions
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <locale.h>
struct lconv *localeconv(void);

General Description
Sets the components of a structure having type struct lconv to values appropriate
for the current locale. The structure may be overwritten by another call to
localeconv() or by calling setlocale() and passing LC_ALL, LC_MONETARY, or
LC_NUMERIC.
For a list of the elements in the lconv structure, see Table 11 on page 10.
Pointers to strings with a value of "" indicate that the value is not available in the
locale or is of 0 length. Char types with a value of UCHAR_MAX indicate that the
value is not available in the current locale.
The grouping and non_grouping elements can have the following values:
CHAR_MAX
No further grouping is to be performed.
0

The previous element is to be repeatedly used for the remainder of the
digits.

other

The integer value is the number of digits that comprise the current group.
The next element is examined to determine the size of the next group of
digits before the current group.

The n_sign_posn and p_sign_posn elements can have the following values:
Value Meaning
0

The quantity and currency_symbol are enclosed in parentheses.

1

The sign precedes the quantity and currency_symbol.

2

The sign follows the quantity and currency_symbol.

3

The sign precedes the currency_symbol.

4

The sign follows the currency_symbol.

5

Use debit_sign or credit_sign for p_sign_posn or n_sign_posn.

Returned Value
Returns a pointer to the lconv structure.

Example
EDCXBL06:
/* EDCXBL06
This example prints out the default decimal point for your locale
and then the decimal point for the Fr_CA locale.
*/
Chapter 2. Library Functions
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#include <stdio.h>
#include <locale.h>
int main(void)
{
char * string;
struct lconv * mylocale;
mylocale = localeconv();
/* Display default decimal point */
printf( "Default decimal point is a %s\n",
mylocale->decimal_point );
if (NULL != (string = setlocale(LC_ALL, "Fr_CA.IBM-1047" )))
{
mylocale = localeconv();
/* A comma is set to be the decimal point
when the locale is Fr_CA.IBM-1047 */
printf( "French-speaking Canadian decimal point is a %s\n",
mylocale->decimal_point );
}
else {
printf("setlocale(LC_ALL, Fr_CA.IBM-1047) returned <NULL>\n");
}
return 0;
}

Output:
Default decimal point is a .
French-speaking Canadian decimal point is a ,

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “localdtconv() — Date/Time Formatting Convention Inquiry” on page 216
v “localtime() — Convert Time and Correct for Local Time” on page 219
v “setlocale() — Set Locale” on page 292
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localtime

localtime() — Convert Time and Correct for Local Time
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <time.h>
struct tm *localtime(const time_t *timer);

General Description
Converts coordinated universal time (UTC) 3, supplied in calendar time format
pointed to by timer, into broken-down local time in the form of a tm structure. A
value for timer is usually obtained by a call to the time() function. See “gmtime()
— Convert Time to Broken-Down UTC Time” on page 186 for a description of the
fields of the tm structure to which localtime() returns a pointer.

Returned Value
Returns a pointer to a tm structure containing the broken-down time, expressed as
a local time, and corresponding to the calendar time pointed to by timeval. If the
calendar time cannot be converted, localtime() returns a null pointer.
Notes:
v Using the default locale, the ctime() and localtime() functions return the local
time as defined by the VSE ZONE setting, and the mktime() function uses the
VSE ZONE setting to calculate coordinated universal time (UTC) from local
time.
v You can supply customized locale information by setting time zone and daylight
information in LC_TOD.
v By customizing the locale, you allow the time functions to preserve both time
and date, correctly adjusting for daylight time on a given date.
v The gmtime() and localtime() functions may use a common, statically allocated
structure for the conversion. Each call to one of these functions will alter the
result of the previous call.
v Calendar time returned by the time() function begins at the epoch, which was
at 00:00:00 coordinated universal time (UTC), January 1, 1970.
v The localtime() function converts calendar time (that is, seconds elapsed since
the epoch) to broken-down time, expressed as local time, using time zone
information provided by the current LC_TOD locale category.
See “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide for a description of LC_TOD, which is a nonstandard,
LE/VSE C Run-Time proprietary locale category.
v If you use the DATE job control statement to override the system date then,
assuming you use the value returned by time() as the input value:
– The date returned by localtime() (and, therefore, ctime()) will always match
the DATE job control statement, even if your job runs past midnight.
– The date returned by gmtime() will be the coordinated universal time (UTC)
date relative to the local date returned by localtime(). This might not match
the DATE job control statement.

3. Coordinated universal time (UTC) was formerly known as Greenwich Mean Time (GMT).
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Example
EDCXBL07:
/* EDCXBL07
This example queries the system clock and displays the local time.
*/
#include <time.h>
#include <stdio.h>
int main(void)
{
struct tm *newtime;
time_t ltime;
time(&ltime);
newtime = localtime(&ltime);
printf("The date and time is %s", asctime(newtime));
}

Output: This output would occur if the local time is 3:00 p.m. June 16, 1995:
The date and time is Fri Jun 16 15:00:00 1995

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “time.h” on page 18
v “asctime() — Convert Time to Character String” on page 31
v “ctime() — Convert Time to a Character String” on page 78
v “gmtime() — Convert Time to Broken-Down UTC Time” on page 186
v “localdtconv() — Date/Time Formatting Convention Inquiry” on page 216
v “localtime() — Convert Time and Correct for Local Time” on page 219
v “mktime() — Convert Local Time” on page 248
v “setlocale() — Set Locale” on page 292
v “time() — Determine Current Time” on page 361
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log

log() — Calculate Natural Logarithm
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double log(double x);

General Description
Calculates the natural logarithm (base e) of x, for x greater than 0.

Returned Value
Returns the computed value. If x is negative, log() returns −HUGE_VAL and sets
errno to EDOM. If x is 0, log() returns −HUGE_VAL and may set errno to ERANGE. If the
correct value would cause an underflow, log() returns 0 and sets errno to ERANGE.

Example
EDCXBL08:
/* EDCXBL08
This example calculates the natural logarithm of 1000.0.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x = 1000.0, y;
y = log(x);
printf("The natural logarithm of %lf is %lf\n", x, y);
}

Output:
The natural logarithm of 1000.000000 is 6.907755

Related Information
v
v
v
v

“math.h” on page 12
“exp() — Calculate Exponential Function” on page 91
“log10() — Calculate Base 10 Logarithm” on page 222
“pow() — Raise to Power” on page 254
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log10

log10() — Calculate Base 10 Logarithm
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double log10(double x);

General Description
Calculates the base 10 logarithm of the positive value of x.

Returned Value
Returns the computed value. If x is negative, it sets errno to EDOM and returns
−HUGE_VAL. If x is 0, log10() returns −HUGE_VAL and sets errno to ERANGE. If the
correct value would cause an underflow, log10() returns 0 and sets errno to
ERANGE.

Example
EDCXBL09:
/* EDCXBL09
This example calculates the base 10 logarithm of 1000.0.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x = 1000.0, y;
y = log10(x);
printf("The base 10 logarithm of %lf is %lf\n", x, y);
}

Output:
The base 10 logarithm of 1000.000000 is 3.000000

Related Information
v
v
v
v
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longjmp

longjmp() — Restore Stack Environment
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <setjmp.h>
void longjmp(jmp_buf env, int value);

General Description
Restores a stack environment previously saved in env by setjmp(). The setjmp()
and longjmp() functions provide a way to perform a nonlocal goto. They are often
used in signal handlers.
A call to setjmp() causes the current stack environment to be saved in env. A
subsequent call to longjmp() restores the saved environment, and returns control to
a point in the program corresponding to the setjmp() call. Execution resumes as if
the setjmp() call had just returned the given value of the value argument. All
variables that are accessible to the function that receives control contain the values
they had when longjmp() was called. The values of register variables are
unpredictable. Nonvolatile auto variables that are changed between calls to
setjmp() and longjmp() are also unpredictable.
Note: Ensure that the function that calls setjmp() does not return before you call
the corresponding longjmp() function. Calling longjmp() after the function
calling setjmp() returns causes unpredictable program behavior.
The value argument passed to longjmp() must be nonzero. If you give a 0
argument for value, longjmp() substitutes a 1 in its place.

Returned Value
No returned value.

Example
This example provides for saving the stack environment at this statement:
if(setjmp(mark) != 0) ...
When the system first performs the if statement, it saves the environment in mark
and sets the condition to FALSE because setjmp() returns 0 when it saves the
environment. The program prints the message: setjmp has been called.
The subsequent call to function p() tests for a local error condition, which can
cause it to perform the longjmp() function. Then, control returns to the original
setjmp() function using the environment saved in mark. This time the condition is
TRUE because -1 is the returned value from the longjmp() function. The example
then performs the statements in the block and prints: longjmp has been called.
It then performs the recover() function and leaves the program.
/* Illustration of longjmp(). */
#include <stdio.h>
#include <setjmp.h>
jmp_buf mark;
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void p(void);
void recover(void);
int main(void)
{
if (setjmp(mark) != 0)
{
printf("longjmp has been called\n");
recover();
exit(1);
}
printf("setjmp has been called\n");
.
.
.
p();
.
.
.
}
void p(void)
{
int error = 0;
.
.
.
error = 9;
.
.
.
if (error != 0)
longjmp(mark, -1);
.
.
.
}
void recover(void)
{ .
.
.
}

Related Information
v “setjmp.h” on page 14
v “setjmp() — Preserve Stack Environment” on page 290
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malloc

malloc() — Reserve Storage Block
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
void *malloc(size_t size);

General Description
Reserves a block of storage of size bytes. Unlike the calloc() function, the content
of the storage allocated is indeterminate. The storage to which the returned value
points is always aligned for storage of any type of object.

Returned Value
Returns a pointer to the reserved space. The storage space to which the returned
value points is always suitably aligned for storage of any type of object. The
returned value is NULL if not enough storage is available, or if size was specified as
0.

Example
EDCXBM01:
/* EDCXBM01
This example prompts you for the number of array entries you want
and then reserves enough space in storage for the entries.
If malloc() was successful, the example assigns values to the
entries and prints each entry; otherwise, it prints an error.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
long * array;
long * index;
int
i;
int num;

/*
/*
/*
/*

start of the array */
index variable
*/
index variable
*/
number of entries of the array */

printf( "Enter the size of the array\n" );
scanf( "%i", &num );
/* allocate num entries */
if ( (index = array = (long * )malloc( num * sizeof( long ))) !=
NULL )
{
for ( i = 0; i < num; ++i )
/* put values in array
*/
*index++ = i;
/* using pointer notation */
for ( i = 0; i < num; ++i )
/* print the array
printf( "array[ %i ] = %i\n", i, array[i] );

*/

}
else { /* malloc error */
printf( "Out of storage\n" );
abort();
}
}

Output: (for an input value of 5)
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Enter the size of the array
array[ 0 ] = 0
array[ 1 ] = 1
array[ 2 ] = 2
array[ 3 ] = 3
array[ 4 ] = 4

Related Information
v
v
v
v
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maxcoll

maxcoll() — Return Maximum Collating Element
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
IBM C

Format
#include <collate.h>
collel_t maxcoll(void)

External Entry Point: @@MAXCOL

General Description
Returns the largest possible value of a collating element in the current locale.

Related Information
v
v
v
v
v
v
v
v
v
v

“collate.h” on page 2
“cclass() — Return Characters in a Character Class” on page 49
“collequiv() — Return a List of Equivalent Collating Elements” on page 60
“collorder() — Return List of Collating Elements” on page 62
“collrange() — Calculates the Range List of Collating Elements” on page 64
“colltostr() — Return a String for a Collating Element” on page 66
“getmccoll() — Get Next Collating Element from String” on page 177
“getwmccoll() — Get Next Collating Element from Wide String” on page 185
“ismccollel() — Identify a Multi-Character Collating Element” on page 202
“strtocoll() — Return Collating Element for String” on page 342
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mblen() — Calculate Length of Multibyte Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <stdlib.h>
int mblen(const char *string, size_t n);

General Description
Determines the length in bytes of the multibyte character pointed to by string. A
maximum of n bytes are examined.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. Changing the LC_CTYPE category invalidates the internal
shift state: undefined results can occur.
If the current locale supports EBCDIC DBCS characters, then the shift state is
updated where applicable. (See the appendix on “Conforming to ANSI Standards”
in IBM C for VSE/ESA Language Reference .) The length returned may be up to 4 (for
the shift-out character, 2-byte code, and the shift-in character). If string is a null
pointer, this function resets itself to the initial state.
The function maintains the internal shift state that is altered by subsequent calls.

Returned Value
If
v
v
v

string is NULL, the mblen() function returns:
Nonzero when DBCS-host code (EBCDIC systems) is used
Nonzero if multibyte encodings are state-dependent
Zero otherwise

If
v
v
v

string is not NULL, the mblen() function returns:
Zero if string points to the null character
The number of bytes comprising the multibyte character
The value −1 if string does not point to a valid multibyte character

Example
EDCXBM02:
/* EDCXBM02
In this example we attempt to continue processing a string after
having processed a second string.
*/
#include <stdlib.h>
int n;
char *string1 = "a\x0E\x42\x43\x43\x44\x44\x45\x0Fb";
char *string2 = "abcd";
char *s;
/* \x0E and \x0F are the shift-out and shift-in characters, and
\x42\x43, \x43\x44, and \x44\x45 are 2-byte values representing
multibyte characters. Using mblen(), let’s see what happens in
the following sequence of calls.
*/
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mblen
main()
{
n = mblen(NULL, MB_CUR_MAX);

n
s
n
s
n
n
n

/* n is nonzero, indicating
state-dependent encoding; mblen()
has forced the internal
shift state to the initial state */
= mblen(string1, MB_CUR_MAX); /* n is 1, a is a multibyte character
of length 1, internal shift state
is at initial */
= string1 + n;
/* advance to next character */
= mblen(s, MB_CUR_MAX);
/* n is 3, shift-out plus two bytes,
internal shift state is
"shift-out" */
= s + n;
/* advance to next multibyte
character */
= mblen(NULL, MB_CUR_MAX);
/* n is nonzero; shift state is at
the initial state */
= mblen(string2, MB_CUR_MAX); /* n is 1; shift state is at the
initial state */
= mblen(s, MB_CUR_MAX);
/* go back to string1; n is 1 instead
of 2 because the shift state was
reset to initial */

}

EDCXBM21:
/* EDCXBM21
This example uses mblen() and mbtowc() to convert a multibyte
character into a single wide character.
*/
#include <stdio.h>
#include <stdlib.h>
int length, temp;
char string [6] = "w";
wchar_t arr[6];
int main(void)
{
/* Set string to point to a multibyte character
.
.
.
length = mblen(string, MB_CUR_MAX);
temp = mbtowc(arr,string,length);
printf("wide character string: %ls",arr);

*/

}

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “stdlib.h” on page 17
v “mbrlen() — Calculate Length of Multibyte Character” on page 231
v “mbrtowc() — Convert a Multibyte Character to a Wide Character” on page 233
v “mbsrtowcs() — Convert a Multibyte String to a Wide-Character String” on page
236
v “mbstowcs() — Convert Multibyte Characters to Wide Characters” on page 238
v “mbtowc() — Convert Multibyte Character to Wide Character” on page 240
v “setlocale() — Set Locale” on page 292
v “strlen() — Determine String Length” on page 326
v “wcrtomb() — Convert a Wide Character to a Multibyte Character” on page 386
v “wcslen() — Calculate Length of Wide-Character String” on page 400
v “wcsrtombs() — Convert Wide-Character String to Multibyte String” on page
410
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v “wctomb() — Convert Wide Character to Multibyte Character” on page 431
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mbrlen

mbrlen() — Calculate Length of Multibyte Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
size_t mbrlen (const char *s, size_t n, mbstate_t *ps)

General Description
Calculates the number of bytes required to return to the initial shift state. This is
equivalent to
mbrtowc((wchar_t *)0, s, n, ps != NULL ? ps : &internal)

where &internal is the address of the internal mbstate_t object for the mbrlen()
function.
mbrlen() is a restartable version of mblen(). That is, shift state information is
passed in the ps argument and is updated on return (0 indicates initial state,
nonzero indicates shift-out state). With mbrlen(), you can switch from one
multibyte string to another, provided that you have kept the shift-state
information.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
If s is a null pointer, the mbrlen() function resets the shift state to the initial shift
state and returns the value 0.
If s is not a null pointer, the mbrlen() function returns the first of the following
that applies.
0

If the next n or fewer bytes complete the valid multibyte character that
corresponds to the null wide character.

positive
If the next n or fewer bytes complete the valid multibyte character; the
value returned is the number of bytes that complete the multibyte
character.
−2

If the next n bytes form an incomplete (but potentially valid) multibyte
character, and all n bytes have been processed; it is unspecified whether
this can occur when the value of n is less than MB_CUR_MAX.
Note: When a −2 value is returned, and n is at least MB_CUR_MAX, the string
would contain redundant shift-out and shift-in characters. To
continue processing the multibyte string, increment the pointer by
the value n, and call the mbrtowc() function.

−1

If an encoding error occurs (when the next n or fewer bytes do not
contribute to the complete and valid multibyte character), errno is set to
EILSEQ, but the conversion state remains unchanged.
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Example
EDCXBM03:
/* EDCXBM03
This example demonstrates the mbrlen() function.
*/
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
int main(void)
{
char
mbs[5] = "a";
mbstate_t ss
= 0;
int
length;

/* string containing the multibyte char */
/* set shift state to the initial state */

/* Determine the length in bytes of a multibyte character pointed
/* to by mbs.

*/
*/

length = mbrlen(mbs, MB_CUR_MAX, &ss);
printf("
length: %d \n", length);
printf("
mbs:\"%s\"\n", mbs);
printf("MB_CUR_MAX: %d \n", MB_CUR_MAX);
printf("
ss: %d \n", ss);
}

Output:
length: 1
mbs:"a"
MB_CUR_MAX: 4
ss: 0

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “wchar.h” on page 20
v “mblen() — Calculate Length of Multibyte Character” on page 228
v “mbtowc() — Convert Multibyte Character to Wide Character” on page 240
v “mbrtowc() — Convert a Multibyte Character to a Wide Character” on page 233
v “mbsrtowcs() — Convert a Multibyte String to a Wide-Character String” on page
236
v “setlocale() — Set Locale” on page 292
v “wcrtomb() — Convert a Wide Character to a Multibyte Character” on page 386
v “wcsrtombs() — Convert Wide-Character String to Multibyte String” on page
410
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mbrtowc() — Convert a Multibyte Character to a Wide
Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
size_t mbrtowc (wchar_t *pwc, const char *s, size_t n, mbstate_t *ps);

General Description
The mbrtowc() function is equivalent to mbsrtowcs(NULL,"",1,ps).
If s is a null pointer, the mbrtowc() function ignores the n and the pwc, and resets
the shift state, pointed to by ps, to the initial shift state.
If s is not a null pointer, mbrtowc() inspects at most n bytes, beginning with the
byte pointed to by s, and the shift state pointed to by ps, and determines the
number of bytes that is needed to complete the valid multibyte character.
When the multibyte character is completed, mbrtowc() determines the value of the
corresponding wide character and stores it in the object pointed to by pwc, so long
as pwc is not a null pointer. Finally, mbrtowc() stores the actual shift state in the
object pointed to by ps. If ps is a null pointer, mbrtowc() uses its own internal
object to track the shift state.
mbrtowc() is a restartable version of mbtowc(). That is, shift state information is
passed in the ps argument and is updated on return (0 indicates initial state,
nonzero indicates shift-out state). With mbrtowc(), you can switch from one
multibyte string to another, provided that you have kept the shift-state
information.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results may occur.

Returned Value
If s is a null pointer, the mbrtowc() function resets the shift state to the initial shift
state and returns the value 0.
If s is not a null pointer, the mbrtowc() function returns one of the following, in the
order shown.
0

If the next n or fewer bytes complete the valid multibyte character that
corresponds to the null wide character.

positive integer
If the next n or fewer bytes complete the valid multibyte character; the
value returned is the number of bytes that complete the multibyte
character.
−2

If the next n bytes form an incomplete (but potentially valid) multibyte
character, and all n bytes have been processed. It is unspecified whether
this can occur when the value of n is less than MB_CUR_MAX.
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Note: When a −2 value is returned, and n is at least MB_CUR_MAX, the string
would contain redundant shift-out and shift-in characters. To
continue processing the multibyte string, increment the pointer by
the value n, and call the mbrtowc() function.
If an encoding error occurs (when the next n or fewer bytes do not
contribute to the complete and valid multibyte character). errno is set to
EILSEQ, but the conversion state is unchanged.

−1

Example
EDCXBM04:
/* EDCXBM04
This example demonstrates the mbrtowc() function.
*/
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
int main(void)
{
wchar_t
wc;
char
mbs[5] = "a";
mbstate_t ss
= 0;
int
length;

/* string containing the multibyte char */
/* set shift state to the initial state */

/* Determine the length of the multibyte character pointed to by
/* mbs. Store the multibyte character in the wchar_t object
/* called wc.

*/
*/
*/

length = mbrtowc(&wc, mbs, MB_CUR_MAX, &ss);
printf("
length: %d \n", length);
printf("
wc:’%lc’\n", wc);
printf("
mbs:\"%s\"\n", mbs);
printf("MB_CUR_MAX: %d \n", MB_CUR_MAX);
printf("
ss: %d \n", ss);
}

Output:
length: 1
wc:’a’
mbs:"a"
MB_CUR_MAX: 4
ss: 0

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “wchar.h” on page 20
v “mblen() — Calculate Length of Multibyte Character” on page 228
v “mbrlen() — Calculate Length of Multibyte Character” on page 231
v “mbsrtowcs() — Convert a Multibyte String to a Wide-Character String” on page
236
v “setlocale() — Set Locale” on page 292
v “wcrtomb() — Convert a Wide Character to a Multibyte Character” on page 386
v “wcsrtombs() — Convert Wide-Character String to Multibyte String” on page
410
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mbsinit() — Test State Object for Initial State
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
int mbsinit(const mbstate_t *ps);

General Description
If ps is not a null pointer the mbsinit() function determines whether the pointer to
the mbstate_t object describes the initial conversion state.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns nonzero if ps is a null pointer or if the pointed-to object describes the
initial conversion state; otherwise, it returns 0.

Example
EDCXBM05:
/* EDCXBM05
This example checks the conversion state to see if it is in the
initial state.
*/
#include "stdio.h"
#include "wchar.h"
#include "stdlib.h"
main() {
char
*string = "ABC";
mbstate_t state = 0;
wchar_t
wc;
int
rc;
rc = mbrtowc(&wc, string, MB_CUR_MAX, &state);
if (mbsinit(&state))
printf("In initial conversion state\n");
}

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “wchar.h” on page 20
v “mbrlen() — Calculate Length of Multibyte Character” on page 231
v “mbrtowc() — Convert a Multibyte Character to a Wide Character” on page 233
v “mbsrtowcs() — Convert a Multibyte String to a Wide-Character String” on page
236
v “setlocale() — Set Locale” on page 292
v “wcrtomb() — Convert a Wide Character to a Multibyte Character” on page 386
v “wcsrtombs() — Convert Wide-Character String to Multibyte String” on page
410
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mbsrtowcs() — Convert a Multibyte String to a Wide-Character
String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
size_t mbsrtowcs(wchar_t *dst, const char **src, size_t len, mbstate_t *ps);

General Description
Converts a sequence of multibyte characters that begins in the conversion state
described by ps from the array indirectly pointed to by src. It converts this
sequence into a sequence of corresponding wide characters, that, if dst is not a null
pointer, are then stored into the array pointed to by dst. Conversion continues up
to and including a terminating null character, and the terminating null wide
character is also stored. Conversion stops earlier in two cases: (1) when a sequence
of bytes is reached that does not form a valid multibyte character, or (2) if dst is
not a null pointer, when len codes have been stored into the array pointed to by
dst. Each conversion takes place as if by a call to the mbrtowc() function.
If dst is not a null pointer, the pointer object pointed to by src is assigned either a
null pointer (if conversion stopped because a terminating null character was
reached) or the address just past the last multibyte character converted. If
conversion stopped because a terminating null character was reached, the resulting
state is the initial state.
mbsrtowcs() is a restartable version of mbstowcs(). That is, shift state information is
passed in the ps argument and is updated on return (0 indicates initial state,
nonzero indicates shift-out state). With mbsrtowcs(), you can switch from one
multibyte string to another, provided that you have kept the shift-state
information.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
If the input string contains an invalid multibyte character, an encoding error
occurs; mbsrtowcs() sets errno to EILSEQ, returns (size_t)−1, and the conversion
state is undefined. Otherwise, mbsrtowcs() returns the number of multibyte
characters successfully converted, not including the terminating null character, if
any.

Example
EDCXBM06:
/* EDCXBM06
This example demonstrates the mbsrtowcs() function.
*/
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
#define SIZE 10

236

LE/VSE V1R4.7 C Run-Time Library Reference

mbsrtowcs

int main(void)
{
wchar_t wcs[SIZE];
char
mbs[SIZE]="abcd";
char
*ptr
= mbs;
int
length;

/* string containing the multibyte char */
/* pointer to the mbs string
*/

/* Determine the length of the multibyte string pointed to by
/* mbs. Store the multibyte characters in the wchar_t array
/* pointed to by wcs.

*/
*/
*/

length = mbsrtowcs(wcs, (const char**)&ptr, SIZE, NULL);
wcs[length] = L’\0’;
printf("
printf("
printf("
printf("
printf("

length: %d \n", length);
wcs:\"%ls\"\n",wcs);
mbs:\"%s\"\n",mbs);
&mbs: %p \n", mbs);
&ptr: %p \n", ptr);

}

Output:
length: 4
wcs:"abcd"
mbs:"abcd"
&mbs: 569278
&ptr: 0

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “wchar.h” on page 20
v “mblen() — Calculate Length of Multibyte Character” on page 228
v “mbrlen() — Calculate Length of Multibyte Character” on page 231
v “mbrtowc() — Convert a Multibyte Character to a Wide Character” on page 233
v “mbstowcs() — Convert Multibyte Characters to Wide Characters” on page 238
v “setlocale() — Set Locale” on page 292
v “wcrtomb() — Convert a Wide Character to a Multibyte Character” on page 386
v “wcsrtombs() — Convert Wide-Character String to Multibyte String” on page
410
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mbstowcs() — Convert Multibyte Characters to Wide
Characters
ISO-C
(ANSI C)

POSIX
.1

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
size_t mbstowcs(wchar_t *pwc, const char *string, size_t n);

General Description
Determines the length of the sequence of the multibyte characters that start in the
initial shift state and that are pointed to by string. It then converts each of the
multibyte characters to a wchar_t, and stores no more than n codes in the array
pointed to by pwc. The conversion stops if either an invalid multibyte sequence is
encountered or if n codes have been converted.
Processing continues up to and including the terminating null character, and
characters that follow it are not processed. The terminating null character is
converted into a code with the value 0.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
If an invalid multibyte character is encountered, the function returns (size_t)−1.
Otherwise, it returns the number of pwc array elements modified, not counting the
terminating 0 code (the wchar_t 0 code), which is 0 if pwc is a null pointer. Note
that, if the return value is n, the resulting wchar_t array will not be null
terminated.

Example
EDCXBM07:
/* EDCXBM07
This example uses mbstowcs() to convert a multibyte character
string to a wide character string.
*/
#include <stdio.h>
#include <stdlib.h>
int main() {
char
mbsin[8] = "\x50\x0e\x42\xf1\x0f\x50\x00";
wchar_t
wcsout[5];
size_t
wcssize;
printf("mbsin is 0x%.2x 0x%.2x 0x%.2x 0x%.2x 0x%.2x 0x%.2x "
"0x%.2x\n",
mbsin[0], mbsin[1], mbsin[2],
mbsin[3], mbsin[4], mbsin[5],
mbsin[6]);
wcssize = mbstowcs(wcsout, mbsin, 5);
printf("mbstowcs(wcsout, mbsin, 5); returned %d\n", wcssize);
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printf("wcsout is 0x%.4x 0x%.4x 0x%.4x 0x%.4x\n",
wcsout[0], wcsout[1],
wcsout[2], wcsout[3]);
}

Output:
mbsin is 0x50 0x0e 0x42 0xf1 0x0f 0x50 0x00
mbstowcs(wcsout, mbsin, 5); returned 3
wcsout is 0x0050 0x42f1 0x0050 0x0000

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “stdlib.h” on page 17
v “mblen() — Calculate Length of Multibyte Character” on page 228
v “mbsrtowcs() — Convert a Multibyte String to a Wide-Character String” on page
236
v “mbtowc() — Convert Multibyte Character to Wide Character” on page 240
v “setlocale() — Set Locale” on page 292
v “wcslen() — Calculate Length of Wide-Character String” on page 400
v “wcstombs() — Convert Wide-Character String to Multibyte Character String” on
page 421
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mbtowc() — Convert Multibyte Character to Wide Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

X

Extension

X

Format
#include <stdlib.h>
int mbtowc(wchar_t *pwc, const char *string, size_t n);

General Description
Converts a multibyte character to a wide character and returns the number of
bytes of the multibyte character. It first determines the length of the multibyte
character pointed to by string. It then converts the multibyte character to the
corresponding wide character and places the wide character in the location pointed
to by pwc, if pwc is not a null pointer. A maximum of n bytes are examined.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
If string is NULL, the mbtowc() function returns:
v Nonzero if the multibyte encoding in the current locale (LC_CTYPE) is
shift-dependent.
v 0 otherwise.
v The current shift state is set to the initial state.
Otherwise if string is not NULL, the mbtowc() function returns:
v The number of bytes comprising the converted multibyte character, if n or fewer
bytes form a valid multibyte character.
v 0 if string points to the null character.
v −1 if string does not point to a valid multibyte character, and the next n bytes do
not form a valid multibyte character.
If the current locale supports EBCDIC DBCS characters, the shift state is updated
where applicable. The length returned may be up to 4 characters long (for the
shift-out character, 2-byte code, and the shift-in character).
After the function is placed into its initial state, it interprets multibyte
characters—pointed to by string—accordingly. During the processing of
shift-dependent encoded characters, you cannot stop processing one string, then
move temporarily to processing another string, and return to the first, because the
state would be valid for the second string, not for the place where you stopped in
the first string.

Example
/* This
wide
*/
#include
#include

example uses mbtowc() to convert a multibyte character into a
character.
<stdio.h>
<stdlib.h>

int temp;
char string [6];
wchar_t arr[6];
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int main(void)
{ /*
Set string to point to a multibyte character. */
.
.
.
temp = mbtowc(arr, string, MB_CUR_MAX);
printf("wide character string: %ls",arr);
}

Related Information
v “Internationalization: Locales and Character Sets” in LE/VSE C Run-Time
Programming Guide
v “locale.h” on page 10
v “stdlib.h” on page 17
v “mblen() — Calculate Length of Multibyte Character” on page 228
v “mbrtowc() — Convert a Multibyte Character to a Wide Character” on page 233
v “mbstowcs() — Convert Multibyte Characters to Wide Characters” on page 238
v “setlocale() — Set Locale” on page 292
v “wcslen() — Calculate Length of Wide-Character String” on page 400
v “wctomb() — Convert Wide Character to Multibyte Character” on page 431
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memchr() — Search Buffer
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <string.h>
void *memchr(const void *buf, int c, size_t count);

General Description
The memchr() built-in function searches the first count bytes pointed to by buf for
the first occurrence of c converted to an unsigned character. The search continues
until it finds c or examines count bytes.

Returned Value
Returns a pointer to the location of c in buf. It returns NULL if c is not within the
first count bytes of buf.

Example
EDCXBM11:
/* EDCXBM11
This example finds the first occurrence of "x" in the string that
you provide. If it is found, the string that starts with that
character is printed. Provide the string in the PARM keyword of
the EXEC job control statement.
*/
#include <stdio.h>
#include <string.h>
int main(int argc, char ** argv)
{
char * result;
if ( argc != 2 )
printf( "Usage: %s string\n", argv[0] );
else
{
if ((result = (char *)memchr( argv[1], ’x’, strlen(argv[1])) ) != NULL)
printf( "The string starting with x is %s\n", result );
else
printf( "The letter x cannot be found in the string\n" );
}
}

Output: (for an input string value of skixing)
The string starting with x is xing

Related Information
v
v
v
v
v
v
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“string.h” on page 18
“memcmp() — Compare Bytes” on page 243
“memcpy() — Copy Buffer” on page 245
“memmove() — Move Buffer” on page 246
“memset() — Set Buffer to Value” on page 247
“strchr() — Search for Character” on page 310
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memcmp() — Compare Bytes
ISO-C
(ANSI C)

POSIX
.1

.1a

X

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
int memcmp(const void *buf1, const void *buf2, size_t count);

General Description
The memcmp() built-in function compares the first count bytes of buf1 and buf2.
The relation is determined by the sign of the difference between the values of the
leftmost first pair of bytes that differ. The values depend on EBCDIC encoding.
This function is not locale sensitive.

Returned Value
Indicates the relationship between buf1 and buf2 as follows:
Value Meaning
Less than 0
The contents of the buffer pointed to by buf1 is less than the contents of
the buffer pointed to by buf2
0

The contents of the buffer pointed to by buf1 is identical to the contents of
the buffer pointed to by buf2

Greater than 0
The contents of the buffer pointed to by buf1 is greater than the contents of
the buffer pointed to by buf2

Example
EDCXBM12:
/* EDCXBM12
This example compares the first and second arguments passed to main
to determine which, if either, is greater.
*/
#include <stdio.h>
#include <string.h>
int main(int argc, char ** argv)
{
int len;
int result;
if ( argc != 3 )
{
printf( "Usage: %s string1 string2\n", argv[0] );
}
else
{
/* Determine the length to be used for comparison */
if (strlen( argv[1] ) < strlen( argv[2] ))
len = strlen( argv[1] );
else
len = strlen( argv[2] );
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result = memcmp( argv[1], argv[2], len );
printf( "When the first %i characters are compared,\n", len );
if ( result == 0 )
printf( "\"%s\" is identical to \"%s\"\n", argv[1], argv[2] );
else if ( result < 0 )
printf( "\"%s\" is less than \"%s\"\n", argv[1], argv[2] );
else
printf( "\"%s\" is greater than \"%s\"\n", argv[1], argv[2] );
}
}

Output: If the program is passed the arguments firststring and secondstring,
you would obtain the following:
When the first 11 characters are compared,
"firststring" is less than "secondstring"

Related Information
v
v
v
v
v
v
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“string.h” on page 18
“memchr() — Search Buffer” on page 242
“memcpy() — Copy Buffer” on page 245
“memmove() — Move Buffer” on page 246
“memset() — Set Buffer to Value” on page 247
“strcmp() — Compare Strings” on page 311
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memcpy() — Copy Buffer
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <string.h>
void *memcpy(void *dest, const void *src, size_t count);

General Description
The memcpy() built-in function copies count bytes from the object pointed to by src
to the object pointed to by dest. For memcpy(), the behavior is undefined if copying
takes place between objects that overlap. (The memmove() function allows copying
between objects that overlap.)

Returned Value
Returns the value of dest.

Example
EDCXBM13:
/* EDCXBM13
This example copies the contents of source to target.
*/
#include <string.h>
#include <stdio.h>
#define MAX_LEN 80
char source[ MAX_LEN ] = "This is the source string";
char target[ MAX_LEN ] = "This is the target string";
int main(void)
{
printf( "Before memcpy, target is \"%s\"\n", target );
memcpy( target, source, sizeof(source));
printf( "After memcpy, target becomes \"%s\"\n", target );
}

Output:
Before memcpy, target is "This is the target string"
After memcpy, target becomes "This is the source string"

Related Information
v
v
v
v
v
v

“string.h” on page 18
“memchr() — Search Buffer” on page 242
“memcmp() — Compare Bytes” on page 243
“memmove() — Move Buffer” on page 246
“memset() — Set Buffer to Value” on page 247
“strcpy() — Copy String” on page 315
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memmove() — Move Buffer
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <string.h>
void *memmove(void *dest, const void *src, size_t count);

General Description
Copies count bytes from the object pointed to by src to the object pointed to by
dest. The memmove() function allows copying between possibly overlapping objects
as if the count bytes of the object pointed to by src must first copied into a
temporary array before being copied to the object pointed to by dest.

Returned Value
Returns the value of dest.

Example
EDCXBM14:
/* EDCXBM14
This example copies the word shiny from position target + 2 to
position target + 8.
*/
#include <string.h>
#include <stdio.h>
#define SIZE
21
char target[SIZE] = "a shiny white sphere";
int main( void )
{
char * p = target + 8;

/* p points at the starting character
of the word we want to replace */
char * source = target + 2; /* start of "shiny" */
printf( "Before memmove, target is \"%s\"\n", target );
memmove( p, source, 5 );
printf( "After memmove, target becomes \"%s\"\n", target );

}

Output:
Before memmove, target is "a shiny white sphere"
After memmove, target becomes "a shiny shiny sphere"

Related Information
v
v
v
v
v
v
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“string.h” on page 18
“memchr() — Search Buffer” on page 242
“memcmp() — Compare Bytes” on page 243
“memcpy() — Copy Buffer” on page 245
“memset() — Set Buffer to Value” on page 247
“strcpy() — Copy String” on page 315
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memset() — Set Buffer to Value
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

X

Extension

X

Format
#include <string.h>
void *memset(void *dest, int c, size_t count);

General Description
The memset() built-in function sets the first count bytes of dest to the value c
converted to an unsigned int.

Returned Value
Returns the value of dest.

Example
EDCXBM15:
/* EDCXBM15
This example sets 10 bytes of the buffer to ’A’ and the next
10 bytes to ’B’.
*/
#include <string.h>
#include <stdio.h>
#define BUF_SIZE
20
#define HALF_BUF_SIZE
BUF_SIZE/2
int main(void)
{
char buffer[BUF_SIZE + 1];
char *string;
memset(buffer, 0, sizeof(buffer));
string = (char *)memset(buffer,’A’, HALF_BUF_SIZE);
printf("\nBuffer contents: %s\n", string);
memset(buffer+HALF_BUF_SIZE, ’B’, HALF_BUF_SIZE);
printf("\nBuffer contents: %s\n", buffer);
}

Output:
Buffer contents: AAAAAAAAAA
Buffer contents: AAAAAAAAAABBBBBBBBBB

Related Information
v
v
v
v
v

“string.h” on page 18
“memchr() — Search Buffer” on page 242
“memcmp() — Compare Bytes” on page 243
“memcpy() — Copy Buffer” on page 245
“memmove() — Move Buffer” on page 246
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mktime() — Convert Local Time
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <time.h>
time_t mktime(struct tm *tmptr);

General Description
Converts broken-down local time, in the tm structure pointed to by tmptr, to
coordinated universal time (UTC) expressed in calendar time format. Calendar
time is the number of seconds since epoch, which was at 00:00:00 January 1, 1970.
The tm structure is described in Table 21 on page 186.
The values of the structure members passed to mktime() are not restricted to the
ranges described in gmtime() — Convert Time to Broken-Down UTC Time. The
values of tm_wday and tm_yday are ignored and are assigned their correct values
on return.
On the successful completion of the function, all the members of the structure
pointed to by tmptr are set to represent the specified time with their values forced
into the ranges described in gmtime() — Convert Time to Broken-Down UTC Time.
The values of tm_wday are set after the values of tm_mon and tm_year are
determined.
If an application uses localtime() to determine local time, localtime() will
determine if daylight savings time (DST) applies (assuming DST information is
available) and will correctly set the tm_isdst flag. If the application wants to
determine seconds from epoch corresponding to a tm structure returned by
localtime(), it should not modify the tm_isdst flag set by localtime().
If an application sets tm_isdst = 0 before calling mktime(), it is asserting that
daylight savings does not apply, regardless of the system DST start and end dates.
Likewise, if the application has set a value for tm_isdst to be greater than 0, it is
asserting that the time represented by the tm structure has been shifted for daylight
savings. Therefore, mktime() unshifts the time in determining seconds since epoch.
Setting tm_isdst to -1 tells the mktime() function to determine whether daylight
savings time applies. If so, mktime() returns tm_isdst greater than 0. If not, it
returns tm_isdst of 0 unless DST information is not available on the system, in
which case mktime() returns tm_isdst of -1.
Your time zone may not be using a Daylight Savings Time, perhaps because
DSTNAME is unspecified in the current LC_TOD locale category. In such a case, if
you code tm_isdst=1 and call mktime(), (time_t)-1 is returned to indicate an error.

Returned Value
Returns coordinated universal time (UTC) expressed in calendar time format,
relative to the broken-down local time in the tm structure pointed to by tmptr. If
mktime() cannot convert the broken-down time to a calendar time, it returns
(time_t)-1 to indicate an error, such as time before January 1, 1970.
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Notes:
v Using the default locale, the ctime() and localtime() functions return the local
time as defined by the VSE ZONE setting, and the mktime() function uses the
VSE ZONE setting to calculate coordinated universal time (UTC) from local
time.
You can supply customized locale information by setting time zone and daylight
information in LC_TOD.
By customizing the locale, you allow the time functions to preserve both time
and date, correctly adjusting for daylight time on a given date.

Example
EDCXBM19:
/* EDCXBM19
This example prints the day of the week that is 40 days and 16
hours from the current date.
*/
#include <stdio.h>
#include <time.h>
char *wday[] = { "Sunday", "Monday", "Tuesday", "Wednesday",
"Thursday", "Friday", "Saturday" };
int main(void)
{
time_t t1;
struct tm *t2;
t1 = time(NULL);
t2 = localtime(&t1);
t2 -> tm_mday += 40;
t2 -> tm_hour += 16;
mktime(t2);
printf("40 days and 16 hours from now, it will be a %s \n",
wday[t2 -> tm_wday]);
}

Output:
40 days and 16 hours from now, it will be a Sunday

(Of course, the day returned depends on when you run this example.)

Related Information
v
v
v
v
v

“time.h” on page 18
“ctime() — Convert Time to a Character String” on page 78
“gmtime() — Convert Time to Broken-Down UTC Time” on page 186
“localtime() — Convert Time and Correct for Local Time” on page 219
“time() — Determine Current Time” on page 361
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modf() — Extract Fractional and Integral Parts of
Floating-Point Value
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double modf(double x, double *intptr);

General Description
Breaks down the floating-point value x into fractional and integral parts. These
parts are stored as double, in the object pointed to by intptr. Both the fractional
and integral parts are given the same sign as x.

Returned Value
Returns the signed fractional portion of x.

Example
EDCXBM20:
/* EDCXBM20
This example breaks the floating-point number -14.876 into its
fractional and integral components.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x, y, d;
x = -14.876;
y = modf(x, &d);
printf("x = %lf\n", x);
printf("Integral part = %lf\n", d);
printf("Fractional part = %lf\n", y);
}

Output:
x = -14.876000
Integral part = -14.000000
Fractional part = -0.876000

Related Information
v “math.h” on page 12
v “frexp() — Extract Mantissa and Exponent of the Floating-Point Value” on page
153
v “ldexp() — Multiply by a Power of Two” on page 213
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nl_langinfo() — Retrieve Locale Information
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <langinfo.h>
char *nl_langinfo(nl_item item);

External Entry Point: @@NLLANG

General Description
Retrieves from the current locale the string that describes the requested
information specified by item.
For a list of macros that define the constants used to identify the information
queried in the current locale, see Table 9 on page 8.
The retrieval of the following information from the current locale is not supported:
alt_digits
Defines alternative symbols for digits, corresponding to the %O field
descriptor modifier.
era

Defines how the years are counted and displayed for each era (or
emperor's reign) in a locale.

era_d_fmt
Defines the format of the date in alternative era notation, corresponding to
the %Ex field descriptor.
era_year
Defines the format of the year in alternative era format, corresponding to
the %EY field descriptor.
t_fmt_ampm
Defines the appropriate time representation in the 12-hour clock format
with am_pm, corresponding to the %r field descriptor.

Returned Value
Returns a pointer to a null-terminated string containing information concerning the
active language or cultural area. The active language or cultural area is determined
by the most recent setlocale() call. The array pointed to by the returned value is
modified by subsequent calls to the function. The array must not be modified by
the user's program.
If the item is not valid, the function returns a pointer to an empty string.

Example
EDCXBN01:
/* EDCXBN01
This example retrieves the current codeset name using the
nll_langinfo() function.
*/
#include "langinfo.h"
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#include "locale.h"
#include "stdio.h"
main() {
char *codeset;
setlocale(LC_ALL, "");
codeset = nl_langinfo(CODESET);
printf("codeset is %s\n", codeset);
}

Related Information
v
v
v
v
v
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“langinfo.h” on page 8
“nl_types.h” on page 13
“localdtconv() — Date/Time Formatting Convention Inquiry” on page 216
“localeconv() — Query Numeric Conventions” on page 217
“setlocale() — Set Locale” on page 292
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perror() — Print Error Message
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
void perror(const char *string);

General Description
Prints an error message to stderr. If string is not NULL and it does not point to a
null character, the string pointed to by string is printed to the standard error
stream, followed by a colon and a space. The message associated with the value in
errno is then printed followed by a newline character. The content of the message
is the same as the content of a string returned by strerror() with the argument
errno.
To produce accurate results, you should ensure that perror() is called immediately
after a library function returns with an error; otherwise, subsequent calls may alter
the errno value.
If the error is associated with the stderr file, a call to perror() is not valid.

Returned Value
No returned value.

Example
EDCXBP03:
/* EDCXBP03
This example tries to open a stream.
the example prints a message.
*/
#include <stdio.h>
#include <stdlib.h>

If the fopen() function fails,

int main(void)
{
FILE *fh;
if ((fh = fopen("myfile.dat","r")) == NULL)
perror("Could not open data file");
}

{

}

Related Information
v “stdio.h” on page 15
v “strerror() — Get Pointer to Run-Time Error Message” on page 318
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pow() — Raise to Power
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double pow(double x, double y);

General Description
Calculates the value of x to the power of y.

Returned Value
If y is 0, pow() returns 1. If x is 0 and y is negative, or both x and y are 0, or x is
negative and y is not an integer, pow() returns 0 and sets errno to EDOM. If the
correct value is outside the range of representable values, pow() returns HUGE_VAL
or −HUGE_VAL (according to the sign of the value) and sets errno to ERANGE.

Example
EDCXBP05:
/* EDCXBP05
This example calculates the value of 2**3.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x, y, z;
x = 2.0;
y = 3.0;
z = pow(x,y);
printf("%lf to the power of %lf is %lf\n", x, y, z);
}

Output:
2.000000 to the power of 3.000000 is 8.000000

Related Information
v
v
v
v
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“math.h” on page 12
“exp() — Calculate Exponential Function” on page 91
“log() — Calculate Natural Logarithm” on page 221
“log10() — Calculate Base 10 Logarithm” on page 222
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printf() — Format and Write Data
The information for this function is included in “fprintf() - printf() sprintf() — Format and Write Data” on page 132.

putc() - putchar() — Write a Character
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int putc(int c, FILE *stream);
int putchar(int c);

General Description
Converts c to unsigned char and then writes c to the output stream at the current
position. The putchar() function is identical to:
putc(c, stdout);

These functions are also available as macros in the LE/VSE C Run-Time product.
For performance purposes, it is recommended that the macro forms rather than the
functional forms be used.
By default, if the stdio.h header file is included, the macro is invoked. Therefore,
the stream argument expression should never be an expression with side effects.
The actual function can be accessed using one of the following methods:
v Do not include stdio.h.
v Specify #undef, for example, #undef putc following the include for stdio.h.
v Surround the function name by parentheses, for example: (putchar)(’a’).
putc() and putchar() are not supported for files opened with type=record.
putc() and putchar() have the same restriction as any write operation for a read
immediately following a write or a write immediately following a read. Between a
write and a subsequent read, there must be an intervening flush or reposition.
Between a read and a subsequent write, there must also be an intervening flush or
reposition unless an EOF has been reached.

Returned Value
The putc() and putchar() functions return the character written. A returned value
of EOF indicates an error.

Example
EDCXBP54:
/* EDCXBP54
This example writes the contents of a buffer to a data stream.
The body of the "for" statement is null because the example carries
out the writing operation in the test expression.
*/
#include <stdio.h>
#include <string.h>
#define LENGTH 80
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int main(void)
{
FILE *stream = stdout;
int i, ch;
char buffer[LENGTH + 1] = "Hello world";
/* This could be replaced by using the fwrite routine */
for ( i = 0;
(i < strlen(buffer)) && ((ch = putc(buffer[i], stream)) != EOF);
++i);
}

Output:
Hello world

Related Information
v
v
v
v

256

“stdio.h” on page 15
“fputc() — Write a Character” on page 139
“fwrite() — Write Items” on page 171
“getc() - getchar() — Read a Character” on page 174
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puts() — Write a String
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int puts(const char *string);

General Description
Writes the string pointed to by string to the stream pointed to by stdout, and
appends the newline character to the output. The terminating null character is not
written.
If stdout points to the text stream, and the output string is longer than the length
of the stream's record, the output is wrapped. That is, the record is filled with the
output characters, the last character of the record is set to a newline character, and
the remaining output characters are written to the next record. Such wrapping is
repeated until the remaining output characters fit into the record. Please note that
the newline character is appended to the last portion of the output string. If the
output string is shorter than the record, the remaining characters of the record are
filled with blanks—if stdout is opened in a text mode—or with null characters if
the stdout is opened in binary mode.
The puts() function is not supported for files opened with type=record.
puts() has the same restriction as any write operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns EOF if an error occurs; otherwise, puts() returns the number of bytes
written. However, newline characters used to wrap the data are not counted.
If a system write-error occurs, the write stops at the point of failure.
After truncation, puts() does not count the truncated characters, but returns the
actual number of bytes written.

Example
EDCXBP55:
/* EDCXBP55
This example writes "Hello World" to stdout.
*/
#include <stdio.h>
int main(void)
{
if ( puts("Hello World") == EOF )
printf( "Error in puts\n" );
}
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Output:
Hello World

Related Information
v “stdio.h” on page 15
v “fputs() — Write a String” on page 141
v “gets() — Read a String” on page 178
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putwc() — Output a Wide Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

Am

XPG4

Extension

X

Format
#include <wchar.h>
wint_t putwc(wchar_t wc, FILE *stream);

General Description
The putwc() function is equivalent to the fputwc() function, except that if it is
implemented as a macro, it may evaluate stream more than once. Therefore, the
argument should never be an expression with side effects. The behavior of this
wide-character function is affected by the LC_CTYPE category of the current locale.
If you use a non-wide-oriented function with putwc(), undefined results can occur.
putwc() has the same restriction as any write operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the wide character written. If a write error occurs, the error indicator for
the stream is set and WEOF is returned. If an encoding error occurs when converting
from a wide character to a multibyte character, errno is set to EILSEQ and WEOF is
returned.

Example
EDCXBP56:
/* EDCXBP56
This example demonstrates the putwc() function.
*/
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
#include <errno.h>
int main(void)
{
FILE
*stream;
wchar_t *wcs = L"This test string should not cause a WEOF condition";
int
i;
int
rc;
if ((stream = fopen("myfile.dat", "w")) == NULL) {
printf("Unable to open file\n");
exit(1);
}
for (i=0; wcs[i] != L’\0’; i++) {
errno = 0;
if ((rc = putwc(wcs[i], stream)) == WEOF) {
printf("Unable to putwc() the wide character.\n");
printf("wcs[%d] = 0x%X\n", i, wcs[i]);
if (errno == EILSEQ)
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printf("An invalid wide character was encountered.\n");
exit(1);
}
}
fclose(stream);
}

Related Information
v “stdio.h” on page 15
v “wchar.h” on page 20
v “fputwc() — Output a Wide-Character” on page 143
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putwchar() — Output a Wide Character to Standard Output
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>
wint_t putwchar(wchar_t wc);

General Description
The putwchar() function is equivalent to putwc(wc, stdout).
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you use a non-wide-oriented function with putwchar(),
undefined results can occur.
putwchar() has the same restriction as any write operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.
You may not use putwc() or putwchar() with files opened as type=record.

Returned Value
Returns the wide character written. If a write error occurs, the error indicator for
the stream is set and WEOF is returned. If an encoding error occurs when converting
from a wide character to a multibyte character, errno is set to EILSEQ and WEOF is
returned.

Example
EDCXBP57:
/* EDCXBP57
This example demonstrates the putwchar() function.
*/
#include <stdio.h>
#include <stdlib.h>
#include <wchar.h>
#include <errno.h>
int main(void)
{
wchar_t *wcs = L"This test string should not cause a WEOF condition";
int
i;
int
rc;
for (i=0; wcs[i] != L’\0’; i++) {
errno = 0;
if ((rc = putwchar(wcs[i])) == WEOF) {
printf("Unable to putwchar() the wide character.\n");
printf("wcs[%d] = 0x%X\n", i, wcs[i]);
if (errno == EILSEQ)
printf("An invalid wide character was encountered.\n");
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exit(1);
}
}
}

Related Information
v “wchar.h” on page 20
v “fputwc() — Output a Wide-Character” on page 143
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qsort() — Sort Array
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

X

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
void qsort(void *base, size_t num, size_t width,
int(*compare)(const void *element1, const void *element2));

General Description
Sorts an array of num elements, each of width bytes in size. The base pointer is a
pointer to the array to be sorted. The qsort() function overwrites the contents of
the array with the sorted elements.
The compare pointer points to a function, which you supply, that compares two
array elements and returns an integer value specifying their relationship. The
qsort() function calls the compare() function one or more times during the sort,
passing pointers to two array elements on each call. The function must compare
the elements, and then it returns one of the following values:
Value Meaning
Less than 0
element1 less than element2
0

element1 equal to element2

Greater than 0
element1 greater than element2
The sorted array elements are stored in increasing order, as defined by your
comparison function. You can sort in reverse order by reversing the sense of
“greater than” and “less than” in the comparison function. If two elements are
equal, their order in the sorted array is unspecified.

Returned Value
No returned value.

Example
EDCXBQ01:
/* EDCXBQ01
This example sorts the arguments (argv) in ascending sequence,
based on the ASCII value of each character and string, and using
the comparison function compare() supplied in the example.
*/
#include <stdio.h>
#include <stdlib.h>
#include <string.h>
/* Declaration of compare() as a function */
int main (int argc, char *argv[ ])
{
int i;
argv++;
argc--;
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qsort((char *)argv, argc, sizeof(char *), compare);
for (i = 0; i < argc; ++i)
printf(“%s\n”, argv[i]);
return 0;
}
int compare (const void *arg1, const void *arg2)
{
/* Compare all of both strings */
return(strcmp(*(char **)arg1, *(char **)arg2));
}

Output: If the program is passed the arguments:
Does, this, really, sort, the, arguments, correctly?

then expect the following output.
arguments
correctly?
really
sort
the
this
Does

Related Information
v “stdlib.h” on page 17
v “bsearch() — Search Arrays” on page 44
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raise() — Raise Signal
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

XPG4

X

Extension

X

Format
#include <signal.h>
int raise(int sig);

General Description
Sends the signal sig to the process that issued raise(). If the signal is not blocked,
it is delivered to the sender before raise() returns. See Table 22 for the list of
signals supported.
You can use signal() to specify how a signal will be handled when raise() is
invoked.
Table 22. Control Signals
Value

Default
Action

Meaning

SIGABND

1

Abend.

SIGABRT

1

Abnormal termination (sent by abort()).

SIGFPE

1

Arithmetic exceptions that are not masked, for example,
overflow, division by 0, and incorrect operation.

SIGILL

1

Detection of an incorrect function image.

SIGINT

1

Interactive attention.

SIGSEGV

1

Incorrect access to memory.

SIGTERM

1

Termination request sent to the program.

SIGUSR1

1

Intended for use by user applications.

SIGUSR2

1

Intended for use by user applications.

SIGIOERR

2

A serious I/O error was detected.

Default Actions:
1
Normal termination of the process.
2
Ignore the signal.

Returned Value
Returns 0 if successful and nonzero otherwise.

Example
EDCXBR01:
/* EDCXBR01
This example establishes a signal handler called sig_hand for the
signal SIGUSR1. The signal handler is called whenever the SIGUSR1
signal is raised and will ignore the first nine occurrences of the
signal. On the tenth raised signal, it exits the program with an
error code of 10. Note that the signal handler must be
reestablished each time it is called.
*/
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#include <signal.h>
#include <stdio.h>
#include <stdlib.h>
void sig_hand(int value);
int i;

/* declaration of sig_hand() as a function */

int main(void)
{
signal(SIGUSR1, sig_hand);
for (i=0; i<10; ++i)
raise(SIGUSR1);
}

/* set up handler for SIGUSR1 */
/* signal SIGUSR1 is raised */
/* sig_hand() is called */

void sig_hand(int);
{
static int count = 0;

/* initialized only once */

count++;
if (count == 10) { /* ignore first 9 occurrences of this signal */
printf("reached 10th signal\n");
exit(10);
}
else
signal(SIGUSR1, sig_hand); /* set up the handler again */
}

Output:
reached 10th signal

(with a return code of 10)

Related Information
v “signal.h” on page 14
v “signal() — Handle Interrupts ” on page 301
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rand() — Generate Random Number
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
int rand(void);

General Description
Generates a pseudo-random integer in the range 0 to RAND_MAX. Use the srand()
function before calling rand() to set a seed for the random number generator. If
you do not make a call to srand(), the default seed is 1.

Returned Value
Returns the calculated value.

Example
EDCXBR02:
/* EDCXBR02
This example prints the first 10 random numbers generated.
*/
#include <stdlib.h>
#include <stdio.h>
int main(void)
{
int x;
for (x = 1; x <= 10; x++)
printf("iteration %d, rand=%d\n", x, rand());
}

Output:
iteration
iteration
iteration
iteration
iteration
iteration
iteration
iteration
iteration
iteration

1, rand=16838
2, rand=5758
3, rand=10113
4, rand=17515
5, rand=31051
6, rand=5627
7, rand=23010
8, rand=7419
9, rand=16212
10, rand=4086

Related Information
v “stdlib.h” on page 17
v “srand() — Set Seed for rand() Function” on page 307
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realloc() — Change Reserved Storage Block Size
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
void *realloc(void *ptr, size_t size);

General Description
Changes the size of a previously reserved storage block. The ptr argument points
to the beginning of the block. The size argument gives the new size of the block in
bytes. The contents of the block are unchanged up to the shorter of the new and
old sizes.
If the ptr is NULL, realloc() reserves a block of storage of size bytes. It does not
give all bits of each element an initial value of 0.
If size is 0 and ptr is not NULL, the storage pointed to by ptr is freed and NULL is
returned.
If you use realloc() with a pointer that does not point to a ptr created previously
by malloc(), calloc(), or realloc(), or if you pass ptr to storage already freed,
you get undefined behavior—usually an exception. If size is greater than the old
size, the entire contents of the old storage block are copied to the new block. The
remaining bytes in the new block are left uninitialized unless an initialization
suboption value was specified for the heap in the LE/VSE STORAGE run-time
option.
The storage to which the returned value points is aligned for storage of any type
of object.

Returned Value
Returns a pointer to the reallocated storage block. The storage location of the block
might be moved by the realloc() function. Thus, the returned value is not
necessarily the same as the ptr argument to realloc().
The returned value is NULL if size is 0. If there is not enough storage to expand the
block to the given size, the original block is unchanged and NULL is returned.

Example
EDCXBR06:
/* EDCXBR06
This example allocates storage for the prompted size of array and
then uses realloc() to reallocate the block to hold the new size
of the array. The contents of the array are printed after each
allocation.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
long * array;
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long * ptr;
/* pointer to array
*/
int
i;
/* index variable
*/
int num1, num2; /* number of entries of the array */
void print_array( long *ptr_array, int size);
printf( "Enter the size of the array\n" );
scanf( "%i", &num1 );
/* Allocate num1 entries using malloc() */
if ( (array = (long *)malloc( num1 * sizeof( long ))) != NULL ) {
for ( ptr = array, i = 0; i < num1 ; ++i ) /* assign values */
*ptr++ = i;
print_array( array, num1 );
printf("\n");
}
else { /* malloc error */
printf( "Out of storage\n" );
abort();
}
/* Change the size of the array ... */
printf( "Enter the size of the new array\n" );
scanf( "%i", &num2);
if ( (array = (long *)realloc( array, num2* sizeof( long ))) != NULL )
{
for ( ptr = array + num1, i = num1; i <= num2; ++i )
*ptr++ = i + 2000; /* assign values to new elements */
print_array( array, num2 );
}
else { /* realloc error */
printf( "Out of storage\n" );
abort();
}
}
void print_array( long * ptr_array, int size )
{
int i;
long * index = ptr_array;
printf("The array of size %d is:\n", size);
for ( i = 0; i < size; ++i )
/* print the array
printf( " array[ %i ] = %li\n", i, ptr_array[i] );

*/

}

Output: (for input values of 2 and 4)
Enter the size of the array
The array of size 2 is:
array[ 0 ] = 0
array[ 1 ] = 1
Enter the size of the new array
The array of size 4 is:
array[ 0 ] = 0
array[ 1 ] = 1
array[ 2 ] = 2002
array[ 3 ] = 2003

Related Information
v
v
v
v

“stdlib.h” on page 17
“calloc() — Reserve and Initialize Storage” on page 47
“free() — Free a Block of Storage” on page 149
“malloc() — Reserve Storage Block” on page 225
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regcomp() — Compile Regular Expression
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

IBM C

Format
#include <regex.h>
int regcomp(regex_t *preg, const char *pattern, int cflags);

External Entry Point: @@REGCMP

General Description
Compiles the regular expression contained in the string pointed to by pattern and
places the results in the structure pointed to by preg. You can then use the
compiled regular expression preg with regexec() to search a string for the original
pattern.
preg is a pointer to the compiled regular expression created by regcomp().
pattern is a pointer to a character string defining a source regular expression
(described below).
cflags is a bit flag defining configurable attributes of the compilation process:
REG_EXTENDED
Support extended regular expressions.
REG_NEWLINE
Eliminate any special significance to the newline character.
REG_ICASE
Ignore case in match.
REG_NOSUB
Report only success or fail in regexec(), that is, verify the syntax of a
regular expression. If this flag is set, the regcomp() function sets re_nsub to
the number of parenthesized subexpressions found in pattern. Otherwise, a
subexpression results in an error.
The regcomp() function under LE/VSE C Run-Time will use the definition of
characters according to the current LC_SYNTAX category. The characters [, ], {, },
|, ^, and $, have varying code points in different encoded character sets.
Regular Expressions: The functions regcomp(), regerror(), regexec(), and
regfree() use regular expressions in a similar way to the UNIX® awk, ed, grep,
and egrep commands.
The simplest form of regular expression is a string of characters with no special
meaning. The following characters do have special meaning; they are used to form
extended regular expressions:
Symbol
Description
.
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The period symbol matches any one character except the terminal newline
character.
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[character–character]
The hyphen symbol, within square brackets, means “through”. It fills in
the intervening characters according to the current collating sequence. For
example, [a–z] can be equivalent to [abc...xyz] or, with a different collating
sequence, it can be equivalent to [aAbBcC...xXyYzZ].
[string]
A string within square brackets specifies any of the characters in string.
Thus [abc], if compared to other strings, would match any that contained
a, b, or c.
No assumptions are made at compile time about the actual characters
contained in the range.
[m] [m,] [m,u]
Integer values enclosed in [] indicate the number of times to apply the
preceding regular expression. m is the minimum number, and u is the
maximum number. u must be less than 256. If you specify only m, it
indicates the exact number of times to apply the regular expression.
[m,] is equivalent to [m,u]. They both match m or more occurrences of the
expression. The + (plus) and * (asterisk) operations are equivalent to [1,]
and [0,] respectively.
*

The asterisk symbol indicates 0 or more of any characters. For example,
[a*e] is equivalent to any of the following: 99ae9, aaaaae, a999e99.

$

The dollar symbol matches the end of the string. (Use \n to match a
newline character.)

character+
The plus symbol specifies one or more occurrences of a character. Thus,
smith+ern is equivalent to, for example, smithhhern.
[^string]
The caret symbol, when inside square brackets, negates the characters
within the square brackets. Thus [^abc], if compared to other strings,
would fail to match any that contains even one a, b, or c.
(expression)$n
Stores the value matched by the enclosed regular expression in the (n+1)th
ret parameter. Ten enclosed regular expressions are allowed. Assignments
are made unconditionally.
(expression)
Groups a subexpression allowing an operator, such as *, +, or [].], to work
on the subexpression enclosed in parentheses. For example, (a*(cb+)*)$0.
Note:
v Do not use multibyte characters.
v You can use the ] (right square bracket) alone within a pair of square brackets,
but only if it immediately follows either the opening left square bracket or if it
immediately follows [^. For example: []–] matches the ] and – characters.
v All the preceding symbols are special. You precede them with \ to use the
symbol itself. For example, a\.e is equivalent to a.e.
v You can use the – (hyphen) by itself, but only if it is the first or last character in
the expression. For example, the expression []−−0] matches either the ] or else
the characters – through 0. Otherwise, use \–.
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Returned Value
If regcomp() is successful, the function returns 0; otherwise, the function returns
nonzero, and the content of preg is undefined.

Example
EDCXBR07:
/* EDCXBR07
This example compiles an extended regular expression.
*/
#include <regex.h>
#include <locale.h>
#include <stdio.h>
#include <stdlib.h>
main() {
regex_t
char
int

preg;
*string = "a simple string";
rc;

if ((rc = regcomp(&preg, string, REG_EXTENDED)) != 0) {
printf("regcomp() failed, returning nonzero (%d)", rc);
exit(1);
}
}

Related Information
v
v
v
v

272

“regex.h” on page 13
“regerror() — Return Error Message” on page 273
“regexec() — Execute Compiled Regular Expression” on page 275
“regfree() — Free Memory for Regular Expression” on page 277
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regerror() — Return Error Message
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <regex.h>
size_t regerror(int errcode, const regex_t *preg, char *errbuf, size_t errbuf_size);

External Entry Point: @@REGERR

General Description
Generates a string describing errcode, the nonzero return value from a previous call
to regcomp() or regexec() for the regular expression preg. (For a description of
regular expressions, see “Regular Expressions” on page 270.)

Returned Value
Returns the integer value that is the size of the buffer needed to hold the
generated description string for the error condition corresponding to errcode. The
function generates the following messages:
errcode Description returned in errbuf
REG_NOMATCH
RE pattern not found
REG_BADPAT
Invalid regular expression
REG_ECOLLATE
Invalid collating element
REG_ECTYPE
Invalid character class
REG_EESCAPE
Last character is \
REG_ESUBREG
Invalid number in \digit
REG_EBRACK
[] imbalance
REG_EPAREN
\( \) or () imbalance
REG_EBRACE
\{ \} or { } imbalance
REG_BADBR
Invalid \{ \} range exp
REG_ERANGE
Invalid range exp endpoint
REG_ESPACE
Out of memory

Chapter 2. Library Functions

273

regerror
REG_BADRPT
?*+ not preceded by valid RE
REG_ECHAR
Invalid multibyte character
REG_EBOL
¬ anchor and not BOL
REG_EEOL
$ anchor and not EOL
The LC_SYNTAX characters in the messages will be converted to the code points
from the current LC_SYNTAX category.

Example
EDCXBR08:
/* EDCXBR08
This example compiles an invalid regular expression, and prints
error message regerror().
*/
#include <regex.h>
#include <locale.h>
#include <stdio.h>
#include <stdlib.h>
main() {
regex_t
char
int
char

preg;
*pattern = "a[missing.bracket";
rc;
buffer[100];

if ((rc = regcomp(&preg, pattern, REG_EXTENDED)) != 0) {
regerror(rc, &preg, buffer, 100);
printf("regcomp() failed with ’%s’\n", buffer);
exit(1);
}
}

Related Information
v
v
v
v
v
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Chapters about internationalization in LE/VSE C Run-Time Programming Guide
“regex.h” on page 13
“regcomp() — Compile Regular Expression” on page 270
“regexec() — Execute Compiled Regular Expression” on page 275
“regfree() — Free Memory for Regular Expression” on page 277
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regexec() — Execute Compiled Regular Expression
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <regex.h>
int regexec(const regex_t *preg, const char *string,
size_t nmatch, regmatch_t *pmatch, int eflags);

External Entry Point: @@REGEXE

General Description
Compares the null-terminated string string against the compiled regular expression
preg. (For a description of regular expressions, see “Regular Expressions” on page
270.)
nmatch is the number of subexpressions to match.
pmatch is an array of offsets into string which match the corresponding
subexpressions in preg.
eflags is a bit flag defining customizable behavior of regexec().
REG_NOTBOL
Indicates that the first character of string is not the beginning of the line.
REG_NOTEOL
Indicates that the first character of string is not the end of the line.
If nmatch parameter is 0 or REG_NOSUB was set on the call to regcomp(),
regexec() ignores the pmatch argument. Otherwise, the pmatch argument points to
an array of at least nmatch elements. The regexec() function fills in the elements of
the array with offsets of the substrings of string that correspond to the
parenthesized subexpressions of the original pattern specified to regcomp(). The 0th
element of the array corresponds to the entire pattern. If there are more than
nmatch subexpressions, only the first nmatch−1 are recorded.
When matching a basic or extended regular expression, any given parenthesized
subexpression of pattern might participate in the match of several different
substrings of string. The following rules determine which substrings are reported
in pmatch.
1. If a subexpression participated in a match several times, the offset of the last
matching substring is reported in pmatch.
2. If a subexpression did not match in the source string, the offset shown in
pmatch is set to −1.
3. If a subexpression contains subexpressions, the data in pmatch refers to the last
such subexpression.
4. If a subexpression matches a zero-length string, the offsets in pmatch refer to the
byte immediately following the matching string.
If REG_NOSUB was set when regcomp() was called, the contents of pmatch are
unspecified.
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If REG_NEWLINE was set when regcomp() was called, newline characters are
allowed in string.
Notes:
v With LE/VSE C Run-Time, the string passed to the regexec() function is
assumed to be in the initial shift state, unless REG_NOTBOL is specified. If
REG_NOTBOL is specified, the shift state used is the shift state after the last call
to the regexec() function.
v The information returned by the regexec() function in the regmatch_t structure
has the shift-state at the start and end of the string added. This will assist an
application to perform replacements or processing of the partial string. To
perform replacements, the application must add the required shift-out and
shift-in characters where necessary. No library functions are available to assist
the application.
v If MB_CUR_MAX is specified as 4, but the charmap file does not specify the DBCS
characters, and a collating-element (for example, [:a:]) is specified in the
pattern, the DBCS characters will not match against the collating-element even if
they have an equivalent weight to the collating-element.

Returned Value
If a match is found, regexec() returns 0. Otherwise, it returns nonzero, indicating
either no match or an error.

Example
EDCXBR09:
/* EDCXBR09
This example compiles an extended regular expression, and match
against a string.
*/
#include <regex.h>
#include <locale.h>
#include <stdio.h>
#include <stdlib.h>
main() {
regex_t
char
char
int
size_t
regmatch_t

preg;
*string = "a simple string";
*pattern = ".*(simple).*";
rc;
nmatch = 2;
pmatch[2];

if ((rc = regcomp(&preg, pattern, REG_EXTENDED)) != 0) {
printf("regcomp() failed, returning nonzero (%d)\n", rc);
exit(1);
}
if ((rc = regexec(&preg, string, nmatch, pmatch, 0)) != 0) {
printf("failed to ERE match ’%s’ with ’%s’,returning %d.\n",
string, pattern, rc);
}
regfree(&preg);
}

Related Information
v Chapters about internationalization in LE/VSE C Run-Time Programming Guide
v “regex.h” on page 13
v “regcomp() — Compile Regular Expression” on page 270
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v “regerror() — Return Error Message” on page 273
v “regfree() — Free Memory for Regular Expression”

regfree() — Free Memory for Regular Expression
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <regex.h>
void regfree(regex_t *preg);

External Entry Point: @@REGFRE

General Description
Frees any memory that was allocated by regcomp() to implement preg. The
expression defined by preg is no longer a compiled regular or extended expression.
(For a description of regular expressions, see “Regular Expressions” on page 270.)

Example
EDCXBR10:
/* EDCXBR10
This example compiles an extended regular expression and a free
regular expression.
*/
#include <regex.h>
#include <locale.h>
#include <stdio.h>
#include <stdlib.h>
main() {
regex_t
char
int

preg;
*pattern = ".*(simple).*";
rc;

if ((rc = regcomp(&preg, pattern, REG_EXTENDED)) != 0) {
printf("regcomp() failed, returning nonzero (%d)\n", rc);
exit(1);
}
regfree(&preg);
}

Related Information
v
v
v
v
v

Chapters about internationalization in LE/VSE C Run-Time Programming Guide
“regex.h” on page 13
“regcomp() — Compile Regular Expression” on page 270
“regerror() — Return Error Message” on page 273
“regexec() — Execute Compiled Regular Expression” on page 275
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release() — Delete a Phase
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Format
#include <stdlib.h>
int release(void(*fetch_ptr)());

External Entry Point: @@RLSE

General Description
Removes from memory the phases retrieved by fetch() or fetch control blocks
created by fetchep(). The fetch_ptr parameter is obtained from a call to fetch() or
fetchep(). Once released, the fetch() and any associated fetchep() pointers are
no longer valid.
All fetched phases and fetch control blocks created by fetchep() are released
automatically on program termination.
Using release() on a phase obtained by using fetch() will also cause the
release() of any child fetch control blocks created by fetchep() for this phase.
However, using release() on a child fetch control block will have no effect on the
parent phases or sibling fetch control blocks obtained by using fetch(). Trying to
use a fetch control block after it has been released will result in undefined
behavior. A Fetch Control Block (FECB) is an internal executable control block. The
fetch pointer points to it.
You cannot release phases that contain code written in another
LE/VSE-conforming language:
v COBOL/VSE
v VS COBOL II linked with LE/VSE
v PL/I VSE
v Assembler (using the CEEENTRY and associated macros)
This restriction does not apply to:
v VS COBOL II not linked with LE/VSE
v C itself
See also notes in “fetch() — Get a Phase” on page 99.
When nonreentrant phases have been fetched multiple times, you should release
them in the reverse order; otherwise, the phases may not be deleted immediately.

Returned Value
Returns 0 if successful and nonzero otherwise.

Example
EDCXBR11:
/* EDCXBR11
This example uses the fetch() function to load a phase, and
later uses release() to delete the phase from memory.
*/
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#include <stdlib.h>
void (*fetch_ptr)();
int main(void) {
fetch_ptr = fetch("sample");
/* Do other processing */
if (release(fetch_ptr))
/* all phases are released */
printf("release() failed\n");
}

Related Information
v “stdlib.h” on page 17
v “fetch() — Get a Phase” on page 99
v “fetchep() — Share Writable Static” on page 104
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remove() — Delete File
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int remove(const char *filename);

General Description
Deletes the file specified by filename, unless the file is open. The remove() function
removes memory files and disk files. Other file types, such as tapes, are not
supported. The remove() function removes VSE Librarian members (including
those defined as memory files), but not libraries or sublibraries.
For details about filename considerations, see “Renaming and Removing Files” in
LE/VSE C Run-Time Programming Guide.
Memory files must exist and they must be closed.

Returned Value
Returns the value 0 if it successfully deletes the file. A returned value of nonzero
indicates an error.

Example
EDCXBR12:
/* EDCXBR12
When you invoke this example with a file name, the program attempts
to remove that file. It issues a message if an error occurs.
*/
#include <stdio.h>
int main(int argc, char ** argv)
{
if ( argc != 2 )
printf( "Usage: %s fn\n", argv[0] );
else
if ( remove( argv[1] ) != 0 )
printf( "Could not remove file\n" );
}

Related Information
v “stdio.h” on page 15
v “fopen() — Open a File” on page 127
v “rename() — Rename File” on page 281
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rename() — Rename File
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int rename(const char *oldname, const char *newname);

General Description
Changes the name of the file, from the name pointed to by oldname to the name
pointed to by newname.
The oldname pointer must point to the name of an existing file. The newname
pointer must not specify the name of an existing file. You cannot rename an open
file. In case of an error, the name of the file is not changed.
The rename() function renames memory files and disk files. Other file types, such
as tapes, are not supported. The rename() function renames VSE Librarian
members (including those defined as memory files), but not libraries or
sublibraries.
For details about filename considerations, see “Renaming and Removing Files” in
LE/VSE C Run-Time Programming Guide.

Returned Value
Returns the value 0 if it is successful.

Example
EDCXBR13:
/* EDCXBR13
This example takes two file names as input and uses rename() to
change the file name from the first name to the second name.
*/
#include <stdio.h>
int main(int argc, char ** argv )
{
if ( argc != 3 )
printf( "Usage: %s old_fn new_fn\n", argv[0] );
else if ( rename( argv[1], argv[2] ) != 0 )
printf( "Could not rename file\n" );
}

Related Information
v “stdio.h” on page 15
v “fopen() — Open a File” on page 127
v “remove() — Delete File” on page 280
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rewind() — Set File Position to Beginning of File
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
void rewind(FILE *stream);

General Description
Repositions the file position indicator of the stream pointed to by stream. A call to
rewind() is the same as the statement below, except that rewind() also clears the
error indicator for the stream.
(void) fseek(stream, 0L, SEEK_SET);

Returned Value
There is no returned value. If an error occurs, errno is set. After the error, the file
position does not change. The next operation may be either a read or a write
operation.

Example
EDCXBR14:
/* EDCXBR14
This example first opens a file, myfile.dat, for input and output.
It writes integers to the file, uses rewind() to reposition the
file pointer to the beginning of the file, and then reads the data
back in.
*/
#include <stdio.h>
int main(void)
{
FILE *stream;
int data1, data2, data3, data4;
data1 = 1; data2 = -37;
/* Place data in the file */
stream = fopen("myfile.dat", "w+");
fprintf(stream, "%d %d\n", data1, data2);
/* Now read the data file */
rewind(stream);
fscanf(stream, "%d", &data3);
fscanf(stream, "%d", &data4);
printf("The values read back in are: %d and %d\n",
data3, data4);
}

Output:
The values read back in are: 1 and -37

Related Information
v
v
v
v
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“stdio.h” on page 15
“fgetpos() — Get File Position” on page 111
“fseek() — Change File Position” on page 162
“fsetpos() — Set File Position” on page 165
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v “ftell() — Get Current File Position” on page 167

rindex() — Search for Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <strings.h>
char *rindex(const char *string, int c);

General Description
The rindex() function locates the last occurrence of c (converted to char) in the
string pointed to by string.
The string argument to the function must contain a null character (\0) marking the
end of the string.

Returned Value
The rindex() function returns a pointer to the first occurrence of c in the string
pointed to by string. The function returns a null pointer if c was not found.
There are no errno values defined for rindex().

Related Information
v “strings.h” on page 18
v “index() — Search for Character” on page 194
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rpmatch() — Test for a Yes/No Response Match
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
IBM C

Format
#include <stdlib.h>
int rpmatch(const char *response);

External Entry Point: @@RPMTCH

General Description
Tests whether a string pointed to by response matches either the affirmative or the
negative response set by LC_MESSAGES category in the current locale.

Returned Value
The rpmatch() function returns:
1
If the response string matches the affirmative expression.
0
If the response string matches the negative expression.
−1
If the response string does not match either the affirmative or the negative
expression.

Example
EDCXBR17:
/* EDCXBR17
This example asks for a reply and checks the response.
*/
#include "locale.h"
#include "stdio.h"
#include "stdlib.h"
main() {
char *response;
char buffer[100];
int
rc;
printf("Enter reply:\n");
response = fgets(buffer, 100, stdin);
rc = rpmatch(response);
if (rc > 0) printf("Response was affirmative\n");
else if (rc == 0) printf("Response was negative\n");
else printf("Response was neither negative or affirmative\n");
}

Related Information
v “stdlib.h” on page 17
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scanf() — Read and Format Data
The information for this function is included in “fscanf() – scanf() – sscanf() —
Read and Format Data” on page 154.

setbuf() — Control Buffering
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

Format
#include <stdio.h>
void setbuf(FILE *stream, char *buffer);

General Description
Controls buffering for the specified stream. The stream pointer must refer to an
open file, and setbuf() must be the first operation on the stream.
If the buffer argument is NULL, the stream is unbuffered. If not, the buffering mode
will be full buffer and the buffer must point to a character array of length at least
BUFSIZ, which is the buffer size defined in the stdio.h header file. I/O functions
use the buffer, which you specify here, for input/output buffering instead of the
default system-allocated buffer for the given stream. If the buffer does not meet the
requirements of the LE/VSE C Run-Time, the buffer is not used.
The setvbuf() function is more flexible than setbuf(), because you can specify the
type of buffering and size of buffer.
Attention:
If you use setvbuf() or setbuf() to define your own buffer for a stream, you must
ensure that the buffer is available the whole time that the stream associated with
the buffer is in use.
For example, if the buffer is an automatic array (block scope) and is associated
with the stream s, leaving the block causes the storage to be deallocated. I/O
operations on stream s are prevented from using deallocated storage. Any
operation on s would fail because the operation would attempt to access the
nonexistent storage.
To ensure that the buffer is available throughout the life of a program, make the
buffer a variable allocated at file scope. This can be achieved by using an identifier
of type array declared at file scope, or by allocating storage (with malloc() or
calloc()) and assigning the storage address to a pointer declared at file scope.

Returned Value
There is no returned value. For details about errno values, and about buffers you
may have set, see discussions about buffering in LE/VSE C Run-Time Programming
Guide.

Example
EDCXBS01:
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/* EDCXBS01
This example opens the file myfile.dat for writing. It then calls
the setbuf() function to establish a buffer of length BUFSIZ.
When string is written to the stream, the buffer buf is used and
contains the string before it is flushed to the file.
*/
#include <stdio.h>
char buf[BUFSIZ];
int main(void)
{
char string[] = "hello world";
FILE *stream;
stream = fopen("myfile.dat", "wb,recfm=f");
setbuf(stream,buf);

/* set up buffer */

fwrite(string, sizeof(string), 1, stream);
printf("%s\n",buf);

/* string is found in buf now */

fclose(stream);

/* buffer is flushed out to myfile.dat */

}

Related Information
v
v
v
v
v
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“stdio.h” on page 15
“fclose() — Close File” on page 93
“fflush() — Write Buffer to File” on page 107
“fopen() — Open a File” on page 127
“setvbuf() — Control Buffering” on page 299
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setenv() — Add, Delete, and Change Environment Variables
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

X

Extension
LE/VSE

Format
#include <stdlib.h>
int setenv(const char *var_name, const char *new_value, int change_flag)

External Entry Point: @@SETENV

General Description
Adds, changes, and deletes environment variables.
var_name is a pointer to a character string that contains the name of the
environment variable to be added, changed, or deleted. If setenv() is called with
var_name containing an equal sign ('='), setenv() will fail, and errno will be set to
indicate that an invalid argument was passed to the function.
new_value is a pointer to a character string that contains the value of the
environment variable named in var_name. If new_value is a NULL pointer, it indicates
that all occurrences of the environment variable named in var_name be deleted.
change_flag is a flag that can take the value 1 or 0:
1

Change the existing entry. If var_name has already been defined and exists
in the environment variable table, its value will be updated with new_value.
If var_name was previously undefined, it will be appended to the table.

0

Do not change the existing entry. The new entry will be added even if the
previous definition of var_name exists. The current definition of var_name, if
it exists, is not changed.
If var_name has already been defined and exists in the environment
variable table, its value will not be updated with new_value. However, if
var_name was previously undefined, it will be appended to the table.

Note: The value of the change_flag is irrelevant if new_value=NULL.
Environment variables set with the setenv() function will only exist for the life of
the program, and are not saved before program termination. Other ways to set
environment variables are found in “Using Environment Variables” in LE/VSE C
Run-Time Programming Guide.

Returned Value
Returns the value 0 if successful. Otherwise, it returns the value −1 and sets errno
to indicate the type of failure that occurred.

Example
EDCXBS03:
/* EDCXBS03
This example (program 1) sets the environment variable
_EDC_ANSI_OPEN_DEFAULT.
A child program (program 2) is then initiated via a system call.
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The example illustrates that environment variables are propagated
forward to a child program, but not backward to the parent.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
char *x;
/* set environment variable _EDC_BYTE_SEEK to "Y" */
setenv("_EDC_BYTE_SEEK","Y",1);
/* set x to the current value of the _EDC_BYTE_SEEK*/
x = getenv("_EDC_BYTE_SEEK");
printf("program1 _EDC_BYTE_SEEK = %s\n",
(x != NULL) ? x : "undefined");
/* call the child program */
system("program2");
/* set x to the current value of the _EDC_BYTE_SEEK*/
x = getenv("_EDC_BYTE_SEEK");
printf("program1 _EDC_BYTE_SEEK = %s\n",
(x != NULL) ? x : "undefined");
}

EDCXBS04:
/* EDCXBS04
Program 2:
A child program of EDCXBS03, which is initiated via a system call.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
char *x;
/* set x to the current value of the _EDC_BYTE_SEEK*/
x = getenv("_EDC_BYTE_SEEK");
printf("program2 _EDC_BYTE_SEEK = %s\n",
(x != NULL) ? x : "undefined");
/* clear the Environment Variables Table */
setenv("_EDC_BYTE_SEEK", NULL, 1);
/* set x to the current value of the _EDC_BYTE_SEEK*/
x = getenv("_EDC_BYTE_SEEK");
printf("program2 _EDC_BYTE_SEEK = %s\n",
(x != NULL) ? x : "undefined");
}

Output:
program1
program2
program2
program1
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Y
Y
undefined
Y
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Related Information
v
v
v
v
v

“Using Environment Variables” in LE/VSE C Run-Time Programming Guide
“stdlib.h” on page 17
“clearenv() — Clear Environment Variables” on page 54
“getenv() — Get Value of Environment Variables” on page 176
“system() — Execute a Command” on page 357
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setjmp() — Preserve Stack Environment
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <setjmp.h>
int setjmp(jmp_buf env);

General Description
Saves a stack environment that can subsequently be restored by longjmp(). The
setjmp() and longjmp() functions provide a way to perform a nonlocal goto. They
are often used in signal handlers.
A call to setjmp() causes it to save the current stack environment in env. A
subsequent call to longjmp() restores the saved environment and returns control to
a point corresponding to the setjmp() call. The values of all variables, except
register variables and nonvolatile automatic variables, accessible to the function
receiving control, contain the values they had when longjmp() was called. The
values of register variables are unpredictable. Nonvolatile auto variables that are
changed between calls to setjmp() and longjmp() are also unpredictable.
An invocation of setjmp() must appear in one of the following contexts only:
v The entire controlling expression of a selection or iteration statement
v One operand of a relational or equality operator with the other operand an
integral constant expression, with the resulting expression being the entire
controlling expression of a selection or iteration statement
v The operand of a unary “!” operator with the resulting expression being the
entire controlling expression of a selection or iteration
v The entire expression of an expression statement (possibly cast to void)

Returned Value
Returns the value 0 after saving the stack environment. If setjmp() returns as a
result of a longjmp() call, it returns the value argument of longjmp(), or the value 1
if the value argument of longjmp() is equal to 0.

Example
This example stores the stack environment at the statement:
if(setjmp(mark) != 0) ...

When the system first performs the if statement, it saves the environment in mark
and sets the condition to FALSE because setjmp() returns the value 0 when it saves
the environment. The program prints the message: setjmp has been called.
The subsequent call to function p() tests for a local error condition, which can
cause it to perform the longjmp() function. Then control returns to the original
setjmp() function using the environment saved in mark. This time the condition is
TRUE because −1 is the returned value from the longjmp() function. The program
then performs the statements in the block and prints: longjmp has been called.
Finally, the program calls the recover function and exits.
EDCXBS05:
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/* EDCXBS05
This example shows the effect of having set the stack
environment.
*/
#include <stdio.h>
#include <setjmp.h>
jmp_buf mark;
void p(void);
void recover(void);
int main(void)
{
if (setjmp(mark) != 0) {
printf("longjmp has been called\n");
recover();
exit(1);
}
printf("setjmp has been called\n");
.
.
.
p();
.
.
.
}
void p(void)
{
int error = 0;
.
.
.
error = 9;
.
.
.
if (error != 0)
longjmp(mark, -1);
.
.
.
}
void recover(void)
{ .
.
.
}

Related Information
v “setjmp.h” on page 14
v “longjmp() — Restore Stack Environment” on page 223
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setlocale() — Set Locale
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

SAA, LE/VSE

Format
#include <locale.h>
char *setlocale(int category, const char *locale);

General Description
Sets, changes, or queries locale categories or groups of categories. It does this action
according to values of the locale and category arguments.
A locale is the complete definition of the part of a user's program that depends on
language and cultural conventions. You can accept the default value of locale, or
you can set it to one of the supplied locales listed in LE/VSE C Run-Time
Programming Guide. Some examples of the supplied locales are: “C”, “POSIX”,
“SAA”, “S370”, “Fr_BE.IBM-1047”, “En_GB.IBM-285”, and “En_US.IBM-1047”.
The Category Argument of setlocale(): The category argument may be set to one
of these values:
Table 23. Values for Category Arguments of setlocale()
Category

Purpose

LC_ALL

Specifies all categories associated with the program's locale.

LC_COLLATE

Defines the collation sequence, that is, the relative order of collation
elements (characters and multi-character collation elements) in the
program's locale. The collation sequence definition is used by regular
expression, pattern matching, and sorting functions.
These string functions are affected by the defined collation sequence:
strcoll(), strxfrm(), wcscoll(), and wcsxfrm().
LC_CTYPE, LC_COLLATE, and LC_SYNTAX should refer to the same
locale. Changing just one of them may invalidate another.

292

LE/VSE V1R4.7 C Run-Time Library Reference

setlocale
Table 23. Values for Category Arguments of setlocale() (continued)
Category

Purpose

LC_CTYPE

Defines character classification and case conversion for characters in the
program's locale. Affects the behavior of character-handling functions
defined in the ctype.h header file: csid(), isalnum(), isalpha(),
isblank(), iswblank() iscntrl(), isdigit(), isgraph(), islower(),
isprint(), ispunct(), isspace(), isupper(), iswalnum(), iswalpha(),
iswcntrl(), iswctype(), iswdigit(), iswgraph(), iswlower(), iswprint(),
iswpunct(), iswspace(), iswupper(), iswxdigit(), isxdigit(),
strcasecmp(), strncasecmp(), tolower(), toupper(), towlower(),
towupper(), wcsid(), and wctype().
Affects behavior of the printf() and scanf() families of functions:
fprintf(), printf(), sprintf(), fscanf(), scanf(), and sscanf().
Affects the behavior of wide character input/output functions: fgetwc(),
fgetws(), getwc(), getwchar(), fputwc(), fputws(), putwc(), putwchar(),
and ungetwc().
Affects the behavior of multibyte and wide character functions: mblen(),
mbtowc(), mbstowcs(), wctomb(), wcstombs(), mbrlen(), mbrtowc(),
mbsrtowcs(), wcrtomb(), wcsrtombs(), wcswidth(), wcwidth(), wcstod(),
wcstol(), and wcstoul().
LC_CTYPE, LC_COLLATE, and LC_SYNTAX should refer to the same
locale. Changing just one of them may invalidate another.

LC_MESSAGES

Under LE/VSE C Run-Time support, it affects the messages returned by
the nl_langinfo() function and it also has an effect on rpmatch().
The LC_MESSAGES category will not affect the messages for the following
functions: perror(), strerror(), and regerror().

LC_MONETARY Affects monetary information returned by localeconv() and the
strfmon() function. It defines the rules and symbols used to format
monetary numeric information in the program's locale. The formatting
rules and symbols are strings. localeconv() returns pointers to these
strings with names found in the locale.h header file.
LC_NUMERIC

Affects the decimal-point character for the formatted input/output and
string conversion functions, and the nonmonetary formatting information
returned by the localeconv() function, specifically:
v The printf() family of functions
v The scanf() family of functions
v strtod()
v atof()
The formatting rules and symbols are strings. localeconv() returns
pointers to the strings with names found in the locale.h header file.

LC_TIME

Defines time and date format information in the program's locale used by
the strftime() strptime(), and wcsftime() functions.
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Table 23. Values for Category Arguments of setlocale() (continued)
Category

Purpose

LC_SYNTAX

Affects the behavior of functions that use encoded values to format
characters:
v printf() family of functions
v scanf() family of functions
v regcomp()
v strfmon()
LC_SYNTAX also affects values that may be retrieved using the getsyntx()
function.
LC_CTYPE, LC_COLLATE, and LC_SYNTAX should refer to the same
locale. Changing just one of them may invalidate another.

LC_TOD

Affects the behavior of the functions related to time zone and Daylight
Savings Time information in the program's locale. This information is
used by ctime(), localtime(), mktime(), and strftime().

Locale Argument of setlocale(): Identifies the locale. For a list of locales provided
by IBM refer to the appendix, “Supplied Locales”, in LE/VSE C Run-Time
Programming Guide.
If the value of an environment variable is used, it must be a valid locale name. If
this is the case, setlocale() sets the specified category to the named locale, and
returns a string giving the name of the locale. Otherwise, setlocale() does not
change the program's locale and returns NULL. Valid category names include names
of locales provided by IBM. Also, names of locales, which are created using the
LE/VSE C Run-Time locale definition mechanism, are valid.
The Null-String ("") Locale Category: If "" is specified, the locale-related
environment variables are checked. If the locale name is not defined by the
environment variables, the default is "S370".
If a program specifies "" for the value of locale, then setlocale() interrogates
locale-related environment variables in the program's environment to find a locale
name or names to use. The locale name is chosen according to the first of the
following conditions that applies:
1. If the environment variable LC_ALL is defined and is not null, the value of
LC_ALL is used. That value is applied to all categories.
2. If individual environment variables are defined, then their values are used for
the categories.
3. If the environment variable LANG is defined and is not null, the value of
LANG is used.
4. If no non-null environment variable is present to supply a value, "S370" is used.
If a program specifies LC_ALL for the value of category and "" for the value of
locale, setlocale() searches environment variables in the way just described to
obtain a locale name for each category. If all the locale names obtained identify
valid locales, setlocale() sets each category to the appropriate locale and returns
a string naming the locale associated with each category. Otherwise, setlocale()
does not change the program's locale and returns NULL.
Default Locale: The relationship between the POSIX C and SAA C locales is as
follows:
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1. The SAA C locale definition is the default. "C", "SAA", and "S370" are
synonyms for the SAA C locale definition, which is prebuilt into the library.
The source file EDC$SAAC.L is provided for reference, but cannot be used to alter
the definition of this prebuilt locale.
2. Issuing setlocale(category, "") has the following effect:
v Locale-related environment variables are checked to find the name of locales
to use to set the category specified. Querying the locale with
setlocale(category, NULL) returns the name of the locales specified by the
appropriate environment variables.
v If no non-null environment variable is present, it is the equivalent of having
issued setlocale(category, "S370"). That is, the locale chosen is the SAA C
locale definition, and querying the locale with setlocale(category, NULL),
returns "S370" as the locale name.
3. If no setlocale() function is issued or setlocale(LC_ALL, "C") is used, then
the locale chosen is the prebuilt SAA C locale, and querying the locale with
setlocale(category, NULL), returns "C" as the locale name.
4. For setlocale(LC_ALL,"SAA"), the locale chosen is the prebuilt SAA C locale,
and querying the locale with setlocale(category, NULL), returns "SAA" as the
locale name.
5. For setlocale(LC_ALL,"S370"), the locale chosen is the prebuilt SAA C locale,
and querying the locale with setlocale(category, NULL), returns "S370" as the
locale name.
6. For setlocale(LC_ALL,"POSIX"), the locale chosen is the prebuilt POSIX C
locale, and querying the locale with setlocale(category, NULL), returns
"POSIX" as the locale name.
The setlocale() function supports locales built using the localedef utility, as well
as locales built using the assembler language source and produced by the
EDCLOC macro. Find more information about old format locales in
“Internationalization: Locales and Character Sets”, in LE/VSE C Run-Time
Programming Guide.
Effect of setlocale() on LE/VSE: The current locale set with the setlocale()
function affects only some C library functions. (See Table 23 on page 292).
Invocation Sequence for setlocale(): In all three variations of the setlocale()
function call, a pointer to a string that represents the locale value is returned. Also,
in all variations, if the value for either category or locale is invalid, setlocale()
returns NULL and the operating environment is not changed.
Each variation causes a different function to be performed:
1. setlocale(category, locale);
When an explicit locale is named, the category named in the call is set
according to the named locale.
2. setlocale(category, "");
When the locale argument of the setlocale() function is given as a null string
(""), the setlocale() function sets the locale environment according to the
environment variables. If these are not set, the default locale "S370" is used.
This locale may be customized when the LE/VSE C Run-Time product is
installed. See “Using Environment Variables” in LE/VSE C Run-Time
Programming Guide.
The environment variables are not supported under CICS.
3. setlocale(category, (char *) 0);
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When a null pointer is given as a locale, a pointer to a string that represents the
current locale for the specified category is returned. The string has the property
that if it were specified as the locale of a subsequent setlocale() call of the
same category, the current locale would be restored. For example, the following
sequence is effectively a no-op:
setlocale(category, setlocale(category, (char *) 0));

When called with a null string (for example, setlocale(LC_ALL,""), setlocale()
determines the locale to be set, using the environment variables, and checking
them in this order:
1. LC_ALL. If set, it specifies the name for all categories; it can override the
values in the other environment variables.
2. LC_COLLATE, LC_CTYPE, LC_MESSAGES, LC_MONETARY, LC_NUMERIC,
LC_TIME, LC_SYNTAX, and LC_TOD. If set, these variables specify the locale
name for the given category.
3. LANG.
The setlocale() function uses the getenv() function to retrieve the environment
variables if the system supports the getenv() function.
For details of the restrictions when using the getenv() function under CICS, which
also apply to the setlocale() function, refer to the description of the getenv()
function in the manual LE/VSE C Run-Time Programming Guide, SC33-6688.
Query the Locale: When locale is set to NULL, setlocale() returns a string
indicating the program's locale without changing it. This provides a means to
query the program's current locale. To query the locale, supply NULL as the second
parameter. For example, to query all the categories of your locale, use a statement
like the following:
char *string = setlocale(LC_ALL, NULL);

Returned Value
Returns a pointer to the string associated with the specified category for the new
locale. The string can be used on a subsequent call to restore that part of the
program's locale.
Note: Because the string that a successful call to setlocale() points to may be
overwritten by subsequent calls to the setlocale() function, you should
copy the string if you plan to use it later.
On error, the setlocale() function returns NULL and the program's locale is not
changed.
If successful, setlocale() function returns a string whose contents depend on the
values of the category and locale arguments as shown in the following table.
Table 24. Return String as Determined by Category and Locale Values
Category Value

Locale Value

Return String

Specific category

NULL

Current locale name for category

New locale name New locale name for category
""(Null string)

If environment variables are set, New locale name:
environment variable value.
If environment variables are not set, S370.

296

LE/VSE V1R4.7 C Run-Time Library Reference

setlocale
Table 24. Return String as Determined by Category and Locale Values (continued)
Category Value

Locale Value

Return String

LC_ALL

NULL

One of these:
v Locale name
v Locale name list: locale name 1, locale name 2, ...,
if different names for one or more categories.

New locale name New locale name (same for all categories)
""(Null string)

If the environment variables are set, one of these:
v New locale name: environment variable value
v Locale name list: environment variable value list, if
different names for one or more categories.
If environment variables are not set, then S370 (same
for all categories).

If the string returned contains a locale name list, the names have the following
order:
1. LC_COLLATE locale name
2. LC_CTYPE locale name
3. LC_NUMERIC locale name
4. LC_MONETARY locale name
5. LC_TIME locale name
6. LC_TOD locale name
7. LC_MESSAGES locale name
8. LC_SYNTAX locale name
If it fails, setlocale() returns NULL, and does not change the program's locale.
Failure can result if:
v An incorrect category value is used.
v An incorrect locale value is used.
v The value of the environment variable used by setlocale() when the value of
locale is "" is an undefined or incorrect locale name.

Example
EDCXBS07:
/* EDCXBS07
This example sets the locale of the program to be Fr_FR.IBM-1047
and prints the string that is associated with the locale.
*/
#include <stdio.h>
#include <locale.h>
char *string;
int main(void)
{
string = setlocale(LC_ALL, "Fr_FR.IBM-1047");
if (string != NULL)
printf(" %s \n",string);
}

EDCXBS08:
/* EDCXBS08
This example uses setenv() to set the value of the environment
variable LC_TIME to FRAN, calls setlocale() to set all categories
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to default values, uses setlocale() to query all categories, and
uses printf() to print results.
*/
#include <stdio.h>
#include <stdlib.h>
#include <locale.h>
int main(void)
{
char *string;
setenv("LC_TIME", "FRAN", 1);
setlocale(LC_ALL, "");
string = setlocale(LC_ALL, NULL);
printf("string = %s \n", string);
}

Output:
string = S370,S370,S370,S370,FRAN,S370,S370,S370

Related Information
v “locale.h” on page 10
v “getenv() — Get Value of Environment Variables” on page 176
v “localeconv() — Query Numeric Conventions” on page 217
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setvbuf() — Control Buffering
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

Format
#include <stdio.h>
int setvbuf(FILE *stream, char *buf, int type, size_t size);

General Description
Controls the buffering strategy and buffer size for a specified stream. The stream
pointer must refer to an open file, and setvbuf() must be the first operation on the
file.
The location pointed to by buf designates an area that you provide that the
LE/VSE C Run-Time can choose to use as a buffer for the stream. A buf value of
NULL indicates that no such area is supplied and that the LE/VSE C Run-Time is to
assume responsibility for managing its own buffers for the stream. If you supply a
buffer, it must exist until the stream is closed.
If type is _IOFBF or _IOLBF, size is the size of the supplied buffer. If buf is NULL, the
LE/VSE C Run-Time will take size as the suggested size for its own buffer. If type
is _IONBF, both buf and size are ignored. Unbuffered I/O is allowed for memory
files.
Value Meaning
_IONBF No buffer is used.
_IOFBF Full buffering is used for input and output. Use buf as the buffer and size
as the size of the buffer.
_IOLBF Line buffering is used for text stream I/O. The buffer is flushed when a
newline character is used (text stream) or when the buffer is full.
The value for size must be greater than 0.
Attention:
If you use setvbuf() or setbuf() to define your own buffer for a stream, you must
ensure that either the buffer is available after program termination, or the stream is
closed or flushed, before you call exit(). This can be done by defining the array
with file scope or by dynamically allocating the storage for the array using
malloc().
For example, if the buffer is declared within the scope of a function block, the
stream must be closed before the function is terminated. This prevents the storage
allocated to the buffer from being freed.

Returned Value
Returns the value 0 if successful, or even if it chooses not to use your buffer. It
returns nonzero if an invalid value was specified in the parameter list, or if the
request cannot be performed.
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Example
EDCXBS09:
/* EDCXBS09
This example sets up a buffer of buf for stream1 and specifies
that input from stream2 is to be unbuffered.
*/
#include <stdio.h>
#define BUF_SIZE 1024
char buf[BUF_SIZE];
int main(void)
{
FILE *stream1, *stream2;
stream1 = fopen("myfile1.dat", "r");
stream2 = fopen("myfile2.dat", "w,type=memory");
/* stream1 uses a user-assigned buffer of BUF_SIZE bytes */
if (setvbuf(stream1, buf, _IOFBF, sizeof(buf)) != 0)
printf("Incorrect type or size of buffer 1");
/* stream2 is unbuffered
if (setvbuf(stream2, NULL, _IONBF, 0) != 0)
printf("Incorrect type or size of buffer 2");
.
.
.

*/

}

Related Information
v
v
v
v
v
v
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The sections about I/O operations in LE/VSE C Run-Time Programming Guide
“stdio.h” on page 15
“fclose() — Close File” on page 93
“fflush() — Write Buffer to File” on page 107
“fopen() — Open a File” on page 127
“setbuf() — Control Buffering” on page 285
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signal() — Handle Interrupts
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

X

X

Extension

Format
#include <signal.h>
void(*signal (int sig, void(*func)(int)))(int);

General Description
Allows a process to choose one of several ways to handle an interrupt signal sig
from the operating system or from the raise() function.
The sig argument must be one of the macros defined in the signal.h header file
(see Table 25 on page 302).
The func argument must be one of the macros, SIG_DFL or SIG_IGN, defined in
the signal.h header file, or a function address.
If the value of func is SIG_DFL, default handling for that signal will occur. If the
value of func is SIG_IGN, the signal will be ignored. Otherwise, func points to a
function to be called when that signal occurs. Such a function is called a signal
handler.
When a signal occurs, if func points to a function:
1. First the equivalent of signal(sig,SIG_DFL) is executed or an
implementation-defined blocking of the system is performed. (If the value of sig
is SIGILL, the occurrence of the reset to SIG_DFL is implementation defined.)
2. Next, the equivalent of (*func)(sig) is executed. The function func may
terminate by executing a return statement or by calling the abort(), exit(), or
longjmp() function. If func executes a return statement and the value of sig was
SIGFPE or any other implementation-defined value corresponding to a
computational exception, the behavior is undefined. Otherwise, the program
will resume execution at the point it was interrupted.
If a signal occurs for a reason other than having called the abort() or raise()
function, the behavior is undefined if the signal handler calls any function in the
standard library other than the signal() function itself (with a first argument of
the signal number corresponding to the signal that caused the invocation of the
handler). Behavior is also undefined if the signal handler refers to any object with
static storage duration other than by assigning a value to a static storage duration
variable of type volatile sig_atomic_t. Furthermore, if such a call to the signal()
function returns SIG_ERR, the value of errno is indeterminate.
At program startup, the equivalent of signal(sig, SIG_IGN) may be executed for
some selected signals. The equivalent of signal(sig, SIG_DFL) is executed for all
other signals.
The action taken when the interrupt signal is received depends on the value of
func.
Value Meaning
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SIG_DFL
Default handling for the signal will occur
SIG_IGN
The signal is to be ignored
The sig argument must be one of the macros defined in the signal.h header file.
The signals supported are listed below.
Table 25. Supported Control Signals
Value

Default
Action

Meaning

SIGABND

1

Abend

SIGABRT

1

Abnormal termination (sent by abort())

SIGFPE

1

Arithmetic exceptions that are not masked, for example,
overflow, division by zero, and incorrect operation

SIGILL

1

Detection of an incorrect function image

SIGINT

1

Interactive attention

SIGIOERR

2

A serious I/O error was detected

SIGSEGV

1

Incorrect access to memory

SIGTERM

1

Termination request sent to the program

SIGUSR1

1

Intended for use by user applications

SIGUSR2

1

Intended for use by user applications

Default Actions:
1
Normal termination of the process.
2
Ignore the signal.

Returned Value
If successful, the call to signal() returns the most recent value of func. Otherwise,
if there is an error in the call, signal() returns a value of SIG_ERR and a positive
value in errno.
There are no documented errno values for this function. If an error occurs, issue
perror() using the errno value.

Example
EDCXBS20:
/* EDCXBS20
This example shows you how to establish a signal handler.
*/
#include <signal.h>
#include <stdio.h>
#include <stdlib.h>
#define ONE_K 1024
#define OUT_OF_STORAGE

(SIGUSR1)

/* The SIGNAL macro does a signal() checking the return code */
#define SIGNAL(handler, StrCln)
{
\
if (signal((handler), (StrCln)) == SIG_ERR) {
\
perror("Could not signal user signal");
\
abort();
\
}
\
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}
void StrCln(int);
void DoWork(char **, int);
int main(int argc, char *argv[]) {
int size;
char *buffer;
SIGNAL(OUT_OF_STORAGE, StrCln);
if (argc != 2) {
printf("Syntax: %s size \n", argv[0]);
return(-1);
}
size = atoi(argv[1]);
DoWork(&buffer, size);
return(0);
}
void StrCln(int SIG_TYPE) {
printf("Failed trying to malloc storage\n");
SIGNAL(SIG_TYPE, SIG_DFL);
exit(0);
}
void DoWork(char **buffer, int size) {
int rc;
while (*buffer !=NULL)
*buffer = (char *)malloc(size*ONE_K);
if (*buffer == NULL) {
if (raise(OUT_OF_STORAGE)) {
perror("Could not raise user signal");
abort();
}
}
return;
}

Related Information
v “Handling Error Conditions and Signals” in LE/VSE C Run-Time Programming
Guide
v “signal.h” on page 14
v “abort() — Stop a Program” on page 26
v “atexit() — Register Program Termination Function” on page 38
v “exit() — End Program” on page 90
v “raise() — Raise Signal” on page 265
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sin() — Calculate Sine
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double sin(double x);

General Description
Calculates the sine of x, with x expressed in radians.

Returned Value
If successful, returns the calculated value expressed as a double float. Otherwise,
if the result underflows, it returns 0 and sets errno to ERANGE.

Example
EDCXBS27:
/* EDCXBS27
This example computes y = sin( pi/2 )
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double pi, x, y;
pi = 3.1415926535;
x = pi/2;
y = sin(x);
printf("sin( %lf ) = %lf\n", x, y);
}

Output:
sin( 1.570796 ) = 1.000000

Related Information
v
v
v
v
v
v
v
v
v
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“math.h” on page 12
“cos() — Calculate Cosine” on page 70
“cosh() — Calculate Hyperbolic Cosine” on page 71
“sinh() — Calculate Hyperbolic Sine” on page 305
“tan() — Calculate Tangent” on page 359
“tanh() — Calculate Hyperbolic Tangent” on page 360
“acos() — Calculate Arccosine” on page 29
“asin() — Calculate Arcsine” on page 33
“atan() - atan2() — Calculate Arctangent” on page 37
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sinh() — Calculate Hyperbolic Sine
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double sinh(double x);

General Description
Calculates the hyperbolic sine of x, with x expressed in radians.

Returned Value
If successful, returns the calculated value. Otherwise, if the result is too large,
sinh() returns HUGE_VAL or −HUGE_VAL (according to the value of x) and sets errno
to ERANGE. If the value underflows, sinh() returns 0 and sets errno to ERANGE.

Example
EDCXBS28:
/* EDCXBS28
This example computes y = sinh ( pi / 2 )
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double pi, x, y;
pi = 3.1415926535;
x = pi/2;
y = sinh(x);
printf("sinh( %lf ) = %lf\n", x, y);
}

Output:
sinh( 1.570796 ) = 2.301299

Related Information
v
v
v
v
v
v
v
v
v

“math.h” on page 12
“cos() — Calculate Cosine” on page 70
“cosh() — Calculate Hyperbolic Cosine” on page 71
“sin() — Calculate Sine” on page 304
“tan() — Calculate Tangent” on page 359
“tanh() — Calculate Hyperbolic Tangent” on page 360
“acos() — Calculate Arccosine” on page 29
“asin() — Calculate Arcsine” on page 33
“atan() - atan2() — Calculate Arctangent” on page 37
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sprintf() — Format and Write Data to Buffer
The information for this function is included in “fprintf() - printf() sprintf() — Format and Write Data” on page 132.

sqrt() — Calculate Square Root
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double sqrt(double x);

General Description
Calculates the square root of the positive value, x.

Returned Value
Returns the square root result. If x is negative, sqrt() sets errno to EDOM and
returns 0. If the correct value would cause underflow, sqrt() sets errno to ERANGE
and returns 0.

Example
EDCXBS30:
/* EDCXBS30
This example computes the square root of the quantity passed as
the first argument to main.
It prints an error message if you pass a negative value.
*/
#include <stdio.h>
#include <stdlib.h>
#include <math.h>
int main(int argc, char ** argv)
{
char * rest;
double value;
if ( argc != 2 )
printf( "Usage: %s value\n", argv[0] );
else
{
value = strtod( argv[1], &rest );
if ( value < 0.0 )
printf( "sqrt of a negative number\n" );
else
printf("sqrt( %f ) = %f\n", value, sqrt( value ));
}
}

Output: (for an input value of 45)
sqrt( 45.000000 ) = 6.708204

Related Information
v “math.h” on page 12
v “exp() — Calculate Exponential Function” on page 91
v “hypot() — Calculate Hypotenuse” on page 188
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v “log() — Calculate Natural Logarithm” on page 221
v “log10() — Calculate Base 10 Logarithm” on page 222
v “pow() — Raise to Power” on page 254

srand() — Set Seed for rand() Function
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
void srand(unsigned int seed);

General Description
srand() uses its argument seed as a seed for a new sequence of pseudo-random
numbers to be returned by subsequent calls to rand(). If srand() is not called, the
rand() seed is set as if srand(1) was called at program start. Any other value for
seed sets the generator to a different starting point. The rand() function generates
pseudo-random numbers.
Some people find it convenient to use the return value of the time() function as
the argument to srand(), as a way to ensure random sequences of random
numbers.

Returned Value
No returned value.

Example
EDCXBS31:
/* EDCXBS31
This example first calls srand() with a value other than 1 to
initiate the random value sequence. Then the program computes 5
random values for the array of integers called ranvals. If you
repeat this code exactly, then the same sequence of random values
will be generated.
*/
#include <stdlib.h>
#include <stdio.h>
int main(void)
{
int i, ranvals[5];
srand(17);
for (i = 0; i < 5; i++) {
ranvals[i] = rand();
printf("Iteration %d ranvals [%d] = %d\n", i+1, i, ranvals[i]);
}
}

Output:
Iteration
Iteration
Iteration
Iteration
Iteration

1
2
3
4
5

ranvals
ranvals
ranvals
ranvals
ranvals

[0]
[1]
[2]
[3]
[4]

=
=
=
=
=

24107
16552
12125
9427
13152
Chapter 2. Library Functions

307

srand

Related Information
v “stdlib.h” on page 17
v “rand() — Generate Random Number” on page 267

sscanf() — Read and Format Data from Buffer
The information for this function is included in “fscanf() – scanf() – sscanf() —
Read and Format Data” on page 154.

strcasecmp() — Case-Insensitive String Comparison
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#include <strings.h>
int strcasecmp(const char *string1, const char *string2);

General Description
The strcasecmp() function compares, while ignoring differences in case, the string
pointed to by string1 with the string pointed to by string2.
The string arguments to the function must contain a NULL character (\0), which
marks the end of the string.
The strcasecmp() function is locale sensitive.

Returned Values
Returns a value which indicates the relationship between the strings, but ignoring
case, as follows:
Value
<0
=0
>0

Meaning
String pointed to by string1 is less than string pointed-to by string2.
String pointed to by string1 is equal to string pointed-to by string2.
String pointed to by string1 is greater than string pointed-to by string2.

There are no errno values defined.

Related Information
v
v
v
v
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“strings.h” on page 18
“setlocale() — Set Locale” on page 292
“strcspn() — Compare Strings” on page 317
“strncasecmp() — Case-Insensitive String Comparison” on page 327
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strcat() — Concatenate Strings
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
char *strcat(char *string1, const char *string2);

General Description
The strcat() built-in function concatenates string2 with string1 and ends the
resulting string with the null character. In other words, strcat() appends a copy
of the string pointed to by string2—including the terminating null byte—to the end
of a string pointed to by string1, with its last byte (that is, the terminating null byte
of string1) overwritten by the first byte of the appended string.
Do not use a literal string for a string1 value, although string2 may be a literal
string.
If the storage of string1 overlaps the storage of string2, the behavior is undefined.

Returned Value
Returns the value of string1, the concatenated string.

Example
EDCXBS34:
/* EDCXBS34
This example creates the string "computer program" using strcat().
*/
#include <stdio.h>
#include <string.h>
#define SIZE 40
int main(void)
{
char buffer1[SIZE] = "computer";
char * ptr;
ptr = strcat( buffer1, " program" );
printf( "buffer1 = %s\n", buffer1 );
}

Output:
buffer1 = computer program

Related Information
v
v
v
v
v
v

“string.h” on page 18
“strchr() — Search for Character” on page 310
“strcmp() — Compare Strings” on page 311
“strcpy() — Copy String” on page 315
“strcspn() — Compare Strings” on page 317
“strncat() — Concatenate Strings” on page 328
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strchr() — Search for Character
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
char *strchr(const char *string, int c);

General Description
The strchr() built-in function finds the first occurrence of c converted to char, in
the string string. The character c can be the null character (\0); the ending null
character of string is included in the search.
The strchr() function operates on null-terminated strings. The string argument to
the function must contain a null character (\0) marking the end of the string.

Returned Value
Returns a pointer to the first occurrence of c (converted to a character) in string.
The function returns a null pointer if the character is not found.

Example
EDCXBS35:
/* EDCXBS35
This example finds the first occurrence of the character p in
"computer program".
*/
#include <stdio.h>
#include <string.h>
#define SIZE 40
int main(void)
{
char buffer1[SIZE] = "computer program";
char * ptr;
int
ch = ’p’;
ptr = strchr( buffer1, ch );
printf( "The first occurrence of %c in ’%s’ is ’%s’\n",
ch, buffer1, ptr );
}

Output:
The first occurrence of p in ’computer program’ is ’puter program’

Related Information
v
v
v
v
v
v
v
v
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“string.h” on page 18
“memchr() — Search Buffer” on page 242
“strcat() — Concatenate Strings” on page 309
“strcmp() — Compare Strings” on page 311
“strcpy() — Copy String” on page 315
“strcspn() — Compare Strings” on page 317
“strncmp() — Compare Strings” on page 330
“strpbrk() — Find Characters in String” on page 334

LE/VSE V1R4.7 C Run-Time Library Reference

strchr
v “strrchr() — Find Last Occurrence of Character in String” on page 339
v “strspn() — Search String” on page 340

strcmp() — Compare Strings
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
int strcmp(const char *string1, const char *string2);

General Description
The strcmp() built-in function compares the string pointed to by string1 to the
string pointed to by string2. The string arguments to the function must contain a
null character (\0) marking the end of the string.
The relation between the strings is determined by subtracting: string1[i] —
string2[i], as i increases from 0 to strlen of the smaller string. The result is the sign
of the difference between the values of the leftmost first pair of characters that
differ. This function is not locale-sensitive.

Returned Value
Returns a value indicating the relationship between the strings, as listed below.
Value Meaning
Less than 0
String pointed to by string1 less than string pointed to by string2
0

String pointed to by string1 equivalent to string pointed to by string2

Greater than 0
String pointed to by string1 greater than string pointed to by string2

Example
EDCXBS36:
/* EDCXBS36
This example compares the two strings passed to main()
using strcmp().
*/
#include <stdio.h>
#include <string.h>
int main(int argc, char ** argv)
{
int result;
if ( argc != 3 ) {
printf( "Usage: %s string1 string2\n", argv[0] );
}
else {
result = strcmp( argv[1], argv[2] );
if ( result == 0 )
printf( "\"%s\" is identical to \"%s\"\n", argv[1], argv[2] );
else if ( result < 0 )
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printf( "\"%s\" is less than \"%s\"\n", argv[1], argv[2] );
else
printf( "\"%s\" is greater than \"%s\"\n", argv[1], argv[2] );
}
}

Output: (for input strings "is this first?" and "is this before that one?")
"is this first?" is greater than "is this before that one?"

Related Information
v
v
v
v
v
v
v
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“string.h” on page 18
“memcmp() — Compare Bytes” on page 243
“strcspn() — Compare Strings” on page 317
“strncmp() — Compare Strings” on page 330
“strpbrk() — Find Characters in String” on page 334
“strrchr() — Find Last Occurrence of Character in String” on page 339
“strspn() — Search String” on page 340
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strcoll() — Compare Strings
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

X

Extension

X

Format
#include <string.h>
int strcoll(const char *string1, const char *string2);

General Description
Compares the string pointed to by string1 against the string pointed to by string2,
both interpreted according to the information in the LC_COLLATE category of the
current locale.

Returned Value
Returns a value indicating the relationship between the strings, as listed below.
Value Meaning
Less than 0
String pointed to by string1 less than string pointed to by string2
0
String pointed to by string1 equivalent to string pointed to by string2
Greater than 0
String pointed to by string1 greater than string pointed to by string2
Notes:
v The strcoll() function may need to allocate additional memory to perform the
comparison algorithm specified in the LC_COLLATE. If the memory request
cannot be satisfied (by malloc()), strcoll() fails.
v If the locale supports double-byte characters (MB_CUR_MAX specified as 4), the
strcoll() function validates the multibyte characters, whereas previously the
strcoll() function did not validate the string. The strcoll() function will fail if
the string contains invalid multibyte characters.
v If MB_CUR_MAX is specified as 4, but the charmap file does not specify the DBCS
characters, the DBCS characters will collate after the single-byte characters.

Example
EDCXBS37:
/* EDCXBS37
This example compares the two strings passed to main().
*/
#include <stdio.h>
#include <string.h>
int main(int argc, char ** argv)
{
int result;
if ( argc != 3 ) {
printf( "Usage: %s string1 string2\n", argv[0] );
}
else {
result = strcoll( argv[1], argv[2] );
if ( result == 0 )
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printf(
else if (
printf(
else
printf(

"\"%s\" is identical to \"%s\"\n", argv[1], argv[2] );
result < 0 )
"\"%s\" is less than \"%s\"\n", argv[1], argv[2] );
"\"%s\" is greater than \"%s\"\n", argv[1], argv[2] );

}
}

Output: If the input is the strings “firststring” and “secondstring”, then the
expected output is:
"firststring" is less than "secondstring"

Related Information
v
v
v
v
v
v
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“string.h” on page 18
“setlocale() — Set Locale” on page 292
“strcmp() — Compare Strings” on page 311
“strncmp() — Compare Strings” on page 330
“strcasecmp() — Case-Insensitive String Comparison” on page 308
“strncasecmp() — Case-Insensitive String Comparison” on page 327
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strcpy() — Copy String
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
char *strcpy(char *string1, const char *string2);

General Description
The strcpy() built-in function copies string2, including the ending null character,
to the location specified by string1. The string arguments to strcpy() must contain
a null character (\0) marking the end of the string. You cannot use a literal string
for a string1 value, although string2 may be a literal string. If the two objects
overlap, the behavior is undefined.

Returned Value
Returns the value of string1.

Example
EDCXBS38:
/* EDCXBS38
This example copies the contents of source to destination.
*/
#include <stdio.h>
#include <string.h>
#define SIZE

40

int main(void)
{
char source[ SIZE ] = "This is the source string";
char destination[ SIZE ] = "And this is the destination string";
char * return_string;
printf( "destination is originally = \"%s\"\n", destination );
return_string = strcpy( destination, source );
printf( "After strcpy, destination becomes \"%s\"\n", destination );
}

Output:
destination is originally = "And this is the destination string"
After strcpy, destination becomes "This is the source string"

Related Information
v
v
v
v
v
v
v
v
v
v

“errno.h” on page 3
“string.h” on page 18
“memcpy() — Copy Buffer” on page 245
“strcat() — Concatenate Strings” on page 309
“strchr() — Search for Character” on page 310
“strcmp() — Compare Strings” on page 311
“strcspn() — Compare Strings” on page 317
“strncpy() — Copy String” on page 332
“strpbrk() — Find Characters in String” on page 334
“strrchr() — Find Last Occurrence of Character in String” on page 339
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v “strspn() — Search String” on page 340
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strcspn() — Compare Strings
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
size_t strcspn(const char *string1, const char *string2);

General Description
Computes the length of the initial portion of the string pointed to by string1 that
contains no characters from the string pointed to by string2.

Returned Value
Returns the calculated length of the initial portion found.

Example
EDCXBS39:
/* EDCXBS39
This example uses strcspn() to find the first occurrence of any of
the characters a, x, l or e in string.
*/
#include <stdio.h>
#include <string.h>
#define SIZE

40

int main(void)
{
char string[ SIZE ] = "This is the source string";
char * substring = "axle";
printf( "The first %i characters in the string \"%s\"\n"
"are not in the " "string \"%s\" \n",
strcspn(string, substring), string, substring);
}

Output:
The first 10 characters in the string "This is the source string"
are not in the string "axle"

Related Information
v
v
v
v
v
v
v
v
v
v
v

“string.h” on page 18
“strcat() — Concatenate Strings” on page 309
“strchr() — Search for Character” on page 310
“strcmp() — Compare Strings” on page 311
“strcpy() — Copy String” on page 315
“strncmp() — Compare Strings” on page 330
“strpbrk() — Find Characters in String” on page 334
“strrchr() — Find Last Occurrence of Character in String” on page 339
“strspn() — Search String” on page 340
“strcasecmp() — Case-Insensitive String Comparison” on page 308
“strncasecmp() — Case-Insensitive String Comparison” on page 327
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strerror() — Get Pointer to Run-Time Error Message
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <string.h>
char *strerror(int errnum);

General Description
Maps the error number in errnum to an error message string. The errnum must be a
valid errno value.

Returned Value
Returns a pointer to the string, which may be overwritten by a subsequent call to
strerror(). Do not allow the content of this string to be modified by the program.

Example
/* This example opens a file and prints a run-time error message if an
error occurs.
*/
#include <stdio.h>
#include <string.h>
#include <errno.h>
int main(void)
{
FILE *stream;
.
.
.
if ((stream = fopen("myfile.dat", "r")) == NULL)
printf(" %s \n", strerror(errno));
}

Related Information
v
v
v
v
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“string.h” on page 18
“clearerr() — Reset Error and End-of-File” on page 56
“ferror() — Test for Read/Write Errors” on page 98
“perror() — Print Error Message” on page 253
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strfmon() — Convert Monetary Value to String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <monetary.h>
int strfmon(char *s, size_t maxsize, const char *format, ...);

External Entry Point: @@STRFMN

General Description
Places characters into the array pointed to by s as controlled by the string pointed
to by format. No more than maxsize characters are placed into the array.
The character string format contains two types of objects: plain characters, which
are copied to the output array, and directives, each of which results in the fetching
of zero or more arguments that are converted and formatted. The results are
undefined if there are insufficient arguments for the format. If the format is
exhausted while arguments remain, the excess arguments are simply ignored. If
objects pointed to by s and format overlap, the behavior is undefined.
The directive (conversion specification) consists of the following sequence:
1. A % character
2. Optional flags: =f, ^, then +, C, or (
3. Optional field width (may be preceded by -): w
4. Optional left precision: #n
5. Optional right precision: .p
6. Required conversion character to indicate what conversion should be
performed: i or n
Each directive is replaced by the appropriate characters, as described in the
following list:
%i

The double argument is formatted according to the locale's international
currency format (for example, in USA: USD 1,234.56).

%n

The double argument is formatted according to the locale's national
currency format (for example, in USA: $1,234.56).

%% is replaced by %. No argument is converted.
Optional conversion specifications may immediately follow the initial % of a
directive in the following order:
=f

A flag, used in conjunction with the maximum digits specification #n (see
below), specifies that the character f should be used as the numeric fill
character. The default numeric fill character is the space character. This
option does not affect the other fill operations that always use space as the
fill character.
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^

A flag. Do not format the currency amount with thousands grouping
characters. The default is to insert the grouping characters if defined for
the current locale.
Note: The code point for the ^ character will be determined according to
the current LC_SYNTAX category.

+|C|(
A flag, specifies the style of representing positive and negative currency
amounts. Only one of +, C, or ( may be specified. If + is specified, the
locale's equivalent of + and − are used (for example, in USA: the empty
(null) string if positive and - if negative). If C is specified, the locale's
equivalent of DB for negative and CR for positive are used. If ( is
specified, the locale's equivalent of enclosing negative amounts within
parentheses is used. If this option is not included, a default specified by
the current locale is used.
[−]w

The field width. The decimal digit string w specifies a minimum field
width in which the result of the conversion is right-justified (or
left-justified if the optional flag “−” is specified).

#n

The left precision. The decimal digit string n specifies the maximum
number of digits expected to be formatted to the left of the radix character.
This option can be used to keep the formatted output from multiple calls
to the strfmon() aligned in the same columns. It can also be used to fill
unused positions with a special character as in $***123.45. This option
causes an amount to be formatted as if it has the number of digits
specified by n. If more digit positions are required than the number
specified, this conversion specification is ignored. Digit positions in excess
of those actually required are filled with the numeric fill character. (See the
=f specification above.)
If the thousands grouping is enabled, the behavior is:
1. Format the number as if it is an n digit number.
2. Insert fill characters to the left of the leftmost digit (for example,
$0001234.56 or $***1234.56).
3. Insert the separator character (for example, $0,001,234.56 or
$*,**1,234.56).
4. If the fill character is not the digit zero, the separators are replaced by
the fill character (for example, $****1,234.56).
To ensure alignment, any characters appearing before or after the number
in the formatted output such as currency or sign symbols are padded as
necessary with space characters to make their positive and negative
formats an equal length.
Note: The code point for the # character (in #n) will be determined
according to the current LC_SYNTAX category.
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.p

The right precision. The decimal digit string p specifies the number of
digits after the radix character. If the value of the precision p is zero, no
radix character appears. If this option is not included, a default specified
by the current locale is used. The amount being formatted is rounded to
the specified number of digits prior to formatting.

!

A flag used to suppress the currency symbol from the output conversion.
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Note: The code point for the ! character is determined according to the
current LC_SYNTAX category.
The LC_MONETARY category of the program's locale affects the behavior of this
function including the monetary radix character (which is different from the
numeric radix character affected by the LC_NUMERIC category), the thousands (or
alternative grouping) separator, the currency symbols and formats. The
international currency symbol must be in accordance with those specified in ISO
4217 Codes for the representation of currencies and funds.

Returned Value
If the total number of resulting bytes including the terminating null character is
not more than maxsize, the strfmon() function returns the number of bytes placed
into the array pointed to by s, not including the terminating null character.
Otherwise, zero is returned and the contents of the array are indeterminate.

Example
EDCXBS41:
/* EDCXBS41
This example demonstrates the strfmon() function.
*/
#include <localdef.h>
#include <monetary.h>
#include <stdio.h>
#include <stdlib.h>
int main(void)
{
char
string[100];
/* hold the string returned from strfmon() */
double money = 1234.56;
if (setlocale(LC_ALL, "En_US") == NULL) {
printf("Unable to setlocale().\n");
exit(1);
}
strfmon(string, 100, "%i", money);
printf("%s\n", string);
strfmon(string, 100, "%n", money);
printf("%s\n", string);
}

Output:
USD 1,234.56
$1,234.56

Related Information
v “monetary.h” on page 12
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strftime() — Convert to Formatted Time
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <time.h>
size_t strftime(char *dest, size_t maxsize,
const char *format, const struct tm *timeptr);

General Description
Places characters into the array pointed to by dest according to the string pointed
to by format. The format string is a multibyte character string which contains:
v Conversion specification characters
v Ordinary multibyte characters, which are copied into an array unchanged
The characters that are converted are determined by the LC_CTYPE category of the
current locale and by the values in the tm structure pointed to by timeptr. The tm
structure pointed to by timeptr is usually obtained by calling the gmtime() or
localtime() function.
Table 26. Conversion Specifiers Used by strftime()
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Specifier

Meaning

%a

Replace with abbreviated weekday name of locale.

%A

Replace with full weekday name of locale.

%b

Replace with abbreviated month name of locale.

%B

Replace with full month name of locale.

%c

Replace with date and time of locale.

%C

Replace with locale's century number (year divided by 100 and
truncated).

%d

Replace with day of the month (01-31).

%D

Insert date in mm/dd/yy form, regardless of locale.

%e

Replace with the day of the month as a decimal number (1–31); a
single digit is preceded by a space.

%E[cCxyY]

If the alternative date/time format is not available, the %E
descriptors are mapped to their unextended counterparts. For
example, %EC is mapped to %C.

%Ec

Replace with the locale's alternative date and time representation.

%EC

Replace with the name of the base year (period) in the locale's
alternative representation.

%Ex

Replace with the locale's alternative date representation.

%EX

Replace with the locale's alternative time representation.

%Ey

Replace with the offset from %EC (year only) in the locale's
alternative representation.

%EY

Replace with the full alternative year representation.

%h

Replace with locale's abbreviated month name. This is the same as
%b.
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Table 26. Conversion Specifiers Used by strftime() (continued)
Specifier

Meaning

%H

Replace with hour (24-hour clock) as a decimal number (00-23).

%I

Replace with hour (12-hour clock) as a decimal number (01-12).

%j

Replace with day of the year (001-366).

%m

Replace with month (01-12).

%M

Replace with minute (00-59).

%n

Replace with a new line.

%O[deHImMSUwWy]

If the alternative date/time format is not available, the %O
descriptors are mapped to their unextended counterparts. For
example, %Od is mapped to %d.

%Od

Replace with the day of month, using the locale's alternative
numeric symbols, filled as needed with leading zeroes if there is
any alternative symbol for zero, otherwise with leading spaces.

%Oe

Replace with the day of the month, using the locale's alternative
numeric symbols, filled as needed with leading spaces.

%OH

Replace with the hour (24-hour clock) using the locale's alternative
numeric symbols.

%OI

Replace with the hour (12-hour clock) using the locale's alternative
numeric symbols.

%Om

Replace with the month using the locale's alternative numeric
symbols.

%OM

Replace with the minutes using the locale's alternative numeric
symbols.

%OS

Replace with the seconds using the locale's alternative numeric
symbols.

%OU

Replace with the week number of the year (Sunday as the first
day of the week, rules corresponding to %U) using the locale's
alternative numeric symbols.

%Ow

Replace with the weekday (Sunday=0) using the locale's
alternative numeric symbols.

%OW

Replace with the week number of the year (Monday as the first
day of the week) using the locale's alternative numeric symbols.

%Oy

Replace with the year (offset from %C) in the locale's alternative
representation and using the locale's alternative numeric symbols.

%p

Replace with the locale's equivalent of AM or PM.

%r

Replace with a string equivalent to %I:%M:%S %p; or use
t_fmt_ampm from LC_TIME, if present.

%R

Replace with time in 24 hour notation (%H:%M).

%S

Replace with second (00-61).

%t

Replace with a tab.

%T

Replace with a string equivalent to %H:%M:%S.

%u

Replace with the weekday as a decimal number (1 to 7), with 1
representing Monday.

%U

Replace with week number of the year (00-53) where Sunday is
the first day of the week.

%V

Replace with week number of the year (01-53) where Monday is
the first day of the week.
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Table 26. Conversion Specifiers Used by strftime() (continued)
Specifier

Meaning

%w

Replace with weekday (0-6) where Sunday is 0.

%W

Replace with week number of the year (00-53) where Monday is
the first day of the week.

%x

Replace with date representation of locale.

%X

Replace with time representation of locale.

%y

Replace with year without the century (00-99).

%Y

Replace with year with century.

%Z

Replace with name of time zone, or no characters if time zone is
not available.

%%

Replace with %.

If data has the form of a directive, but is not one of the above, the characters
following the % are copied to the output.
The behavior is undefined when objects being copied overlap. maxsize specifies the
maximum number of characters that can be copied into the array.
strftime() obtains appropriate time-zone name information from LC_TOD. Time
zone name defaults to STD for standard time name, DST for daylight savings time
name, or UTC for coordinated universal time name, as appropriate, if time-zone
name information is unspecified in the current LC_TOD locale category.
Note: The strftime() function requires time-zone name information to convert
the %Z conversion specifier. It is obtained as follows. If the tm structure input to
strftime() was produced by calling localtime(), strftime() converts %Z to the
Standard or Daylight Savings name characters specified by the LC_TOD category.
The tm_isdst flag in the time structure input to strftime() determines whether
%Z is replaced by the Standard or Daylight Savings name characters. If Standard
or Daylight Savings name characters are not available in the current LC_TOD
locale category, strftime() uses the characters STD for Standard or DST for
Daylight Savings time name.
If the tm structure input to strftime() was produced by the gmtime() function,
strftime() replaces %Z by UCTNAME characters specified in the current LC_TOD
locale category or by UTC if UCTNAME is not specified.

Returned Value
Returns the number of characters (bytes) placed into the array, not including the
terminating null character. On error, the value 0 is returned, and the content of the
string is indeterminate.

Example
EDCXBS42:
/* EDCXBS42
This example places characters into the array dest and prints the
resulting string.
*/
#include <stdio.h>
#include <time.h>
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int main(void)
{
char dest[70];
int ch;
time_t temp;
struct tm *timeptr;
temp = time(NULL);
timeptr = localtime(&temp);
ch = strftime(dest,sizeof(dest)-1,"Today is %A,"
" %b %d. \n Time: %I:%M %p", timeptr);
printf("%d characters placed in string to make: \n \n %s", ch, dest);
}

Output:
41 characters placed in string to make:
Today is Friday, Oct 11.
Time: 05:08 pm

Related Information
v
v
v
v
v
v
v

“time.h” on page 18
“asctime() — Convert Time to Character String” on page 31
“ctime() — Convert Time to a Character String” on page 78
“gmtime() — Convert Time to Broken-Down UTC Time” on page 186
“localtime() — Convert Time and Correct for Local Time” on page 219
“setlocale() — Set Locale” on page 292
“time() — Determine Current Time” on page 361
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strlen() — Determine String Length
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
size_t strlen(const char *string);

General Description
The strlen() built-in function determines the length of string pointed to by string,
excluding the terminating null character.

Returned Value
Returns the length of string.

Example
EDCXBS43:
/* EDCXBS43
This example determines the length of the string that is passed
to main.
*/
#include <stdio.h>
#include <string.h>
int main(int argc, char **argv)
{
if ( argc != 2 )
printf( "Usage: %s string\n", argv[0] );
else
printf( "Input string has a length of %i\n", strlen( argv[1] ));
}

Output: (for the input string "How long is this string?")
Input string has a length of 24

Related Information
v
v
v
v
v
v
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“string.h” on page 18
“mblen() — Calculate Length of Multibyte Character” on page 228
“strncat() — Concatenate Strings” on page 328
“strncmp() — Compare Strings” on page 330
“strncpy() — Copy String” on page 332
“wcslen() — Calculate Length of Wide-Character String” on page 400
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strncasecmp() — Case-Insensitive String Comparison
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#include <strings.h>
int strncasecmp(const char *string1, const char *string2, size_t n);

General Description
The strncasecmp() function compares, while ignoring differences in case, the string
pointed to by string1 with the string pointed to by string2. At most, n characters
will be compared.
The string arguments to the function must contain a NULL character (\0), which
marks the end of the string.
The strncasecmp() function is locale sensitive.

Returned Values
Returns a value which indicates the relationship between the strings, but ignoring
case, as follows:
Value
<0
=0
>0

Meaning
String pointed to by string1 is less than string pointed-to by string2.
String pointed to by string1 is equal to string pointed-to by string2.
String pointed to by string1 is greater than string pointed-to by string2.

There are no errno values defined.

Related Information
v
v
v
v

“strings.h” on page 18
“setlocale() — Set Locale” on page 292
“strcspn() — Compare Strings” on page 317
“strcasecmp() — Case-Insensitive String Comparison” on page 308
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strncat() — Concatenate Strings
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
char *strncat(char *string1, const char *string2, size_t count);

General Description
The strncat() function appends the first count characters of string2 to string1 and
ends the resulting string with a null character (\0). If count is greater than the
length of string2, strncat() appends only the maximum length of string2 to
string1. The first character of the appended string overwrites the terminating null
character of the string pointed to by string1.
If copying takes place between overlapping objects, the behavior is undefined.

Returned Value
Returns the value string1, the concatenated string.

Example
EDCXBS44:
/* EDCXBS44
This example demonstrates the difference between strcat() and
strncat(). strcat() appends the entire second string to the first,
whereas strncat() appends only the specified number of characters
in the second string to the first.
*/
#include <stdio.h>
#include <string.h>
#define SIZE 40
int main(void)
{
char buffer1[SIZE] = "computer";
char * ptr;
/* Call strcat with buffer1 and " program" */
ptr = strcat( buffer1, " program" );
printf( "strcat : buffer1 = \"%s\"\n", buffer1 );
/* Reset buffer1 to contain just the string "computer" again */
memset( buffer1, ’\0’, sizeof( buffer1 ));
ptr = strcpy( buffer1, "computer" );
/* Call strncat() with buffer1 and " program" */
ptr = strncat( buffer1, " program", 3 );
printf( "strncat: buffer1 = \"%s\"\n", buffer1 );
}

Output:
strcat : buffer1 = "computer program"
strncat: buffer1 = "computer pr"
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Related Information
v
v
v
v
v
v
v

“string.h” on page 18
“strcat() — Concatenate Strings” on page 309
“strncmp() — Compare Strings” on page 330
“strncpy() — Copy String” on page 332
“strpbrk() — Find Characters in String” on page 334
“strrchr() — Find Last Occurrence of Character in String” on page 339
“strspn() — Search String” on page 340
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strncmp() — Compare Strings
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
int strncmp(const char *string1, const char *string2, size_t count);

General Description
The strncmp() function compares at most the first count characters of the string
pointed to by string1 to the string pointed to by string2.
The string arguments to the function should contain a null character (\0) marking
the end of the string.
The relation between the strings is determined by the sign of the difference
between the values of the leftmost first pair of characters that differ. The values
depend on character encoding. This function is not locale sensitive.

Returned Value
Returns a value indicating the relationship between the substrings, as follows:
Value Meaning
Less than 0
String pointed to by substring1 less than string pointed to by substring2
0
String pointed to by substring1 equivalent to string pointed to by substring2
Greater than 0
String pointed to by substring1 greater than string pointed to by substring2

Example
EDCXBS45:
/* EDCXBS45
This example demonstrates the difference between strcmp() and
strncmp().
*/
#include <stdio.h>
#include <string.h>
#define SIZE 10
int index = 3;
int main(void)
{
int result;
char buffer1[SIZE] = "abcdefg";
char buffer2[SIZE] = "abcfg";
void print_result( int, char *, char * );
result = strcmp( buffer1, buffer2 );
printf( "strcmp: compares each character\n");
print_result( result, buffer1, buffer2 );
result = strncmp( buffer1, buffer2, index);
printf( "\nstrncmp: compares only the first %i characters\n", index );
print_result( result, buffer1, buffer2 );

330

LE/VSE V1R4.7 C Run-Time Library Reference

strncmp
}
void print_result( int res, char * p_buffer1, char * p_buffer2 )
{
if ( res == 0 )
printf( "first %i characters of \"%s\" is identical to \"%s\"\n",
index, p_buffer1, p_buffer2);
else if ( res < 0 )
printf( "\"%s\" is less than \"%s\"\n", p_buffer1, p_buffer2 );
else
printf( "\"%s\" is greater than \"%s\"\n", p_buffer1, p_buffer2 );
}

Output:
strcmp: compares each character
"abcdefg" is less than "abcfg"
strncmp: compares only the first 3 characters
first 3 characters of "abcdefg" is identical to "abcfg"

Related Information
v
v
v
v
v
v
v
v

“memcmp() — Compare Bytes” on page 243
“strcmp() — Compare Strings” on page 311
“strcspn() — Compare Strings” on page 317
“strncat() — Concatenate Strings” on page 328
“strncpy() — Copy String” on page 332
“strpbrk() — Find Characters in String” on page 334
“strrchr() — Find Last Occurrence of Character in String” on page 339
“strspn() — Search String” on page 340

Chapter 2. Library Functions

331

strncpy

strncpy() — Copy String
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
char *strncpy(char *string1, const char *string2, size_t count);

General Description
The strncpy() function copies at most count characters of string2 to string1. If count
is less than or equal to the length of string2, a null character (\0) is not appended
to the copied string. If count is greater than the length of string2, the string1 result
is padded with null characters (\0) up to length count.
If copying takes place between objects that overlap, the behavior is undefined.

Returned Value
Returns string1.

Example
EDCXBS46:
/* EDCXBS46
This example demonstrates the difference between strcpy() and
strncpy().
*/
#include <stdio.h>
#include <string.h>
#define SIZE

40

int main(void)
{
char source[ SIZE ] = "123456789";
char source1[ SIZE ] = "123456789";
char destination[ SIZE ] = "abcdefg";
char destination1[ SIZE ] = "abcdefg";
char * return_string;
int
index = 5;
/* This is how strcpy works */
printf( "destination is originally = ’%s’\n", destination );
return_string = strcpy( destination, source );
printf( "After strcpy, destination becomes ’%s’\n\n", destination );
/* This is how strncpy works */
printf( "destination1 is originally = ’%s’\n", destination1 );
return_string = strncpy( destination1, source1, index );
printf( "After strncpy, destination1 becomes ’%s’\n", destination1 );
}

Output:
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destination is originally = ’abcdefg’
After strcpy, destination becomes ’123456789’
destination1 is originally = ’abcdefg’
After strncpy, destination1 becomes ’12345fg’

Related Information
v
v
v
v
v
v
v
v

“string.h” on page 18
“memcpy() — Copy Buffer” on page 245
“strcpy() — Copy String” on page 315
“strncat() — Concatenate Strings” on page 328
“strncmp() — Compare Strings” on page 330
“strpbrk() — Find Characters in String” on page 334
“strrchr() — Find Last Occurrence of Character in String” on page 339
“strspn() — Search String” on page 340
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strpbrk() — Find Characters in String
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
char *strpbrk(const char *string1, const char *string2);

General Description
Locates the first occurrence in the string pointed to by string1 of any character
from the string pointed to by string2.

Returned Value
Returns a pointer to the character. If string1 and string2 have no characters in
common, NULL is returned.

Example
EDCXBS47:
/* EDCXBS47
This example returns a pointer to the first occurrence in the
array string of either a or b.
*/
#include <stdio.h>
#include <string.h>
int main(void)
{
char *result, *string = "A Blue Danube";
char *chars = "ab";
result = strpbrk(string, chars);
printf("The first occurrence of any of the characters \"%s\" in "
"\"%s\" is \"%s\"\n", chars, string, result);
}

Output:
The first occurrence of any of the characters "ab" in "The Blue Danube"
is "anube"

Related Information
v
v
v
v
v
v
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“string.h” on page 18
“strchr() — Search for Character” on page 310
“strcspn() — Compare Strings” on page 317
“strncmp() — Compare Strings” on page 330
“strrchr() — Find Last Occurrence of Character in String” on page 339
“strspn() — Search String” on page 340

LE/VSE V1R4.7 C Run-Time Library Reference

strptime

strptime() — Date and Time Conversion
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <time.h>
char *strptime(const char *buf, const char *fmt, struct tm *tm)

External Entry Point: @@STRPTM

General Description
Converts the character string pointed to by buf to values that are stored in the tm
structure pointed to by tm, using the format specified by fmt.
The fmt is composed of zero or more directives. Each directive is composed of one
of the following: one or more white-space characters (as determined by the
isspace() function); an ordinary character (neither % nor a white-space character);
or a conversion specification. Each conversion specification is composed of a %
character followed by a conversion character that specifies the replacement
required. There must be white-space or other non-alphanumeric characters between
any two conversion specifications.
Table 27. Conversion Specifiers Used by strptime()
Specifier

Meaning

%a

Day of week, using locale's abbreviated or full weekday name.

%A

Day of week, using locale's abbreviated or full weekday name.

%b

Month, using locale's abbreviated or full month name.

%B

Month, using locale's abbreviated or full month name.

%c

Date and time, using locale's date and time.

%C

Century number (year divided by 100 and truncated to an integer).

%d

Day of the month (1-31; leading zeros permitted but not required).

%D

Date as %m/%d/%y.

%e

Day of the month (1-31; leading zeros permitted but not required).

%h

Month, using locale's abbreviated or full month name.

%H

Hour (0-23; leading zeros permitted but not required).

%I

Hour (0-12; leading zeros permitted but not required).

%j

Day number of the year (001-366).

%m

Month number (1-12; leading zeros are permitted but not required).

%M

Minute (0-59; leading zeros are permitted but not required).

%n

New-line character.

%p

Locale's equivalent of AM or PM.

%r

Time as %I:%M:%S a.m. or %I:%M:%S p.m.

%R

Time in 24 hour notation (%H%M).

%S

Seconds (0-61; leading zeros are permitted but not required).

%t

Tab character.
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Table 27. Conversion Specifiers Used by strptime() (continued)
Specifier

Meaning

%T

Time as %H:%M:%S.

%U

Week number of the year (0-53; where Sunday is the first day of the week;
leading zeros are permitted but not required).

%w

Weekday (0-6; where Sunday is 0; leading zeros are permitted but not
required).

%W

Week number of the year (0-53; where Monday is the first day of the
week; leading zeros are permitted but not required).

%x

Date, using locale's date format.

%X

Time, using locale's time format.

%y

Year within century (0-99; leading zeros are permitted but not required).

%Y

Year, including century.

%Z

Time zone name.

%%

Replace with %.

Modified Directives
Some directives can be modified by the E or O modifier characters to indicate that
an alternative format or specification should be used rather than the one normally
used by the unmodified directive. If the alternative format or specification does not
exist in the current locale, the behavior will be as if the unmodified directive were
used.
Table 28. Modified Directives Used by strptime()
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Specifier

Meaning

%Ec

Replace with the locale's alternative date and time representation.

%EC

Replace with the name of the base year (period) in the locale's alternative
representation.

%Ex

Replace with the locale's alternative date representation.

%EX

Replace with the locale's alternative time representation.

%Ey

Replace with the offset from %EC (year only) in the locale's alternative
representation.

%EY

Replace with the full alternative year representation.

%Od

Replace with the day of month, using the locale's alternative numeric
symbols, filled as needed with leading zeroes if there is any alternative
symbol for zero, otherwise with leading spaces.

%Oe

Replace with the day of the month, using the locale's alternative numeric
symbols, filled as needed with leading spaces.

%OH

Replace with the hour (24-hour clock) using the locale's alternative numeric
symbols.

%OI

Replace with the hour (12-hour clock) using the locale's alternative numeric
symbols.

%Om

Replace with the month using the locale's alternative numeric symbols.

%OM

Replace with the minutes using the locale's alternative numeric symbols.

%OS

Replace with the seconds using the locale's alternative numeric symbols.
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Table 28. Modified Directives Used by strptime() (continued)
Specifier

Meaning

%OU

Replace with the week number of the year (Sunday as the first day of the
week, rules corresponding to %U) using the locale's alternative numeric
symbols.

%Ow

Replace with the weekday (Sunday=0) using the locale's alternative numeric
symbols.

%OW

Replace with the week number of the year (Monday as the first day of the
week) using the locale's alternative numeric symbols.

%Oy

Replace with the year (offset from %C) in the locale's alternative
representation and using the locale's alternative numeric symbols.

A directive composed of white-space characters is executed by scanning input up
to the first character that is not white space (which remains unscanned) or until no
more characters can be scanned.
A directive that is an ordinary character is executed by scanning the next character
from the buffer. If the character scanned from the buffer differs from the one
comprising the directive, the directive fails, and the differing and subsequent
characters remain unscanned.
A series of directives composed of %n, %t, white-space characters or any
combination is executed by scanning up to the first character that is not white
space (which remains unscanned), or until no more characters can be scanned.
Any other conversion specification is executed by scanning characters until a
character matching the next directive is scanned, or until no more characters can be
scanned. These characters, excepting the one matching the next directive, are then
compared to the locale values associated with the conversion specifier. If a match is
found, values for the appropriate tm structure members are set to values
corresponding to the locale information. Case is ignored when matching items in
buf such as month or weekday names. If no match is found, strptime() fails and
no more characters are scanned.

Returned Value
Upon successful completion strptime() returns a pointer to the character following
the last character parsed. Otherwise, a null pointer is returned.

Example
EDCXBS48:
/* EDCXBS48
This example demonstrates the strptime() function.
*/
#include <stdio.h>
#include <stdlib.h>
#include <time.h>
#include <localdef.h>
int main(void)
{
struct tm xmas;
if (strptime("12/25/93 13:30:00", "%D %T", &xmas) == NULL) {
printf("strptime() failed.\n");
exit(1);
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}
printf("tm_sec
printf("tm_min
printf("tm_hour
printf("tm_mday
printf("tm_mon
printf("tm_year
printf("tm_wday
printf("tm_yday

=%3d\n",
=%3d\n",
=%3d\n",
=%3d\n",
=%3d\n",
=%3d\n",
=%3d\n",
=%3d\n",

}

Output:
tm_sec
tm_min
tm_hour
tm_mday
tm_mon
tm_year
tm_wday
tm_yday

= 0
= 30
= 13
= 25
= 11
= 93
= 0
=358

Related Information
v “time.h” on page 18
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xmas.tm_sec
xmas.tm_min
xmas.tm_hour
xmas.tm_mday
xmas.tm_mon
xmas.tm_year
xmas.tm_wday
xmas.tm_yday

);
);
);
);
);
);
);
);

strrchr

strrchr() — Find Last Occurrence of Character in String
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
char *strrchr(const char *string, int c);

General Description
The strrchr() built-in function finds the last occurrence of c (converted to a char)
in string. The ending null character is considered part of the string.

Returned Value
Returns a pointer to the last occurrence of c in string. If the given character is not
found, NULL is returned.

Example
EDCXBS49:
/* EDCXBS49
This example compares the use of strchr() and strrchr().
It searches the string for the first and last occurrence of p.
*/
#include <stdio.h>
#include <string.h>
#define SIZE 40
int main(void) {
char buf[SIZE] = "computer program";
char * ptr;
int
ch = ’p’;
ptr = strchr( buf, ch );
/* This illustrates strchr() */
printf( "The first occurrence of %c in ’%s’ is ’%s’\n",
ch, buf, ptr );
ptr = strrchr( buf, ch );
/* This illustrates strrchr() */
printf( "The last occurrence of %c in ’%s’ is ’%s’\n",
ch, buf, ptr );
}

Output:
The first occurrence of p in ’computer program’ is ’puter program’
The last occurrence of p in ’computer program’ is ’program’

Related Information
v
v
v
v
v
v
v

“string.h” on page 18
“memchr() — Search Buffer” on page 242
“strchr() — Search for Character” on page 310
“strcspn() — Compare Strings” on page 317
“strncmp() — Compare Strings” on page 330
“strpbrk() — Find Characters in String” on page 334
“strspn() — Search String” on page 340
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strspn() — Search String
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
size_t strspn(const char *string1, const char *string2);

General Description
Calculates the length of the maximum initial portion of the string pointed to by
string1 that consists entirely of the characters contained in the string pointed to by
string2.

Returned Value
Returns the length of the substring found.

Example
EDCXBS50:
/* EDCXBS50
This example finds the first occurrence in the array string of a
character that is neither an a, b, nor c. Because the string in
this example is cabbage, strspn() returns 5, the length of the
segment of cabbage before a character that is not an a, b or c.
*/
#include <stdio.h>
#include <string.h>
int main(void)
{
char * string = "cabbage";
char * source = "abc";
int index;
index = strspn( string, "abc" );
printf( "The first %d characters of \"%s\" are found in \"%s\"\n",
index, string, source );
}

Output:
The first 5 characters of "cabbage" are found in "abc"

Related Information
v
v
v
v
v
v
v
v
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“string.h” on page 18
“strcat() — Concatenate Strings” on page 309
“strchr() — Search for Character” on page 310
“strcmp() — Compare Strings” on page 311
“strcpy() — Copy String” on page 315
“strcspn() — Compare Strings” on page 317
“strpbrk() — Find Characters in String” on page 334
“strrchr() — Find Last Occurrence of Character in String” on page 339
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strstr() — Locate Substring
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <string.h>
char *strstr(const char *string1, const char *string2);

General Description
Finds the first occurrence of the string pointed to by string2 (excluding the null
character) in the string pointed to by string1.

Returned Value
Returns a pointer to the beginning of the first occurrence of string2 in string1. If
string2 does not appear in string1, strstr() returns NULL. If string2 points to a
string with zero length, strstr() returns string1.

Example
EDCXBS51:
/* EDCXBS51
This example locates the string haystack in the string
"needle in a haystack".
*/
#include <stdio.h>
#include <string.h>
int main(void)
{
char *string1 = "needle in a haystack";
char *string2 = "haystack";
char *result;
result = strstr(string1,string2);
/* Result = a pointer to "haystack" */
printf("%s\n", result);
}

Output:
haystack

Related Information
v
v
v
v
v
v
v
v

“string.h” on page 18
“strchr() — Search for Character” on page 310
“strcmp() — Compare Strings” on page 311
“strcspn() — Compare Strings” on page 317
“strncmp() — Compare Strings” on page 330
“strpbrk() — Find Characters in String” on page 334
“strrchr() — Find Last Occurrence of Character in String” on page 339
“strspn() — Search String” on page 340
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strtocoll() — Return Collating Element for String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <collate.h>
collel_t strtocoll(char *s);

External Entry Point: @@STRCOL

General Description
Determines whether the string pointed to by s represents the valid element as
defined in the LC_COLLATE category of the current locale.
If a string pointed to by s contains only one character, the collating element
representing this character always exists. Otherwise, a valid collating element exists
if the LC_COLLATE category contains the definition of a sequence of characters
that collate as one for the purpose of culture-sensitive string comparison. This
many-characters-to-one-collating element relation is also called many-to-one
mapping.

Returned Value
The type collel_t represents the collating elements. If many-to-one mapping is not
defined in the LC_COLLATE of the current locale, then (collel_t)-1 is returned.
Also, if the string is not a valid collating element or is of zero length, (collel_t)-1
is returned.

Example
EDCXBS52:
/* EDCXBS52
This example uses the strtocoll() function to get the collel_t
value for the start and end collating-elements for the
collrange() function.
*/
#include <stdio.h>
#include <stdlib.h>
#include <locale.h>
#include <collate.h>
#include <wchar.h>
#include <wctype.h>
main(int argc, char *argv[]) {
collel_t s, e, *rp;
int i;
setlocale(LC_ALL, "");
if ((s = strtocoll(argv[1])) == (collel_t)-1) {
printf("%s collating element not defined\n", argv[1]);
exit(1);
}
if ((e = strtocoll(argv[2])) == (collel_t)-1) {
printf("%s collating element not defined\n", argv[2]);
exit(1);
}
if ((i = collrange(s, e, &rp)) == -1) {
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printf("Invalid range for %s to %s\n", argv[1], argv[2]);
exit(1);
}
for (; i-- > 0; rp++) {
if (ismccollel(*rp))
printf("’%s’ ", colltostr(*rp));
else if (iswprint(*rp))
printf("’%lc’ ", *rp);
else
printf("’%x’ ", *rp);
}
}

Related Information
v
v
v
v
v
v
v
v
v
v

“collate.h” on page 2
“cclass() — Return Characters in a Character Class” on page 49
“collequiv() — Return a List of Equivalent Collating Elements” on page 60
“collorder() — Return List of Collating Elements” on page 62
“collrange() — Calculates the Range List of Collating Elements” on page 64
“colltostr() — Return a String for a Collating Element” on page 66
“getmccoll() — Get Next Collating Element from String” on page 177
“getwmccoll() — Get Next Collating Element from Wide String” on page 185
“ismccollel() — Identify a Multi-Character Collating Element” on page 202
“maxcoll() — Return Maximum Collating Element” on page 227
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strtod() — Convert Character String to double
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <stdlib.h>
double strtod(const char *nptr, char **endptr);

General Description
Converts a part of a character string, pointed to by nptr, to a double. The
parameter nptr points to a sequence of characters that can be interpreted as a
numerical value of the type double.
The strtod() function breaks the string into three parts:
1. A sequence of white-space characters (as specified for the current locale, see
isspace())
2. The sequence of characters of the floating-point constant format (the subject
string)
3. A sequence of unrecognized characters (including a null character)
The function then attempts to convert the subject string into the floating-point
number. The format of the expected string is as follows:



whitespace

+
−

digits
.
.

digits

digits



e
E

+
−

digits

The subject string is the longest string that matches the expected form.
The pointer to the last string successfully converted is stored in the object pointed
to by endptr, provided that endptr is not NULL. If the subject string is empty or it
does not have the expected form, then no conversion is performed. The value of
nptr is stored in the object pointed to by endptr.

Returned Value
Returns the value of the floating-point number, except when the representation
causes an underflow or overflow. In an overflow, it returns HUGE_VAL or or
−HUGE_VAL. In an underflow, it returns 0. In both cases, strtod() sets errno to
ERANGE, depending on the base of the value. If no conversion is performed,
strtod() returns 0.

Example
EDCXBS53:
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/* EDCXBS53
This example converts a string to a double value. It prints out
the converted value and the substring that stopped the conversion.
*/
#include <stdlib.h>
#include <stdio.h>
int main(void)
{
char *string, *stopstring;
double x;
string = "3.1415926This stopped it";
x = strtod(string, &stopstring);
printf("string = %s\n", string);
printf("
strtod = %f\n", x);
printf("
Stopped scan at %s\n\n", stopstring);
string = "100ergs";
x = strtod(string, &stopstring);
printf("string = %s\n", string);
printf("
strtod = %f\n", x);
printf("
Stopped scan at %s\n", stopstring);
}

Output:
string = 3.1415926This stopped it
strtod = 3.141593
Stopped scan at This stopped it
string = 100ergs
strtod = 100.000000
Stopped scan at ergs

Related Information
v
v
v
v
v
v
v

“stdlib.h” on page 17
“fscanf() – scanf() – sscanf() — Read and Format Data” on page 154
“atof() — Convert Character String to double” on page 40
“atoi() — Convert Character String to integer” on page 41
“atol() — Convert Character String to long” on page 42
“strtol() — Convert Character String to long” on page 348
“strtoul() — Convert String to unsigned integer” on page 350
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strtok() — Tokenize String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <string.h>
char *strtok(char *string1, const char *string2);

General Description
Breaks a character string, pointed to by string1, into a sequence of tokens. The
tokens are separated from one another by the characters in the string pointed to by
string2.
The token starts with the first character not in the string pointed to by string2. If
such a character is not found, there are no tokens in the string. strtok() returns a
null pointer. The token ends with the first character contained in the string pointed
to by string2. If such a character is not found, the token ends at the terminating
null character. Subsequent calls to strtok() will return the null pointer. If such a
character is found, then it is overwritten by a null character, which terminates the
token.
If the next call to strtok() specifies a null pointer for string1, the tokenization
resumes at the first character following the found and overwritten character from
the previous cal ! For example:
/* Here are two calls
strtok(string," ")
strtok(NULL," ")

*/

/* Here is the string they are processing */
abc defg hij
first call finds ↑
↑ second call starts

Returned Value
The first time strtok() is called, it returns a pointer to the first token in string1. In
later calls with the same token string, strtok() returns a pointer to the next token
in the string. When there are no more tokens, strtok() returns NULL. All tokens are
null-terminated.

Example
EDCXBS54:
/* EDCXBS54
Using a loop, this example gathers tokens, separated by semicolons
or commas, from a string until no tokens are left.
The last call to strtok() returns NULL and the loop ends.
*/
#include <stdio.h>
#include <string.h>
int main(void)
{
char *token, *string =
"a string, of,; ;;;,tokens\0,after null terminator";
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/* The string pointed to by string is broken up into the tokens
"a string", " of", " ", and "tokens" ; the null terminator
(\0) is encountered and execution stops after the token
"tokens"
*/
token = strtok(string, ",");
do {
printf("token: \"%s\"\n", token);
}
while (token = strtok(NULL, ",;"));
}

Output:
token:
token:
token:
token:

"a string"
" of"
" "
"tokens"

Related Information
v
v
v
v
v
v
v

“string.h” on page 18
“strcat() — Concatenate Strings” on page 309
“strchr() — Search for Character” on page 310
“strcmp() — Compare Strings” on page 311
“strcpy() — Copy String” on page 315
“strcspn() — Compare Strings” on page 317
“strspn() — Search String” on page 340
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strtol() — Convert Character String to long
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

X

Extension

X

Format
#include <stdlib.h>
long int strtol(const char *nptr, char **endptr, int base);

General Description
Converts nptr, a character string, to a long int value.
The function decomposes the entire string into three parts:
1. A sequence of characters, which in the current locale are defined as white-space
characters. This part may be empty.
2. A sequence of characters interpreted as integer in some base notation. This is
the subject sequence.
3. A sequence of unrecognized characters.
The base notation is determined by base, if base is greater than zero. If base is zero,
the base notation is determined by the format of the sequence of characters that
follow an optional plus—or optional minus—sign:
10

Sequence starts with nonzero decimal digit.

8

Sequence starts with 0, followed by a sequence of digits with values from 0
to 7.

16

Sequence starts with either 0x or 0X, followed by digits, and letters A
through F or a through f.

If the base is greater than zero, the subject sequence contains decimal digits and
letters, possibly preceded by either a plus or a minus sign. The letters a (or A)
through z (or Z) represent values from 10 through 36, but only those letters whose
value is less than the value of the base are allowed.
When you use the strtol() function, nptr should point to a string with the
following form:



whitespace

+
−

0
0x
0X

digits

The pointer to the converted characters, even if conversion was unsuccessful, is
stored in the object pointed to by endptr, as long as endptr is not a null pointer.

Returned Value
Returns the converted long int value, except when the representation causes an
overflow. In the case of an overflow, it returns LONG_MAX or LONG_MIN, according to
the sign of the value and errno is set to ERANGE. If base is not a valid number, or
has the value 1, the strtol() function returns zero and sets errno to EDOM. If the
string pointed to by nptr does not have the expected form, no conversion is
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performed, zero is returned, and the value of nptr is stored in the object pointed to
by endptr, provided that endptr is not NULL.

Example
EDCXBS55:
/* EDCXBS55
This example converts the strings to a long.
It prints out the converted value and the substring that stopped
the conversion.
*/
#include <stdlib.h>
#include <stdio.h>
int main(void)
{
char *string, *stopstring;
long l;
int bs;
string = "10110134932";
printf("string = %s\n", string);
for (bs = 2; bs <= 8; bs *= 2)
{
l = strtol(string, &stopstring, bs);
printf("
strtol = %ld (base %d)\n", l, bs);
printf("
Stopped scan at %s\n\n", stopstring);
}
}

Output:
string = 10110134932
strtol = 45 (base 2)
Stopped scan at 34932
strtol = 4423 (base 4)
Stopped scan at 4932
strtol = 2134108 (base 8)
Stopped scan at 932

Related Information
v
v
v
v
v
v
v

“stdlib.h” on page 17
“fscanf() – scanf() – sscanf() — Read and Format Data” on page 154
“atof() — Convert Character String to double” on page 40
“atoi() — Convert Character String to integer” on page 41
“atol() — Convert Character String to long” on page 42
“strtod() — Convert Character String to double” on page 344
“strtoul() — Convert String to unsigned integer” on page 350
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strtoul() — Convert String to unsigned integer
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <stdlib.h>
unsigned long int strtoul(const char *string1, char **string2, int base);

General Description
Converts string1, a character string, to an unsigned long int value.
The function decomposes the entire string into three parts:
1. A sequence of characters, which in the current locale are defined as white-space
characters. This part may be empty.
2. A sequence of characters interpreted as an unsigned integer in some base
notation. This is the subject sequence.
3. A sequence of unrecognized characters.
The base notation is determined by base, if base is greater than zero. If base is zero,
the base notation is determined by the format of the sequence of characters that
follow an optional plus—or optional minus—sign:
10

Sequence starts with nonzero decimal digit.

8

Sequence starts with 0, followed by a sequence of digits with values from 0
to 7.

16

Sequence starts with either 0x or 0X, followed by digits, and letters A
through F or a through f.

If the base is greater than zero, the subject sequence contains decimal digits and
letters, possibly preceded by either a plus or a minus sign. The letters a (or A)
through z (or Z) represent values from 10 through 36, but only those letters whose
value is less than the value of the base are allowed. The function stops reading the
string at the first character that it cannot recognize as part of a number. This
character can be the first numeric character greater than or equal to the base. The
strtoul() function sets string2 to point to the resulting output string if a
conversion is performed and provided that string2 is not NULL.
When you are using the strtoul() function, string1 should point to a string with
the following form:



whitespace

+
−

0
0x
0X

digits

If base is in the range of 2 through 36, it becomes the base of the number. If base is
0, the prefix determines the base (8, 16, or 10): the prefix 0 means base 8; the prefix
0x or 0X means base 16; using any other digit without a prefix means decimal.
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The pointer to the converted characters, even if conversion was unsuccessful, is
stored in the object pointed to by endptr, as long as endptr is not a null pointer.

Returned Value
Returns the converted unsigned long int value, represented in the string, or
returns the value 0 if no conversion could be performed. For an overflow,
strtoul() returns ULONG_MAX and sets errno to ERANGE. If base is not a valid number,
or it has the value 1, the function returns zero and sets errno to EDOM. If the subject
sequence starts with a minus sign, the converted value is negated.

Example
EDCXBS56:
/* EDCXBS56
This example converts the string to an unsigned long value.
It prints out the converted value and the substring that stopped the
conversion.
*/
#include <stdio.h>
#include <stdlib.h>
#define BASE 2
int main(void)
{
char *string, *stopstring;
unsigned long ul;
string = "1000e13 e";
printf("string = %s\n", string);
ul = strtoul(string, &stopstring, BASE);
printf("
strtoul = %ld (base %d)\n", ul, BASE);
printf("
Stopped scan at %s\n\n", stopstring);
}

Output:
string = 1000e13 e
strtoul = 8 (base 2)
Stopped scan at e13 e

Related Information
v
v
v
v
v
v
v

“stdlib.h” on page 17
“fscanf() – scanf() – sscanf() — Read and Format Data” on page 154
“atof() — Convert Character String to double” on page 40
“atoi() — Convert Character String to integer” on page 41
“atol() — Convert Character String to long” on page 42
“strtod() — Convert Character String to double” on page 344
“strtol() — Convert Character String to long” on page 348
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strxfrm() — Transform String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <string.h>
size_t strxfrm(char *s1, const char *s2, size_t n);

General Description
Transforms the string pointed to by s2 and places the resulting string into the array
pointed to by s1. The transformation is determined by the program's locale. The
transformed string is not necessarily readable, but can be used with the strcmp()
or strncmp() functions.
The transformation is such that, if strcmp() or strncmp() were applied to the two
transformed strings, the results would be the same as applying the strcoll()
function to the two corresponding untransformed strings.
No more than n bytes are placed into the area pointed to by s1, including the
terminating null byte. If n is zero, s1 is allowed to be a null pointer.

Returned Value
Returns the length of the transformed string (excluding the null byte). When n is
zero and s1 is a null pointer, the length returned is the number of bytes minus one
required to contain the transformed string.
The strxfrm() function returns (size_t)−1 on error and sets errno to indicate the
error.
Notes:
v The string returned by the strxfrm() function contains the weights for each
order of the characters within the string. As a result, the string returned may be
longer than the input string, and does not contain printable characters.
v The strxfrm() function issues a malloc() when the LC_COLLATE category
specifies backward on the order_start keyword, the substitute keyword is specified,
or the locale has one-to-many mapping. The strxfrm() function will fail if the
malloc() fails.
v If the locale supports double-byte characters (MB_CUR_MAX specified as 4), the
strxfrm() function validates the multibyte characters, whereas previously the
strxfrm() function did not validate the string. The strxfrm() function will fail if
the string contains invalid multibyte characters.
v If MB_CUR_MAX is defined as 4, and no collation is defined for DBCS chars in the
current locale, the DBCS characters will collate after the single-byte characters.

Example
EDCXBS57:
/* EDCXBS57
This example uses strxfrm() to transform two strings.
*/
#include <collate.h>
#include <stdlib.h>
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#include <stdio.h>
#include <string.h>
int main(void)
{
char *string1="string1", *string2="string2";
char *newstring1, *newstring2;
int length1, length2;
length1=strxfrm(NULL, string1, 0);
length2=strxfrm(NULL, string2, 0);
if (((newstring1=(char *)calloc(length1+1, 1))==NULL) ¦¦
((newstring2=(char *)calloc(length2+1, 1))==NULL))
{
printf("insufficient memory\n");
exit(99);
}
if ((strxfrm(newstring1, string1, length1+1) != length1) ¦¦
(strxfrm(newstring2, string2, length2+1) != length2))
{
printf("error in string processing\n");
exit(99);
}
if (strcoll(string1, string2) != strcmp(newstring1, newstring2))
{
printf("wrong results\n");
exit(99);
}
printf("correct results\n");
exit(0);
}

Related Information
v
v
v
v
v
v

“string.h” on page 18
“localeconv() — Query Numeric Conventions” on page 217
“setlocale() — Set Locale” on page 292
“strcmp() — Compare Strings” on page 311
“strcoll() — Compare Strings” on page 313
“strncmp() — Compare Strings” on page 330
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svc99() — Access Supervisor Call
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <stdio.h>
int svc99(void *pointer);

External Entry Point: @@SVC99

General Description
Dynamic allocation using SVC 99 is not supported under VSE. However, the
svc99() function is retained for compatibility with other platforms.

Returned Value
If the input pointer is NULL, svc99() returns 0.
If the input pointer is not NULL, svc99() returns −1.

Related Information
v “stdio.h” on page 15
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swprintf() — Write Wide Characters to a Wide-Character Array
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
int swprintf(wchar_t *wcs, size_t n, const wchar_t *format, ...);

General Description
The swprintf() function is equivalent to sprintf(), except for the following:
v The argument wcs specifies an array of type wchar_t into which the generated
output is to be written, rather than an array of type char.
v The argument format specifies an array of type wchar_t that describes how
subsequent arguments are converted for output, rather than an array of type
char.
v %c without a l prefix means an int argument is to be converted to wchar_t, as
if mbtowc() were called, and then written.
v %c with l prefix means a wint_t is converted to wchar_t and then written.
v %s without an l prefix means a character array containing a multibyte character
sequence is to be converted to an array of wchar_ts and then written. The
conversion will take place as if mbrtowc() were called repeatedly.
v %s with l prefix means an array of wchar_ts will be written. The array is
written up to but not including the terminating null character, unless the
precision specifies a shorter output.
A null wide character is written at the end of the wide characters written; the null
wide character is not counted as part of the returned sum. If copying takes place
between objects that overlap, the behavior is undefined.

Returned Value
Returns the number of wide characters written in the array, not counting the
terminating null wide character.

Related Information
v “wchar.h” on page 20
v sprintf(), in “fprintf() - printf() - sprintf() — Format and Write Data”
on page 132
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swscanf() — Read a Wide-Character String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
int swscanf(const wchar_t *wcs, const wchar_t *format, ...);

General Description
The swscanf() function is equivalent to sscanf(), except for the following:
v The argument wcs specifies an array of type wchar_t from which the input is to
be obtained, rather than an array of type char.
v The argument format specifies an array of type wchar_t that describes the
admissible input sequences and how they are to be converted for assignment,
rather than an array of type char.
v %c with no l prefix means one or more (depending on precision) wchar_ts is to
be converted to multibyte characters, as if by repeated calls to wcrtomb(), and
copied to the character array pointed to by the corresponding argument.
v %c with the l prefix means one or more (depending on precision) wchar_ts is
copied to the array of wchar_ts pointed to by the corresponding argument.
v %s with no l prefix means a sequence of non-white wchar_ts will be converted,
as if by repeated calls to wcrtomb(), and copied, including the terminating null
character, to the character array pointed to by the corresponding argument.
v %s with the l prefix means an array of wchar_ts will be copied, including the
terminating null wide character, to the array of wchar_ts pointed to by the
corresponding argument.
Reaching the end of the wide character string is equivalent to reaching the end of
the char string for the sscanf() function. If copying takes place between objects
that overlap, the behavior is undefined.

Returned Value
Returns EOF if an input failure occurs before any conversion. Otherwise, the
swscanf() function returns the number of input items assigned, which can be
fewer than provided for, or even zero, in the event of an early matching failure.

Related Information
v “wchar.h” on page 20
v “fscanf() – scanf() – sscanf() — Read and Format Data” on page 154
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system

system() — Execute a Command
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

X

.4a

X

XPG4

Extension

X

Format
#include <stdlib.h>
int system(const char *string);

General Description
Using the system() function, you can call REXX procedures or other phases. The
system() function is not supported under CICS.
Note: The called phase must not terminate with an EOJ macro; otherwise, control
will not be returned.
If the specified phase is a LE/VSE C Run-Time phase, full initialization and
termination will be performed (automatic closing of files and releasing of fetched
phases). To pass information across a system() call, use memory files. Memory
files are not removed until the root program terminates or clrmemf() is used.
The string argument can be in either of the following two formats:
 phase-name


run-time-options/



program-parameters

PGM=phase-name


,PARM='

'
run-time-options/

program-parameters

Returned Value
If the argument is a null pointer, the system() function returns nonzero if a
command processor exists and the value 0 if it does not exist.
If you have TRAP(ON) and a signal handler for a certain exception that occurs in the
system() call, the signal handler may be invoked to handle the exception.

Example
EDCXBS61:
/* EDCXBS61
This example demonstrates how to use the system() function to
execute another phase. This example assumes you have a
phase called CSYSTEMB.
*/
#include <stdio.h>
#include <stdlib.h>
int main(void) {
printf("EDCXBS61: In EDCXBS61\n");
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/* Call the child program */
/* using either of the two system() parameter formats: */
/* if (system("PGM=CSYSTEMB,PARM=’RPTOPT(ON)/fred’") !=0 ) */
/*
/*

Note: In the main() function of CSYSTEMB, */
argv[1]="fred"
*/

/* or the equivalent, below */
if (system("CSYSTEMB RPTOPT(ON)/fred") != 0)
printf("system() call failed.\n");
printf("EDCXBS61: Back in EDCXBS61\n");
return(0);
}

Related Information
v “stdlib.h” on page 17
v “clrmemf() — Clear Memory Files” on page 58
v “signal() — Handle Interrupts ” on page 301
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tan

tan() — Calculate Tangent
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double tan(double x);

General Description
Calculates the tangent of x, where x is expressed in radians. If x is large, a partial
loss of significance in the result can occur.

Returned Value
Returns the calculated tangent of x. If the correct value would cause underflow,
tan() returns 0. If the result overflows, tan() returns HUGE_VAL or −HUGE_VAL. For
both under- and overflow, tan() sets errno to ERANGE.

Example
EDCXBT01:
/* EDCXBT01
This example computes x as the tangent of PI/4.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double pi, x;
pi = 3.1415926;
x = tan(pi/4.0);
printf("tan( %lf ) is %lf\n", pi/4, x);
}

Output:
tan( 0.785398 ) is 1.000000

Related Information
v
v
v
v
v
v
v
v
v

“math.h” on page 12
“cos() — Calculate Cosine” on page 70
“cosh() — Calculate Hyperbolic Cosine” on page 71
“sin() — Calculate Sine” on page 304
“sinh() — Calculate Hyperbolic Sine” on page 305
“tanh() — Calculate Hyperbolic Tangent” on page 360
“acos() — Calculate Arccosine” on page 29
“asin() — Calculate Arcsine” on page 33
“atan() - atan2() — Calculate Arctangent” on page 37
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tanh() — Calculate Hyperbolic Tangent
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <math.h>
double tanh(double x);

General Description
Calculates the hyperbolic tangent of x, where x is expressed in radians. The result
of the tanh() function cannot have a range error.

Returned Value
Returns the calculated value of the arctangent of x. If the result underflows, tanh()
returns 0 and sets errno to ERANGE.

Example
EDCXBT02:
/* EDCXBT02
This example computes x as the hyperbolic tangent of PI/4.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double pi, x;
pi = 3.1415926;
x = tanh(pi/4);
printf("tanh( %lf ) = %lf\n", pi/4, x);
}

Output:
tanh( 0.785398 ) = 0.655794

Related Information
v
v
v
v
v
v
v
v
v

360

“math.h” on page 12
“cos() — Calculate Cosine” on page 70
“cosh() — Calculate Hyperbolic Cosine” on page 71
“sin() — Calculate Sine” on page 304
“sinh() — Calculate Hyperbolic Sine” on page 305
“tan() — Calculate Tangent” on page 359
“acos() — Calculate Arccosine” on page 29
“asin() — Calculate Arcsine” on page 33
“atan() - atan2() — Calculate Arctangent” on page 37

LE/VSE V1R4.7 C Run-Time Library Reference

time

time() — Determine Current Time
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <time.h>
time_t time(time_t *timeptr);

General Description
Determines the current coordinated universal time (UTC) 4 in calendar time (number
of seconds since epoch, 00:00:00 on January 1, 1970).
You can convert calendar time into broken-down time (a tm structure) using:
v localtime(), to get broken-down local time, based on the current locale
v gmtime(), to get broken-down UTC

Returned Value
Returns the current UTC in calendar time. The returned value is also stored in the
location given by timeptr. If timeptr is NULL, the returned value is not stored. If the
calendar time is not available, the value (time_t)(-1) is returned.
The time() function is accurate to the nearest second. If a greater degree of
accuracy is required, the S/370 STCK instruction can be called from an assembler
routine. For more information about this instruction, refer to the System/370
Principles of Operation.
A returned value of 0 indicates the epoch, which was at the coordinated universal
time of 00:00:00 on January 1, 1970.
Note: If you use the DATE job control statement to override the system date then,
assuming you use the value returned by time() as the input value:
v The date returned by localtime() (and, therefore, ctime()) will always match
the DATE job control statement, even if your job runs past midnight.
v The date returned by gmtime() will be the UTC date relative to the local date
returned by localtime(). This might not match the DATE job control statement.

Example
EDCXBT11:
/* EDCXBT11
This example gets the time and assigns it to ltime, then uses the
ctime() function to convert the number of seconds to the current
date and time. Finally, it prints a message giving the current
time.
*/
#include <time.h>
#include <stdio.h>
int main(void)
{
time_t ltime;

4. Coordinated universal time (UTC) was formerly known as Greenwich Mean Time (GMT).
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time(&ltime);
printf("The time is %s\n", ctime(&ltime));
}

Output:
The time is Fri Oct 11 17:13:47 1996

Related Information
v
v
v
v
v
v
v
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“time.h” on page 18
“asctime() — Convert Time to Character String” on page 31
“clock() — Determine Processor Time” on page 57
“ctime() — Convert Time to a Character String” on page 78
“gmtime() — Convert Time to Broken-Down UTC Time” on page 186
“localtime() — Convert Time and Correct for Local Time” on page 219
“mktime() — Convert Local Time” on page 248
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tinit

tinit() — Attach and Initialize Subtasks
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <mtf.h>
int tinit(const char *parallel_loadmod_name, int num_subtasks);

External Entry Point: @@TINIT

General Description
The multitasking facility (MTF) is not supported under VSE. However, the tinit()
function is retained for compatibility with other platforms.

Returned Value
tinit() returns the value EWRONGOS (“wrong operating system”).

Related Information
v “mtf.h” on page 13
v “tsched() — Schedule MTF Subtask” on page 368
v “tsyncro() — Wait for MTF Subtask Termination” on page 369
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tmpfile() — Create Temporary File
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
FILE *tmpfile(void);

General Description
Creates a temporary file and opens it in wb+ mode. The file is automatically
removed when it is closed or when the program terminates.
Notes:
1. This use of function requires that:
v The SAM feature (that is managed by VSE/VSAM) is installed.
v DEFAULT.MODEL.ESDS.SAM is present in a VSAM catalog.
2. Since the default VSAM master catalog does not contain this model, it is
recommended to refer to the VSE user catalog VSESPUC, by using the following
JCL statement:
// DLBL IJSYSUC,’VSESP.USER.CATALOG’,0,VSAM

Returned Value
Returns a pointer to the stream associated with the file created, if successful. If it
cannot open the file, it returns NULL. On normal termination (exit()), these
temporary files are removed. On abnormal termination, an effort is made to
remove these files.

Example
EDCXBT13:
/* EDCXBT13
This example creates a temporary file and if successful, writes
tmpstring to it. At program termination, the file is removed.
*/
#include <stdio.h>
int main(void) {
FILE *stream;
char tmpstring[ ] = "This string will be written";
if((stream = tmpfile( )) == NULL)
printf("Cannot make a temporary file\n");
else
fprintf(stream, "%s", tmpstring);
}

Related Information
v “stdio.h” on page 15
v “fopen() — Open a File” on page 127
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tmpnam

tmpnam() — Produce Temporary File Name
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
char *tmpnam(char *string);

General Description
Produces a valid filename that is not the same as the name of any existing file. It
stores this name in string. If string is NULL, tmpnam() leaves the result in an internal
static buffer. Any subsequent calls may modify this object. If string is not NULL, it
must point to an array of at least L_tmpnam bytes. The value of L_tmpnam is defined
in the stdio.h header file.

Returned Value
If string is NULL, tmpnam() returns the pointer to the internal static object in which
the generated unique name is placed. If string is not NULL, tmpnam() returns the
value of string. The tmpnam() function produces a different name each time it is
called within a module up to at least TMP_MAX names. Files created using names
returned by tmpnam() are not automatically discarded at the end of the program.

Example
EDCXBT14:
/* EDCXBT14
This example calls tmpnam() to produce a valid filename.
*/
#include <stdio.h>
int main(void)
{
char *name1;
if ((name1 = tmpnam(NULL)) !=NULL)
printf("%s can be used as a filename.\n", name1);
else printf("Cannot create a unique filename\n");
}

Output:
’EDCXBT14.DT091196.TT171418.M0000031.C0000000’ can be used as a filename.

Related Information
v “stdio.h” on page 15
v “fopen() — Open a File” on page 127
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tolower - toupper

tolower() - toupper() — Convert Character Case
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <ctype.h>
int tolower(int c);
int toupper(int c);

General Description
The tolower() function converts c to a lowercase letter, if possible.
The toupper() function converts c to an uppercase letter, if possible.
The double-byte character set (DBCS) is not supported. The use of characters from
the DBCS results in unspecified behavior.

Returned Value
tolower() and toupper() return the corresponding character, as defined in the
LC_CTYPE category of the current locale, if such a character exists; otherwise, they
return the unchanged value c.

Example
EDCXBT15:
/* EDCXBT15
This example demonstrates the result of using toupper() and
tolower() on a lowercase a.
*/
#include <stdio.h>
#include <ctype.h>
int main(void)
{
int ch;
ch = 0x81;
printf("toupper=%#04x\n", toupper(ch));
printf("tolower=%#04x\n", tolower(ch));
}

Output:
toupper=0xc1
tolower=0x81

Related Information
v “ctype.h” on page 3
v “isalnum() to isxdigit() — Test Integer Value” on page 195
v “towlower() - towupper() — Convert Wide Character Case” on page 367
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towlower() - towupper() — Convert Wide Character Case
POSIX

ISO-C
(ANSI C)

.1

Am

X

.1a

.2

.4a

XPG4

Extension

Format
#include <wctype.h>
wint_t towlower(wint_t wc);
wint_t towupper(wint_t wc);

General Description
The towlower() function converts wc to the corresponding lowercase letter.
The towupper() function converts wc to the corresponding uppercase letter.

Returned Value
If wc is a wide character for which iswupper() (or iswlower()) is true and there is
a corresponding wide character for which iswlower() (or iswupper()) is true, the
towlower() (or towupper()) function returns the corresponding wide character;
otherwise, wc is returned unchanged.

Related Information
v “wctype.h” on page 22
v “iswalnum() to iswxdigit() — Test Wide Integer Value” on page 205
v “tolower() - toupper() — Convert Character Case” on page 366
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tsched

tsched() — Schedule MTF Subtask
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <mtf.h>
int tsched(int task_id, const char *func_name,...);

General Description
The multitasking facility (MTF) is not supported under VSE. However, the
tsched() function is retained for compatibility with other platforms.

Returned Value
tsched() returns the value EINACTIVE (“MTF inactive”).

Related Information
v “mtf.h” on page 13
v “tinit() — Attach and Initialize Subtasks” on page 363
v “tsyncro() — Wait for MTF Subtask Termination” on page 369
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tsyncro

tsyncro() — Wait for MTF Subtask Termination
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <mtf.h>
int tsyncro(int MTF_ANY¦MTF_ALL¦nn);

External Entry Point: @@TSYNC

General Description
The multitasking facility (MTF) is not supported under VSE. However, the
tsyncro() function is retained for compatibility with other platforms.

Returned Value
tsyncro() returns the value EINACTIVE (“MTF inactive”).

Related Information
v “mtf.h” on page 13
v “tsched() — Schedule MTF Subtask” on page 368
v “tinit() — Attach and Initialize Subtasks” on page 363
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tterm() — Terminate Subtasks
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
LE/VSE

Format
#include <mtf.h>
int tterm(void);

External Entry Point: @@TTERM

General Description
The multitasking facility (MTF) is not supported under VSE. However, the tterm()
function is retained for compatibility with other platforms.

Returned Value
tterm() returns the value EINACTIVE (“MTF inactive”).

Related Information
v
v
v
v
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“mtf.h” on page 13
“tsched() — Schedule MTF Subtask” on page 368
“tinit() — Attach and Initialize Subtasks” on page 363
“tsyncro() — Wait for MTF Subtask Termination” on page 369
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ungetc

ungetc() — Push Character onto Input Stream
POSIX

ISO-C
(ANSI C)

.1

X

X

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdio.h>
int ungetc(int c, FILE *stream);

General Description
Pushes the character specified by the value of c converted to the unsigned char
back onto the given input stream. The pushed back characters are returned by any
subsequent read on the same stream in the reverse order of their pushing. That is,
the last character pushed will be returned first.
Up to 4 characters can be pushed back to a given input stream. You can call
ungetc() up to 4 times consecutively; this will result in 4 characters being pushed
back in total.
The stream must be open for reading. A subsequent read operation on the stream
starts with c. You cannot push EOF back on the stream using ungetc(). A successful
call to the ungetc() function clears the EOF indicator for the stream.
Characters pushed back by ungetc(), and subsequently not read in, will be erased
if a fseek(), fsetpos(), rewind(), or fflush() function is called before the
character is read from the stream. After all the pushed back characters are read in,
the file position indicator is the same as it was before the characters were pushed
back.
Each character of pushback backs up the file position by one byte. This affects the
value returned by ftell() or fgetpos(), the result of an fseek() using SEEK_CUR,
or the result of an fflush(). For example, consider a file that contains: a b c d e
f g h
After you have just read 'a', the current file position is at 'b'. The following
operations will all result in the file position being at 'a', ready to read 'a' again.
/* 1 */

ungetc(’a’, fp);
fflush(fp); /* flushes ungetc char and keeps position */

/* 2 */

ungetc(’a’, fp);
pos = ftell(fp); /* points to first character */
fseek(fp, pos, SEEK_SET);

/* 3 */

ungetc(’a’,fp);
fseek(fp, 0, SEEK_CUR) /* starts at new file pos’n */

/* 4 */

ungetc(’a’, fp);
fgetpos(fp, &fpos); /* gets position of first char */
fsetpos(fp, &fpos);

You can use the environment variable _EDC_COMPAT to cause a LE/VSE C
Run-Time application to ignore ungetc() characters for fflush(), fgetpos(), and
fseek() using SEEK_CUR. For more details, see LE/VSE C Run-Time Programming
Guide.
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The ungetc() function is not supported for files opened with type=record.
ungetc() has the same restriction as any read operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the integer argument c converted to an unsigned char or EOF if c cannot be
pushed back.
The ungetc() function is treated as a read operation. A flush or reposition is
required after a call to ungetc() and before the next write operation.

Example
EDCXBU04:
/* EDCXBU04
In this example, the while statement reads decimal digits from an
input data stream by using arithmetic statements to compose the
numeric values of the numbers as it reads them.
When a nondigit character appears before the EOF, ungetc()
replaces it in the input stream so that later input functions can
process it.
*/
#include <stdio.h>
#include <ctype.h>
int main(void)
{
FILE *stream;
int ch;
unsigned int result = 0;
stream = fopen("myfile.dat","r+");
while ((ch = getc(stream)) != EOF && isdigit(ch))
{
result = result * 10 + ch - ’0’;
}
printf("result is %i\n",result);
if (ch != EOF)
{
ungetc(ch,stream);
/* Put the nondigit character back */
ch=getc(stream);
printf("value put back was %c\n",ch);
}
}

Related Information
v
v
v
v
v

372

“stdio.h” on page 15
“fflush() — Write Buffer to File” on page 107
“fseek() — Change File Position” on page 162
“getc() - getchar() — Read a Character” on page 174
“putc() - putchar() — Write a Character” on page 255
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ungetwc

ungetwc() — Push a Wide Character onto a Stream
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <wchar.h>
wint_t ungetwc(wint_t wc, FILE *stream);

General Description
Pushes the wide character specified by wc back onto the input stream pointed to
by stream. The pushed-back wide characters will be returned by subsequent reads
on that stream in the reverse order of their pushing. A successful intervening call
(with the stream pointed to by stream) to a file positioning function (fseek(),
fsetpos(), or rewind()) discards any pushed-back wide characters for the stream.
The external storage corresponding to the stream is unchanged.
If wc equals WEOF, the operation fails and the input stream is unchanged.
A successful call to the ungetwc() function clears the EOF indicator for the stream.
The value of the file position indicator for the stream after reading or discarding
all pushed-back wide characters is the same as it was before the wide characters
were pushed back.
For a text stream, the file position indicator is backed up by one wide character.
This affects ftell(), fflush(), fseek() via SEEK_CUR, and fgetpos(). The
environment variable _EDC_COMPAT can be used to cause a pushed-back wide
character to be ignored by fflush(), fseek() with SEEK_CUR, and fgetpos(). For
details, see LE/VSE C Run-Time Programming Guide.
For a binary stream, the position indicator is unspecified until all characters are
read or discarded, unless the last character is pushed back, in which case the file
position indicator is backed up by one wide character. This affects ftell() and
fseek() with SEEK_CUR, fgetpos(), and fflush(). The environment variable
_EDC_COMPAT can be used to cause the pushed-back wide character to be
ignored by fflush(), fgetpos(), and fseek().
ungetwc() is not supported for files opened with type=record.
ungetwc() has the same restriction as any read operation for a read immediately
following a write, or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
Returns the wide character pushed back after conversion, or WEOF if the operation
fails.
Notes:
v Only 1 wide character can be pushed back.
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v The position on the stream after a successful ungetwc() is one wide character
prior to the current position. See LE/VSE C Run-Time Programming Guide for
details on backing up a wide character.

Example
#include <stdio.h>
#include <wchar.h>
int main(void)
{
FILE
*stream;
wint_t
wc;
unsigned int result = 0;
.
.
.
while ((wc = fgetwc(stream)) != WEOF && iswdigit(wc))
result = result * 10 + wc - L’0’;
if (wc != WEOF)
ungetwc(wc, stream);
/* Put the nondigit wide character back */
}

Related Information
v
v
v
v
v
v

374

“wchar.h” on page 20
“fflush() — Write Buffer to File” on page 107
“fseek() — Change File Position” on page 162
“fsetpos() — Set File Position” on page 165
“fgetwc() — Get Next Wide Character” on page 115
“fputwc() — Output a Wide-Character” on page 143
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va_arg - va_end - va_start

va_arg() - va_end() - va_start() — Access Function
Arguments
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdarg.h>
var_type va_arg(va_list arg_ptr, var_type);
void va_end(va_list arg_ptr);
void va_start(va_list arg_ptr, variable_name);

Description
The va_arg(), va_end(), and va_start() macros access the arguments to a function
when it takes a fixed number of required arguments and a variable number of
optional arguments. You declare required arguments as ordinary parameters to the
function and access the arguments through the parameter names.
The va_start() macro initializes the arg_ptr pointer for subsequent calls to
va_arg() and va_end().
The argument variable_name is the identifier of the rightmost named parameter in
the parameter list (preceding “, ...”). Use the va_start() macro before the
va_arg() macro. Corresponding va_start() and va_end() macro calls must be in
the same function. If variable_name is declared as a register, with a function or an
array type, or with a type that is not compatible with the type that results after
application of the default argument promotions, then the behavior is undefined.
The va_arg() macro retrieves a value of the given var_type from the location given
by arg_ptr and increases arg_ptr to point to the next argument in the list. The
va_arg() macro can retrieve arguments from the list any number of times within
the function. The var_type argument must be one of int, long, double, struct,
union, or a pointer, or typedef of one of these types.
The macros also provide fixed-point decimal support under LE/VSE C Run-Time.
The sizeof(xx) operator is used to determine the size and type casting that is used
to generate the values. Therefore, a call, such as, x = va_arg(ap, _Decimal(5,2));
is valid. The size of a fixed-point decimal number, however, cannot be made a
variable. Therefore, a call, such as, z = va_arg(ap, _Decimal(x,y)) where x = 5
and y = 2 is invalid.
The va_end() macro is needed by some systems to indicate the end of parameter
scanning.
va_start() and va_arg() do not work with parameter lists of functions whose
linkages were changed with the #pragma linkage directive.

Returned Value
The va_arg() macro returns the current argument. The va_end() and va_start()
macros do not return a value.
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Examples
EDCXBV01:
/* EDCXBV01
This example passes a variable number of arguments to a function,
stores each argument in an array, and prints each argument.
*/
#include <stdio.h>
#include <stdarg.h>
void vout(int max, ...);
int main(void)
{
vout(3, "Sat", "Sun", "Mon");
printf("\n");
vout(5, "Mon", "Tues", "Wed", "Thurs", "Fri");
}
void vout(int max, ...)
{
va_list arg_ptr;
int args = 0;
char *days[7];
va_start(arg_ptr, max);
while(args < max) {
days[args] = va_arg(arg_ptr, char *);
printf("Day: %s \n", days[args++]);
}
va_end(arg_ptr);
}

Output:
Day:
Day:
Day:

Sat
Sun
Mon

Day:
Day:
Day:
Day:
Day:

Mon
Tues
Wed
Thurs
Fri

/* This example uses a variable number of arguments for
fixed-point decimal data types.
*/
#include <stdio.h>
#include <stdarg.h>
#include <decimal.h>
void vprnt(int, ...);
int main(void) {
int i = 168;
decimal(10,2) pd01 = 12345678.12d;
decimal(20,5) pd02 = -987.65d;
decimal(31,20) pd03 = 12345678901.12345678900987654321d;
int j = 135;
vprnt(0, i, pd01, pd02, pd03, j);
return(0);
}
void vprnt(int whichcase, ...) {
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va_list arg_ptr;
int m, n;
decimal(10,2) va01;
decimal(20,5) va02;
decimal(31,20) va03;
va_start(arg_ptr, whichcase);
switch (whichcase) {
case 0:
m = va_arg(arg_ptr, int);
va01 = va_arg(arg_ptr, decimal(10,2));
va02 = va_arg(arg_ptr, decimal(20,5));
va03 = va_arg(arg_ptr, decimal(31,20));
n = va_arg(arg_ptr, int);
printf("m
= %d\n", m);
printf("va01 = %D(10,2)\n", va01);
printf("va02 = %D(20,5)\n", va02);
printf("va03 = %D(31,20)\n", va03);
printf("n
= %d\n", n);
break;
default:
printf("Illegal case number : %d\n", whichcase);
}
va_end(arg_ptr);
}

Output:
m
va01
va02
va03
n

=
=
=
=
=

168
12345678.12
-987.65000
12345678901.12345678900987654321
135

Related Information
v
v
v
v

“stdarg.h” on page 14
“vfprintf() — Format and Print Data to Stream” on page 378
“vprintf() — Format and Print Data to stdout” on page 380
“vsprintf() — Format and Print Data to Buffer” on page 382
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vfprintf() — Format and Print Data to Stream
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <stdio.h>
int vfprintf(FILE *stream, const char *format, va_list arg_ptr);

Description
The vfprintf() function is similar to fprintf(), except that arg_ptr points to a list
of arguments whose number can vary from call to call in the program. These
arguments should be initialized by va_start() for each call. In contrast, fprintf()
can have a list of arguments, but the number of arguments in that list is fixed
when you compile the program. For a specification of the format string, see
“fprintf() - printf() - sprintf() — Format and Write Data” on page 132.
vfprintf() is not supported for files opened with type=record.
vfprintf() has the same restriction as any write operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
If there is no error, vfprintf() returns the number of characters written to stream.
If an error occurs, the function returns a negative value.
Note: In contrast to some UNIX-based implementations of the C language, the
LE/VSE C Run-Time implementation of the vprintf() family increments the
pointer to the variable arguments list. To control whether the pointer to the
argument is incremented, call the va_end macro after each call to vsprintf().

Example
EDCXBV03:
/* EDCXBV03
This example prints out a variable number of strings to the file
myfile.dat, using vfprintf().
*/
#include <stdarg.h>
#include <stdio.h>
void vout(FILE *stream, char *fmt, ...);
char fmt1 [] = "%s %s %s\n";
int main(void)
{
FILE *stream;
stream = fopen("myfile.dat", "w");
vout(stream, fmt1, "Sat", "Sun", "Mon");
}
void vout(FILE *stream, char *fmt, ...)

378

LE/VSE V1R4.7 C Run-Time Library Reference

vfprintf

{
va_list arg_ptr;
va_start(arg_ptr, fmt);
vfprintf(stream, fmt, arg_ptr);
va_end(arg_ptr);
}

Output:
Sat

Sun

Mon

Related Information
v “stdarg.h” on page 14
v “stdio.h” on page 15
v “va_arg() - va_end() - va_start() — Access Function Arguments” on page
375
v “vprintf() — Format and Print Data to stdout” on page 380
v “vsprintf() — Format and Print Data to Buffer” on page 382

Chapter 2. Library Functions

379

vprintf

vprintf() — Format and Print Data to stdout
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <stdio.h>
int vprintf(const char *format, va_list arg_ptr);

Description
The vprintf() function is similar to printf(), except that arg_ptr points to a list of
arguments whose number can vary from call to call in the program. These
arguments should be initialized by va_start() for each call. In contrast, printf()
can have a list of arguments, but the number of arguments in that list is fixed
when you compile the program. For a specification of the format string, see
“fprintf() - printf() - sprintf() — Format and Write Data” on page 132.
vprintf() is not supported for files opened with type=record.
vprintf() has the same restriction as any write operation for a read immediately
following a write or a write immediately following a read. Between a write and a
subsequent read, there must be an intervening flush or reposition. Between a read
and a subsequent write, there must also be an intervening flush or reposition
unless an EOF has been reached.

Returned Value
If there is no error, vprintf() returns the number of characters written to stdout. If
an error occurs, vprintf() returns a negative value.
Note: In contrast to some UNIX-based implementations of the C language, the
LE/VSE C Run-Time implementation of the vprintf() family increments the
pointer to the variable arguments list. To control whether the pointer to the
argument is incremented, call the va_end macro after each call to vprintf().

Example
EDCXBV04:
/* EDCXBV04
This example prints out a variable number of strings to stdout,
using vprintf().
*/
#include <stdarg.h>
#include <stdio.h>
void vout(char *fmt, ...);
char fmt1 [] = "%s %s %s

%s

%s \n";

int main(void)
{
vout(fmt1, "Mon", "Tues", "Wed", "Thurs", "Fri");
}
void vout(char *fmt, ...)
{
va_list arg_ptr;
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va_start(arg_ptr, fmt);
vprintf(fmt, arg_ptr);
va_end(arg_ptr);
}

Output:
Mon

Tues

Wed

Thurs

Fri

Related Information
v “stdarg.h” on page 14
v “stdio.h” on page 15
v “va_arg() - va_end() - va_start() — Access Function Arguments” on page
375
v “vfprintf() — Format and Print Data to Stream” on page 378
v “vsprintf() — Format and Print Data to Buffer” on page 382
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vsprintf() — Format and Print Data to Buffer
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

X

XPG4

Extension

X

Format
#include <stdio.h>
int vsprintf(char *target-string, const char *format, va_list arg_ptr);

Description
The vsprintf() function is similar to sprintf(), except that arg_ptr points to a list
of arguments whose number can vary from call to call in the program. In contrast,
sprintf() can have a list of arguments, but the number of arguments in that list is
fixed when you compile the program. For a specification of the format string, see
“fprintf() - printf() - sprintf() — Format and Write Data” on page 132.

Returned Value
If there is no error, vsprintf() returns the number of characters written to
target-string. If an error occurs, vsprintf() returns a negative value.
Note: In contrast to some UNIX-based implementations of the C language, the
LE/VSE implementation of the vprintf() family increments the pointer to
the variable arguments list. To control whether the pointer to the argument
is incremented, call the va_end macro after each call to vsprintf().

Example
EDCXBV05:
/* EDCXBV05
This example assigns a variable number of strings to string and
prints the resultant string, using vsprintf().
*/
#include <stdarg.h>
#include <stdio.h>
void vout(char *string, char *fmt, ...);
char fmt1 [] = "%s %s %s\n";
int main(void)
{
char string[100];
vout(string, fmt1, "Sat", "Sun", "Mon");
printf("The string is: %s\n", string);
}
void vout(char *string, char *fmt, ...)
{
va_list arg_ptr;
va_start(arg_ptr, fmt);
vsprintf(string, fmt, arg_ptr);
va_end(arg_ptr);
}

Output:
The string is:
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Related Information
v “stdarg.h” on page 14
v “stdio.h” on page 15
v “va_arg() - va_end() - va_start() — Access Function Arguments” on page
375
v “vfprintf() — Format and Print Data to Stream” on page 378
v “vprintf() — Format and Print Data to stdout” on page 380
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vswprintf() — Write Wide Characters
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <stdarg.h>
#include <wchar.h>
int vswprintf(wchar_t *wcs, size_t n, const wchar_t *format, va_list arg);

Description
The vswprintf() function is equivalent to vsprintf(), except for the following:
v The argument wcs specifies an array of type wchar_t, rather than an array of
type char, into which the generated output is to be written.
v The argument format specifies an array of type wchar_t, rather than an array of
type char, which describes how subsequent arguments are converted for output.
v %c without an l prefix means an integer argument is to be converted to wchar_t,
as if by calling mbtowc(), and then written.
v %c with l prefix means a wint_t is converted to wchar_t and then written.
v %s without an l prefix means a character array containing a multibyte character
sequence is to be converted to an array of wchar_t and written. The conversion
will take place as if mbrtowc() were called repeatedly.
v %s with l prefix means an array of wchar_ts will be written. The array is
written up to but not including the terminating null character, unless the
precision specifies a shorter output.
A null wide character is written at the end of the wide characters written; the null
wide character is not counted as part of the returned sum. If copying takes place
between objects that overlap, the behavior is undefined.

Returned Value
Returns the number of wide characters written in the array, not counting the
terminating null wide character.
Note: In contrast to some UNIX-based implementations of the C language, the
LE/VSE implementation of the vprintf() family increments the pointer to
the variable arguments list. To control whether the pointer to the argument
is incremented, call the va_end macro after each call to vswprintf().

Example
EDCXBV06:
/* EDCXBV06
This example demonstrates the vswprintf() function.
*/
#include <stdio.h>
#include <stdarg.h>
#include <wchar.h>
void vout(wchar_t *, size_t, wchar_t *, ...);
wchar_t *format3 = L"%ls
wchar_t *format5 = L"%ls
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%d
%d

%ls";
%ls %d

%ls";

vswprintf
int main(void)
{
wchar_t wcstr[100];
vout(wcstr, 100, format3, L"ONE", 2L, L"THREE");
printf("%ls\n",wcstr);
vout(wcstr, 100, format5, L"ONE", 2L, L"THREE", 4L, L"FIVE");
printf("%ls\n",wcstr);
}
void vout(wchar_t *wcs, size_t n, wchar_t *fmt, ...)
{
va_list arg_ptr;
va_start(arg_ptr, fmt);
vswprintf(wcs, n, fmt, arg_ptr);
va_end(arg_ptr);
}

Output:
ONE
ONE

2
2

THREE
THREE

4

FIVE

Related Information
v
v
v
v

“stdarg.h” on page 14
“wchar.h” on page 20
“swprintf() — Write Wide Characters to a Wide-Character Array” on page 355
“vsprintf() — Format and Print Data to Buffer” on page 382
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wcrtomb() — Convert a Wide Character to a Multibyte
Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
int wcrtomb(char *s, wchar_t wchar, mbstate_t *ps);

General Description
If s is a null pointer, the wcrtomb() function determines the number of bytes
necessary to enter the initial shift state (zero if encodings are not state-dependent
or if the initial conversion state is described). The resulting state described is the
initial conversion state.
If s is not a null pointer, the wcrtomb() function determines the number of bytes
needed to represent the multibyte character that corresponds to the wide character
given by wchar (including any shift sequences), and stores the resulting bytes in the
array whose first element is pointed to by s. At most, MB_CUR_MAX bytes are stored.
If wchar is a null wide character, the resulting state described is the initial state.
wcrtomb() is a “restartable” version of wctomb(). That is, shift state information is
passed in the ps argument and is updated on return (0 indicates initial state,
nonzero indicates shift-out state). With wcrtomb(), you can switch from one
multibyte string to another, provided that you have kept the shift-state information
for each multibyte string.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
If s is a null pointer, the wcrtomb() function returns the number of bytes needed to
enter the initial shift state. The value returned will not be greater than that of
MB_CUR_MAX.
If s is not a null pointer, the wcrtomb() function returns the number of bytes stored
in the array object (including any shift sequences) when wchar is a valid wide
character. Otherwise, when wchar is not a valid wide character, an encoding error
occurs; errno is set to EILSEQ and −1 is returned, but the conversion state remains
unchanged.

Example
EDCXBW01:
/* EDCXBW01
This example demonstrates the wcrtomb() function.
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
char
*string;
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wchar_t wc = L’a’;
int
length;
mbstate_t state;
state = 0;
/* Set state = "initial"
*/
printf("Length = %d byte(s)\n", wcrtomb(string, wc, &state));
state = 1;
/* Set state = "shift-out" */
printf("Length = %d byte(s)\n", wcrtomb(string, wc, &state));
}

Output:
Length = 1 byte(s)
Length = 2 byte(s)

Related Information
“wchar.h” on page 20
“mblen() — Calculate Length of Multibyte Character” on page 228
“mbrlen() — Calculate Length of Multibyte Character” on page 231
“mbrtowc() — Convert a Multibyte Character to a Wide Character” on page 233
“mbsrtowcs() — Convert a Multibyte String to a Wide-Character String” on page
236
v “wcsrtombs() — Convert Wide-Character String to Multibyte String” on page
410
v “wctomb() — Convert Wide Character to Multibyte Character” on page 431
v
v
v
v
v

Chapter 2. Library Functions

387

wcscat

wcscat() — Append to Wide-Character String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>

/*

or #include <wcstr.h>

*/

wchar_t *wcscat(wchar_t *string1, const wchar_t *string2);

General Description
Appends a copy of the string pointed to by string2 to the end of the string pointed
to by string1.
The wcscat() function operates on null-terminated wide-character strings. The
string arguments to this function must contain a wide null character marking the
end of the string. Bounds checking is not performed.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns the value of string1.

Example
EDCXBW04:
/* EDCXBW04
This example creates the wide character string "computer program"
using wcscat().
*/
#include <stdio.h>
#include <wchar.h>
#define SIZE 40
int main(void)
{
wchar_t buffer1[SIZE] = L"computer";
wchar_t * string
= L" program";
wchar_t * ptr;
ptr = wcscat( buffer1, string );
printf( "buffer1 = %ls\n", buffer1 );
}

Output:
buffer1 = computer program

Related Information
v
v
v
v
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“wchar.h”
“strcat()
“wcschr()
“wcscmp()

on page 20
— Concatenate Strings” on page 309
— Search for Wide-Character Substring” on page 389
— Compare Wide-Character Strings” on page 391
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v
v
v
v

“wcscpy() — Copy Wide-Character String” on page 395
“wcscspn() — Find Offset of First Wide-Character Match” on page 396
“wcslen() — Calculate Length of Wide-Character String” on page 400
“wcsncat() — Append to Wide-Character String” on page 401

wcschr() — Search for Wide-Character Substring
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

Am

XPG4

Extension

X

SAA

Format
#include <wchar.h>
wchar_t

/*

or #include <wcstr.h>

*/

*wcschr(const wchar_t *string, wchar_t character);

Compile-Time Option: LANGLVL(EXTENDED), LANGLVL(SAA), or
LANGLVL(SAA2)

General Description
Searches string for the occurrence of character. The character may be a wide null
character (\0). The wide null character at the end of string is included in the
search. The wcschr() function operates on null-terminated wide-character strings.
The argument to this function must contain a wide null character marking the end
of the string.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns a pointer to the first occurrence of character in string. If the character is not
found, NULL is returned.

Example
EDCXBW05:
/* EDCXBW05
This example finds the first occurrence of the character p in the
wide character string "computer program" using wcschr().
*/
#include <stdio.h>
#include <wchar.h>
#define SIZE 40
int main(void)
{
wchar_t buffer1[SIZE] = L"computer program";
wchar_t * ptr;
wint_t ch = L’p’;
ptr = wcschr( buffer1, ch );
printf( "The first occurrence of %lc in ’%ls’ is ’%ls’\n",
ch, buffer1, ptr );
}
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Output:
The first occurrence of p in ’computer program’ is ’puter program’

Related Information
v
v
v
v
v
v
v
v
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“wchar.h” on page 20
“strchr() — Search for Character” on page 310
“wcscat() — Append to Wide-Character String” on page 388
“wcscmp() — Compare Wide-Character Strings” on page 391
“wcscpy() — Copy Wide-Character String” on page 395
“wcscspn() — Find Offset of First Wide-Character Match” on page 396
“wcslen() — Calculate Length of Wide-Character String” on page 400
“wcsncmp() — Compare Wide-Character Strings” on page 402
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wcscmp() — Compare Wide-Character Strings
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>

/*

or #include <wcstr.h>

*/

int wcscmp(const wchar_t *string1, const wchar_t *string2);

General Description
Compares two wide-character strings. The wcscmp() function operates on
null-terminated wide-character strings. The string arguments to this function must
contain a wide null character marking the end of the string.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns a value indicating the relationship between the two strings, as follows:
Value Meaning
Less than 0
String pointed to by string1 less than string pointed to by string2
0
String pointed to by string1 identical to string pointed to by string2
Greater than 0
String pointed to by string1 greater than string pointed to by string2

Example
EDCXBW06:
/* EDCXBW06
This example compares the wide character string string1 to string2
using wcscmp().
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
int result;
wchar_t string1[] = L"abcdef";
wchar_t string2[] = L"abcdefg";
result = wcscmp( string1, string2 );
if ( result == 0 )
printf( "\"%ls\"
else if ( result <
printf( "\"%ls\"
else
printf( "\"%ls\"

is identical to \"%ls\"\n", string1, string2);
0 )
is less than \"%ls\"\n", string1, string2 );
is greater than \"%ls\"\n", string1, string2);

}

Output:
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"abcdef" is less than "abcdefg"

Related Information
v
v
v
v
v
v
v
v
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“wchar.h” on page 20
“strcmp() — Compare Strings” on page 311
“wcscat() — Append to Wide-Character String” on page 388
“wcschr() — Search for Wide-Character Substring” on page 389
“wcscpy() — Copy Wide-Character String” on page 395
“wcscspn() — Find Offset of First Wide-Character Match” on page 396
“wcslen() — Calculate Length of Wide-Character String” on page 400
“wcsncmp() — Compare Wide-Character Strings” on page 402
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wcscoll() — Language Collation String Comparison
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>
int wcscoll(const wchar_t *wcs1, const wchar_t *wcs2);

General Description
Compares the wide-character string pointed to by wcs1 to the wide-character string
pointed to by wcs2, both interpreted as appropriate to the LC_COLLATE category
of the current locale.

Returned Value
Returns an integer greater than, equal to, or less than zero, according to whether
the wide string pointed to by wcs1 is greater than, equal to, or less than the
wide-character string pointed to by wcs2, when both wide-character strings are
interpreted as appropriate to the LC_COLLATE category of the current locale.
The wcscoll() function differs from the wcscmp() function. wcscoll() function
performs a comparison between two wide character strings based on language
collation rules as controlled by the LC_COLLATE category. On the other hand, the
wcscmp() functions performs a wide-character code to wide-character code
comparison.
The wcscoll() function indicates error conditions by setting errno; however, there
is no returned value to indicate an error. To check for errors, errno should be set to
zero, and then checked upon return from wcscoll(). If errno is nonzero, an error
has occurred.
The EILSEQ error can be set to indicate that the wcs1 or wcs2 arguments contain
characters outside the domain of the collating sequence.
Note: The ISO/C Multibyte Support Extensions do not indicate that the wcscoll()
function may return with an error.

Example
EDCXBW07:
/* EDCXBW07
This example demonstrates the wcscoll() function.
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
int result;
wchar_t *wcs1 = L"first_wide_string";
wchar_t *wcs2 = L"second_wide_string";
result = wcscoll(wcs1, wcs2);
if ( result == 0)
printf("\"%ls\" is identical to \"%ls\"\n", wcs1, wcs2);
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else if ( result < 0)
printf("\"%ls\" is less than \"%ls\"\n", wcs1, wcs2);
else
printf("\"%ls\" is greater than \"%ls\"\n", wcs1, wcs2);
}

Output:
"first_wide_string" is less than "second_wide_string"

Related Information
v “wchar.h” on page 20
v “strcoll() — Compare Strings” on page 313
v “setlocale() — Set Locale” on page 292
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wcscpy() — Copy Wide-Character String
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>

/*

or #include <wcstr.h>

*/

wchar_t *wcscpy(wchar_t *string1, const wchar_t *string2);

General Description
Copies the contents of string2 (including the ending wide null character) into
string1. The wcscpy() function operates on null-terminated wide-character strings.
The string arguments to this function must contain a wide null character marking
the end of the string. Bounds checking is not performed.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns the value of string1.

Example
EDCXBW08:
/* EDCXBW08
This example copies the contents of source to destination using
wcscpy().
*/
#include <stdio.h>
#include <wchar.h>
#define SIZE

40

int main(void)
{
wchar_t source[ SIZE ] = L"This is the source string";
wchar_t destination[ SIZE ] = L"And this is the destination string";
wchar_t * return_string;
printf( "destination is originally = \"%ls\"\n", destination );
return_string = wcscpy( destination, source );
printf( "After wcscpy, destination becomes \"%ls\"\n", destination );
}

Output:
destination is originally = "And this is the destination string"
After wcscpy, destination becomes "This is the source string"

Related Information
v
v
v
v

“wchar.h”
“strcpy()
“wcscat()
“wcschr()

on page 20
— Copy String” on page 315
— Append to Wide-Character String” on page 388
— Search for Wide-Character Substring” on page 389
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v
v
v
v

“wcscmp() — Compare Wide-Character Strings” on page 391
“wcscspn() — Find Offset of First Wide-Character Match”
“wcslen() — Calculate Length of Wide-Character String” on page 400
“wcsncpy() — Copy Wide-Character String” on page 404

wcscspn() — Find Offset of First Wide-Character Match
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>

/*

or #include <wcstr.h>

*/

size_t wcscspn(const wchar_t *string1, const wchar_t *string2);

General Description
Determines the number of wide characters in the initial segment of the string
pointed to by string1 that do not appear in the string pointed to by string2. The
wcscspn() function operates on null-terminated wide-character strings. The string
arguments to these functions must contain a null wide character marking the end
of the string.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns the number of wide characters in the segment.

Example
EDCXBW09:
/* EDCXBW09
This example uses wcscspn() to find the first occurrence of any of
the characters a, x, l, or e in string.
*/
#include <stdio.h>
#include <wchar.h>
#define SIZE

40

int main(void)
{
wchar_t string[ SIZE ] = L"This is the source string";
wchar_t * substring = L"axle";
printf( "The first %i characters in the string \"%ls\" are "
"not in the string \"%ls\" \n",
wcscspn(string, substring), string, substring );
}

Output:
The first 10 characters in the string "This is the source string" are not
in the string "axle"
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Related Information
v
v
v
v
v
v
v

“wchar.h” on page 20
“strcspn() — Compare Strings” on page 317
“wcscat() — Append to Wide-Character String” on page 388
“wcschr() — Search for Wide-Character Substring” on page 389
“wcscmp() — Compare Wide-Character Strings” on page 391
“wcscpy() — Copy Wide-Character String” on page 395
“wcslen() — Calculate Length of Wide-Character String” on page 400
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wcsftime() — Format Date and Time
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>
size_t wcsftime(wchar_t *wcs, size_t maxsize, const wchar_t *format,
const struct tm *time_ptr);

General Description
Format date and time into a wide character string. The wcsftime() function is
equivalent to the strftime() function, except that:
v The argument wcs specifies an array of a wide string into which the generated
output is to be placed.
v The argument maxsize indicates a number of wide characters.
v The argument format specifies an array of wide characters comprising the format
string.
v The returned value indicates a number of wide characters.

Returned Value
If the total number of resulting wide characters including the terminating null
wide character is not more than maxsize, the wcsftime() function returns the
number of wide characters placed into the array pointed to by wcs not including
the terminating null wide character. Otherwise, zero is returned and the contents of
the array are indeterminate.

Example
EDCXBW10:
/* EDCXBW10
This example demonstrates the wcsftime() function.
*/
#include <stdio.h>
#include <time.h>
#include <wchar.h>
int main(void)
{
struct tm *timeptr;
wchar_t dest[100];
time_t temp;
size_t rc;
temp = time(NULL);
timeptr = localtime(&temp);
rc = wcsftime(dest, sizeof(dest)-1, L" Today is %A,"
L" %b %d.\n Time: %I:%M %p", timeptr);
printf("%d characters placed in string to make:\n\n%ls", rc, dest);
}

Output:
43 characters placed in string to make:
Today is Thursday, Oct 17.
Time: 07:41 pm
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Related Information
v “wchar.h” on page 20
v “strftime() — Convert to Formatted Time” on page 322

wcsid() — Character Set ID for Wide Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension
IBM C

Format
#include <stdlib.h>
int wcsid(const wchar_t c);

External Entry Point: @@WCSID

General Description
Determines the character set identifier for the specified wide character.

Returned Value
Returns the character set identifier for the wide character, or the value −1 if the
wide character is not valid.

Example
EDCXBW11:
/* EDCXBW11
This example checks character set ID for wide character.
*/
#include "locale.h"
#include "stdio.h"
#include "stdlib.h"
main() {
wchar_t wc = L’A’;
int
rc;
rc = wcsid(wc);
printf("wide character ’%C’ is in character set id %i\n", wc, rc);
}

Related Information
v “stdlib.h” on page 17
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wcslen() — Calculate Length of Wide-Character String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h> /*

or #include <wcstr.h>

*/

size_t wcslen(const wchar_t *string);

General Description
Computes the number of wide characters in the string pointed to by string.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns the number of wide characters that precede the terminating wide null
character.

Example
EDCXBW12:
/* EDCXBW12
This example computes the length of a wide-character string,
using wcslen().
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
wchar_t * string = L"abcdef";
printf( "Length of \"%ls\" is %i\n", string, wcslen( string ));
}

Output:
Length of "abcdef" is 6

Related Information
v
v
v
v
v
v
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“wchar.h” on page 20
“mblen() — Calculate Length of Multibyte Character” on page 228
“strlen() — Determine String Length” on page 326
“wcsncat() — Append to Wide-Character String” on page 401
“wcsncmp() — Compare Wide-Character Strings” on page 402
“wcsncpy() — Copy Wide-Character String” on page 404
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wcsncat() — Append to Wide-Character String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>

/*

or #include <wcstr.h>

*/

wchar_t *wcsncat(wchar_t *string1, const wchar_t *string2, size_t count);

General Description
Appends up to count wide characters from string2 to the end of string1 and
appends a null wide character to the result. The wcsncat() function operates on
null-terminated wide-character strings. The string arguments to this function must
contain a null wide character marking the end of the string.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns string1.

Example
EDCXBW13:
/* EDCXBW13
This example demonstrates the difference between wcscat() and
wcsncat(). wcscat() appends the entire second string to the first
whereas wcsncat() appends only the specified number of characters
in the second string to the first.
*/
#include <stdio.h>
#include <wchar.h>
#include <string.h>
#define SIZE 40
int main(void) {
wchar_t buffer1[SIZE] = L"computer";
wchar_t * ptr;
/* Call wcscat with buffer1 and " program" */
ptr = wcscat( buffer1, L" program" );
printf( "wcscat : buffer1 = \"%ls\"\n", buffer1 );
/* Reset buffer1 to contain just the string "computer" again */
memset( buffer1, L’\0’, sizeof( buffer1 ));
ptr = wcscpy( buffer1, L"computer" );
/* Call wcsncat with buffer1 and " program" */
ptr = wcsncat( buffer1, L" program", 3 );
printf( "wcsncat: buffer1 = \"%ls\"\n", buffer1 );
}

Output:
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wcscat : buffer1 = "computer program"
wcsncat: buffer1 = "computer pr"

Related Information
v
v
v
v

“wchar.h” on page 20
“strncat() — Concatenate Strings” on page 328
“wcsncmp() — Compare Wide-Character Strings”
“wcsncpy() — Copy Wide-Character String” on page 404

wcsncmp() — Compare Wide-Character Strings
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>

/*

or #include <wcstr.h>

*/

int wcsncmp(const wchar_t *string1, const wchar_t *string2, size_t count);

General Description
Compares up to count wide characters in string1 to string2. The wcsncmp() function
operates on null-terminated wide-character strings. The string arguments to this
function must contain a null wide character marking the end of the string.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns a value indicating the relationship between the two strings, as follows:
Value Meaning
Less than 0
String pointed to by string1 less than the string pointed to by string2
0
String pointed to by string1 identical to string pointed to by string2
Greater than 0
String pointed to by string1 greater than string pointed to by string2

Example
EDCXBW14:
/* EDCXBW14
This example demonstrates the difference between wcscmp() and
wcsncmp().
*/
#include <stdio.h>
#include <wchar.h>
#define SIZE 10
int main(void)
{
int result;
int index = 3;
wchar_t buffer1[SIZE] = L"abcdefg";
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wchar_t buffer2[SIZE] = L"abcfg";
void print_result( int, wchar_t *, wchar_t * );
result = wcscmp( buffer1, buffer2 );
printf( "Comparison of each character\n" );
printf( " wcscmp: " );
print_result( result, buffer1, buffer2 );
result = wcsncmp( buffer1, buffer2, index);
printf( "\nComparison of only the first %i characters\n", index );
printf( " wcsncmp: " );
print_result( result, buffer1, buffer2 );
}
void print_result( int res, wchar_t * p_buffer1, wchar_t * p_buffer2 )
{
if ( res == 0 )
printf( "\"%ls\" is identical to \"%ls\"\n", p_buffer1, p_buffer2);
else if ( res < 0 )
printf( "\"%ls\" is less than \"%ls\"\n", p_buffer1, p_buffer2 );
else
printf( "\"%ls\" is greater than \"%ls\"\n", p_buffer1, p_buffer2 );
}

Output:
Comparison of each character
wcscmp: "abcdefg" is less than "abcfg"
Comparison of only the first 3 characters
wcsncmp: "abcdefg" is identical to "abcfg"

Related Information
v
v
v
v
v

“wchar.h” on page 20
“strncmp() — Compare Strings” on page 330
“wcscmp() — Compare Wide-Character Strings” on page 391
“wcsncat() — Append to Wide-Character String” on page 401
“wcsncpy() — Copy Wide-Character String” on page 404
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wcsncpy() — Copy Wide-Character String
POSIX

ISO-C
(ANSI C)

.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>

/*

or #include <wcstr.h>

*/

wchar_t *wcsncpy(wchar_t *string1, const wchar_t *string2, size_t count);

General Description
Copies up to count wide characters from string2 to string1. If string2 is shorter than
count characters, string1 is padded out to count characters with null wide
characters. The wcsncpy() function operates on null-terminated wide-character
strings. The string arguments to this function must contain a null wide character
marking the end of the string.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns string1.

Example
EDCXBW15:
/* EDCXBW15
This example demonstrates the difference between wcscpy() and
wcsncpy().
*/
#include <stdio.h>
#include <wchar.h>
#define SIZE

40

int main(void)
{
wchar_t source[ SIZE ] = L"123456789";
wchar_t source1[ SIZE ] = L"123456789";
wchar_t destination[ SIZE ] = L"abcdefg";
wchar_t destination1[ SIZE ] = L"abcdefg";
wchar_t * return_string;
int
index = 5;
/* This is how wcscpy works */
printf( "destination is originally = ’%ls’\n", destination );
return_string = wcscpy( destination, source );
printf( "After wcscpy, destination becomes ’%ls’\n\n", destination );
/* This is how wcsncpy works */
printf( "destination1 is originally = ’%ls’\n", destination1 );
return_string = wcsncpy( destination1, source1, index );
printf( "After wcsncpy, destination1 becomes ’%ls’\n", destination1 );
}

Output:
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destination is originally = ’abcdefg’
After wcscpy, destination becomes ’123456789’
destination1 is originally = ’abcdefg’
After wcsncpy, destination1 becomes ’12345fg’

Related Information
v
v
v
v
v

“wchar.h” on page 20
“strncpy() — Copy String” on page 332
“wcscpy() — Copy Wide-Character String” on page 395
“wcsncat() — Append to Wide-Character String” on page 401
“wcsncmp() — Compare Wide-Character Strings” on page 402
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wcspbrk() — Locate First Wide Characters in String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>

/*

or #include <wcstr.h>

*/

wchar_t *wcspbrk(const wchar_t *string1, const wchar_t *string2);

General Description
Locates the first occurrence in the string pointed to by string1 of any character
from the string pointed to by string2.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns a pointer to the character, or NULL if no wchar_t from string2 occurs in
string1.

Example
EDCXBW16:
/* EDCXBW16
This example returns a pointer to the first occurrence in the
array string of either a or b, using wcspbrk().
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
wchar_t * result;
wchar_t * string = L"The Blue Danube";
wchar_t *chars = L"ab";
result = wcspbrk( string, chars);
printf("The first occurrence of any of the characters \"%ls\" "
"in \"%ls\" is \"%ls\"\n",
chars, string, result);
}

Output:
The first occurrence of any of the characters "ab" in "The Blue Danube" is "anube"

Related Information
v
v
v
v
v
v
v
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“wchar.h” on page 20
“strpbrk() — Find Characters in String” on page 334
“wcschr() — Search for Wide-Character Substring” on page 389
“wcscmp() — Compare Wide-Character Strings” on page 391 01396
“wcscspn() — Find Offset of First Wide-Character Match” on page 396
“wcsncmp() — Compare Wide-Character Strings” on page 402
“wcsrchr() — Locate Last Wide Character in String” on page 408
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v “wcswcs() — Locate Wide-Character Substring in Wide Character String” on
page 425
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wcsrchr() — Locate Last Wide Character in String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>

/*

or #include <wcstr.h>

*/

wchar_t *wcsrchr(const wchar_t *string, wchar_t character);

General Description
Locates the last occurrence of character in the string pointed to by string. The
terminating null wide character is considered to be part of the string.
The behavior of this wide character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns a pointer to the character, or NULL if character does not occur in the string.

Example
EDCXBW17:
/* EDCXBW17
This example compares the use of wcschr() and wcsrchr(). It
searches the string for the first and last occurrence of p in the
wide character string.
*/
#include <stdio.h>
#include <wchar.h>
#define SIZE 40
int main(void)
{
wchar_t buf[SIZE] = L"computer program";
wchar_t * ptr;
int
ch = ’p’;
/* This illustrates wcschr */
ptr = wcschr( buf, ch );
printf( "The first occurrence of %c in ’%ls’ is ’%ls’\n",
ch, buf, ptr );
/* This illustrates wscrchr */
ptr = wcsrchr( buf, ch );
printf( "The last occurrence of %c in ’%ls’ is ’%ls’\n",
ch, buf, ptr );
}

Output:
The first occurrence of p in ’computer program’ is ’puter program’
The last occurrence of p in ’computer program’ is ’program’
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Related Information
v
v
v
v
v
v
v

“wchar.h” on page 20
“strrchr() — Find Last Occurrence of Character in String” on page 339
“wcscmp() — Compare Wide-Character Strings” on page 391
“wcscspn() — Find Offset of First Wide-Character Match” on page 396
“wcsncmp() — Compare Wide-Character Strings” on page 402
“wcspbrk() — Locate First Wide Characters in String” on page 406
“wcswcs() — Locate Wide-Character Substring in Wide Character String” on
page 425
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wcsrtombs() — Convert Wide-Character String to Multibyte
String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
size_t wcsrtombs(char *dst, const wchar_t **src, size_t len, mbstate_t *ps);

General Description
Converts a sequence of wide characters from the array indirectly pointed to by src
into a sequence of corresponding multibyte characters that begin in the shift state
described by ps, which, if dst is not NULL, are then stored into the array pointed to
by dst. Conversion continues up to and including the terminating null wide
character; the terminating null wide character (byte) is stored.
Conversion stops earlier in two cases:
v When a code is reached that does not correspond to a valid multibyte character.
v If dst is not NULL, conversion stops when the next multibyte element would
exceed the limit of len total bytes to be stored into the array pointed to by dst.
Each conversion takes places as if by a call to the wcrtomb() function.
If dst is not NULL, the object pointed to by src is assigned either NULL (if conversion
stopped due to reaching a terminating null wide character) or the address of the
code just past the last wide character converted. If conversion stopped due to
reaching a terminating null wide character, the resulting state described is the
initial conversion state.
wcsrtombs() is a “restartable” version of wcstombs(). That is, shift state information
is passed in the ps argument and is updated on return (0 indicates initial state,
nonzero indicates shift-out state). With wcsrtombs(), you may switch from one
multibyte string to another, provided that you have kept the shift state
information.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
If the string contains an invalid wide character, an encoding error occurs;
wcsrtombs() sets errno to EILSEQ and returns (size_t)−1, but the conversion state
remains unchanged. Otherwise, it returns the number of bytes in the resulting
multibyte character sequence, which is the same as the number of array elements
modified when dst is not a null pointer.

Example
EDCXBW18:
/* EDCXBW18
This example demonstrates the wcsrtombs() function.
*/
#include <stdio.h>
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#include <string.h>
#include <wchar.h>
#define SIZE 20
int main(void)
{
char
dest[SIZE];
wchar_t *wcs = L"string";
const wchar_t *ptr;
size_t
count = SIZE;
size_t
length;
ptr = (wchar_t *) wcs;
length = wcsrtombs(dest, &ptr, count, NULL);
printf("%d characters were converted.\n", length);
printf("The converted string is \"%s\"\n\n", dest);
/* Reset the destination buffer */
memset(dest, ’\0’, sizeof(dest));
/* Now convert only 3 characters */
ptr = (wchar_t *) wcs;
length = wcsrtombs(dest, &ptr, 3, NULL);
printf("%d characters were converted.\n", length);
printf("The converted string is \"%s\"\n\n", dest);
}

Output:
6 characters were converted.
The converted string is "string"
3 characters were converted.
The converted string is "str"

Related Information
“wchar.h” on page 20
“mblen() — Calculate Length of Multibyte Character” on page 228
“mbrlen() — Calculate Length of Multibyte Character” on page 231
“mbrtowc() — Convert a Multibyte Character to a Wide Character” on page 233
“mbsrtowcs() — Convert a Multibyte String to a Wide-Character String” on page
236
v “wcrtomb() — Convert a Wide Character to a Multibyte Character” on page 386
v “wcstombs() — Convert Wide-Character String to Multibyte Character String” on
page 421
v
v
v
v
v
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wcsspn() — Search for Wide Characters in a String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Am

Extension

X

Format
#include <wchar.h>

/*

or #include <wcstr.h>

*/

size_t wcsspn(const wchar_t *string1, const wchar_t *string2);

General Description
Computes the number of wide characters in the initial segment of the string
pointed to by string1, which consists entirely of wide characters from the string
pointed to by string2.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns the number of wide characters in the segment.

Example
EDCXBW19:
/* EDCXBW19
This example finds the first occurrence in the array string of a
character that is neither an a, b, nor c. Because the string in
this example is "cabbage", wcsspn() returns 5, the index of the
segment of "cabbage" before a character that is not an a, b, or c.
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
wchar_t * string = L"cabbage";
wchar_t * source = L"abc";
int index;
index = wcsspn( string, L"abc" );
printf( "The first %d characters of \"%ls\" are found in \"%ls\"\n",
index, string, source );
}

Output:
The first 5 characters of "cabbage" are found in "abc"

Related Information
v
v
v
v
v
v
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“wchar.h” on page 20
“strspn() — Search String” on page 340
“wcscat() — Append to Wide-Character String” on page 388
“wcschr() — Search for Wide-Character Substring” on page 389
“wcscmp() — Compare Wide-Character Strings” on page 391 01694
“wcscspn() — Find Offset of First Wide-Character Match” on page 396
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v “wcsncmp() — Compare Wide-Character Strings” on page 402
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wcsstr() — Locate a Wide Character Sequence
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
wchar_t *wcsstr(const wchar_t *wcs1, const wchar_t *wcs2);

General Description
Locates the first occurrence in the wide-character string pointed to by wcs1 of the
sequence of wide characters (excluding the terminating null character) in the
wide-character string pointed to by wcs2.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns a pointer to the located wide string, or a null pointer if the wide-character
string is not found. If wcs2 points to a wide-character string with zero length, the
function returns wcs1.

Example
EDCXBW20:
/* EDCXBW20
This example demonstrates the wcsstr() function.
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
wchar_t *wcs1 = L"needle in a haystack";
wchar_t *wcs2 = L"hay";
wchar_t *result;
result = wcsstr(wcs1, wcs2);
printf("result: \"%ls\"\n", result);
}

Output:
result: "haystack"

Related Information
v “wchar.h” on page 20
v “strstr() — Locate Substring” on page 341
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wcstod() — Convert Wide-Character String to a double
Floating-Point
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

Am

XPG4

Extension

X

Format
#include <wchar.h>
double wcstod(const wchar_t *nptr, wchar_t **endptr);

General Description
Converts the initial portion of the wide-character string pointed to by nptr to
double representation. First it decomposes the input string into three parts:
1. An initial, possibly empty, sequence of white-space characters (as specified by
the iswspace() function).
2. A subject sequence resembling a floating-point constant.
3. A final string of one or more unrecognized characters, including the
terminating null character of the input string.
Then it attempts to convert the subject sequence to a floating-point number, and
returns the result.
The expected form of the subject sequence is an optional plus or minus sign, then
a non-empty sequence of digits optionally containing a decimal-point wide
character, then an optional exponent part as defined in ISO/IEC 9899:1990
subclause 6.1.3.1, but with no floating suffix. The subject sequence is defined as the
longest initial sub-sequence of the input wide-character string, starting with the
first non-white space wide character, that is of the expected form. The subject
sequence contains no wide characters if the input wide-character string is empty or
consists entirely of white space wide characters, or if the first non-white space
wide character is other than a sign, a digit, or a decimal-point wide character.
If the subject sequence has the expected form, the sequence of wide characters
starting with the first digit or the decimal-point wide character (whichever occurs
first) is interpreted as a floating constant according to the rules of ISO/IEC
9899:1990 subclause 6.1.3.1, except the decimal-point wide character is used in
place of a period, and if neither an exponent part nor a decimal-point wide
character appears, a decimal point is assumed to follow the last digit in the
wide-character string. If the subject sequence begins with a minus sign, the value
resulting from the conversion is negated. A pointer to the final wide-character
string is stored in the object pointed to by endptr, provided that endptr is not NULL.
In a locale other than the C locale, additional implementation-defined subject
sequence forms may be accepted.
If the subject sequence is empty or does not have the expected form, no conversion
is performed; the value of nptr is stored in the object pointed to by endptr,
provided that endptr is not a null pointer.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
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Returned Value
Returns the converted value, if any. If no conversion could be performed, wcstod()
returns 0. If the correct value is outside the range of representable values, wcstod()
returns HUGE_VAL or −HUGE_VAL (according to the sign of the value) and sets errno
to ERANGE. If the correct value would cause underflow, wcstod() returns 0 and sets
errno to ERANGE.

Example
EDCXBW21:
/* EDCXBW21
This example demonstrates the wcstod() function.
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
wchar_t *wcs;
wchar_t *stopwcs;
double
d;
wcs = L"3.1415926This stopped it";
d = wcstod(wcs, &stopwcs);
printf("wcs = \"%ls\"\n", wcs);
printf("
wcstod = %f\n", d);
printf("
Stopped scan at \"%ls\"\n", stopwcs);
}

Output:
wcs = "3.1415926This stopped it"
wcstod = 3.141593
Stopped scan at "This stopped it"

Related Information
v “wchar.h” on page 20
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wcstok() — Break a Wide-Character String into Tokens
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

Am

XPG4

Extension

X

Format
#include <wchar.h>
wchar_t *wcstok(wchar_t *wcs1, const wchar_t *wcs2, wchar_t **ptr);

General Description
A sequence of calls to the wcstok() function breaks the wide string pointed to by
wcs1 into a sequence of tokens, each of which is delimited by a wide character
from the wide string pointed to by wcs2. The third argument points to a
caller-provided wide-character pointer into which the wcstok() function stores
information necessary for it to continue scanning the same string.
The first call in the sequence, wcs1, points to a wide-character string, while in
subsequent calls for the same wide string, wcs1 is a null pointer. If wcs1 is a null
pointer, the value pointed to by ptr must match that set by the previous call for the
same wide-character string; otherwise its value is ignored. The separator
wide-character string pointed to by wcs2 may be different from call to call.
The first call in the sequence, searches the wide-character string pointed to by wcs1
for the first wide character that is not contained in the current separator
wide-character string pointed to by wcs2. If no such wide character is found, then
there are no tokens in the wide-character string pointed to by wcs1 and the
wcstok() function returns a null pointer. If such a wide character is found, it is the
start of the first token.
The wcstok() function then searches from there for a wide character that is
contained in the current separator wide string. If no such wide character is found,
the current token extends to the end of the wide-character string pointed to by
wcs1, and subsequent searches for a token will return a null pointer. If such a wide
character is found, it is overwritten by a null character, which terminates the
current token.
In all cases, the wcstok() function stores sufficient information in the pointer ptr so
that subsequent calls, with a null pointer as the value of the first argument and the
unmodified pointer value as the third, will start searching just past the end of the
previously returned token (if any).
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns a pointer to the first wide character of a token, or NULL if there is no token.

Example
EDCXBW22:
/* EDCXBW22
This example demonstrates the wcstok() function.
*/
#include <stdio.h>
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#include <wchar.h>
int main(void)
{
static wchar_t str1[] = L"?a??b,,,#c";
static wchar_t str2[] = L"\t \t";
wchar_t *t, *ptr1, *ptr2;
t = wcstok(str1, L"?", &ptr1);
(t == NULL) ? (printf("t is NULL\n"))
t = wcstok(NULL, L",", &ptr1);
(t == NULL) ? (printf("t is NULL\n"))
t = wcstok(str2, L" \t,", &ptr2);
(t == NULL) ? (printf("t is NULL\n"))
t = wcstok(NULL, L"#,", &ptr1);
(t == NULL) ? (printf("t is NULL\n"))
t = wcstok(NULL, L"?", &ptr1);
(t == NULL) ? (printf("t is NULL\n"))

: (printf("t = \"%ls\"\n",t));
: (printf("t = \"%ls\"\n",t));
: (printf("t = \"%ls\"\n",t));
: (printf("t = \"%ls\"\n",t));
: (printf("t = \"%ls\"\n",t));

}

Output:
t
t
t
t
t

= "a"
= "?b"
is NULL
= "c"
is NULL

Related Information
v “wchar.h” on page 20
v “strtok() — Tokenize String” on page 346
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wcstol() — Convert a Wide-Character String to a Long Integer
ISO-C
(ANSI C)

POSIX
.1

Am

.1a

.2

.4a

XPG4

Extension

X

Format
#include <wchar.h>
long int wcstol(const wchar_t *nptr, wchar_t **endptr, int base);

General Description
Converts the initial portion of the wide-character string pointed to by nptr to
long int representation. First it decomposes the input wide-character string into
three parts:
1. An initial, possibly empty, sequence of white-space wide characters (as
specified by the iswspace() function).
2. A subject sequence resembling an integer determined by the value of base.
3. A final wide-character string of one or more unrecognized wide characters,
including the terminating null character of the input wide-character string.
Then it attempts to convert the subject sequence to an integer, and returns the
result.
If the value of base is zero, the expected form of the subject sequence is that of an
integer constant as described in ISO/IEC 9899:1990 subclause 6.1.3.2, optionally
preceded by a plus or minus sign, but not including an integer suffix. If the value
of base is between 2 and 36, the expected form of the subject sequence is a
sequence of letters and digits from the portable character set representing an
integer with the radix specified by base, optionally preceded by a plus or minus
sign, but not including an integer suffix. The letters from a (or A) through z (or Z)
are ascribed the values 10 to 35; only letters whose ascribed values are less than
that of base are permitted. If the value of base is 16, the characters 0x or 0X may
optionally precede the sequence of letters and digits, following the sign if present.
The subject sequence is defined as the longest initial sub-sequence of the input
wide-character string, starting with the first non-white-space wide character, that is
of the expected form. The subject sequence contains no wide characters if the input
wide-character string is empty or consists entirely of white space, or if the first
non-white-space wide character is other than a sign or a permissible letter or digit.
If the subject sequence has the expected form and the value of base is zero, the
sequence of wide characters starting with the first digit is interpreted as an integer
constant according to the rules of ISO/IEC 9899:1990 subclause 6.1.3.2. If the
subject sequence has the expected form and the value of base is between 2 and 36,
it is used as the base for conversion, ascribing to each letter its value as given
above. If the subject sequence begins with a minus sign, the value resulting from
the conversion is negated. A pointer to the final wide-character string is stored in
the object pointed to by endptr, provided that endptr is not NULL.
In a locale other than the C locale, additional implementation defined subject
sequence forms may be accepted.
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If the subject sequence is empty or does not have the expected form, no conversion
is performed; the value of nptr is stored in the object pointed to by endptr,
provided that endptr is not NULL.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns the converted value, if any. If no conversion could be performed, zero is
returned. If the correct value is outside the range of representable values, LONG_MAX
or LONG_MIN is returned (according to the sign of the value), and errno is set to
ERANGE.

Example
EDCXBW23:
/* EDCXBW23
This example demonstrates the wcstol() function.
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
wchar_t *wcs;
wchar_t *stopwcs;
long
l;
int
base;
wcs = L"10110134932";
printf("wcs = \"%ls\"\n", wcs);
for (base=2; base<=8; base*=2) {
l = wcstol(wcs, &stopwcs, base);
printf("
wcstol = %ld\n", l);
printf("
Stopped scan at \"%ls\"\n\n", stopwcs);
}
}
wcs = "10110134932"
wcstol = 45
Stopped scan at "34932"
wcstol = 4423
Stopped scan at "4932"
wcstol = 2134108
Stopped scan at "932"

Related Information
v “wchar.h” on page 20
v “strtol() — Convert Character String to long” on page 348
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wcstombs

wcstombs() — Convert Wide-Character String to Multibyte
Character String
ISO-C
(ANSI C)

POSIX
.1

Am

.1a

.2

.4a

XPG4

Extension

X

Format
#include <stdlib.h>
size_t wcstombs(char *dest, const wchar_t *string, size_t count);

General Description
Converts the wide-character string pointed to by string into the multibyte array
pointed to by dest. The converted string begins in the initial shift state. The
conversion stops after count bytes in dest are filled up or a null wide character is
encountered.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns the length in bytes of the multibyte character string, not including a
terminating null wide character. The value (size_t)−1 is returned if an invalid
multibyte character is encountered.
If count is the returned value the array is not null terminated.
If dest is a null pointer, the number of characters required to convert the wide
character string is returned.
If the area pointed to by dest is too small (as indicated by the value of count) to
contain the wide character codes represented as multibyte characters, the number
of bytes containing complete multibyte characters is returned.
Note: The wcstombs() does not generate redundant shift characters between the
DBCS characters. When the wctomb() function is called for each character,
redundant shift characters are generated.

Example
EDCXBW24:
/* EDCXBW24
In this example, a wide-character string is converted to a char
string twice. The first call converts the entire string, while
the second call only converts three characters. The results are
printed each time.
*/
#include <stdio.h>
#include <stdlib.h>
#include <string.h>
#define SIZE 20
int main(void)
{
char dest[SIZE];
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wchar_t * dptr = L"string";
size_t count = SIZE;
size_t length;
length = wcstombs( dest, dptr, count );
printf( "%d characters were converted.\n", length );
printf( "The converted string is \"%s\"\n\n", dest );
/* Reset the destination buffer */
memset( dest, ’\0’, sizeof(dest));
/* Now convert only 3 characters */
length = wcstombs( dest, dptr, 3 );
printf( "%d characters were converted.\n", length );
printf( "The converted string is \"%s\"\n", dest );
}

Output:
6 characters were converted.
The converted string is "string"
3 characters were converted.
The converted string is "str"

Related Information
“stdlib.h” on page 17
“mbstowcs() — Convert Multibyte Characters to Wide Characters” on page 238
“wcslen() — Calculate Length of Wide-Character String” on page 400
“wcsrtombs() — Convert Wide-Character String to Multibyte String” on page
410
v “wctomb() — Convert Wide Character to Multibyte Character” on page 431
v
v
v
v

422

LE/VSE V1R4.7 C Run-Time Library Reference

wcstoul

wcstoul() — Convert a Wide-Character String to an Unsigned
Long Integer
ISO-C
(ANSI C)

POSIX
.1

Am

.1a

.2

.4a

XPG4

Extension

X

Format
#include <wchar.h>
unsigned long int wcstoul(const wchar_t *nptr, wchar_t **endptr, int base);

General Description
Converts the initial portion of the wide-character string pointed to by nptr to
unsigned long integer representation. First it decomposes the input wide-character
string into three parts:
1. An initial, possibly empty, sequence of white-space wide characters (as
specified by the iswspace() function).
2. A subject sequence resembling an unsigned integer represented in some radix
determined by the value of base.
3. A final wide-character string of one or more unrecognized wide characters,
including the terminating null character of the input wide-character string.
Then it attempts to convert the subject sequence to an unsigned integer, and
returns the result.
If the value of base is zero, the expected form of the subject sequence is that of an
integer constant as described in ISO/IEC 9899:1990 subclause 6.1.3.2, optionally
preceded by a plus or minus sign, but not including an integer suffix. If the value
of base is between 2 and 36, the expected form of the subject sequence is a
sequence of letters and digits from the portable character set representing an
integer with the radix specified by base, optionally preceded by a plus or minus
sign, but not including an integer suffix. The letters from a (or A) through z (or Z)
are ascribed the values 10 to 35; only letters whose ascribed values are less than
that of base are permitted. If the value of base is 16, the characters 0x or 0X may
optionally precede the sequence of letters and digits, following the sign if present.
The subject sequence is defined as the longest initial sub-sequence of the input
wide-character string, starting with the first non-white-space wide character, that is
of the expected form. The subject sequence contains no wide characters if the input
wide-character string is empty or consists entirely of white-space, or if the first
non-white-space wide character is other than a sign or a permissible letter or digit.
If the subject sequence has the expected form and the value of base is zero, the
sequence of wide characters starting with the first digit is interpreted as an integer
constant according to the rules of ISO/IEC 9899:1990 subclause 6.1.3.2. If the
subject sequence has the expected form and the value of base is between 2 and 36,
it is used as the base for conversion, ascribing to each letter its value as given
above. If the subject sequence begins with a minus sign, the value resulting from
the conversion is negated. A pointer to the final string is stored in the object
pointed to by endptr, provided that endptr is not NULL.
In a locale other than the C locale, additional implementation-defined subject
sequence forms may be accepted.
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If the subject sequence is empty or does not have the expected form, no conversion
is performed; the value of nptr is stored in the object pointed to by endptr,
provided that endptr is not NULL.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns the converted value, if any. If no conversion could be performed, zero is
returned. If the correct value is outside the range of representable values,
ULONG_MAX is returned and errno is set to ERANGE.

Example
EDCXBW25:
/* EDCXBW25
This example demonstrates the wcstoul() function.
*/
#include <stdio.h>
#include <wchar.h>
#define BASE 2
int main(void)
{
wchar_t *wcs = L"1000e13 camels";
wchar_t *endptr;
unsigned long int answer;
answer = wcstoul(wcs, &endptr, BASE);
printf("The input wide string used: \"%ls\"\n", wcs);
printf("The unsigned long int produced: %lu\n", answer);
printf("The substring of the input wide string that was not\n"
"converted to unsigned long: \"%ls\"\n", endptr);
}

Output:
The input wide string used: "1000e13 camels"
The unsigned long int produced: 8
The substring of the input wide string that was not
converted to unsigned long: "e13 camels"

Related Information
v “wchar.h” on page 20
v “strtoul() — Convert String to unsigned integer” on page 350
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wcswcs() — Locate Wide-Character Substring in Wide
Character String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

Am

XPG4

Extension

X

Format
#include <wcstr.h>
wchar_t *wcswcs(const wchar_t *string1, const wchar_t *string2);

General Description
Locates the first occurrence in the string pointed to by string1 of the sequence of
wide characters (excluding the terminating wide null character) in the string
pointed to by string2.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.
This function was formerly declared in wcstr.h, which continues to be maintained
for compatibility.

Returned Value
Returns a pointer to the located string or NULL if the string is not found. If string2
points to a string with zero length, the function returns string1.

Example
EDCXBW26:
/* EDCXBW26
This example finds the first occurrence of the wide character string
pr in buffer1, using wcswcs().
*/
#include <stdio.h>
#include <wcstr.h>
#define SIZE 40
int main(void)
{
wchar_t buffer1[SIZE] = L"computer program";
wchar_t * ptr;
wchar_t * wch = L"pr";
ptr = wcswcs( buffer1, wch );
printf( "The first occurrence of %ls in ’%ls’ is ’%ls’\n",
wch, buffer1, ptr );
}

Output:
The first occurrence of pr in ’computer program’ is ’program’

Related Information
v
v
v
v

“wchar.h”
“strstr()
“wcschr()
“wcscmp()

on page 20
— Locate Substring” on page 341
— Search for Wide-Character Substring” on page 389
— Compare Wide-Character Strings” on page 391
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v “wcscspn() — Find Offset of First Wide-Character Match” on page 396
v “wcspbrk() — Locate First Wide Characters in String” on page 406
v “wcsrchr() — Locate Last Wide Character in String” on page 408
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wcswidth() — Determine the Display Width of a
Wide-Character String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <wchar.h>
int wcswidth(const wchar_t *wcs, size_t n);

General Description
Determines the number of printing positions that a graphic representation of n
wide characters (or fewer than n wide characters, if a null wide character is
encountered before n wide characters have been exhausted), in the wide-character
string pointed to by wcs, occupies on a display device. The number of printing
positions is independent of its location on the device.

Returned Value
Returns either the value 0 (if wcs points to a null wide character), or returns the
number of printing positions occupied by the wide-character string pointed to by
wcs. The value −1 is returned if any wide character in the wide-character string
pointed to by wcs is not a printing wide character.
The behavior of the wcswidth() function is affected by the LC_CTYPE category.
Note: The width returned will be 1 for each single-byte character and 2 for each
double-byte character.

Example
EDCXBW27:
/* EDCXBW27
This example demonstrates the wcswidth() function.
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
wchar_t *wcs = L"ABC";
printf("wcs has a width of: %d\n", wcswidth(wcs,3));
}

Output:
wcs has a width of: 3

Related Information
v “wchar.h” on page 20
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wcsxfrm() — Transform a Wide-Character String
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

Am

XPG4

Extension

X

Format
#include <wchar.h>
size_t wcsxfrm(wchar_t *wcs1, const wchar_t *wcs2, size_t n);

General Description
Transforms the wide-character string pointed to by wcs2 to values which represent
character collating weights and places the resulting wide-character string into the
array pointed to by wcs1. The transformation is such that if the wcscmp() function
is applied to two transformed wide-character strings, it returns a value greater
than, equal to, or less than zero, corresponding to the result of the wcscoll()
function applied to the same two original wide-character strings. No more than n
elements are placed into the resulting array pointed to by wcs1, including the
terminating null wide character code. If n is zero, wcs1 is permitted to be a null
pointer. If copying takes place between objects that overlap, the behavior is
undefined.

Returned Value
Returns the length of the transformed wide-character string (not including the
terminating null wide character code). If the value returned is n or more, the
contents of the array pointed to by wcs1 are indeterminate.
If wcs1 is a null pointer, wcsxfrm() returns the number of elements required to
contain the transformed wide string.
The transformed value of invalid wide character codes will be either less than or
greater than the transformed values of valid wide character codes, depending on
the option chosen for the particular locale definition. In this case wcsxfrm() returns
(size_t)−1.
The wcsxfrm() function is controlled by the LC_COLLATE category.
The EILSEQ error may be set, indicating that the wide character string pointed to
by wcs2 contains wide character codes outside the domain of the collating
sequence.
Note: The ISO/C Multibyte Support Extensions do not indicate that the wcsxfrm()
function may return with an error.

Example
EDCXBW28:
/* EDCXBW28
This example demonstrates the wcsxfrm() function.
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
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wchar_t *wcs;
wchar_t buffer[80];
int
length;
printf("Type in a string of characters.\n");
wcs = fgetws(buffer, 80, stdin);
length = wcsxfrm(NULL, wcs, 0);
printf("You would need a %d element array to hold the wide string",
length);
printf("\n\n%ls\n\ntransformed according", wcs);
printf(" to this program’s locale.\n");
}

Related Information
v “wchar.h” on page 20
v “strxfrm() — Transform String” on page 352
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wctob() — Convert Wide Character to Byte
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

Am

Format
#include <wchar.h>
int wctob(wint_t c);

General Description
Determines whether c corresponds to a member of the extended character set
whose multibyte character corresponds to a single byte when in initial shift state.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns EOF if c does not correspond to a multibyte character with length one;
otherwise it returns the single-byte representation.

Example
EDCXBW29:
/* EDCXBW29
This example demonstrates the wctob() function.
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
wint_t wc = L’A’;
if (wctob(wc) == wc)
printf("wc is a valid single byte character\n");
else
printf("wc is not a valid single byte character\n");
}

Output:
wc is a valid single byte character

Related Information
v “wchar.h” on page 20
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wctomb() — Convert Wide Character to Multibyte Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

Am

XPG4

Extension

X

Format
#include <stdlib.h>
int wctomb(char *string, wchar_t character);

General Description
Converts the wchar_t value of character into a multibyte array pointed to by string.
If the value of character is 0, the function is left in the initial shift state. At most,
wctomb() stores MB_CUR_MAX characters in string.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns the length in bytes of the multibyte character. The value −1 is returned if
character is not a valid multibyte character. If string is NULL, the wctomb() function
returns nonzero if shift-dependent encoding is used, or 0 otherwise.

Example
EDCXBW30:
/* EDCXBW30
This example converts the wide character c to a character using
wctomb().
*/
#include <stdio.h>
#include <stdlib.h>
#define SIZE 40
int main(void)
{
static char buffer[ SIZE ];
wchar_t wch = L’c’;
int length;
length = wctomb( buffer, wch );
printf( "The number of bytes that comprise the multibyte "
"character is %i\n", length );
printf( "And the converted string is \"%s\"\n", buffer );
}

Output:
The number of bytes that comprise the multibyte character is 1
And the converted string is "c"

Related Information
v
v
v
v
v

“stdlib.h” on page 17
“mbtowc() — Convert Multibyte Character to Wide Character” on page 240
“wcrtomb() — Convert a Wide Character to a Multibyte Character” on page 386
“wcslen() — Calculate Length of Wide-Character String” on page 400
“wcstombs() — Convert Wide-Character String to Multibyte Character String” on
page 421
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wctype() — Obtain Handle for Character Property
Classification
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

Am

.4a

XPG4

Extension

X

Format
#include <wchar.h>
wctype_t wctype(const char *property);

General Description
The wctype() function is defined for valid property names as defined in the
current locale. The property is a string identifying a generic character class for
which code-page-specific type information is required. The function returns a value
of type wctype_t, which can be used as the second argument to a call of
iswctype(). The wctype() function determines values of wctype_t according to
rules of the coded character set defined by character type information in the
program's locale (category LC_CTYPE). Values returned by wctype() are valid until
a call to setlocale() that modifies the category LC_CTYPE.
The behavior of this wide-character function is affected by the LC_CTYPE category
of the current locale. If you change the category, undefined results can occur.

Returned Value
Returns zero if the given property name is not valid for the current locale
(category LC_CTYPE); otherwise it returns a value of type wctype_t that can be
used in calls to iswctype().

Related Information
v “wctype.h” on page 22
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wcwidth() — Determine the Display Width of a Wide Character
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

Format
#include <wchar.h>
int wcwidth(const wint_t wc);

General Description
Determines the number of printing positions that a graphic representation of wc
occupies on a display device. Each of the printing wide characters occupies its own
number of printing positions on a display device. The number is independent of its
location on the device.

Returned Value
Returns either the value 0 (if wc is a null wide character), or returns the number of
printing positions occupied by wc, or returns the value −1 (if wc is not a printing
wide character).
The behavior of the wcwidth() function is affected by the LC_CTYPE category.
Note: The width returned will be zero for a null character, 1 for a single-byte
character, and 2 for a double-byte character.

Example
EDCXBW31:
/* EDCXBW31
This example demonstrates the wcwidth() function.
*/
#include <stdio.h>
#include <wchar.h>
int main(void)
{
wint_t wc = L’A’;
printf("wc has a width of: %d\n", wcwidth(wc));
}

Output:
wc has a width of: 1

Related Information
v “wchar.h” on page 20
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y0() - y1() - yn() — Bessel Functions of the Second Kind
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

Extension

X

SAA

Format
#include <math.h>
double y0(double x);
double y1(double x);
double yn(int n, double x);

Compile-Time Option: LANGLVL(SAA), LANGLVL(SAA2), or
LANGLVL(EXTENDED)

General Description
Bessel functions are solutions to certain types of differential equations.
The y0(), y1(), and yn() functions are Bessel functions of the second kind, for
orders 0, 1, and n, respectively. The argument x must be positive. The argument n
should be greater than or equal to zero. If n is less than zero, there will be a
negative exponent in the result.

Returned Value
For y0(), y1(), or yn(), if x is negative, the function returns −HUGE_VAL and sets
errno to EDOM. For y0(), y1(), or yn(), if x causes overflow, the function returns
−HUGE_VAL and sets errno to ERANGE.
Otherwise, these functions return the calculated value.

Example
EDCXBY01:
/* EDCXBY01
This example computes y to be the order 0 Bessel function of the
first kind for x and z to be the order 3 Bessel function of the
second kind for x.
*/
#include <math.h>
#include <stdio.h>
int main(void)
{
double x, y, z;
x = 4.27;
y = y0(x);

/*
/*
z = yn(3,x);
/*
/*
printf(" x = %f\n
}

Output:
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y = -0.3660
function of
z = -0.0875
function of
y = %f\n z

is the order 0 bessel
the first kind for x
is the order 3 bessel
the second kind for x
= %f\n", x, y, z);

*/
*/
*/
*/

Bessel y functions
x = 4.270000
y = -0.119051
z = -0.087482

Related Information
v “math.h” on page 12
v “erf() - erfc() — Calculate Error and Complementary Error Functions” on
page 88
v “gamma() — Calculate Gamma Function” on page 173
v “j0() - j1() - jn() — Bessel Functions of the First Kind” on page 211
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Chapter 3. TCP/IP Callable Functions
This chapter describes the set of callable TCP/IP and Secure Socket Layer (SSL)
functions you can use in the C Run-Time Environment. LE/VSE does not
implement these functions, but instead provides an Application Programming
Interface (API) that calls the appropriate TCP/IP routines in which these functions
have been implemented.
The C Run-Time Socket API is also available with the VSE C Run-Time Support of
z/VSE (which is a subset of LE/VSE).
The idea of the C Run-Time Socket API is to separate the vendor code from the
application code. Its function is to map TCP/IP function calls to the related
functional TCP/IP code provided by a software vendor.
The advantages of the API are:
v The API consists of an IBM-defined set of programmable functions which are
visible to user applications.
v Compatibility of z/VSE applications and z/OS® applications.
v Application independence with regard to TCP/IP implementation.
v No re-linking of user applications in case of vendor code changes (for example,
service application and functional upgrading).
v Customer can choose a TCP/IP package that is independent of the subset of
TCP/IP functions offered by the provider. A request for a function not available
will generate a corresponding message.
This chapter contains these main topics:
v “Compiling/Running C Programs that Use the C Run-Time Socket API” on page
438
v “Configuring the LE/C TCP/IP Socket API Multiplexer” on page 439
v “Using SSL with LE/VSE” on page 440
v “Callable Functions Included in LE/VSE C Run-Time Socket API” on page 441
v “Functional Descriptions of TCP/IP Callable Functions” on page 445
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Compiling/Running C Programs that Use the C Run-Time Socket API
The following libraries are used with the C Run-Time Socket API:
v PRD2.SCEEBASE is the LE/VSE library.
v PRD1.BASE is the TCP/IP for VSE/ESA library supplied by IBM.
v PRD2.TCPIP is the TCP/IP for VSE/ESA library supplied by Connectivity Systems
Incorporated (CSI).
v IJSYSRS.SYSLIB contains the TCP/IP interface-phase IJBLFPLE for the Linux
Fast Path.
1. When compiling your C programs that use the C Run-Time Socket API, you
must position the LE/VSE library in front of the TCP/IP library in your source
search path. Otherwise, error messages relating to header files (for example to
socket.h) will be generated when you compile your programs.
2. When running C programs that use the C Run-Time Socket API, you must
position the TCP/IP library in front of the LE/VSE library in your phase search
path. Otherwise, error message EDCV001I will be generated.
3. In your CICS startup job, you must position the TCP/IP library in front of the
LE/VSE library in your phase search path. Otherwise, error message
DFHSO0117 will be generated.
Note: For details of how to configure the LE/C TCP/IP Socket API Multiplexer,
see “Configuring the LE/C TCP/IP Socket API Multiplexer” on page 439.
Sample LIBDEF statements to compile C programs that use the C Run-Time Socket
API:
// LIBDEF OBJ,SEARCH=(PRD2.SCEEBASE,PRD1.BASE)
// LIBDEF SOURCE,SEARCH=(PRD2.SCEEBASE,PRD1.BASE)

Sample LIBDEF statement to run TCP/IP programs:
// LIBDEF PHASE,SEARCH=(PRD1.BASE,PRD2.SCEEBASE)

For further details, refer to the z/VSE TCP/IP Support, SC34-2604.
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Configuring the LE/C TCP/IP Socket API Multiplexer
This topic describes how you configure the LE/C TCP/IP Socket API Multiplexer
(referred to simply as the TCP/IP multiplexer).
You must configure the TCP/IP multiplexer in order to use the Linux Fast Path
function (an overview is provided in the z/VSE Planning, SC33-8301).
Background:
v Prior to z/VSE V4.3, to customize the TCP/IP interface you were required to use
the LIBDEF SEARCH statement. In this statement, you specified the $EDCTCPV
phase to be loaded at LE/VSE C Run-Time. However:
– If multiple TCP/IP implementations were used concurrently, it could be
time-consuming to specify the correct LIBDEF statement in each job that used
TCP/IP callable services.
– Because each active TCP/IP stack is identified by a unique SYSID (00 to 99),
the SYSID had to be specified using a // OPTION SYSPARM='nn' statement in
every job that used TCP/IP callable services.
– In addition, you had to ensure that the LIBDEF specification matched the
TCP/IP implementation that was started with the specified SYSID.
v From z/VSE V4.3 onwards, you can use the TCP/IP multiplexer to make the setup
more straightforward.
– The TCP/IP multiplexer configuration consist of a table that assigns the name
of an interface phase to a SYSID value.
– Based on the value of SYSID the TCP/IP multiplexer can be used to
determine the TCP/IP interface phase that is to be used. For example:
SYSID Phase
00
$EDCTCPV
01
IJBLFPLE
02
VENDTCPI

What the TCP/IP multiplexer Provides:
Using the TCP/IP multiplexer, TCP/IP products can:
v name their TCP/IP interface-phase with a name that is not $EDCTCPV.
v place their interface phase into different libraries. In the example shown above:
– The SYSID value '00' uses the default name $EDCTCPV as the TCP/IP
interface.
– The SYSID value '01' configures the Linux Fast Path socket interface phase
IJBLFPLE that is located in library IJSYSRS.SYLIB.
– The last SYSID value '02' uses an arbitrary TCP/IP interface called
VENDTCPI that might have been provided by a TCP/IP vendor.
If a TCP/IP multiplexer configuration does not exist, all SYSID values will use the
default interface phase name $EDCTCPV. All SYSID values which are not
explicitly specified in the configuration will also use the default interface phase
name $EDCTCPV. This ensures compatibility to existing setups.
To create the TCP/IP multiplexer configuration, you assemble a configuration phase
EDCTCPMC into PRD2.CONFIG.
To generate the TCP/IP multiplexer configuration, you can use skeleton
EDCTCPMC contained in VSE/ICCF Library 62.
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Figure 6 shows how to generate a TCP/IP multiplexer configuration for the
example shown above:

* $$ JOB JNM=TCPMCFG,CLASS=A,DISP=D
// JOB TCPMCFG GENERATE TCP/IP MULTIPLEXER CONFIG PHASE
// LIBDEF *,CATALOG=PRD2.CONFIG
// LIBDEF *,SEARCH=(PRD1.BASE)
// OPTION ERRS,SXREF,SYM,NODECK,CATAL,LISTX
PHASE EDCTCPMC,*,SVA
// EXEC ASMA90,SIZE=(ASMA90,64K),PARM=’EXIT(LIBEXIT(EDECKXIT)),SIZE(MAXC
-200K,ABOVE)’
EDCTCPMC CSECT
EDCTCPMC AMODE ANY
EDCTCPMC RMODE ANY
*
EDCTCPME SYSID=’00’,PHASE=’$EDCTCPV’
EDCTCPME SYSID=’01’,PHASE=’IJBLFPLE’
EDCTCPME SYSID=’02’,PHASE=’VENDTCPI’
*
END
/*
// IF $MRC GT 4 THEN
// GOTO NOLINK
// EXEC LNKEDT,PARM=’MSHP’
/. NOLINK
/*
/&
* $$ EOJ

Figure 6. Generating a TCP/IP Multiplexer Configuration

Using SSL with LE/VSE
Figure 7 on page 441 shows the basic structure of the elements needed in your SSL
source program.
These elements are:
v A socket() call to obtain a socket descriptor.
v A gsk_initialize() call to set up the application's environment for secure
communications.
v Socket calls to activate a connection:
– A connect() call for a client program.
– A bind(), listen(), or accept() call for a server program.
v A gsk_secure_soc_init() call to initiate the SSL handshaking process. The
application programmer does not have to write the handshaking function. This
is a function of the SSL support. gsk_secure_soc_init() makes calls to the user
supplied skwrite() and skread() routines. These routines must be supplied as
an external entry-point generated with fetchep().
v A gsk_secure_soc_write() call to encrypt data and pass it to the user supplied
skwrite() routine for transmission.
v A gsk_secure_soc_read() call to read data by calling the user supplied skread()
routine, to decrypt the data, and to return the decrypted data.
v A gsk_secure_soc_close() call to disable SSL support for the socket.
v A close() call to destroy the connected sockets.
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Client

Server
gsk_initialize()
socket()

gsk_initialize()
bind()
socket()
listen()
connect()
accept()
gsk_secure_soc_init()
gsk_secure_soc_init()
*skwrite() ........ *skread()
*skread() ........ *skwrite()
gsk_secure_soc_write()
gsk_secure_soc_read()
*skwrite() ........ *skread()
gsk_secure_soc_read()
gsk_secure_soc_write()
*skread() ........ *skwrite()
gsk_secure_soc_close()
gsk_secure_soc_close()
*skwrite() ........ *skread()
*skread() ........ *skwrite()
close()
close()
close()

Figure 7. Sockets Programming Model Using SSL

Callable Functions Included in LE/VSE C Run-Time Socket API
Table 29 lists the TCP/IP callable functions that are included in the C Run-Time
Socket API. These include callable functions for Secure Sockets Layer (SSL)
processing, which have the prefix gsk.
Note that if the TCP/IP or SSL callable functions are to be incorporated in
applications coded in one of the LE/VSE conforming languages (COBOL, PL/I or
HLASM), the programs may use the Inter Language Communication (ILC)
mechanism to call a module coded in C for VSE/ESA to use the following Socket
API routines.
Table 29. C Run-Time Socket API Callable Functions
Callable Function

Header File

Description

accept

socket.h

accept a new socket connection

aio_cancel

aio.h

cancel an asynchronous I/O request

aio_error

aio.h

retrieve error status for an asynchronous I/O
operation

aio_read

aio.h

asynchronous read from a socket

aio_return

aio.h

retrieve status for an asynchronous I/O
operation

aio_suspend

aio.h

wait for an asynchronous I/O request

aio_write

aio.h

asynchronous write to a socket

Chapter 3. TCP/IP Callable Functions

441

TCP/IP Callable Functions
Table 29. C Run-Time Socket API Callable Functions (continued)

442

Callable Function

Header File

Description

bind

socket.h

bind a name to a socket

close

unistd.h

close a socket

connect

socket.h

connect a socket

endhostent

netdb.h

close the host information data set

endnetent

netdb.h

close network information data set

endprotoent

netdb.h

close protocol information data set

endservent

netdb.h

close network services information data sets

fcntl

fcntl.h

control open socket descriptor

getclientid

socket.h

get the identifier for the calling application

gethostbyaddr

netdb.h

get a host entry by address

gethostbyname

netdb.h

get a host entry by name

gethostent

netdb.h

get the next host entry

gethostid

unistd.h

get unique identifier of current host

gethostname

unistd.h

get the name of the host processor

getnetbyaddr

netdb.h

get a network entry by address

getnetbyname

netdb.h

get a network entry by name

getnetent

netdb.h

get the next network entry

getpeername

socket.h

get the name of the peer connected to a socket

getprotobyname

netdb.h

get a protocol entry by name

getprotobynumber

netdb.h

get a protocol entry by number

getprotoent

netdb.h

get the next protocol entry

getservbyname

netdb.h

get a service entry by name

getservbyport

netdb.h

get a service entry by port

getservent

netdb.h

get the next service entry

getsockname

socket.h

get the name of a socket

getsockopt

socket.h

get the options associated with a socket

givesocket

socket.h

make the specified socket available

gsk_free_memory

gskssl.h

free memory allocated for SSL

gsk_get_cipher_info

gskssl.h

query cipher-related information

gsk_get_dn_by_label

gskssl.h

get distinguished name, based on the label

gsk_initialize

gskssl.h

initialize the SSL environment

gsk_secure_soc_close

gskssl.h

close a secure socket connection

gsk_secure_soc_init

gskssl.h

initialize data areas for a secure socket
connection, and initialize the SSL handshaking
process

gsk_secure_soc_read

gskssl.h

receive data on a secure socket connection

gsk_secure_soc_reset

gskssl.h

refresh the security parameters

gsk_secure_soc_write

gskssl.h

send data on a secure socket connection

gsk_uninitialize

gskssl.h

remove current settings for the SSL environment

gsk_user_set

gskssl.h

provide callback routines
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Table 29. C Run-Time Socket API Callable Functions (continued)
Callable Function

Header File

Description

htonl

inet.h

translate address host to network long

htons

inet.h

translate address host to network short

inet_addr

inet.h

translate an internet address into network byte
order

inet_lnaof

inet.h

translate a local network address into host byte
order

inet_makeaddr

inet.h

create an internet host address

inet_netof

inet.h

get the network number from the internet host
address

inet_network

inet.h

get the network number from the decimal host
address

inet_ntoa

inet.h

get the decimal internet host address

initapi

socket.h

initialize the socket API for a VSE task

ioctl

ioctl.h

specify the socket operating characteristics

listen

socket.h

prepare the server for incoming client requests

ntohl

inet.h

translate a long integer into host byte order

ntohs

inet.h

translate a short integer into host byte order

poll

poll.h

monitor activity an socket descriptors

read

unistd.h

read data from a socket into a buffers

readv

uio.h

read data on a socket and store in a set of
buffers

recv

socket.h

receive data on a socket

recvfrom

socket.h

receive messages on a socket

recvmsg

socket.h

receive messages on a socket and store in an
array of messages

select

time.h

monitor activity on sockets

selectex

time.h

monitor activity on sockets

send

socket.h

send data on a socket

sendmsg

socket.h

send messages on a socket

sendto

socket.h

send data on a socket

sethostent

netdb.h

open the host information data set

setnetent

netdb.h

open the network information data set

setprotoent

netdb.h

open the protocol information data set

setservent

netdb.h

open the services information data set

setsockopt

socket.h

set options associated with a socket

shutdown

socket.h

shut down all or part of a duplex connection

socket

socket.h

create a socket

socketpair

socket.h

create a pair of sockets

takesocket

socket.h

acquire a socket from another program

termapi

socket.h

terminate the socket API for a VSE task

write

unistd.h

write data from buffer to connected socket

writev

uio.h

write data to a socket from an array
Chapter 3. TCP/IP Callable Functions

443

TCP/IP Callable Functions

Disclaimer
No TCP/IP or SSL related routine is functionally integrated into the C Run-Time
library. The function call is routed to be served by the TCP/IP implementation. For
implementation details, refer to the TCP/IP product documentation.
If the TCP/IP product you are using does not support a particular function, an
LE/VSE provided dummy routine will indicate it. The routine returns a function
specific return value and writes an error message to SYSLST.
Not all return values from SSL functions implemented by Connectivity Systems
Incorporated (CSI) are compatible with the z/OS and OS/390® System Secure Socket
Layer.
Note: For details of the Linux Fast Path function, refer to the z/VSE TCP/IP Support,
SC34-2604. An overview of the Linux Fast Path function is also provided in
the z/VSE Planning, SC33-8301.
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Functional Descriptions of TCP/IP Callable Functions
accept() — Accept a New Connection on a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int accept(int socket, struct sockaddr *address, size_t *address_len);

General Description
The accept() call is used by a server to accept a connection request from a client.
The accept() call creates a new socket descriptor with the same properties as socket
and returns it to the caller. The original socket, socket, remains available to accept
more connection requests.
Parameter

Description

socket

The socket descriptor.

address

The socket address of the connecting client that is filled in by
accept() before it returns.

address_len

Must initially point to an integer that contains the size in bytes of
the storage pointed to by address.

Returned Value
A non-negative socket descriptor indicates success; the value −1 indicates an error.
The value of the errno indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is set to EOPNOTSUPP. In this
case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of accept() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “bind() — Bind a Name to a Socket” on page 454
v “connect() — Connect a Socket” on page 457
v “getpeername() — Get the Name of the Peer Connected to a Socket” on page
476
v “listen() — Prepare the Server for Incoming Client Requests” on page 519
v “socket() — Create a Socket” on page 556
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aio_cancel() — Cancel an Asynchronous I/O Request
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _OPEN_SYS_SOCK_EXT
#include <aio.h>
int aio_cancel(int fildes, struct aiocb *aiocbp);

General Description
The aio_cancel() function attempts to cancel one or more asynchronous I/O
requests currently outstanding against socket descriptor fildes. The aiocbp argument
points to an aiocb structure for a particular request to be canceled, or is NULL to
cancel all outstanding cancelable requests against fildes.

Returned Value
The aio_cancel() function returns one of the following values:
Return Value

Description

AIO_CANCELED
The requested operations were canceled.
AIO_NOTCANCELED
At least one of the requested operations cannot be canceled
because it is in progress.
AIO_ALLDONE
The operations have already completed.
−1

An error has occurred. errno is set to indicate the type of error.

The aio_cancel() function will fail if:
errno

Description

EBADF

The fildes argument is not a valid socket descriptor.

EALREADY

The operation to be canceled is already being canceled.

If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EBADF. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of aio_cancel() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “aio.h” on page 1
v “aio_read() — Asynchronous Read from a Socket” on page 448
v “aio_write() — Asynchronous Write to a Socket” on page 452
v “aio_return() — Retrieve Status for an Asynchronous I/O Operation” on page
450
v “aio_error() — Retrieve Error Status for an Asynchronous I/O Operation” on
page 447
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aio_error() — Retrieve Error Status for an Asynchronous I/O
Operation
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _OPEN_SYS_SOCK_EXT
#include <aio.h>
int aio_error(const struct aiocb *aiocbp);

General Description
The aio_error() function returns the error status associated with the aiocb
structure referenced by the aiocbp argument. The error status for an asynchronous
I/O operation is the errno value that would be set by the corresponding read(), or
write() operation.

Returned Value
If the asynchronous I/O operation has completed successfully, then 0 is returned. If
the asynchronous I/O operation has completed unsuccessfully, then the error
status as described for read(), or write() is returned. If the asynchronous I/O
operation has not yet completed, then EINPROGRESS is returned.
The aio_error() function does not set errno.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v The description of aio_error() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “aio.h” on page 1
v “aio_return() — Retrieve Status for an Asynchronous I/O Operation” on page
450
v “aio_suspend() — Wait for an Asynchronous I/O Request” on page 451
v “aio_read() — Asynchronous Read from a Socket” on page 448
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aio_read() — Asynchronous Read from a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _OPEN_SYS_SOCK_EXT
#include <aio.h>
int aio_read(struct aiocb *aiocbp);

General Description
The aio_read() function initiates an asynchronous read operation as described by
the aiocb structure (the asynchronous I/O control block).
The aiocbp argument points to the aiocb structure. This structure contains the
following members:
aio_fildes
socket descriptor
aio_offset
file offset
aio_buf
location of buffer
aio_nbytes
length of transfer
aio_reqprio
request priority offset
aio_sigevent
signal number and value
aio_lio_opcode operation to be performed
The operation reads up to aio_nbytes from the socket associated with aio_fildes into
the buffer pointed to by aio_buf. The call to aio_read() returns when the request
has been initiated or queued (even when the data cannot be delivered
immediately).

Returned Value
The aio_read() function returns the value of zero to the calling process if the I/O
operation is successfully queued; otherwise, the function returns the value −1 and
sets errno to indicate the error.
In the case where the aio_read() function successfully queues the I/O operation
but the operation is subsequently canceled or encounters an error, the return status
of the asynchronous operations is set to −1, and the error status of the
asynchronous operation will be set to indicate the error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to ENOSYS. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of aio_read() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “aio.h” on page 1
v “aio_write() — Asynchronous Write to a Socket” on page 452
v “aio_cancel() — Cancel an Asynchronous I/O Request” on page 446
v “aio_error() — Retrieve Error Status for an Asynchronous I/O Operation” on
page 447
v “aio_return() — Retrieve Status for an Asynchronous I/O Operation” on page
450
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v “aio_suspend() — Wait for an Asynchronous I/O Request” on page 451
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aio_return

aio_return() — Retrieve Status for an Asynchronous I/O
Operation
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _OPEN_SYS_SOCK_EXT
#include <aio.h>
int aio_return(const struct aiocb *aiocbp);

General Description
The aio_return() function returns the return status associated with the aiocb
structure referenced by the aiocbp argument. The return status for an asynchronous
I/O operation is the value that would be returned by the corresponding read() or
write() operation.

Returned Value
If the asynchronous I/O operation has completed successfully, then the return
status as described for read() or write() is returned. If the asynchronous I/O
operation has not yet completed, then the return status is unpredictable.
The aio_return() does not set errno.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v The description of aio_return() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “aio.h” on page 1
v “aio_read() — Asynchronous Read from a Socket” on page 448
v “aio_suspend() — Wait for an Asynchronous I/O Request” on page 451
v “aio_error() — Retrieve Error Status for an Asynchronous I/O Operation” on
page 447
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aio_suspend() — Wait for an Asynchronous I/O Request
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _OPEN_SYS_SOCK_EXT
#include <aio.h>
int aio_suspend(const struct aiocb * const list[ ],
int nent, const struct timespec * timeout);

General Description
The aio_suspend() function suspends the calling thread when the timeout is a null
pointer until at least one of the asynchronous I/O operations referenced by the list
argument has completed. Or, if timeout is not null, it is suspended until the time
interval specified by timeout has passed. If the time interval indicated in the
timespec structure pointed to by timeout passes before any of the I/O operations
referenced by list, then aio_suspend() returns with an error.
The list argument is an array of pointers to asynchronous I/O control blocks
(AIOCBs). The nent argument indicates the number of elements in the array.

Returned Value
If the aio_suspend() function returns after one or more asynchronous I/O
operation have completed, the function returns zero. Otherwise, the function
returns a value of -1 and sets errno to indicate the error. The application may
determine which asynchronous I/O completed by scanning the associated error
and return status using aio_error() or aio_return(), respectively.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to ENOSYS. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of aio_suspend() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “aio.h” on page 1
v “aio_return() — Retrieve Status for an Asynchronous I/O Operation” on page
450
v “aio_read() — Asynchronous Read from a Socket” on page 448
v “aio_error() — Retrieve Error Status for an Asynchronous I/O Operation” on
page 447
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aio_write

aio_write() — Asynchronous Write to a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _OPEN_SYS_SOCK_EXT
#include <aio.h>
int aio_write(struct aiocb *aiocbp);

General Description
The aio_write() function initiates an asynchronous write operation as described
by the aiocb structure (the asynchronous I/O control block).
The aiocbp argument points to the aiocb structure. This structure contains the
following members:
aio_fildes
socket descriptor
aio_offset
file offset
aio_buf
location of buffer
aio_nbytes
length of transfer
aio_reqprio
request priority offset
aio_sigevent
signal number and value
aio_lio_opcode operation to be performed
The operation will write aio_nbytes from the buffer pointed to by aio_buf to the
socket associated with aio_fildes. The call to aio_write() returns when the request
has been initiated or queued (even when the data cannot be delivered
immediately).

Returned Value
The aio_write() function returns the value of zero to the calling process if the I/O
operation is successfully queued; otherwise, the function returns the value −1 and
sets errno to indicate the error.
In the case where the aio_write() function successfully queues the I/O operation
but the operation is subsequently canceled or encounters an error, the return status
of the asynchronous operations is set to −1, and the error status of the
asynchronous operation is set to indicate the error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to ENOSYS. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of aio_write() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “aio.h” on page 1
v “aio_read() — Asynchronous Read from a Socket” on page 448
v “aio_cancel() — Cancel an Asynchronous I/O Request” on page 446
v “aio_error() — Retrieve Error Status for an Asynchronous I/O Operation” on
page 447
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aio_write
v “aio_return() — Retrieve Status for an Asynchronous I/O Operation” on page
450
v “aio_suspend() — Wait for an Asynchronous I/O Request” on page 451
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bind() — Bind a Name to a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int bind(int socket, const struct sockaddr *name, size_t namelen);

General Description
The bind() call binds a unique local name to the socket with descriptor socket.
After calling socket(), a descriptor does not have a name associated with it.
However, it does belong to a particular address family as specified when socket()
is called. The exact format of a name depends on the address family.
Parameter

Description

socket

The socket descriptor returned by a previous socket() call.

name

The pointer to a sockaddr structure containing the name that is to
be bound to socket.

namelen

The size of the buffer pointed to by name in bytes.

The format of the name buffer is expected to be sockaddr_in, as defined in the
include file in.h:
struct in_addr
{
ip_addr_t s_addr;
};
struct sockaddr_in {
unsigned char sin_len;
unsigned char sin_family;
unsigned short sin_port;
struct in_addr sin_addr;
unsigned char sin_zero[8];
};

The sin_family field must be set to AF_INET.
The sin_port field is set to the port to which the application must bind. It must be
specified in network byte order. If sin_port is set to 0, the caller leaves it to the
system to assign an available port. The application can call getsockname() to
discover the port number assigned.
The sin_addr.s_addr field is set to the Internet address and must be specified in
network byte order (most significant byte first).
The sin_zero field is not used and must be set to all zeros.

Returned Value
The value 0 indicates success; the value −1 indicates an error. The value of the
errno indicates the specific error.
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If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is set to EOPNOTSUPP. In this
case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of bind() contained in chapter “TCP/IP Support for the LE/VSE
Socket Interfaces” of the z/VSE TCP/IP Support
v “connect() — Connect a Socket” on page 457
v “getnetbyname() — Get a Network Entry by Name” on page 474
v “getsockname() — Get the Name of a Socket” on page 483
v “htons() — Translate an Unsigned Short Integer into Network Byte Order” on
page 509
v “inet_addr() — Translate an Internet Address into Network Byte Order” on page
510
v “listen() — Prepare the Server for Incoming Client Requests” on page 519
v “socket() — Create a Socket” on page 556
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close

close() — Close a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

X

.2

.4a

XPG4

XPG4.2

X

X

Extension

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <unistd.h>
int close(int socket);

General Description
close() call shuts down the socket associated with the socket descriptor socket, and
frees resources allocated to the socket. If socket refers to an open TCP connection,
the connection is closed.
Parameter
socket

Description
The descriptor of the socket to be closed.

Note: All sockets should be closed before the end of your process.

Returned Value
If successful, close() returns 0. If unsuccessful, it returns −1 and sets errno to
indicate the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is set to EBADF. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of close() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “accept() — Accept a New Connection on a Socket” on page 445
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connect() — Connect a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int connect(int socket, const struct sockaddr *name, size_t namelen);

General Description
For stream sockets, the connect() call attempts to establish a connection between
two sockets. For datagram sockets, the connect() call specifies the peer for a
socket. The socket parameter is the socket used to originate the connection request.
The connect() call performs two tasks when called for a stream socket. First, it
completes the binding necessary for a stream socket (in case it has not been
previously bound using the bind() call). Second, it attempts to make a connection
to another socket.
Parameter

Description

socket

The socket descriptor.

name

The pointer to a socket address structure containing the address of
the socket to which a connection will be attempted.

namelen

The size of the socket address pointed to by name in bytes.

The connect() call on a stream socket is used by the client application to establish
a connection to a server. The server must have a passive open pending. A server
that is using sockets must successfully call bind() and listen() before a
connection can be accepted by the server with accept().
When called for a datagram socket, connect() specifies the peer with which this
socket is associated. This gives the application the ability to use data transfer calls
reserved for sockets that are in the connected state. In this case, read(), write(),
readv(), writev(), send(), and recv() calls are then available in addition to
sendto(), recvfrom(), sendmsg(), and recvmsg() calls. Stream sockets can call
connect() only once, but datagram sockets can call connect() multiple times to
change their association.
The name parameter is a pointer to a buffer containing the name of the peer to
which the application needs to connect. The namelen parameter is the size, in bytes,
of the buffer pointed to by name.
The format of the name buffer is expected to be sockaddr_in, as defined in the
include file in.h.
struct in_addr
{
ip_addr_t s_addr;
};
struct sockaddr_in {
unsigned char sin_len;
unsigned char sin_family;
unsigned short sin_port;
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struct in_addr sin_addr;
unsigned char sin_zero[8];
};

The sin_family field must be set to AF_INET. The sin_port field is set to the port to
which the server is bound. It must be specified in network byte order. The sin_zero
field is not used and must be set to all zeros.

Returned Value
The value 0 indicates success; the value −1 indicates an error. The value of errno
indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is set to EOPNOTSUPP. In this
case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of connect() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “accept() — Accept a New Connection on a Socket” on page 445
v “bind() — Bind a Name to a Socket” on page 454
v “htons() — Translate an Unsigned Short Integer into Network Byte Order” on
page 509
v “inet_addr() — Translate an Internet Address into Network Byte Order” on page
510
v “listen() — Prepare the Server for Incoming Client Requests” on page 519
v “select() — Monitor Activity on Sockets” on page 535
v “selectex() — Monitor Activity on Sockets” on page 540
v “socket() — Create a Socket” on page 556
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endhostent() — Work with a Host Entry
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
void endhostent(void);

General Description
The endhostent() call closes the data set which contains information about known
hosts.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the message EDCV001I or EDCT002I will be
issued.

Related Information
v
v
v
v

“gethostbyaddr() — Get a Host Entry by Address” on page 466
“gethostbyname() — Get a Host Entry by Name” on page 468
“gethostent() — Get the Next Host Entry” on page 470
“sethostent() — Open the Host Information Data Set” on page 549
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endnetent

endnetent() — Close Network Information Data Sets
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
void endnetent(void);

General Description
The endnetent() call closes the data set which contains information about known
networks.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the message EDCV001I or EDCT002I will be
issued.

Related Information
v
v
v
v
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“getnetbyaddr() — Get a Network Entry by Address” on page 473
“getnetbyname() — Get a Network Entry by Name” on page 474
“getnetent() — Get the Next Network Entry” on page 475
“setnetent() — Open the Network Information Data Set” on page 550
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endprotoent() — Work with a Protocol Entry
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
void endprotoent(void);

General Description
The endprotoent() call closes the data set which contains information about the
networking protocols.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the message EDCV001I or EDCT002I will be
issued.

Related Information
v “getprotobyname() — Get a Protocol Entry by Name” on page 477
v “getprotoent() — Get the Next Protocol Entry” on page 479
v “setprotoent() — Open the Protocol Information Data Set” on page 551
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endservent

endservent() — Close Network Services Information Data Sets
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
void endservent(void);

General Description
The endservent() call closes the data set which contains information about
network services. Example services are name server, File Transfer Protocol (FTP),
and telnet.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the message EDCV001I or EDCT002I will be
issued.

Related Information
v
v
v
v
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“getservbyname() — Get a Service Entry by Name” on page 480
“getservbyport() — Get a Service Entry by Port” on page 481
“getservent() — Get the Next Service Entry” on page 482
“setservent() — Open the Network Services Information Data Set” on page 552
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fcntl() — Control Open Socket Descriptors
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

XPG4.2

X

X

Extension

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <types.h>
#include <unistd.h>
#include <fcntl.h>
int fcntl(int socket, int cmd, ... /* arg */);

General Description
The operating characteristics of sockets can be controlled with the fcntl() call. The
operations to be controlled are determined by cmd. The arg parameter is a variable
with a meaning that depends on the value of the cmd parameter.
Parameter
socket
cmd
arg

Description
The socket descriptor.
The command to perform.
The data associated with cmd.

The cmd argument can be one of the following symbols:
F_GETFL

This command gets the status flags of socket descriptor socket.

F_SETFL

This command sets the status flags of socket descriptor socket.

Returned Value
If successful, the value returned will depend on the cmd that was specified. If
unsuccessful, fcntl() returns −1, and sets errno to indicate the error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of fcntl() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “close() — Close a Socket” on page 456
v “getsockopt() — Get the Options Associated with a Socket” on page 485
v “ioctl() — Control Socket” on page 518
v “setsockopt() — Set Options Associated with a Socket” on page 553
v “socket() — Create a Socket” on page 556
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getclientid

getclientid() — Get the Identifier for the Calling Application
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _OPEN_SYS_SOCK_EXT
#include <socket.h>
#include <types.h>
int getclientid(int domain, struct clientid *clientid);

General Description
The getclientid() function call returns the identifier by which the calling
application is known to the TCP/IP partition. The clientid can be used in the
givesocket() and takesocket() calls.
Parameter

Description

domain

The address domain requested.

clientid

The pointer to a clientid structure to be filled.

The clientid structure is filled in by the call and returned as follows:
The clientid structure:
struct clientid {
int domain;
union {
char name[8];
struct {
int NameUpper;
pid_t pid;
} c_pid;
} c_name;
char subtaskname[8];
struct {
char type;
union {
char specific[19];
struct {
char unused[3];
int SockToken;
} c_close;
} c_func;
} c_reserved;
};
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Element

Description

domain

The input domain value returned in the domain field of the clientid
structure.

c_name.name

The application program's partition name, left-justified and padded
with blanks.

subtaskname

The calling program's task identifier.

c_reserved

Specifies binary zeros.
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Returned Value
The value 0 indicates success. The value -1 indicates an error. The value of errno
indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is to EFAULT. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of getclientid() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “givesocket() — Make the Specified Socket Available” on page 487
v “takesocket() — Acquire a Socket from Another Program” on page 559
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gethostbyaddr

gethostbyaddr() — Get a Host Entry by Address
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
extern int h_errno;
struct hostent *gethostbyaddr(const void *address,
size_t
address_len,
int
domain);

General Description
The gethostbyaddr() call tries to resolve the host address through a name server, if
one is present.
Parameter

Description

address

The pointer to a structure containing the address of the host.
(An unsigned long for AF_INET.)

address_len

The size of address in bytes.

domain

The address domain supported (AF_INET).

The gethostbyaddr() call returns a pointer to a hostent structure for the host
address specified on the call.
The netdb.h include file defines the hostent structure which contains the following
elements:
Element

Description

h_name

The official name of the host.

h_aliases

A zero-terminated array of alternative names for the host.

h_addrtype

The type of address.

h_length

The length of the address in bytes.

h_addr

A pointer to the network address of the host.

The following function is defined in netdb.h and should be used by multithreaded
applications when attempting to reference h_errno return on error:
int *__h_errno(void);

This function returns a pointer to a thread-specific value for the h_errno variable.

Returned Value
A pointer to a hostent structure indicates success. A NULL pointer indicates an
error.
On unsuccessful completion, this function sets h_errno to indicate the error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
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Run-Time always returns a NULL pointer, and sets h_errno to NO_RECOVERY
and errno to EVSE. In this case the message EDCV001I or EDCT002I will be
issued.

Related Information
v The description of gethostbyaddr() contained in chapter “TCP/IP Support for
the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “endhostent() — Work with a Host Entry” on page 459
v “gethostbyname() — Get a Host Entry by Name” on page 468
v “gethostent() — Get the Next Host Entry” on page 470
v “sethostent() — Open the Host Information Data Set” on page 549
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gethostbyname

gethostbyname() — Get a Host Entry by Name
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
extern int h_errno;
struct hostent *gethostbyname(const char *name);

General Description
The gethostbyname() call tries to resolve the host name through a name server, if
one is present.
Parameter
name

Description
The name of the host.

The gethostbyname() call returns a pointer to a hostent structure for the host name
specified on the call.
The netdb.h include file defines the hostent structure which contains the following
elements:
Element

Description

h_name

The official name of the host.

h_aliases

A zero-terminated array of alternative names for the host.

h_addrtype

The type of address.

h_length

The length of the address in bytes.

h_addr

A pointer to the network address of the host.

The following function is defined in netdb.h and should be used by multithreaded
applications when attempting to reference h_errno return on error:
int *__h_errno(void);

Returned Value
A pointer to a hostent structure indicates success. A NULL pointer indicates an
error.
On unsuccessful completion, this function sets h_errno to indicate the error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer, and sets h_errno to NO_RECOVERY
and errno to EVSE. In this case the message EDCV001I or EDCT002I will be
issued.

Related Information
v The description of gethostbyname() contained in chapter “TCP/IP Support for
the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “endhostent() — Work with a Host Entry” on page 459
v “gethostbyaddr() — Get a Host Entry by Address” on page 466
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v “gethostent() — Get the Next Host Entry” on page 470
v “gethostname() — Get the Name of the Host Processor” on page 472
v “sethostent() — Open the Host Information Data Set” on page 549
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gethostent

gethostent() — Get the Next Host Entry
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
struct hostent *gethostent(void);

General Description
The gethostent() call reads the next line of the data set which contains
information about known hosts.
The netdb.h include file defines the hostent structure which contains the following
elements:
Element

Description

h_name

The official name of the host.

h_aliases

A zero-terminated array of alternative names for host.

h_addrtype

The type of address.

h_length

The length of the address in bytes.

h_addr

A pointer to the network address of the host.

Returned Value
A pointer to a hostent structure indicates success. A NULL pointer indicates an
error or end-of-file.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v “gethostbyaddr() — Get a Host Entry by Address” on page 466
v “gethostbyname() — Get a Host Entry by Name” on page 468
v “sethostent() — Open the Host Information Data Set” on page 549
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gethostid

gethostid() — Get the Unique Identifier of the Current Host
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <unistd.h>
long gethostid(void);

General Description
The gethostid() call gets the unique 32-bit identifier for the current host. This
value is the default home Internet address.

Returned Value
The gethostid() call returns the 32-bit identifier of the current host, which should
be unique across all hosts.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value 0. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v “gethostname() — Get the Name of the Host Processor” on page 472
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gethostname

gethostname() — Get the Name of the Host Processor
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <unistd.h>
int gethostname(char *name, size_t namelen);

General Description
The gethostname() call returns the name of the host processor that the program is
running on. Up to namelen characters are copied into the name array. The returned
name is null-terminated unless there is insufficient room in the name array.
Parameter

Description

name

The character array to be filled with the host name.

namelen

The length of name.

Returned Value
The value 0 indicates success; the value −1 indicates an error. The value of errno
indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is set to EMVSPARM. In this
case the message EDCV001I or EDCT002I will be issued.

Related Information
v “gethostbyname() — Get a Host Entry by Name” on page 468
v “gethostid() — Get the Unique Identifier of the Current Host” on page 471
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getnetbyaddr

getnetbyaddr() — Get a Network Entry by Address
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
struct netent *getnetbyaddr(ip_addr_t net, int type);

General Description
The getnetbyaddr() call searches the data set which contains information about
known networks for the specified network address.
Parameter

Description

net

The network address.

type

The address domain.

The netent structure is defined in the netdb.h include file and contains the
following elements:
Element

Description

n_addrtype

The type of network address.

n_aliases

An array, terminated with a NULL pointer, of alternative names for
the network.

n_name

The official name of the network.

n_net

The network number, returned in host byte order.

Returned Value
A pointer to a netent structure indicates success. A NULL pointer indicates an
error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v
v
v
v
v

“endhostent() — Work with a Host Entry” on page 459
“endnetent() — Close Network Information Data Sets” on page 460
“getnetbyname() — Get a Network Entry by Name” on page 474
“getnetent() — Get the Next Network Entry” on page 475
“setnetent() — Open the Network Information Data Set” on page 550
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getnetbyname

getnetbyname() — Get a Network Entry by Name
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
struct netent *getnetbyname(const char *name);

General Description
The getnetbyname() call searches the data set which contains information about
known networks for the specified network name.
Parameter

Description

name

The pointer to a network name.

The netent structure is defined in the netdb.h include file and contains the
following elements:
Element

Description

n_addrtype

The type of network address.

n_aliases

An array, terminated with a NULL pointer, of alternative names for
the network.

n_name

The official name of the network.

n_net

The network number, returned in host byte order.

Returned Value
A pointer to a netent structure indicates success. A NULL pointer indicates an
error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v
v
v
v
v
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“endhostent() — Work with a Host Entry” on page 459
“endnetent() — Close Network Information Data Sets” on page 460
“getnetbyaddr() — Get a Network Entry by Address” on page 473
“getnetent() — Get the Next Network Entry” on page 475
“setnetent() — Open the Network Information Data Set” on page 550
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getnetent

getnetent() — Get the Next Network Entry
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
struct netent *getnetent(void);

General Description
The getnetent() call reads the next entry of the data set which contains
information about known networks.
The netent structure is defined in the netdb.h include file and contains the
following elements:
Element

Description

n_addrtype

The type of network address.

n_aliases

An array, terminated with a NULL pointer, of alternative names for
the network.

n_name

The official name of the network.

n_net

The network number, returned in host byte order.

Returned Value
A pointer to a netent structure indicates success. A NULL pointer indicates an
error or end-of-file.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v
v
v
v
v

“endhostent() — Work with a Host Entry” on page 459
“endnetent() — Close Network Information Data Sets” on page 460
“gethostbyaddr() — Get a Host Entry by Address” on page 466
“gethostbyname() — Get a Host Entry by Name” on page 468
“setnetent() — Open the Network Information Data Set” on page 550
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getpeername

getpeername() — Get the Name of the Peer Connected to a
Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int getpeername(int socket, struct sockaddr *name, size_t *namelen);

General Description
The getpeername() call returns the name of the peer connected to socket descriptor
socket. namelen must be initialized to indicate the size of the space pointed to by
name and is set to the number of bytes copied into the space before the call returns.
The size of the peer name is returned in bytes. If the actual length of the address is
greater than the length of the supplied sockaddr, the stored address is truncated.
The sa_len member of the store structure contains the length of the untruncated
address.
Parameter

Description

socket

The socket descriptor.

name

The Internet address of the connected socket that is filled by
getpeername() before it returns. The exact format of name is
determined by the domain in which communication occurs.

namelen

The size of the address structure pointed to by name in bytes.

Returned Value
The value 0 indicates success; the value −1 indicates an error. The value of errno
indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is set to EBADF. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of getpeername() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “accept() — Accept a New Connection on a Socket” on page 445
v “connect() — Connect a Socket” on page 457
v “getsockname() — Get the Name of a Socket” on page 483
v “socket() — Create a Socket” on page 556

476

LE/VSE V1R4.7 C Run-Time Library Reference

getprotobyname

getprotobyname() — Get a Protocol Entry by Name
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
struct protoent *getprotobyname(const char *name);

General Description
The getprotobyname() call searches the data set, which contains information about
known protocols, for the specified protocol name.
Parameter

Description

name

The name of the protocol.

The protoent structure is defined in the netdb.h include file and contains the
following elements:
Element

Description

p_aliases

An array, terminated with a NULL pointer, of alternative names for
the protocol.

p_name

The official name of the protocol.

p_proto

The protocol number.

Returned Value
A pointer to a protoent structure indicates success. A NULL pointer indicates an
error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v
v
v
v

“endprotoent() — Work with a Protocol Entry” on page 461
“getprotobynumber() — Get a Protocol Entry by Number” on page 478
“getprotoent() — Get the Next Protocol Entry” on page 479
“setprotoent() — Open the Protocol Information Data Set” on page 551
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getprotobynumber

getprotobynumber() — Get a Protocol Entry by Number
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
struct protoent *getprotobynumber(int proto);

General Description
The getprotobynumber() call searches the data set which contains information
about known protocols for the specified protocol number.
Parameter

Description

proto

The protocol number.

The protoent structure is defined in the netdb.h include file and contains the
following elements:
Element

Description

p_aliases

An array, terminated with a NULL pointer, of alternative names for
the protocol.

p_name

The official name of the protocol.

p_proto

The protocol number.

Returned Value
A pointer to a protoent structure indicates success. A NULL pointer indicates an
error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v
v
v
v
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“endprotoent() — Work with a Protocol Entry” on page 461
“getprotobyname() — Get a Protocol Entry by Name” on page 477
“getprotoent() — Get the Next Protocol Entry” on page 479
“setprotoent() — Open the Protocol Information Data Set” on page 551
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getprotoent

getprotoent() — Get the Next Protocol Entry
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
struct protoent *getprotoent(void);

General Description
The getprotoent() call reads the data set which contains information about known
protocols. The getprotoent() call returns a pointer to the next entry in the data set.
The protoent structure is defined in the netdb.h include file and contains the
following elements:
Element

Description

p_aliases

An array, terminated with a NULL pointer, of alternative names for
the protocol.

p_name

The official name of the protocol.

p_proto

The protocol number.

Returned Value
A pointer to a protoent structure indicates success. A NULL pointer indicates an
error or end-of-file.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v
v
v
v

“endprotoent() — Work with a Protocol Entry” on page 461
“getprotobyname() — Get a Protocol Entry by Name” on page 477
“getprotobynumber() — Get a Protocol Entry by Number” on page 478
“setprotoent() — Open the Protocol Information Data Set” on page 551
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getservbyname

getservbyname() — Get a Service Entry by Name
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
struct servent *getservbyname(const char *name, const char *proto);

General Description
The getservbyname() call searches the data set, which contains information about
known services for the first entry that matches the specified service name and
protocol name. If proto is NULL, only the service name must match.
Parameter

Description

name

The service name.

proto

The protocol name.

The servent structure is defined in the netdb.h include file and contains the
following elements:
Element

Description

s_aliases

An array, terminated with a NULL pointer, of alternative names for
the service.

s_name

The official name of the service.

s_port

The port number of the service.

s_proto

The protocol required to contact the service.

Returned Value
A pointer to a servent structure indicates success. A NULL pointer indicates an
error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v
v
v
v
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“endservent() — Close Network Services Information Data Sets” on page 462
“getservbyport() — Get a Service Entry by Port” on page 481
“getservent() — Get the Next Service Entry” on page 482
“setservent() — Open the Network Services Information Data Set” on page 552
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getservbyport

getservbyport() — Get a Service Entry by Port
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
struct servent *getservbyport(int port, const char *proto);

General Description
The getservbyport() call searches the data set, which contains information about
services, for the first entry that matches the specified port number and protocol
name. If proto is NULL, only the port number must match.
Parameter

Description

port

The port number.

proto

The protocol name.

The servent structure is defined in the netdb.h include file and contains the
following elements:
Element

Description

s_aliases

An array, terminated with a NULL pointer, of alternative names for
the service.

s_name

The official name of the service.

s_port

The port number of the service.

s_proto

The protocol required to contact the service.

Returned Value
A pointer to a servent structure indicates success. A NULL pointer indicates an
error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v
v
v
v

“endservent() — Close Network Services Information Data Sets” on page 462
“getservbyname() — Get a Service Entry by Name” on page 480
“getservent() — Get the Next Service Entry” on page 482
“setservent() — Open the Network Services Information Data Set” on page 552
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getservent

getservent() — Get the Next Service Entry
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
struct servent *getservent(void);

General Description
The getservent() call reads the next line of the data set and returns a pointer to
the next entry in the data set which contains information about services.
The servent structure is defined in the netdb.h include file and contains the
following elements:
Element

Description

s_aliases

An array, terminated with a NULL pointer, of alternative names for
the service.

s_name

The official name of the service.

s_port

The port number of the service.

s_proto

The protocol required to contact the service.

Returned Value
A pointer to a servent structure indicates success. A NULL pointer indicates an
error or end-of-file.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v
v
v
v
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“endservent() — Close Network Services Information Data Sets” on page 462
“getservbyname() — Get a Service Entry by Name” on page 480
“getservbyport() — Get a Service Entry by Port” on page 481
“setservent() — Open the Network Services Information Data Set” on page 552
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getsockname

getsockname() — Get the Name of a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int getsockname(int socket, struct sockaddr *name, size_t *namelen);

General Description
The getsockname() call stores the current name for the socket specified by the
socket parameter into the structure pointed to by the name parameter. It returns the
address to the socket that has been bound. If the socket is not bound to an address,
the call returns with the family set, and the rest of the structure set to zero. For
example, an unbound socket in the Internet domain would cause the name to
point to a sockaddr_in structure with the sin_family field set to AF_INET and all
other fields zeroed.
If the actual length of the address is greater than the length of the supplied
sockaddr, the stored address is truncated. The sa_len member of the store structure
contains the length of the untruncated address.
Parameter

Description

socket

The socket descriptor.

name

The address of the buffer into which getsockname() copies the
name of socket.

namelen

Must initially point to an integer that contains the size in bytes of
the storage pointed to by name. Upon return, that integer contains
the size of the data returned in the storage pointed to by name.

The getsockname() call is often used to discover the port assigned to a socket after
the socket has been implicitly bound to a port. For example, an application can call
connect() without previously calling bind(). In this case, the connect() call
completes the binding necessary by assigning a port to the socket. This assignment
can be discovered with a call to getsockname().

Returned Value
The value 0 indicates success; the value −1 indicates an error. The value of errno
indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EOPNOTSUPP. In this
case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of getsockname() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “accept() — Accept a New Connection on a Socket” on page 445
v “bind() — Bind a Name to a Socket” on page 454
v “connect() — Connect a Socket” on page 457
Chapter 3. TCP/IP Callable Functions

483

getsockname
v “getpeername() — Get the Name of the Peer Connected to a Socket” on page
476
v “socket() — Create a Socket” on page 556
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getsockopt

getsockopt() — Get the Options Associated with a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int getsockopt(int
int
int
void
size_t

socket,
level,
option_name,
*option_value,
*option_len);

General Description
The getsockopt() call gets options associated with a socket. Options can exist at
multiple protocol levels; they are always present at the highest socket level.
Parameter

Description

socket

The socket descriptor.

level

The level for which the option is set. Only SOL_SOCKET is
supported.

option_name

The name of a specified socket option.

option_value

The pointer to option data.

option_len

The pointer to the length of the option data.

When manipulating socket options, you must specify the level at which the option
resides and the name of the option. To manipulate options at the socket level, the
level parameter must be set to SOL_SOCKET as defined in socket.h. To manipulate
options at any other level, such as the TCP or IP level, supply the appropriate
protocol number for the protocol controlling the option. Currently, only the
SOL_SOCKET level is supported. The getprotobyname() call can be used to return
the protocol number for a named protocol.
The option_value and option_len parameters are used to return data used by the
particular get command. The option_value parameter points to a buffer that is to
receive the data requested by the get command. The option_len parameter points to
the size of the buffer pointed to by the option_value parameter. It must be initially
set to the size of the buffer before calling getsockopt(). On return it is set to the
actual size of the data returned.
All the socket level options except SO_LINGER expect option_value to point to an
integer and option_len to be set to the size of an integer. When the integer is
nonzero, the option is enabled. When it is zero, the option is disabled. The
SO_LINGER option expects option_value to point to a linger structure as defined in
socket.h. This structure is defined in the following example:
struct
{

linger
int
int

l_onoff;
l_linger;

/* option on/off */
/* linger time */

};
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The l_onoff field is set to zero if the SO_LINGER option is being disabled. A
nonzero value enables the option. The l_linger field specifies the amount of time to
linger on close.
The following options are recognized at the socket level:
Option

Description

SO_DEBUG

Reports whether debugging information is being recorded.

SO_ACCEPTCONN
The socket had a listen() call.
SO_BROADCAST
Toggles the ability to broadcast messages.
SO_ERROR

Returns any pending error on the socket and clears the error
status.

SO_KEEPALIVE
Toggles the TCP keep-alive mechanism for a stream socket.
SO_LINGER

Lingers on close if data is present. When this option is enabled and
there is unsent data present when close() is called, the calling
application is blocked during the close() call until the data is
transmitted or the connection has timed out. If this option is
disabled, the close() call returns without blocking the caller.

SO_OOBINLINE
Toggles reception of out-of-band data.
SO_RCVBUF

Reports receive buffer size information. This option stores an int
value.

SO_REUSEADDR
Toggles local address reuse. When enabled, this option allows local
addresses that are already in use to be bound.
SO_SNDBUF

Reports send buffer size information. This option stores an int
value.

SO_TYPE

This option returns the type of the socket.

Returned Value
The value 0 indicates success; the value −1 indicates an error. The value of errno
indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time returns the value −1 and errno is set to EOPNOTSUPP. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of getsockopt() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “bind() — Bind a Name to a Socket” on page 454
v “close() — Close a Socket” on page 456
v “getprotobyname() — Get a Protocol Entry by Name” on page 477
v “setsockopt() — Set Options Associated with a Socket” on page 553
v “socket() — Create a Socket” on page 556
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givesocket

givesocket() — Make the Specified Socket Available
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _OPEN_SYS_SOCK_EXT
#include <socket.h>
int givesocket(int d,struct clientid *clientid);

General Description
The givesocket() call makes the specified socket available to a takesocket() call
issued by another program. Typically, givesocket() is used by a master program
that obtains sockets by means of accept(), and gives them to application programs
that handle one socket at a time.
Parameter

Description

d

The descriptor of a socket to be given to another application.

clientid

A pointer to a client ID structure which specifies the program.

To pass a socket, the giving program calls givesocket() with the client ID
structure filled in as follows:
The clientid structure:
struct clientid {
int domain;
union {
char name[8];
struct {
int NameUpper;
pid_t pid;
} c_pid;
} c_name;
char subtaskname[8];
struct {
char type;
union {
char specific[19];
struct {
char unused[3];
int SockToken;
} c_close;
} c_func;
} c_reserved;
};

Element

Description

domain

The domain of the socket descriptor.

c_name.name

If clientid was set by a getclientid() call, c_name.name can be set
to:
v the application program's partition name, left-justified and
padded with blanks. The application program can run in the
same partition as the master program, in which case this field is
set to the master program's partition.
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v blanks, so any z/VSE partition can take the socket.
subtaskname

If the clientid was set by a getclientid() call, subtaskname can be
set to:
v the task identifier of the taker. This, combined with a
c_name.name value, allows only a process with this c_name.name
and subtaskname to take the socket.
v blanks. If c_name.name has a value and subtaskname is blank, any
task with that c_name.name can take the socket.

c_reserved

Specifies binary zeros if an automatic close of a socket is not to be
done by givesocket().

Using Givesocket/Takesocket
The giving program calls getclientid() to obtain its client ID. The giving program
calls givesocket() to make the socket available for a takesocket() call. The giving
program passes its client ID along with the descriptor of the socket to be given to
the taking program by the taking program's startup parameter list.
The taking program calls takesocket(), specifying the giving program's client ID
and socket descriptor.

Returned Value
The value 0 indicates success. The value -1 indicates an error. The value of errno
indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v
v
v
v
v
v
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“accept() — Accept a New Connection on a Socket” on page 445
“close() — Close a Socket” on page 456
“getclientid() — Get the Identifier for the Calling Application” on page 464
“listen() — Prepare the Server for Incoming Client Requests” on page 519
“select() — Monitor Activity on Sockets” on page 535
“takesocket() — Acquire a Socket from Another Program” on page 559
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gsk_free_memory() — Free memory allocated for SSL
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
void gsk_free_memory(void *pointer,
void *future_use);

General Description
gsk_free_memory() frees memory that has been allocated for SSL.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the message EDCV001I or EDCT002I will
be issued.
Parameter

Description

pointer

The address of the memory, returned to the application from a
previous call to a SSL function, that is to be freed.

future_use

Reserved for future use by SSL.

Related Information
v The description of gsk_free_memory() contained in chapter “TCP/IP Support for
the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_get_dn_by_label() — Get Distinguished Name Based on the Label” on page
492
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gsk_get_cipher_info() — Query Cipher Related Information
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
int gsk_get_cipher_info(int level,
gsk_sec_level *sec_level,
void *Reserved_for_future_use);

General Description
The gsk_get_cipher_info() call queries cipher-related information for SSL. It
determines the encryption level that the system can support, and then returns a list
of cipher specs that SSL can use. At run-time, this allows an application to
determine the level of SSL encryption that the installed application can request.
You use gsk_get_cipher_info():
v When programs run on various systems, located in different countries.
v To determine the valid values that might be specified in the cipher specs of the
gsk_soc_init_data structure used by gsk_secure_soc_init().
Parameter

Description

level

Determines the type of cipher information returned. Specify either
GSK_LOW_SECURITY or GSK_HIGH_SECURITY:
v GSK_LOW_SECURITY causes only exportable cipher information to
be returned.
v GSK_HIGH_SECURITY causes exportable and domestic cipher
information to be returned.
GSK_LOW_SECURITY is useful when setting up SSL communications
with systems that may be located outside of the US and Canada,
and where strong cryptographic functions are not available.

sec_level

The pointer to a gsk_sec_level structure.

Reserved_for_future_use
Reserved for future use by SSL.
The gsk_sec_level structure is defined in the gskssl.h header file as follows:
typedef
int
char
char
int

struct _gsk_sec_level {
version;
v3cipher_specs [64];
v2cipher_specs [32];
security_level;

/*
/*
/*
/*
/*
/*
/*

Output - SSL toolkit version
Output - The sslv3 cipher specs
Output - The sslv2 cipher specs
Output - initially one of
GSK_SEC_LEVEL_US,
GSK_SEC_LEVEL_EXPORT,
GSK_SEC_LEVEL_EXPORT_FR

*/
*/
*/
*/
*/
*/
*/

} gsk_sec_level;

The gsk_sec_level structure specifies information about the level of cryptography
that is available on the system. The application must allocate the memory
necessary for this structure. On successful return, the contents of the structure are
set.
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Returned Value
The gsk_get_cipher_info() call returns an integer. A value greater than or equal to
0 indicates successful completion. A negative value indicates an error.
If GSK_ERROR_IO is returned, a general I/O error occurred and the value of errno
indicates the specific error.
Note: errno may change during this operation. However, errno is not explicitly
used by the SSL interface nor can errno be used to determine the cause of
the error. The return value is the exclusive indicator of any potential errors
from an SSL API.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the corresponding dummy routine in C
Run-Time always returns the value GSK_ERROR_UNSUPPORTED, and errno is set to
EOPNOTSUPP. In this case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of gsk_get_cipher_info() contained in chapter “TCP/IP
Support for the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_secure_soc_init() — Initialize Data Areas for a Secure Socket Connection”
on page 497
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gsk_get_dn_by_label() — Get Distinguished Name Based on
the Label
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
char * gsk_get_dn_by_label(char *label);

General Description
The gsk_get_dn_by_label() call returns the distinguished name for a key, based on
the label. You can use this value for the DName field of the gsk_soc_init_data
structure, which is used on calls to gsk_secure_soc_init().
Note: gsk_get_dn_by_label() cannot be called prior to calling gsk_initialize().
Parameter

Description

label

Specifies a null-terminated character string that contains the label
for the key.

Returned Value
Upon successful completion, gsk_get_dn_by_label() returns a pointer to the
distinguished name. A NULL value is returned if an error is encountered finding
the specified label.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the corresponding dummy routine in C
Run-Time always returns the value NULL, and errno is set to EOPNOTSUPP. In this
case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of gsk_get_dn_by_label() contained in chapter “TCP/IP
Support for the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_free_memory() — Free memory allocated for SSL” on page 489
v “gsk_initialize() — Initialize the SSL Environment” on page 493
v “gsk_secure_soc_init() — Initialize Data Areas for a Secure Socket Connection”
on page 497
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gsk_initialize() — Initialize the SSL Environment
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
int gsk_initialize(gsk_init_data *init_data);

General Description
The gsk_initialize() call sets up the SSL environment for the current partition.
Upon successful completion of gsk_initialize(), the application is ready to call
SSL interfaces and to begin creating and using secure socket connections.
Note: Multiple calls to gsk_initialize() can be made providing the existing SSL
environment is cleaned up by a call to gsk_uninitialize(), before the next
call to gsk_initialize() is made.
Parameter

Description

init_data

The pointer to a gsk_init_data structure.

The gsk_init_data structure is defined in the gskssl.h header file as follows:
typedef struct _gsk_init_data { /* Basic gsk SSL Toolkit
* initialization data
*/
char * sec_types;
/* Security protocol choice
/* (SSLV2|SSLV3|...|ALL
char * keyring;
/* Keyring file name
/* Default roots used when NULL
char * keyring_pw;
/* Keyring password
/* Ignored when keyring=NULL
char * keyring_stash;
long V2_session_timeout;
/* Number of seconds for SSLV2
/* session data to time out. 0-100
long V3_session_timeout;
/* Number of seconds for SSLV3
/* session data to time out.
/* 0-86400 (1 day)
char * LDAP_server;
/* Name or IP address of X500 host
int
LDAP_port;
/* Port number of X500 host
char * LDAP_user;
/* User name for X500 host
char * LDAP_password;
/* Password of X500 host
gsk_ca_roots LDAP_CA_roots;
/* Which CA roots to use
gsk_auth_type auth_type;
/* Client authentication type
} gsk_init_data;

*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/

The sec_types field specifies a null-terminated character string that identifies the
security protocols to be used.
Note: SSLV2 is currently not supported under VSE.
The keyring field specifies a null-terminated character string that identifies the sub
library used for keys and certificates.
The keyring_pw field is currently not used under VSE.
The keyring_stash field is currently not used under VSE.
Chapter 3. TCP/IP Callable Functions

493

gsk_initialize
The V2_session_timeout field is currently not used under VSE.
The V3_session_timeout field specifies the number of seconds for the SSLV3 session
identifier to expire. The range is 0-86400 seconds (1 day).
The LDAP_server field is currently not used under VSE.
The LDAP_port field is currently not used under VSE.
The LDAP_user field is currently not used under VSE.
The LDAP_password field is currently not used under VSE.
The LDAP_CA_roots field specifies which CA roots to use for certificate verification.
The supported values are: GSK_CA_ROOTS_LOCAL_ONLY and
GSK_CA_ROOTS_LOCAL_AND_X500.
The auth_type field specifies the method to use for verifying the client's certificate.
This field is only used when the LDAP_CA_roots field is set to
GSK_CA_ROOTS_LOCAL_AND_X500. The supported values are:
v GSK_CLIENT_AUTH_LOCAL
v GSK_CLIENT_AUTH_STRONG_OVER_SSL
v GSK_CLIENT_AUTH_STRONG
v GSK_CLIENT_AUTH_PASSTHRU
Note: The gsk_init_data structure, along with the data it refers to, should remain
accessible for the entire time the application makes use of SSL. In particular,
pointers in the gsk_init_data structure should not point to storage that is
freed by the application or that is on the call stack.

Returned Value
The gsk_initialize() call returns an integer. The value GSK_INITIALIZE_OK
indicates successful SSL initialization.
If GSK_ERROR_IO is returned, a general I/O error occurred and the value of errno
indicates the specific error.
Note: errno may change during this operation. However, errno is not explicitly
used by the SSL interface, nor can errno be used to determine the cause of
the error. The return value is the exclusive indicator of any potential errors
from an SSL API.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the corresponding dummy routine in C
Run-Time always returns the value GSK_ERROR_UNSUPPORTED, and errno is set to
EOPNOTSUPP. In this case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of gsk_initialize() contained in chapter “TCP/IP Support for
the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_secure_soc_close() — Close a Secure Socket Connection” on page 496
v “gsk_secure_soc_init() — Initialize Data Areas for a Secure Socket Connection”
on page 497
v “gsk_secure_soc_read() — Receive Data on a Secure Socket Connection” on page
501
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v “gsk_secure_soc_write() — Send Data on a Secure Socket Connection” on page
504
v “gsk_uninitialize() — Remove Current Settings for the SSL Environment” on
page 506
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gsk_secure_soc_close() — Close a Secure Socket Connection
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
void gsk_secure_soc_close(gsk_soc_data *user_socket);

General Description
The function gsk_secure_soc_close() ends a secure socket connection and frees all
the SSL resources for that secure socket connection.
Notes:
1. If you do not call gsk_secure_soc_close(), the storage referenced by the
user_socket parameter will not be freed.
2. The user application must close all socket descriptors opened by any socket
API. gsk_secure_soc_close() does not close any open socket descriptors.
Parameter

Description

user_socket

The pointer to a gsk_soc_data structure.

If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the message EDCV001I or EDCT002I will
be issued.

Related Information
v The description of gsk_secure_soc_close() contained in chapter “TCP/IP
Support for the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_initialize() — Initialize the SSL Environment” on page 493
v “gsk_secure_soc_init() — Initialize Data Areas for a Secure Socket Connection”
on page 497
v “gsk_secure_soc_read() — Receive Data on a Secure Socket Connection” on page
501
v “gsk_secure_soc_write() — Send Data on a Secure Socket Connection” on page
504
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gsk_secure_soc_init() — Initialize Data Areas for a Secure
Socket Connection
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
gsk_soc_data * gsk_secure_soc_init(gsk_soc_init_data *soc_init_data);

General Description
The function gsk_secure_soc_init() initializes the data areas required for SSL to
initiate or accept a secure socket connection. Upon successful completion, a handle
is returned to the application. Other calls that use this secure socket connection can
then use this handle.
Based on the input specified in the gsk_soc_init_data structure, a complete SSL
handshake is performed during this call. Although SSL performs the mechanics of
the SSL handshake, the application must supply the routines necessary to transport
the SSL data during the SSL handshake, as well as for all subsequent read/write
operations.
Note: These routines must be supplied as an external entry-point generated with
fetchep().
Parameter

Description

soc_init_data

The pointer to a gsk_soc_init_data structure.

The gsk_soc_init_data structure is defined in the gskssl.h header file as follows:
typedef struct _gsk_soc_init_data
int
fd;
gsk_handshake hs_type;
char * DName;

{
/* file descriptor
/* client or server handshake
/* keyring entry Distinguished
/* name. When NULL the default
/* keyring entry is used
char * sec_type;
/* Type of security protocol used
/* to protect this socket
char * cipher_specs;
/* SSLV2 cipher specs preference
char * v3cipher_specs;
/* SSLV3 cipher specs preference
/* and order
int (* skread)
/* User supplied READ function ptr
(int fd, void * buffer, int num_bytes);
int (* skwrite)
/* User supplied WRITE function ptr
(int fd, void * buffer, int num_bytes);
unsigned char cipherSelected[3];
/* Cipher Spec used
unsigned char v3cipherSelected[2]; /* Cipher Spec used
int
failureReasonCode;
/* failure reason code
gsk_cert_info * cert_info;
/* This information is read from
/* from the client certificate
/* when client authentication is
/* enabled
gsk_init_data * gsk_data;
} gsk_soc_init_data;

*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
*/
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The gsk_soc_init_data structure specifies information about the characteristics of the
secure sockets connection. In addition, SSL uses this structure to return information
about the secure socket connection after it has been established.
The fd field specifies the socket descriptor for this connection. The socket
descriptor is passed to the application routines specified in the skread and skwrite
fields. These application-supplied routines can use the socket descriptor to perform
the required reading/writing of the SSL data.
Note: The socket must be created, opened, and connected before
gsk_secure_soc_init() is called. This implies that a client must perform the
socket() and connect() calls prior to calling gsk_secure_soc_init(). For
servers, this implies that the server must perform the socket(), bind(),
listen(), and accept() calls prior to calling gsk_secure_soc_init().
The hs_type field specifies how to perform the SSL handshake. The supported
values are:
v GSK_AS_CLIENT to perform the SSL handshake as a client with authentication.
v GSK_AS_SERVER to perform the SSL handshake as a server.
v GSK_AS_SERVER_WITH_CLIENT_AUTH to perform the SSL handshake as a server that
requires client authentication.
v GSK_AS_CLIENT_NO_AUTH to perform the SSL handshake as a client without
authentication.
The DName field specifies a character string that is the Distinguished Name or
label of the desired entry (certificate) in the key database file. The default key
database file entry can be used by specifying a NULL.
The sec_type field specifies a null-terminated character string that identifies the
security protocol that should be used.
The cipher_specs field is currently not used under VSE.
The v3cipher_specs field specifies a null-terminated character string that contains the
list of SSL Version 3.0 ciphers, in order of usage preference. Some values may not
be valid depending on the level of cryptography that is installed on the system.
Any combination of valid values may be used, and in any order. Refer to
“gsk_get_cipher_info() — Query Cipher Related Information” on page 490 for
information about determining the cipher specs supported by the system. If you
specify a NULL value for cipher_specs, the default SSL Version 3.0 cipher specs are
used.
The skread field specifies an entry point of an application-provided I/O routine that
performs a read function for SSL. This application must use fetchep() to register
the entry point of this I/O routine, if this routine or any called subroutine refers to
writable static or global variables. Parameters for this routine must be defined as
they are specified in skread. SSL uses the skread routine while performing the SSL
handshake during the gsk_secure_soc_init() call and the gsk_secure_soc_read()
call. The skread routine can be implemented as follows:
int skread(int fd, void *data, int len){
return(recv(fd, data, len, 0));
}

The skwrite field specifies an entry point of an application-provided I/O routine
that performs a write function for SSL. This application must use fetchep() to
register the entry point of this I/O routine, if this routine or any called subroutine

498

LE/VSE V1R4.7 C Run-Time Library Reference

gsk_secure_soc_init
refers to writable static or global variables. Parameters for this routine must be
defined as they are specified in skwrite. SSL uses the skwrite routine while
performing the SSL handshake during the gsk_secure_soc_init() call, the
gsk_secure_soc_write() call, and the gsk_secure_soc_close() call. The skwrite
routine can be implemented as follows:
int skwrite(int fd, void *data, int len){
return(send(fd, data, len, 0));
}

The cipherSelected field is currently not used under VSE.
The v3cipherSelected field specifies the architected SSL version 3.0 cipher spec value
selected for this session.
The failureReasonCode field specifies the failure reason code for
gsk_secure_soc_init().
The cert_info field specifies the Distinguished Name components from the client's
certificate. This parameter is only valid when client authentication is requested for
a server using SSL. The gsk_cert_info structure is defined in the gskssl.h header file
as follows:
typedef struct _gsk_cert_info { /* Client certificate information
*/
char * cert_body;
/* Certificate body
*/
int
cert_body_len;
/* Lenth of certificate body
*/
char * sessionID;
/* Current session ID
*/
int
newSessionID;
/* TRUE if sid is new
*/
char * serial_num;
/* Serial number
*/
char * common_name;
/* Common name of client
*/
char * locality;
/* Locality
*/
char * state_or_province;
/* State or Province
*/
char * country;
/* Country
*/
char * org;
/* Organization
*/
char * org_unit;
/* Organizational Unit
*/
char * issuer_common_name;
/* Issuer’s common name
*/
char * issuer_locality;
/* Issuer’s locality
*/
char * issuer_state_or_province; /* Issuer’s state or province
*/
char * issuer_country;
/* Issuer’s country
*/
char * issuer_org;
/* Issuer’s organization
*/
char * issuer_org_unit;
/* Issuer’s organizational unit */
} gsk_cert_info;

The gsk_data field specifies the gsk_init_data structure pointer. This field should
point to the same gsk_init_data structure that was used during the
gsk_initialize() function call.

Returned Value
Upon successful completion, gsk_secure_soc_init() returns a pointer to a
structure of type gsk_soc_data. You should save this pointer, because this structure
is used in subsequent SSL operations. The gsk_soc_data structure is defined in the
gskssl.h header file as follows:
typedef struct _gsk_soc_data {
void * sk_SSLHandle;
} gsk_soc_data;

/* gskssl connector to SSLHandlestr */

If an error occurs, the failureReasonCode field of the gsk_soc_init_data structure is
used to indicate the error.
If the failureReasonCode field is set to GSK_ERROR_IO, a general I/O error occurred
and the value of errno indicates the specific error.
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Note: errno may change during this operation. However, errno is not explicitly
used by the SSL interface, nor can errno be used to determine the cause of
the error. The failureReasonCode field of the gsk_soc_init_data structure is the
exclusive indicator of any potential errors from an SSL API.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the corresponding dummy routine in C
Run-Time always returns the value NULL, and errno is set to EOPNOTSUPP. In this
case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of gsk_secure_soc_init() contained in chapter “TCP/IP
Support for the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_get_cipher_info() — Query Cipher Related Information” on page 490
v “gsk_get_dn_by_label() — Get Distinguished Name Based on the Label” on page
492
v “gsk_initialize() — Initialize the SSL Environment” on page 493
v “gsk_secure_soc_close() — Close a Secure Socket Connection” on page 496
v “gsk_secure_soc_read() — Receive Data on a Secure Socket Connection” on page
501
v “gsk_secure_soc_reset() — Refresh the Security Parameters” on page 503
v “gsk_secure_soc_write() — Send Data on a Secure Socket Connection” on page
504

500

LE/VSE V1R4.7 C Run-Time Library Reference

gsk_secure_soc_read

gsk_secure_soc_read() — Receive Data on a Secure Socket
Connection
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
int gsk_secure_soc_read(gsk_soc_data *user_socket,
void *data_buffer,
int buffer_length);

General Description
The function gsk_secure_soc_read() receives data on a secure socket connection
using the application-specified read routine.
Parameter

Description

user_socket

The pointer to gsk_soc_data returned from gsk_secure_soc_init()
that initialized the secure socket connection over which data is to
be read.

data_buffer

The pointer to the user-supplied buffer in which the data is to be
stored.

buffer_length

The number of bytes to be read. This must be less than or equal to
the length of the data_buffer.

The maximum length of the data returned will not exceed 32KB because SSL is a
record level protocol and the largest record allowed is 32KB minus the necessary
SSL record headers.
Improperly mixing calls to gsk_secure_soc_read() and any of the socket-read
functions (recv(), read(), readv(), ...), although possible, is not recommended.
This requires very close matching of operations between client and server
programs. If any portion of an SSL record is read using a socket-read function, a
fatal SSL protocol error will be detected when the next gsk_secure_soc_read() is
performed.
SSL and socket reads and writes can be mixed, but they must be performed in
matched sets. If a client application writes 100 bytes of data using one or more of
the socket send() calls, then the server application must read exactly 100 bytes of
data using one or more of the socket recv() calls. This is also true for
gsk_secure_soc_read() and gsk_secure_soc_write().
Since SSL is a record-oriented protocol, SSL must receive an entire record before it
can be decrypted and any data returned to the application. Therefore, a select()
may indicate that data is available to be read, but a subsequent
gsk_secure_soc_read() may hang when waiting for the remainder of the SSL
record to be received.

Returned Value
The gsk_secure_soc_read() call returns an integer. A value of 0 or greater indicates
the number of bytes read. A value of less than 0 indicates that an error occurred.
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If GSK_ERROR_IO is returned, a general I/O error occurred and the value of errno
indicates the specific error.
Note: errno may change during this operation. However, errno is not explicitly
used by the SSL interface, nor can errno be used to determine the cause of
the error. The return value is the exclusive indicator of any potential errors
from an SSL API.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the corresponding dummy routine in C
Run-Time always returns the value GSK_ERROR_UNSUPPORTED, and errno is set to
EOPNOTSUPP. In this case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of gsk_secure_soc_read() contained in chapter “TCP/IP
Support for the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_initialize() — Initialize the SSL Environment” on page 493
v “gsk_secure_soc_close() — Close a Secure Socket Connection” on page 496
v “gsk_secure_soc_init() — Initialize Data Areas for a Secure Socket Connection”
on page 497
v “gsk_secure_soc_write() — Send Data on a Secure Socket Connection” on page
504
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gsk_secure_soc_reset() — Refresh the Security Parameters
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
int gsk_secure_soc_reset(gsk_soc_data *user_socket);

General Description
The function gsk_secure_soc_reset() refreshes the security parameters, such as
encryption keys, for this session.
Use gsk_secure_soc_reset() when a client or server needs to reset the SSL
environment. Call gsk_secure_soc_reset() only after a successful call to
gsk_secure_soc_init(). Also, use gsk_secure_soc_reset() when resuming or
restarting a connection for an SSL session that was cached, and when resetting the
keys used for that connection.
Parameter

Description

user_socket

The pointer to gsk_soc_data structure returned from
gsk_secure_soc_init().

Returned Value
The gsk_secure_soc_reset() call returns an integer. A value of 0 indicates success.
A value less than 0 indicates that an error occurred.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the corresponding dummy routine in C
Run-Time always returns the value GSK_ERROR_UNSUPPORTED, and errno is set to
EOPNOTSUPP. In this case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of gsk_secure_soc_reset() contained in chapter “TCP/IP
Support for the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_secure_soc_init() — Initialize Data Areas for a Secure Socket Connection”
on page 497
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gsk_secure_soc_write

gsk_secure_soc_write() — Send Data on a Secure Socket
Connection
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
int gsk_secure_soc_write(gsk_soc_data *user_socket,
void *data_buffer,
int buffer_length);

General Description
The function gsk_secure_soc_write() sends data on a secure socket connection
using the application-specified write routine that is used to send the data over the
secure socket connection.
Parameter

Description

user_socket

The pointer to gsk_soc_data returned from gsk_secure_soc_init()
that initialized the secure socket connection over which data is to
be written.

data_buffer

The pointer to the user-supplied buffer in which the data to be
written is stored.

buffer_length

The number of bytes to be written. This must be less than or equal
to the length of the data_buffer.

If the application data sent to a SSL application is greater than 32KB, multiple calls
to gsk_secure_soc_read() must be made in order to read the entire block of
application data.
SSL and socket reads and writes can be mixed, but they must be performed in
matched sets. If a client application writes 100 bytes of data using one or more of
the socket send calls, the server application must read exactly 100 bytes of data
using one or more of the socket receive calls. This is also true for
gsk_secure_soc_read() and gsk_secure_soc_write(). If a write buffer is separated
into multiple buffers, the remote site of the secure socket connection must perform
enough gsk_secure_soc_read() operations to read the complete buffer.

Returned Value
The gsk_secure_soc_write() call returns an integer. A value of 0 or greater
indicates the number of bytes written. A value of less than 0 indicates that an error
occurred.
If GSK_ERROR_IO is returned, a general I/O error occurred and the value of errno
indicates the specific error.
Note: errno may change during this operation. However, errno is not explicitly
used by the SSL interface, nor can errno be used to determine the cause of
the error. The return value is the exclusive indicator of any potential errors
from an SSL API.
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gsk_secure_soc_write
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the corresponding dummy routine in C
Run-Time always returns the value GSK_ERROR_UNSUPPORTED, and errno is set to
EOPNOTSUPP. In this case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of gsk_secure_soc_write() contained in chapter “TCP/IP
Support for the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_initialize() — Initialize the SSL Environment” on page 493
v “gsk_secure_soc_close() — Close a Secure Socket Connection” on page 496
v “gsk_secure_soc_init() — Initialize Data Areas for a Secure Socket Connection”
on page 497
v “gsk_secure_soc_read() — Receive Data on a Secure Socket Connection” on page
501
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gsk_uninitialize

gsk_uninitialize() — Remove Current Settings for the SSL
Environment
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
int gsk_uninitialize(void);

General Description
The function gsk_uninitialize() removes the current settings for the SSL
environment. gsk_uninitialize() removes settings such as session timeout values,
and SSL protocols.
Use gsk_uninitialize() when it is required to reset the SSL environment settings.
Then, use gsk_initialize() to create a new set of SSL environment settings.
Note: Before calling gsk_uninitialize(), you should close all SSL sessions created
using the current SSL environment, using function gsk_secure_soc_close().

Returned Value
The gsk_uninitialize() call returns an integer. A value of 0 indicates success. A
value less than 0 indicates that an error occurred.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the corresponding dummy routine in C
Run-Time always returns the value GSK_ERROR_UNSUPPORTED, and is set to
EOPNOTSUPP. In this case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of gsk_uninitialize() contained in chapter “TCP/IP Support
for the LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_initialize() — Initialize the SSL Environment” on page 493
v “gsk_secure_soc_init() — Initialize Data Areas for a Secure Socket Connection”
on page 497
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gsk_user_set

gsk_user_set() — Provide Callback Routines
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#include <gskssl.h>
int gsk_user_set(int user_data_fid,
void *user_input_data,
void *reserved);

General Description
The function gsk_user_set() allows the SSL application to provide callbacks rather
than using the default SSL implementation.
Note: The function gsk_user_set() is currently not used under VSE.
Parameter

Description

user_data_fid

The integer value to specify the action to perform.

user_input_data
The pointer to specify the action-specific information.
reserved

Reserved for future use by SSL and should be specified as NULL.

Returned Value
The gsk_user_set() call returns an integer. A value of 0 indicates success. A value
less than 0 indicates that an error occurred.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific SSL function, the corresponding dummy routine in C
Run-Time always returns the value GSK_ERROR_UNSUPPORTED, and errno is set to
EOPNOTSUPP. In this case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of gsk_user_set() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “gsk_initialize() — Initialize the SSL Environment” on page 493
v “gsk_secure_soc_init() — Initialize Data Areas for a Secure Socket Connection”
on page 497
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htonl

htonl() — Translate Address Host to Network Long
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <inet.h>
in_addr_t htonl (in_addr_t hostlong);

General Description
The htonl() call translates a long integer from host byte order to network byte
order.
Parameter

Description

hostlong

Address (unsigned long integer) to be put into network byte order.

Note: For S/390®, host byte order and network byte order are the same. However,
for cross-platform portability reasons, it is recommended to use the routine
whenever host to network byte order translation is required.

Returned Value
htonl() returns the translated long integer.

Related Information
v “htons() — Translate an Unsigned Short Integer into Network Byte Order” on
page 509
v “ntohl() — Translate a Long Integer into Host Byte Order” on page 520
v “ntohs() — Translate an Unsigned Short Integer into Host Byte Order” on page
521
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htons

htons() — Translate an Unsigned Short Integer into Network
Byte Order
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <inet.h>
in_port_t htons(in_port_t hostshort);

General Description
The htons() call translates a short integer from host byte order to network byte
order (most significant byte first).
Parameter

Description

hostshort

Port number (unsigned short integer) to be put into network byte
order.

Note: For S/390, host byte order and network byte order are the same. However,
for cross-platform portability reasons, it is recommended to use the routine
whenever host to network byte order translation is required.

Returned Value
htons() returns the translated short integer.

Related Information
v “htonl() — Translate Address Host to Network Long” on page 508
v “ntohl() — Translate a Long Integer into Host Byte Order” on page 520
v “ntohs() — Translate an Unsigned Short Integer into Host Byte Order” on page
521
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inet_addr

inet_addr() — Translate an Internet Address into Network Byte
Order
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <inet.h>
#include <in.h>
in_addr_t inet_addr(const char *cp);

General Description
The inet_addr() call interprets character strings representing host addresses
expressed in standard dotted-decimal notation and returns host addresses suitable
for use as an Internet address.
Parameter

Description

cp

A character string in standard dotted-decimal (.) notation.

Values specified in standard dotted-decimal notation take one of the following
forms:
a.b.c.d
a.b.c
a.b
a

When a 4-part address is specified, each part is interpreted as a byte of data and
assigned, from left to right, to one of the 4 bytes of an Internet address.
When a three-part address is specified, the last part is interpreted as a 16-bit
quantity and placed in the two rightmost bytes of the network address. This makes
the three-part address format convenient for specifying class-B network addresses
as 128.net.host.
When a two-part address is specified, the last part is interpreted as a 24-bit
quantity and placed in the three rightmost bytes of the network address. This
makes the two-part address format convenient for specifying class-A network
addresses as net.host.
When a one-part address is specified, the value is stored directly in the network
address space without any rearrangement of its bytes.
Numbers supplied as address parts in standard dotted-decimal notation can be
decimal, hexadecimal, or octal. Numbers are interpreted in C language syntax. A
leading 0x implies hexadecimal; a leading 0 implies octal. A number without a
leading 0 implies decimal.

Returned Value
The Internet address is returned in network byte order. If the Internet address is
returned in error—for example, not in the correct format—INADDR_NONE (-1) is
the returned value. INADDR_NONE is defined in the in.h include file.
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inet_addr
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value INADDR_NONE (−1). In this case the message
EDCV001I or EDCT002I will be issued.

Related Information
v The description of inet_addr() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “inet_makeaddr() — Create an Internet Host Address” on page 513
v “inet_netof() — Get the Network Number from the Internet Host Address” on
page 514
v “inet_network() — Get the Network Number from the Decimal Host Address”
on page 515
v “inet_ntoa() — Get the Decimal Internet Host Address” on page 516
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inet_lnaof

inet_lnaof() — Translate a Local Network Address into Host
Byte Order
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <inet.h>
in_addr_t inet_lnaof(struct in_addr in);

General Description
The inet_lnaof() call breaks apart the Internet host address and returns the local
network address portion.
Parameter
in

Description
The host Internet address.

Returned Value
The local network address is returned in host byte order.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v “inet_makeaddr() — Create an Internet Host Address” on page 513
v “inet_netof() — Get the Network Number from the Internet Host Address” on
page 514
v “inet_network() — Get the Network Number from the Decimal Host Address”
on page 515
v “inet_ntoa() — Get the Decimal Internet Host Address” on page 516
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inet_makeaddr

inet_makeaddr() — Create an Internet Host Address
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <inet.h>
struct in_addr inet_makeaddr(in_addr_t net, in_addr_t lna);

General Description
The inet_makeaddr() call takes a network number and a local network address and
constructs an Internet address.
Parameter
net
lna

Description
The network number.
The local network address.

Returned Value
The Internet address is returned in network byte order.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns an in_addr struct where the field s_addr is set to -1. In
this case the message EDCV001I or EDCT002I will be issued.

Related Information
v “inet_lnaof() — Translate a Local Network Address into Host Byte Order” on
page 512
v “inet_netof() — Get the Network Number from the Internet Host Address” on
page 514
v “inet_network() — Get the Network Number from the Decimal Host Address”
on page 515
v “inet_ntoa() — Get the Decimal Internet Host Address” on page 516
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inet_netof

inet_netof() — Get the Network Number from the Internet Host
Address
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <inet.h>
in_addr_t inet_netof(struct in_addr in);

General Description
The inet_netof() call breaks apart the Internet host address and returns the
network number portion.
Parameter
in

Description
The Internet address in network byte order.

Returned Value
The network number is returned in host byte order.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v “inet_lnaof() — Translate a Local Network Address into Host Byte Order” on
page 512
v “inet_makeaddr() — Create an Internet Host Address” on page 513
v “inet_ntoa() — Get the Decimal Internet Host Address” on page 516
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inet_network

inet_network() — Get the Network Number from the Decimal
Host Address
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <inet.h>
in_addr_t inet_network(const char *cp);

General Description
The inet_network() call interprets character strings representing addresses
expressed in standard dotted-decimal notation and returns numbers suitable for
use as a network number.
Parameter
cp

Description
A character string in standard, dotted decimal (.) notation.

Returned Value
The network number is returned in host byte order.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v “inet_lnaof() — Translate a Local Network Address into Host Byte Order” on
page 512
v “inet_makeaddr() — Create an Internet Host Address” on page 513
v “inet_ntoa() — Get the Decimal Internet Host Address” on page 516
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inet_ntoa

inet_ntoa() — Get the Decimal Internet Host Address
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <inet.h>
char *inet_ntoa(struct in_addr in);

General Description
The inet_ntoa() call returns a pointer to a string expressed in the dotted-decimal
notation. inet_ntoa() accepts an Internet address expressed as a 32-bit quantity in
network byte order and returns a string expressed in dotted-decimal notation.
Parameter
in

Description
The host Internet address.

Returned Value
Returns a pointer to the Internet address expressed in dotted-decimal notation.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns a NULL pointer. In this case the message EDCV001I or
EDCT002I will be issued.

Related Information
v “inet_addr() — Translate an Internet Address into Network Byte Order” on page
510
v “inet_lnaof() — Translate a Local Network Address into Host Byte Order” on
page 512
v “inet_makeaddr() — Create an Internet Host Address” on page 513
v “inet_netof() — Get the Network Number from the Internet Host Address” on
page 514
v “inet_network() — Get the Network Number from the Decimal Host Address”
on page 515
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initapi

initapi() — Initialize Socket API for a Subtask
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int initapi(int maxsock, const char *taskid);

General Description
The initapi() function initializes the socket API and sets the maximum number of
sockets and the ID for a VSE subtask.
Parameter
maxsock
taskid

Description
Maximum number of sockets to use for the subtask.
Name to set as ID for the subtask.

Returned Value
The function initapi returns the greatest descriptor number that could be assigned
to the application. A positive value indicates success; the value −1 indicates an
error. The value of errno indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v “termapi() — Terminate the Socket API for a Subtask” on page 561
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ioctl

ioctl() — Control Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <ioctl.h>
int ioctl(int socket, int cmd, ... /* arg */);

General Description
ioctl() performs a variety of control functions on sockets.
The cmd argument selects the control function to be performed and will depend on
the socket being addressed.
The arg argument represents additional information that is needed by this specific
device to perform the requested function. The type of arg depends upon the
particular control request.
The following ioctl() commands are supported:
Command

Description

FIONBIO

Sets or clears nonblocking I/O for a socket. arg is a pointer to an
integer. If the integer is 0, nonblocking I/O on the socket is cleared.
Otherwise, the socket is set for nonblocking I/O.

FIONREAD

Gets the number of immediately readable bytes for the socket. arg
is a pointer to an integer. The value of the integer is set to the
number of immediately-readable characters for the socket.

If the given command (cmd) is not supported, the function returns the value −1 and
errno is set to EINVAL.

Returned Value
The value 0 indicates success; the value −1 indicates an error. The value of errno
indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of ioctl() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “close() — Close a Socket” on page 456
v “fcntl() — Control Open Socket Descriptors” on page 463
v “read() — Read From a Socket” on page 524
v “write() — Write Data on a Socket” on page 562
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listen

listen() — Prepare the Server for Incoming Client Requests
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int listen(int socket, int backlog);

General Description
The listen() call applies only to stream sockets. It indicates a readiness to accept
client connection requests, and creates a connection request queue of length backlog
to queue incoming connection requests. Once full, additional connection requests
are rejected.
Parameter

Description

socket

The socket descriptor.

backlog

Defines the maximum length for the queue of pending connections.
This should not be is greater than SOMAXCONN, as defined in
socket.h.

The listen() call indicates a readiness to accept client connection requests. It
transforms an active socket into a passive socket. Calling listen() is the third of
four steps that a server performs to accept a connection. It is called after allocating
a stream socket with socket(), and after binding a name to socket with bind(). It
must be called before calling accept().

Returned Value
The value 0 indicates success; the value −1 indicates an error. The value of errno
indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EOPNOTSUPP. In this case
the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of listen() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “accept() — Accept a New Connection on a Socket” on page 445
v “bind() — Bind a Name to a Socket” on page 454
v “connect() — Connect a Socket” on page 457
v “socket() — Create a Socket” on page 556

Chapter 3. TCP/IP Callable Functions

519

ntohl

ntohl() — Translate a Long Integer into Host Byte Order
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <inet.h>
in_addr_t ntohl(in_addr_t netlong);

General Description
The ntohl() call translates a long integer from network byte order to host byte
order.
Parameter
netlong

Description
Address (unsigned long integer) to be put into host byte order.

Note: For S/390, host byte order and network byte order are the same. However,
for cross-platform portability reasons, it is recommended to use the routine
whenever host to network byte order translation is required.

Returned Value
ntohl() returns the translated long integer.

Related Information
v “htonl() — Translate Address Host to Network Long” on page 508
v “htons() — Translate an Unsigned Short Integer into Network Byte Order” on
page 509
v “ntohs() — Translate an Unsigned Short Integer into Host Byte Order” on page
521
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ntohs

ntohs() — Translate an Unsigned Short Integer into Host Byte
Order
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <inet.h>
in_port_t ntohs(in_port_t netshort);

General Description
The ntohs() call translates a short integer from network byte order to host byte
order.
Parameter
netshort

Description
Port number (unsigned short integer) to be put into host byte
order.

Note: For S/390, host byte order and network byte order are the same. However,
for cross-platform portability reasons, it is recommended to use the routine
whenever host to network byte order translation is required.

Returned Value
ntohs() returns the translated short integer.

Related Information
v “htonl() — Translate Address Host to Network Long” on page 508
v “htons() — Translate an Unsigned Short Integer into Network Byte Order” on
page 509
v “ntohl() — Translate a Long Integer into Host Byte Order” on page 520
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poll

poll() — Monitor Activity on Socket Descriptors
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format 1
#define _XOPEN_SOURCE_EXTENDED 1
#include <poll.h>
int poll(struct pollfd listptr[], nfds_t nmsgsfds, int timeout);

Format 2
#define _XOPEN_SOURCE_EXTENDED 1
#define _OPEN_MSGQ_EXT
#include <types.h>
#include <time.h>
#include <poll.h>
int poll(void *listptr, nmsgsfds_t nmsgsfds, int timeout);

General Description
The poll() function provides applications with a mechanism for multiplexing
input/output over socket descriptors.
For each member of the array(s) pointed to by listptr, poll() examines the given
socket descriptor for the event(s) specified in the member. The number of pollfd
structures in the arrays are specified by nmsgsfds. The poll() function identifies
those socket descriptors on which an application can read or write data, or on
which an error event has occurred.
Parameter

Description

listptr

A pointer to an array of pollfd structures. Each structure specifies a
socket descriptor and the events of interest for this socket. To
monitor socket descriptors, set the high-order halfword of nmsgsfds
to 0, the low-order halfword to the number of pollfd structures to
be provided, and pass a pointer to an array of pollfd structures.

nmsgsfds

The number of pollfd structures pointed to by listptr. This
parameter is divided into two parts. The first half (the high-order
16 bits) is reserved for message queue identifiers. The second half
(the low-order 16 bits) gives the number of pollfd structures
containing socket descriptors to check. If either half of the nmsgsfds
parameter is equal to a value of 0, the corresponding structures is
assumed not to be present.

timeout

The amount of time, in milliseconds, to wait for an event to occur.
If none of the defined events have occurred on any selected
descriptor, poll() waits at least timeout milliseconds for an event to
occur on any of the selected descriptors. If the value of timeout is 0,
poll() returns immediately. If the value of timeout is −1, poll()
blocks until a requested event occurs or until the call is
interrupted.

Each pollfd structure contains the following fields:
fd
open socket descriptor
events
requested events
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revents

returned events

The events and revents fields are bitmasks constructed by OR-ing a combination of
event flags.
The following macros are provided to manipulate the nmsgsfds parameter and the
return value from poll():
Macro

Description

_SET_FDS_MSGS(nmsgsfds, nmsgs, nfds)
Sets the high-order halfword of nmsgsfds to nmsgs, and sets the
low-order halfword of nmsgsfds to nfds.
_NFDS(n)

If the return value n from poll() is non-negative, returns the
number of socket descriptors that meet the read, write, and
exception criteria. A descriptor may be counted multiple times if it
meets more than one given criterion.

_NMSGS(n)

If the return value n from poll() is non-negative, returns the
number of message queues that meet the read, write, and
exception criteria. A message queue may be counted multiple times
if it meets more than one given criterion.

Returned Value
Upon successful completion, poll() returns a non-negative value. A positive value
indicates the total number of events that were found to be ready among the socket
descriptors. The return value is similar to nmsgsfds in that the high-order 16 bits of
the return value give the number associated with message queues, and the
low-order 16 bits give the number associated with socket descriptors.
A value of 0 indicates that the call timed out and no socket descriptors have been
selected. Upon failure, poll() returns −1 and sets errno to indicate the error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v
v
v
v
v
v
v
v
v

“accept() — Accept a New Connection on a Socket” on page 445
“connect() — Connect a Socket” on page 457
“listen() — Prepare the Server for Incoming Client Requests” on page 519
“read() — Read From a Socket” on page 524
“readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
“select() — Monitor Activity on Sockets” on page 535
“selectex() — Monitor Activity on Sockets” on page 540
“send() — Send Data on a Socket” on page 542
“write() — Write Data on a Socket” on page 562
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read() — Read From a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

XPG4.2

X

X

Extension

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <unistd.h>
ssize_t read(int fs, void *buf, ssize_t N

);

General Description
From the socket indicated by the socket descriptor fs, the read() function reads N
bytes of input into the memory area indicated by buf.
read() is equivalent to recv() with no flags set.
Parameter
fs
buf
N

Description
The socket descriptor.
The pointer to the buffer that receives the data.
The length in bytes of the buffer pointed to by the buf parameter.

The read() call reads data on a socket with descriptor fs and stores it in a buffer.
The read() call applies only to connected sockets. This call returns up to N bytes
of data. If there are fewer bytes available than requested, the call returns the
number currently available. If data is not available for the socket fs, and the socket
is in blocking mode, the read() call blocks the caller until data arrives. If data is
not available, and the socket is in nonblocking mode, read() returns −1, and sets
the error code to EWOULDBLOCK.

Returned Value
If successful, read() returns the number of bytes actually read and placed in buf.
This number is less than or equal to N.
If read() fails, it returns the value −1 and sets errno to indicate the error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of read() contained in chapter “TCP/IP Support for the LE/VSE
Socket Interfaces” of the z/VSE TCP/IP Support
v “close() — Close a Socket” on page 456
v “connect() — Connect a Socket” on page 457
v “fcntl() — Control Open Socket Descriptors” on page 463
v “getsockopt() — Get the Options Associated with a Socket” on page 485
v “ioctl() — Control Socket” on page 518
v “readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
v “recv() — Receive Data on a Socket” on page 528
v “recvfrom() — Receive Messages on a Socket” on page 530
v “recvmsg() — Receive Messages on a Socket and Store in an Array of Message
Headers” on page 532
v “select() — Monitor Activity on Sockets” on page 535
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v
v
v
v
v
v
v
v

“selectex() — Monitor Activity on Sockets” on page 540
“send() — Send Data on a Socket” on page 542
“sendmsg() — Send Messages on a Socket” on page 544
“sendto() — Send Data on a Socket” on page 547
“setsockopt() — Set Options Associated with a Socket” on page 553
“socket() — Create a Socket” on page 556
“write() — Write Data on a Socket” on page 562
“writev() — Write Data on a Socket from an Array” on page 564
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readv() — Read Data on a Socket and Store in a Set of Buffers
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <uio.h>
ssize_t readv(int fs, const struct iovec *iov, int iovcnt);

General Description
The readv() call reads data from a socket with descriptor fs and stores it in a set of
buffers. The data is scattered into the buffers specified by iov[0]...iov[iovcnt−1].
Parameter
fs
iov
iovcnt

Description
The socket descriptor.
A pointer to an iovec structure.
The number of buffers pointed to by the iov parameter.

The iovec structure is defined in uio.h and contains the following fields:
Element
iov_base
iov_len

Description
The pointer to the buffer.
The length of the buffer.

The descriptor refers to a connected socket.
This call returns a number of bytes of data equal to but not exceeding the sum of
all the iov_len fields. If less than the number of bytes requested is available, the call
returns the number currently available. If data is not available for the socket fs, and
the socket is in blocking mode, readv() call blocks the caller until data arrives. If
data is not available and fs is in nonblocking mode, readv() returns a −1 and sets
the error code to EWOULDBLOCK.

Returned Value
If successful, the number of bytes read into the buffer is returned. The value −1
indicates an error. The value of errno indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
“connect() — Connect a Socket” on page 457
“fcntl() — Control Open Socket Descriptors” on page 463
“getsockopt() — Get the Options Associated with a Socket” on page 485
“ioctl() — Control Socket” on page 518
“read() — Read From a Socket” on page 524
“recv() — Receive Data on a Socket” on page 528
“recvfrom() — Receive Messages on a Socket” on page 530
“recvmsg() — Receive Messages on a Socket and Store in an Array of Message
Headers” on page 532
v “select() — Monitor Activity on Sockets” on page 535
v
v
v
v
v
v
v
v
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v
v
v
v
v
v
v
v

“selectex() — Monitor Activity on Sockets” on page 540
“send() — Send Data on a Socket” on page 542
“sendmsg() — Send Messages on a Socket” on page 544
“sendto() — Send Data on a Socket” on page 547
“setsockopt() — Set Options Associated with a Socket” on page 553
“socket() — Create a Socket” on page 556
“write() — Write Data on a Socket” on page 562
“writev() — Write Data on a Socket from an Array” on page 564
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recv() — Receive Data on a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
ssize_t recv( int
socket,
void
*buf,
size_t len,
int
flags);

General Description
The recv() call receives data on a socket with descriptor socket and stores it in a
buffer. The recv() call applies only to connected sockets.
Parameter

Description

socket

The socket descriptor.

buf

The pointer to the buffer that receives the data.

len

The length in bytes of the buffer pointed to by the buf parameter.

flags

The flags parameter is set by specifying one or more flags. If more
than one flag is specified, the logical OR operator ( | ) must be
used to separate them.

This call returns the length of the incoming data. If data is not available for the
socket socket, and socket is in blocking mode, the recv() call blocks the caller until
data arrives. If data is not available and socket is in nonblocking mode, recv()
returns a −1 and sets the error code to EWOULDBLOCK.

Returned Value
If successful, the length of the received data in bytes is returned. The value −1
indicates an error. The value of errno indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of recv() contained in chapter “TCP/IP Support for the LE/VSE
Socket Interfaces” of the z/VSE TCP/IP Support
v “connect() — Connect a Socket” on page 457
v “fcntl() — Control Open Socket Descriptors” on page 463
v “getsockopt() — Get the Options Associated with a Socket” on page 485
v “ioctl() — Control Socket” on page 518
v “read() — Read From a Socket” on page 524
v “readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
v “recvfrom() — Receive Messages on a Socket” on page 530
v “recvmsg() — Receive Messages on a Socket and Store in an Array of Message
Headers” on page 532
v “select() — Monitor Activity on Sockets” on page 535
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v
v
v
v
v
v
v
v

“selectex() — Monitor Activity on Sockets” on page 540
“send() — Send Data on a Socket” on page 542
“sendmsg() — Send Messages on a Socket” on page 544
“sendto() — Send Data on a Socket” on page 547
“setsockopt() — Set Options Associated with a Socket” on page 553
“socket() — Create a Socket” on page 556
“write() — Write Data on a Socket” on page 562
“writev() — Write Data on a Socket from an Array” on page 564
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recvfrom() — Receive Messages on a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int recvfrom(int
void
size_t
int
struct sockaddr
size_t

socket,
*buffer,
length,
flags,
*name,
*namelen);

General Description
The recvfrom() call receives data on a socket named by descriptor socket and stores
it in a buffer. The recvfrom() call applies to any datagram socket, whether
connected or unconnected.
Parameter

Description

socket

The socket descriptor.

buffer

The pointer to the buffer that receives the data.

length

The length in bytes of the buffer pointed to by the buffer parameter.

flags

The flags parameter is set by specifying one or more flags. If more
than one flag is specified, the logical OR operator ( | ) must be
used to separate them.

name

A pointer to a socket address structure from which data is
received.

namelen

The size of name in bytes.

namelen must first be initialized to the size of the buffer associated with name, and
is then modified on return to indicate the actual size of the address stored there.
This call returns the length of the incoming data. If data is not available for the
socket socket, and socket is in blocking mode, the recvfrom() call blocks the caller
until data arrives. If data is not available and socket is in nonblocking mode,
recvfrom() returns −1 and sets the error code to EWOULDBLOCK.

Returned Value
If successful, the length of the received data in bytes is returned. The value −1
indicates an error. The value of errno indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of recvfrom() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “fcntl() — Control Open Socket Descriptors” on page 463
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v
v
v
v
v
v
v
v
v
v
v
v
v
v
v

“getsockopt() — Get the Options Associated with a Socket” on page 485
“ioctl() — Control Socket” on page 518
“read() — Read From a Socket” on page 524
“readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
“recv() — Receive Data on a Socket” on page 528
“recvmsg() — Receive Messages on a Socket and Store in an Array of Message
Headers” on page 532
“select() — Monitor Activity on Sockets” on page 535
“selectex() — Monitor Activity on Sockets” on page 540
“send() — Send Data on a Socket” on page 542
“sendmsg() — Send Messages on a Socket” on page 544
“sendto() — Send Data on a Socket” on page 547
“setsockopt() — Set Options Associated with a Socket” on page 553
“socket() — Create a Socket” on page 556
“write() — Write Data on a Socket” on page 562
“writev() — Write Data on a Socket from an Array” on page 564
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recvmsg() — Receive Messages on a Socket and Store in an
Array of Message Headers
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
ssize_t recvmsg(int socket, struct msghdr *msg,int flags);

General Description
The recvmsg() call receives messages on a socket with descriptor socket and stores
them in an array of message headers.
Parameter

Description

socket

The socket descriptor.

msg

An array of message headers into which messages are received.

flags

The flags parameter is set by specifying one or more flags. If more
than one flag is specified, the logical OR operator ( | ) must be
used to separate them.

A message header is defined by a msghdr structure. A definition of this structure
can be found in the socket.h include file and contains the following elements:
Element

Description

msg_iov

An array of iovec buffers into which the message is placed.

msg_iovlen

The number of elements in the msg_iov array.

msg_name

A pointer to a buffer where the sender's address is stored.

msg_namelen

The size of the address buffer.

msg_control

Ancillary data, see below.

msg_controllen Ancillary data buffer length.
msg_flags

Flags on received message.

Ancillary data consists of a sequence of pairs, each consisting of a cmsghdr
structure followed by a data array. The data array contains the ancillary data
message, and the cmsghdr structure contains descriptive information that allows
an application to correctly parse the data.
Element

Description

cmsg_len

Data byte count, including header.

cmsg_level

Originating protocol.

cmsg_type

Protocol-specific type.

The socket.h header file defines the following macros to gain access to the data
arrays in the ancillary data associated with a message header:
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CMSG_DATA(cmsg)
If the argument is a pointer to a cmsghdr structure, this macro
returns an unsigned character pointer to the data array associated
with the cmsghdr structure.
CMSG_NXTHDR(mhdr,cmsg)
If the first argument is a pointer to a msghdr structure and the
second argument is a pointer to a cmsghdr structure in the
ancillary data, pointed to by the msg_control field of that msghdr
structure, this macro returns a pointer to the next cmsghdr
structure, or a null pointer if this structure is the last cmsghdr in
the ancillary data.
CMSG_FIRSTHDR(mhdr)
If the argument is a pointer to a msghdr structure, this macro
returns a pointer to the first cmsghdr structure in the ancillary data
associated with this msghdr structure, or a null pointer if there is
no ancillary data associated with the msghdr structure.
The recvmsg() call applies to sockets, regardless of whether they are in the
connected state.
This call returns the length of the data received. If data is not available for the
socket socket, and socket is in blocking mode, the recvmsg() call blocks the caller
until data arrives. If data is not available and socket is in nonblocking mode,
recvmsg() returns a −1 and sets the error code to EWOULDBLOCK.
On successful completion, the msg_flags member for the message header is the
bitwise-inclusive OR of all flags that indicate conditions detected for the received
message.

Returned Value
If successful, the length of the message in bytes is returned. The value −1 indicates
an error. The value of errno indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v
v
v
v
v
v
v
v
v
v
v
v
v
v
v
v

“connect() — Connect a Socket” on page 457
“fcntl() — Control Open Socket Descriptors” on page 463
“getsockopt() — Get the Options Associated with a Socket” on page 485
“ioctl() — Control Socket” on page 518
“read() — Read From a Socket” on page 524
“readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
“recv() — Receive Data on a Socket” on page 528
“recvfrom() — Receive Messages on a Socket” on page 530
“select() — Monitor Activity on Sockets” on page 535
“selectex() — Monitor Activity on Sockets” on page 540
“send() — Send Data on a Socket” on page 542
“sendmsg() — Send Messages on a Socket” on page 544
“sendto() — Send Data on a Socket” on page 547
“setsockopt() — Set Options Associated with a Socket” on page 553
“socket() — Create a Socket” on page 556
“write() — Write Data on a Socket” on page 562
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v “writev() — Write Data on a Socket from an Array” on page 564
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select() — Monitor Activity on Sockets
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format 1
#define _XOPEN_SOURCE_EXTENDED 1
#include <types.h>
#include <time.h>
int select(int
fd_set
fd_set
fd_set
struct timeval

nmsgsfds,
*readlist,
*writelist,
*exceptlist,
*timeout);

Format 2
#define _XOPEN_SOURCE_EXTENDED 1
#define _OPEN_MSGQ_EXT
#include <types.h>
#include <time.h>
int select(int
void
void
void
struct timeval

nmsgsfds,
*readlist,
*writelist,
*exceptlist,
*timeout);

General Description
The select() call monitors activity on a set of sockets until a timeout occurs, to
see if any of the sockets have read, write, or exception processing conditions
pending.
Parameter

Description

nmsgsfds

The number of socket descriptors to check.
This parameter is divided into two parts. The first half (the
high-order 16 bits) is reserved for message queue identifiers and is
only valid if _OPEN_MSGQ_EXT id defined.
The second half (the low-order 16 bits) gives the number of bits
within a bit set that correspond to the socket descriptors to check.
This value should equal the greatest descriptor number to check +
1.
If either half of the nmsgsfds parameter is equal to a value of 0, the
corresponding bit sets or arrays are assumed not to be present.
If _OPEN_MSGQ_EXT is not defined, only socket descriptors may
be monitored. In this case nmsgsfds must be less than or equal to
FD_SETSIZE (defined to be 2048 in time.h), and greater than or
equal to zero. Also, FD_SETSIZE may not be defined by your
program.
The bit set used to specify socket descriptors is fixed in size with 1
bit for every possible socket. Use the nmsgsfds parameter to force
select() to check only a subset of the allocated bit set.
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If your application allocates sockets 3, 4, 5, 6, and 7 and you want
to check all of your allocations, the second half of nmsgsfds should
be set to 8, the highest descriptor you specified + 1. If your
application checks sockets 3 and 4, the second half of nmsgsfds
should be set to 5.
readlist,writelist,exceptlist
Pointers to fd_set types, to check for reading, writing, and
exceptional conditions, respectively. To monitor socket descriptors,
set the high-order halfword of nmsgsfds to 0, the low-order
halfword to (highest descriptor number + 1).
timeout

The pointer to the time to wait for the select() call to complete.

If timeout is not a NULL pointer, it specifies a maximum interval to wait for the
selection to complete. If timeout is a NULL pointer, the select() call blocks until a
socket becomes ready. To poll the sockets and return immediately, timeout should
be a non-NULL pointer to a zero-valued timeval structure.
To allow you to test more than one socket at a time, the sockets to test are placed
into a bit set of type fd_set. A bit set is a string of bits such that if x is an element
of the set, the bit representing x is set to 1. If x is not an element of the set, the bit
representing x is set to 0. For example, if socket 33 is an element of a bit set, then
bit 33 is set to 1. If socket 33 is not an element of a bit set, then bit 33 is set to 0.
Because the bit sets contain a bit for every socket that a process can allocate, the
size of the bit sets is constant. If your program needs to allocate a large number of
sockets, you may need to increase the size of the bit sets. Increasing the size of the
bit sets should be done when you compile the program. To increase the size of the
bit sets, define FD_SETSIZE before including time.h. FD_SETSIZE is the largest
value of any socket that your program expects to use select() on. It is defined to
be 2048 in time.h.
Notes:
1. FD_SETSIZE may only be defined by the application program if the extended
version of select() is used (by defining _OPEN_MSGQ_EXT).
2. If your application program requires a large number of socket descriptors, you
should protect your code from possible run-time errors by:
v Adding a check before your select() or selectex() calls to see if the bit set
size contained in nmsgsfds is larger than FD_SETSIZE.
v Dynamically allocate bit strings large enough to hold the largest descriptor
value in your application program, rather than rely on the static bit strings
created at compile time. When allocating your own bit strings, use malloc()
to define an area large enough to represent each bit, rounded up to the next
4-byte multiple. For example, if your largest descriptor value is 31, you need
4 bytes; if your largest descriptor is 32, you need 8 bytes.
v If you dynamically allocate your own bit strings, the FD_ZERO() macro will
not work. The application must zero that storage, by using the memset
function—that is, memset(ptr,0,mallocsize). The other macros can be used
with the dynamically allocated bit strings, providing the descriptor you are
manipulating is within the bit string. If the descriptor number is larger than
the bit string, unpredictable results can occur.
The application program must make sure that the parameters readlist, writelist, and
exceptlist point to bit strings that are as large as the bit string size in parameter
nmsgsfds The TCP/IP product will try to access bits 0 through n−1 (where n = the
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value of the second halfword of nmsgsfds), for each of the bit strings. If the bit
strings are too short, you will receive unpredictable results when you run your
application program.
The following macros are provided to manipulate bit sets.
Macro

Description

FD_ZERO(&fdset)
Sets all bits in the bit set fdset to zero. After this operation, the bit
set does not contain sockets as elements. This macro should be
called to initialize the bit set before calling FD_SET() to set a socket
as a member.
Note: If you used malloc() to dynamically allocate a new area, the
FD_ZERO() macro can cause unpredictable results and
should not be used. You should zero the area using the
memset() function.
FD_SET(sock, &fdset)
Sets the bit for the socket sock to a 1, making sock a member of the
bit set fdset.
FD_CLR(sock, &fdset)
Clears the bit for the socket sock in bit set fdset. This operation sets
the appropriate bit to a zero.
FD_ISSET(sock, &fdset)
Returns non-zero if sock is a member of the bit set fdset. Returns
zero if sock is not a member of fdset. (This operation returns the
32-bit value of the bit representing sock.)
If _OPEN_MSGQ_EXT is defined, the following macros are provided to manipulate
the nmsgsfds parameter and the return value from select():
Macro

Description

_SET_FDS_MSGS(nmsgsfds, nmsgs, nfds)
Sets the high-order halfword of nmsgsfds to nmsgs, and sets the
low-order halfword of nmsgsfds to nfds.
_NFDS(n)

If the return value n from select() is non-negative, returns the
number of descriptors that meet the read, write, and exception
criteria. A descriptor may be counted multiple times if it meets
more than one given criterion.

_NMSGS(n)

If the return value n from select() is non-negative, returns the
number of message queues that meet the read, write, and
exception criteria.

A socket is ready for reading when incoming data is buffered for it or when a
connection request is pending. To test whether any sockets are ready for reading,
use either FD_ZERO() or memset(), if the function was dynamically allocated, to
initialize the fdset bit set in readlist and invoke FD_SET() for each socket to test.
A socket is ready for writing if there is buffer space for outgoing data. A
nonblocking stream socket in the process of connecting is selected for write when
the connect() completes. A call to write(), send(), or sendto() does not block
provided that the amount of data is less than the amount of buffer space. If a
socket is selected for write, the amount of available buffer space is guaranteed to
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be at least as large as the size returned from using SO_SNDBUF with
getsockopt(). To test whether any sockets are ready for writing, initialize the fdset
bit set in writelist with either FD_ZERO() or memset(), if dynamically allocated, and
use FD_SET() for each socket to test.
Because the sets of sockets passed to select() are bit sets, the select() call must
test each bit in each bit set before polling the socket for its status. The select() call
tests only sockets in the range 0 to n−1 (where n = the value of the second
halfword of nmsgsfds).

Returned Value
The value −1 indicates that errno should be checked for an error. The value zero
indicates an expired time limit.
When the return value is greater than 0, then it is similar to nmsgsfds in that the
high-order 16 bits give the number of message queues, and the low-order 16 bits
give the number of descriptors. These values indicate the sum total that meet each
of the read, write, and exception criteria. Should the return value for socket
descriptors be greater than 65,535, only 65,535 will be reported.
If the return value is greater than zero, the sockets that are ready in each bit set are
set to 1. Sockets in each bit set that are not ready are set to zero. Use the macro
FD_ISSET() with each socket to test its status.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is set to EIO. In this case the
message EDCV001I or EDCT002I will be issued.

Example
The following is an example of the select() call.
#define _XOPEN_SOURCE_EXTENDED 1
#define _OPEN_MSGQ_EX
/* needed for _SET_FDS_MSGS macro */
#include <types.h>
#include <time.h>
#include <stdio.h>
/* This function returns
−1 if an error occurred
0 if aSocket is NOT ready for read
1 if aSocket is ready for read.
*/
int testSocketReadyForRead(int aSocket)
{
fd_set socketSet;
struct timeval timeout;
int rc, number;
/* Initialize timeout structure. */
timeout.tv_sec=1;
*/ seconds */
/* Initialize socket set bits and add sockets to be examined. */
FD_ZERO(&socketSet)
FD_SET(aSocket, &socketSet);
/* Set the number parameter. */
_SET_FDS_MSGS(number,
0, /* don't monitor message queues */
aSocket+1);
/* check for READ availability on this socket */
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rc=select(number,
&socketSet, /* set of sockets to check for readability */
NULL, /* set of sockets to check whether ready to write */
NULL, /* set of sockets to check for pending exceptions */
&timeout);
if (rc<0)
{ perror("select");
return rc;
}
else return (FD_ISSET(aSocket,&socketSet) != 0);
}

Related Information
v The description of select() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “selectex() — Monitor Activity on Sockets” on page 540
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selectex() — Monitor Activity on Sockets
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format 1
#define _XOPEN_SOURCE_EXTENDED 1
#define _ALL_SOURCE
#include <types.h>
#include <time.h>
int selectex( int
nmsgsfds,
fd_set
*readlist,
fd_set
*writelist,
fd_set
*exceptlist,
struct timeval *timeout,
int
*ecbptr);

Format 2
#define _XOPEN_SOURCE_EXTENDED 1
#define _OPEN_MSGQ_EXT
#include <types.h>
#include <time.h>
int selectex( int
nmsgsfds,
viod
*readlist,
void
*writelist,
void
*exceptlist,
struct timeval *timeout,
int
*ecbptr);

General Description
The selectex() call provides an extension to the select() call by allowing you to
use a VSE ECB (Event Control Block) that defines an event not described by
readlist, writelist, or exceptlist.
The selectex() call monitors activity on a set of sockets until a timeout occurs, or
until the ECB is posted, to see if any of the sockets have read, write, or exception
processing conditions pending.
See select() for more information.
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Parameter

Description

nmsgsfds

The number of socket descriptors to check. (Refer to select() for a
full description of this and other parameters below.)

readlist

A pointer to an fd_set type to check for reading.

writelist

A pointer to an fd_set type to check for writing.

exceptlist

A pointer to an fd_set type to be checked for exceptional pending
conditions.

timeout

The pointer to the time to wait for the selectex() call to complete.

ecbptr

This variable can contain one of the following values:
1. A pointer to a user event control block. To specify this usage of
ecbptr, the high-order bit must be set to ’0’B (binary).
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2. A pointer to a list of ECB-pointers. To specify this usage of
ecbptr, the high order bit must be set to ’1’B (binary).
The high-order bit of the last pointer in the list must be set to
’1’B (binary).
3. A NULL pointer. This indicates no ECBs are specified.

Returned Value
The value −1 indicates that errno should be checked for an error. The value 0
indicates an expired time limit or that the ECB is posted.
When the return value is greater than 0, then it is similar to nmsgsfds in that the
high-order 16 bits give the number of message queues, and the low-order 16 bits
give the number of descriptors. These values indicate the sum total that meet each
of the read, write, and exception criteria. Note that a descriptor may be counted
multiple times if it meets more than one requested criterion. Should the return
value for socket descriptors be greater than 65,535, only 65,535 will be reported.
If the return value is greater than zero, the sockets that are ready in each bit set,
are set to 1. Sockets in each bit set that are not ready are set to zero. Use the macro
FD_ISSET() with each socket to test its status.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EIO. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of selectex() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “accept() — Accept a New Connection on a Socket” on page 445
v “connect() — Connect a Socket” on page 457
v “recv() — Receive Data on a Socket” on page 528
v “selectex() — Monitor Activity on Sockets” on page 540
v “send() — Send Data on a Socket” on page 542

Chapter 3. TCP/IP Callable Functions

541

send

send() — Send Data on a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
ssize_t send(int socket, const void *msg, size_t length, int flags);

General Description
The send() call sends data on the socket with descriptor socket. The send() call
applies to all connected sockets.
Parameter

Description

socket

The socket descriptor.

msg

The pointer to the buffer containing the message to transmit.

length

The length of the message pointed to by the msg parameter.

flags

The flags parameter is set by specifying one or more flags. If more
than one flag is specified, the logical OR operator (|) must be used
to separate them.

If there is not enough available buffer space to hold the socket data to be
transmitted, and the socket is in blocking mode, send() blocks the caller until
additional buffer space becomes available. If the socket is in nonblocking mode,
send() returns a −1 and sets the error code to EWOULDBLOCK.

Returned Value
The value −1 indicates locally detected errors. The value of errno indicates the
specific error. No indication of failure to deliver is implicit in a send() routine.
A value of 0 or greater indicates the number of bytes sent, however, this does not
assure that data delivery was complete.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EOPNOTSUPP. In this case
the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of send() contained in chapter “TCP/IP Support for the LE/VSE
Socket Interfaces” of the z/VSE TCP/IP Support
v “connect() — Connect a Socket” on page 457
v “fcntl() — Control Open Socket Descriptors” on page 463
v “getsockopt() — Get the Options Associated with a Socket” on page 485
v “ioctl() — Control Socket” on page 518
v “read() — Read From a Socket” on page 524
v “readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
v “recv() — Receive Data on a Socket” on page 528
v “recvfrom() — Receive Messages on a Socket” on page 530
v “recvmsg() — Receive Messages on a Socket and Store in an Array of Message
Headers” on page 532
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v
v
v
v
v
v
v

“select() — Monitor Activity on Sockets” on page 535
“selectex() — Monitor Activity on Sockets” on page 540
“sendmsg() — Send Messages on a Socket” on page 544
“sendto() — Send Data on a Socket” on page 547
“socket() — Create a Socket” on page 556
“write() — Write Data on a Socket” on page 562
“writev() — Write Data on a Socket from an Array” on page 564
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sendmsg() — Send Messages on a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
ssize_t sendmsg(int socket, struct msghdr *msg, int flags);

General Description
The sendmsg() call sends messages on a socket with descriptor socket passed in an
array of message headers.
Parameter

Description

socket

The socket descriptor.

msg

An array of message headers from which messages are sent.

flags

The flags parameter is set by specifying 0, or one or more flags. If
more than one flag is specified, the logical OR operator (|) must be
used to separate them.
A message header is defined by the msghdr structure, which can
be found in the socket.h include file and contains the following
elements:
Element

Description

msg_iov

An array of iovec buffers containing the message.

msg_iovlen

The number of elements in the msg_iov array.

msg_name

The pointer to the buffer containing the recipient's
address.

msg_namelen

The size of the address buffer.

msg_control

Ancillary data, see below.

msg_controllen Ancillary data buffer length.
msg_flags

Flags on received message.

Ancillary data consists of a sequence of pairs, each consisting of a
cmsghdr structure followed by a data array. The data array
contains the ancillary data message, and the cmsghdr structure
contains descriptive information that allows an application to
correctly parse the data.
The socket.h header file defines the cmsghdr structure that
includes at least the following members:
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Element

Description

cmsg_len

Data byte count, including header.

cmsg_level

Originating protocol.

cmsg_type

Protocol-specific type.
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The socket.h header file defines the following macros to gain access to the data
arrays in the ancillary data associated with a message header:
CMSG_DATA(cmsg)
If the argument is a pointer to a cmsghdr structure, this macro
returns an unsigned character pointer to the data array associated
with the cmsghdr structure.
CMSG_NXTHDR(mhdr,cmsg)
If the first argument is a pointer to a msghdr structure and the
second argument is a pointer to a cmsghdr structure in the
ancillary data, pointed to by the msg_control field of that msghdr
structure, this macro returns a pointer to the next cmsghdr
structure, or a null pointer if this structure is the last cmsghdr in
the ancillary data.
CMSG_FIRSTHDR(mhdr)
If the argument is a pointer to a msghdr structure, this macro
returns a pointer to the first cmsghdr structure in the ancillary data
associated with this msghdr structure, or a null pointer if there is
no ancillary data associated with the msghdr structure.
The sendmsg() call applies to sockets regardless of whether they are in the
connected state.
This call returns the length of the data sent. If there is not enough available buffer
space to hold the socket data to be transmitted, and the socket is in blocking mode,
sendmsg() blocks the caller until additional buffer space becomes available. If the
socket is in nonblocking mode, sendmsg() returns a −1 and sets the error code to
EWOULDBLOCK.

Returned Value
If successful, the length of the message in bytes is returned. The value −1 indicates
an error. The value of errno indicates the specific error.
A value of 0 or greater indicates the number of bytes sent, however, this does not
assure that data delivery was complete.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EOPNOTSUPP. In this case
the message EDCV001I or EDCT002I will be issued.

Related Information
v
v
v
v
v
v
v
v
v
v
v
v
v

“connect() — Connect a Socket” on page 457
“fcntl() — Control Open Socket Descriptors” on page 463
“getsockopt() — Get the Options Associated with a Socket” on page 485
“ioctl() — Control Socket” on page 518
“read() — Read From a Socket” on page 524
“readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
“recv() — Receive Data on a Socket” on page 528
“recvfrom() — Receive Messages on a Socket” on page 530
“recvmsg() — Receive Messages on a Socket and Store in an Array of Message
Headers” on page 532
“select() — Monitor Activity on Sockets” on page 535
“selectex() — Monitor Activity on Sockets” on page 540
“sendmsg() — Send Messages on a Socket” on page 544
“sendto() — Send Data on a Socket” on page 547
Chapter 3. TCP/IP Callable Functions

545

sendmsg
v
v
v
v
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“setsockopt() — Set Options Associated with a Socket” on page 553
“socket() — Create a Socket” on page 556
“write() — Write Data on a Socket” on page 562
“writev() — Write Data on a Socket from an Array” on page 564

LE/VSE V1R4.7 C Run-Time Library Reference

sendto

sendto() — Send Data on a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
ssize_t sendto(int
socket,
const void
*msg,
size_t
length,
int
flags,
const struct sockaddr *address,
size_t
address_length);

General Description
The sendto() call sends data on the socket with descriptor socket. The sendto() call
applies to either connected or unconnected sockets.
Parameter

Description

socket

The socket descriptor.

msg

The pointer to the buffer containing the message to transmit.

length

The length of the message in the buffer pointed to by the msg
parameter.

flags

The flags parameter is set by specifying 0, or one or more flags. If
more than one flag is specified, the logical OR operator (|) must be
used to separate them.

address

The address of the target.

address_length

The size of the address pointed to by address.

If there is not enough available buffer space to hold the socket data to be
transmitted, and the socket is in blocking mode, sendto() blocks the caller until
additional buffer space becomes available. If the socket is in nonblocking mode,
sendto() returns a −1 and sets the error code to EWOULDBLOCK.

Returned Value
If successful, the number of characters sent is returned. The value −1 indicates an
error. The value of errno indicates the specific error.
A value of 0 or greater indicates the number of bytes sent, however, this does not
assure that data delivery was complete.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1, and errno is set to EOPNOTSUPP. In this case
the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of sendto() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “read() — Read From a Socket” on page 524
v “readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
Chapter 3. TCP/IP Callable Functions

547

sendto
v “recv() — Receive Data on a Socket” on page 528
v “recvfrom() — Receive Messages on a Socket” on page 530
v “recvmsg() — Receive Messages on a Socket and Store in an Array of Message
Headers” on page 532
v “select() — Monitor Activity on Sockets” on page 535
v “send() — Send Data on a Socket” on page 542
v “sendmsg() — Send Messages on a Socket” on page 544
v “socket() — Create a Socket” on page 556
v “write() — Write Data on a Socket” on page 562
v “writev() — Write Data on a Socket from an Array” on page 564
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sethostent() — Open the Host Information Data Set
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
void sethostent(int stayopen);

General Description
The sethostent() call opens and rewinds the data set which contains information
about known hosts. If the stayopen flag is nonzero, the data set remains open after
each call.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the message EDCV001I or EDCT002I will be
issued.

Related Information
v
v
v
v
v

“endhostent() — Work with a Host Entry” on page 459
“endnetent() — Close Network Information Data Sets” on page 460
“gethostbyaddr() — Get a Host Entry by Address” on page 466
“gethostbyname() — Get a Host Entry by Name” on page 468
“gethostent() — Get the Next Host Entry” on page 470

Chapter 3. TCP/IP Callable Functions

549

setnetent

setnetent() — Open the Network Information Data Set
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
void setnetent(int stayopen);

General Description
The setnetent() call opens and rewinds the data set, which contains information
about known networks. If the stayopen flag is nonzero, the data set remains open
after each call to setnetent().
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the message EDCV001I or EDCT002I will be
issued.

Related Information
v
v
v
v
v
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“endhostent() — Work with a Host Entry” on page 459
“endnetent() — Close Network Information Data Sets” on page 460
“getnetbyaddr() — Get a Network Entry by Address” on page 473
“getnetbyname() — Get a Network Entry by Name” on page 474
“getnetent() — Get the Next Network Entry” on page 475
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setprotoent() — Open the Protocol Information Data Set
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
void setprotoent(int stayopen);

General Description
The setprotoent() call opens and rewinds the data set which contains information
about known protocols. If the stayopen flag is nonzero, the data set remains open
after each call.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the message EDCV001I or EDCT002I will be
issued.

Related Information
v
v
v
v

“endprotoent() — Work with a Protocol Entry” on page 461
“getprotobyname() — Get a Protocol Entry by Name” on page 477
“getprotobynumber() — Get a Protocol Entry by Number” on page 478
“getprotoent() — Get the Next Protocol Entry” on page 479
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setservent() — Open the Network Services Information Data
Set
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <netdb.h>
void setservent(int stayopen);

General Description
The setservent() call opens and rewinds the data set which contains information
about known services. If the stayopen flag is nonzero, the data set remains open
after each call to setnetent().
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the message EDCV001I or EDCT002I will be
issued.

Related Information
v “endservent() — Close Network Services Information Data Sets” on page 462
v “getservbyname() — Get a Service Entry by Name” on page 480
v “getservent() — Get the Next Service Entry” on page 482
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setsockopt() — Set Options Associated with a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int setsockopt(int
socket,
int
level,
int
option_name,
const void *option value,
size_t
option_length);

General Description
The setsockopt() call sets options associated with a socket. Options can exist at
multiple protocol levels; they are always present at the highest socket level.
Parameter

Description

socket

The socket descriptor.

level

The level for which the option is being set. Only SOL_SOCKET is
supported.

option_name

The name of a specified socket option.

option_value

The pointer to option data.

option_length

The length of the option data.

When manipulating socket options, you must specify the level at which the option
resides and the name of the option. To manipulate options at the socket level, the
level parameter must be set to SOL_SOCKET, as defined in socket.h. To manipulate
options at any other level, such as the TCP or IP level, supply the appropriate
protocol number for the protocol controlling the option. Currently, only the
SOL_SOCKET level is supported. The getprotobyname() call can be used to return
the protocol number for a named protocol.
The option_value and option_length parameters are used to pass data used by the
particular set command. The option_value parameter points to a buffer containing
the data needed by the set command. The option_value parameter is optional and
can be set to the NULL pointer, if data is not needed by the command. The
option_length parameter must be set to the size of the data pointed to by
option_value.
All of the socket-level options except SO_LINGER expect option_value to point to
an integer and option_length to be set to the size of an integer. When the integer is
nonzero, the option is enabled. When it is zero, the option is disabled. The
SO_LINGER option expects option_value to point to a linger structure, as defined in
socket.h. This structure is defined in the following example:
struct
{

linger
int
int

l_onoff;
l_linger;

/* option on/off */
/* linger time */

};
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The l_onoff field is set to 0 if the SO_LINGER option is disabled. A nonzero value
enables the option. The l_linger field specifies the amount of time to linger on
close. The units of l_linger are seconds.
The following options are recognized at the socket level:
Option

Description

SO_DEBUG

Turns on recording of debugging information.

SO_KEEPALIVE
Toggles the TCP keep-alive mechanism for a stream socket.
SO_LINGER

Lingers on close if data is present. When this option is enabled and
there is unsent data present when close() is called, the calling
application program is blocked during the close() call, until the
data is transmitted or the connection has timed out. If this option
is disabled, the close() call returns without blocking the caller.

SO_OOBINLINE
Toggles the reception of out-of-band data.
SO_RCVBUF

Sets receive buffer size. This option takes an int value.

SO_REUSEADDR
Toggles local address reuse. When enabled, this option allows local
addresses that are already in use to be bound.
SO_SNDBUF

Sets send buffer size. This option takes an int value.

Returned Value
The value 0 indicates success; the value −1 indicates an error. The value of errno
indicates the specific error.
If the option_name parameter is unrecognized, or the level parameter is not
SOL_SOCKET, this function returns −1 and sets errno to ENOPROTOOPT.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to ENOSYS. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of setsockopt() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “fcntl() — Control Open Socket Descriptors” on page 463
v “getprotobyname() — Get a Protocol Entry by Name” on page 477
v “getsockopt() — Get the Options Associated with a Socket” on page 485
v “ioctl() — Control Socket” on page 518
v “socket() — Create a Socket” on page 556
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shutdown() — Shut Down a Connection
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
long shutdown(int socket, int how);

General Description
The shutdown() call shuts down a connection.
Parameter

Description

socket

The socket descriptor.

how

The condition of the shutdown.

Returned Value
The value 0 indicates success; the value −1 indicates an error. The value of errno
indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to ENOTCONN. In this
case the message EDCV001I or EDCT002I will be issued.

Related Information
v The description of shutdown() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “accept() — Accept a New Connection on a Socket” on page 445
v “close() — Close a Socket” on page 456
v “connect() — Connect a Socket” on page 457
v “socket() — Create a Socket” on page 556
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socket() — Create a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
#include <in.h>
int socket(int domain, int type, int protocol);

General Description
The socket() call creates an endpoint for communication and returns a socket
descriptor representing the endpoint.
Parameter

Description

domain

The address domain requested, AF_INET.

type

The type of socket created, either SOCK_STREAM,
SOCK_DGRAM, or SOCK_RAW.

protocol

The protocol requested. Possible values are IPPROTO_IP,
IPPROTO_UDP, or IPPROTO_TCP.

The domain parameter specifies a communication domain within which
communication is to take place. This parameter selects the address family (format
of addresses within a domain) that is used. The family supported is AF_INET,
which is the Internet domain. This constant is defined in the socket.h include file.
The type parameter specifies the type of socket created. The type is analogous with
the semantics of the communication requested. These socket type constants are
defined in the socket.h include file. The types supported are:
Socket Type

Description

SOCK_DGRAM
Provides datagrams, which are connectionless messages of a fixed
maximum length whose reliability is not guaranteed. Datagrams
can be corrupted, received out of order, lost, or delivered multiple
times.
SOCK_STREAM
Provides sequenced, two-way byte streams that are reliable and
connection-oriented. They support a mechanism for out-of-band
data.
SOCK_RAW

Provides the interface to internal protocols (such as IP and ICMP).

The protocol parameter specifies a particular protocol to be used with the socket.
Possible values are IPPROTO_IP, IPPROTO_UDP, or IPPROTO_TCP. This constants
are defined in the in.h include file. If you are not sure you should use 0 or
IPPROTO_IP. In this case the TCP/IP product selects the default protocol number
for the domain and socket type requested. The getprotobyname() call can be used
to get the protocol number for a protocol with a known name.
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Returned Value
A nonnegative socket descriptor indicates success. The value −1 indicates an error.
The value of errno indicates the specific error.
If the address family is not supported (it is not AF_INET), the function returns the
value −1 and errno is set to EAFNOSUPPORT.
If the protocol is not supported, the function returns the value −1 and errno is set
to EPROTONOSUPPORT.
If the socket type is not supported, the function returns the value −1 and errno is
set to EPROTOTYPE.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of socket() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “accept() — Accept a New Connection on a Socket” on page 445
v “bind() — Bind a Name to a Socket” on page 454
v “close() — Close a Socket” on page 456
v “connect() — Connect a Socket” on page 457
v “fcntl() — Control Open Socket Descriptors” on page 463
v “getprotobyname() — Get a Protocol Entry by Name” on page 477
v “getsockname() — Get the Name of a Socket” on page 483
v “getsockopt() — Get the Options Associated with a Socket” on page 485
v “ioctl() — Control Socket” on page 518
v “read() — Read From a Socket” on page 524
v “readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
v “recv() — Receive Data on a Socket” on page 528
v “recvfrom() — Receive Messages on a Socket” on page 530
v “recvmsg() — Receive Messages on a Socket and Store in an Array of Message
Headers” on page 532
v “select() — Monitor Activity on Sockets” on page 535
v “selectex() — Monitor Activity on Sockets” on page 540
v “send() — Send Data on a Socket” on page 542
v “sendmsg() — Send Messages on a Socket” on page 544
v “shutdown() — Shut Down a Connection” on page 555
v “write() — Write Data on a Socket” on page 562
v “writev() — Write Data on a Socket from an Array” on page 564
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socketpair() — Create a Pair of Sockets
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
int socketpair(int *domain, int type, int protocol, int sv[2]);

General Description
The socketpair() call acquires a pair of sockets of the type specified that are
unnamed and connected in the specified domain and using the specified protocol.
Parameter

Description

domain

The domain in which to open the socket.

type

The type of socket created.

protocol

The protocol requested.

sv

The descriptors used to refer to the obtained sockets.

Returned Value
A nonnegative socket descriptor indicates success. The value −1 indicates an error.
The value of errno indicates the specific error.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v “socket() — Create a Socket” on page 556
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takesocket

takesocket() — Acquire a Socket from Another Program
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _OPEN_SYS_SOCK_EXT
#include <types.h>
#include <socket.h>
int takesocket(struct clientid *clientid,int sdesc);

General Description
The takesocket() call acquires a socket from another program. Typically, the other
program passes its client ID and socket descriptor to your program through your
program's startup parameter list.
Parameter

Description

clientid

A pointer to the clientid of the application from which you are
taking a socket.

sdesc

The descriptor of the socket to be taken.

Returned Value
The value -1 indicates an error. The value of errno indicates the specific error. If
not -1, the return value is the new socket descriptor.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of takesocket() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “types.h” on page 19
v “getclientid() — Get the Identifier for the Calling Application” on page 464
v “givesocket() — Make the Specified Socket Available” on page 487
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tcp_cleanup

tcp_cleanup() — Terminate the Socket API
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
void tcp_cleanup(void);

General Description
The internal used tcp_cleanup() function is called during C Run-Time termination.
Other programs should use the termapi() function to terminate the socket API.

Related Information
v “termapi() — Terminate the Socket API for a Subtask” on page 561
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termapi

termapi() — Terminate the Socket API for a Subtask
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension
LE/VSE

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <socket.h>
void termapi(void);

General Description
The termapi() function terminates the socket API for a subtask.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the message EDCV001I or EDCT002I will be
issued.

Related Information
v “initapi() — Initialize Socket API for a Subtask” on page 517

Chapter 3. TCP/IP Callable Functions

561

write

write() — Write Data on a Socket
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

X

XPG4

XPG4.2

X

X

Extension

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <unistd.h>
ssize_t write(int fs, const void *buf, ssize_t N);

General Description
The write() call writes data from a buffer on a socket with descriptor fs. The
write() call can only be used with connected sockets. This call writes up to N
bytes of data.
write() is equivalent to send() with no flags set.
Parameter

Description

fs

The socket descriptor.

buf

The pointer to the buffer holding the data to be written.

N

The length in bytes of the buffer pointed to by the buf parameter.

If there is not enough available buffer space to hold the socket data to be
transmitted, and the socket is in blocking mode, write() blocks the caller until
additional buffer space becomes available. If the socket is in nonblocking mode,
write() returns a −1 and sets the error code to EWOULDBLOCK.

Returned Value
If successful, write() returns the number of bytes actually written, less than or
equal to N. If unsuccessful, it returns the value −1 and sets errno to indicate the
specific error.
A value of 0 or greater indicates the number of bytes sent. However, this does not
assure that data delivery was complete.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v The description of write() contained in chapter “TCP/IP Support for the
LE/VSE Socket Interfaces” of the z/VSE TCP/IP Support
v “connect() — Connect a Socket” on page 457
v “fcntl() — Control Open Socket Descriptors” on page 463
v “getsockopt() — Get the Options Associated with a Socket” on page 485
v “ioctl() — Control Socket” on page 518
v “read() — Read From a Socket” on page 524
v “readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
v “recv() — Receive Data on a Socket” on page 528
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v “recvfrom() — Receive Messages on a Socket” on page 530
v “recvmsg() — Receive Messages on a Socket and Store in an Array of Message
Headers” on page 532
v “select() — Monitor Activity on Sockets” on page 535
v “selectex() — Monitor Activity on Sockets” on page 540
v “send() — Send Data on a Socket” on page 542
v “sendmsg() — Send Messages on a Socket” on page 544
v “sendto() — Send Data on a Socket” on page 547
v “setsockopt() — Set Options Associated with a Socket” on page 553
v “socket() — Create a Socket” on page 556
v “writev() — Write Data on a Socket from an Array” on page 564
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writev

writev() — Write Data on a Socket from an Array
ISO-C
(ANSI C)

POSIX
.1

.1a

.2

.4a

XPG4

XPG4.2

Extension

X

Format
#define _XOPEN_SOURCE_EXTENDED 1
#include <uio.h>
ssize_t writev(int fs, const struct iovec *iov, int iovcnt);

General Description
The writev() call writes data to a socket with descriptor fs from a set of buffers.
The data is gathered from the buffers specified by iov[0]...iov[iovcnt−1]. The
descriptor must refer to a connected socket.
Parameter

Description

fs

The socket descriptor.

iov

A pointer to an array of iovec buffers.

iovcnt

The number of buffers pointed to by the iov parameter.

The iovec structure is defined in uio.h and contains the following fields:
Element

Description

iov_base

Pointer to the buffer.

iov_length

Length of the buffer.

This call writes the sum of the iov_length bytes of data.
If there is not enough available buffer space to hold the socket data to be
transmitted, and the socket is in blocking mode, writev() blocks the caller until
additional buffer space becomes available. If the socket is in a nonblocking mode,
writev() returns a −1 and sets the error code to EWOULDBLOCK.

Returned Value
If successful, the number of bytes written from the buffer is returned. The value −1
indicates an error. The value of errno indicates the specific error.
A value of 0 or greater indicates the number of bytes sent, however, this does not
assure that data delivery was complete.
If there is no TCP/IP product installed or if the TCP/IP product has not
implemented this specific function, the corresponding dummy routine in C
Run-Time always returns the value −1 and errno is set to EINVAL. In this case the
message EDCV001I or EDCT002I will be issued.

Related Information
v
v
v
v
v
v
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“connect() — Connect a Socket” on page 457
“fcntl() — Control Open Socket Descriptors” on page 463
“getsockopt() — Get the Options Associated with a Socket” on page 485
“ioctl() — Control Socket” on page 518
“read() — Read From a Socket” on page 524
“readv() — Read Data on a Socket and Store in a Set of Buffers” on page 526
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writev
v “recv() — Receive Data on a Socket” on page 528
v “recvfrom() — Receive Messages on a Socket” on page 530
v “recvmsg() — Receive Messages on a Socket and Store in an Array of Message
Headers” on page 532
v “select() — Monitor Activity on Sockets” on page 535
v “selectex() — Monitor Activity on Sockets” on page 540
v “send() — Send Data on a Socket” on page 542
v “sendmsg() — Send Messages on a Socket” on page 544
v “sendto() — Send Data on a Socket” on page 547
v “setsockopt() — Set Options Associated with a Socket” on page 553
v “socket() — Create a Socket” on page 556
v “write() — Write Data on a Socket” on page 562
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Appendix. Table of C Macros
You can use the macros listed in this appendix to write programs that use built-in
services of the LE/VSE C Run-Time product. The general purpose macros, labelled
General, are predefined macros that are either ANSI-standard macros or extensions
to the Systems Application Architecture® (SAA) definition. The internal-use-only
macros, labelled Internal, are developed by IBM to provide you with additional
LE/VSE C Run-Time functionality. Internal macros are defined in corresponding
include files.
Table 30. C Macros
Macro

Include File

General or Internal

ABDAY_1
ABDAY_2
ABDAY_3
ABDAY_4
ABDAY_5
ABDAY_6
ABDAY_7
__abendcode
ABMON_1
ABMON_10
ABMON_11
ABMON_12
ABMON_2
ABMON_3
ABMON_4
ABMON_5
ABMON_6
ABMON_7
ABMON_8
ABMON_9
__abnd_i
_ABS(x)
abs(x)
acos(x)
AM_STR
__amrc
__amrc_i
__APPEND
asin(x)
__assert
assert(expr)
assert(ignore)
atan(x)
atan2(x,y)
__BINARY
__BSAM_CLOSE
__BSAM_CLOSE_T
__BSAM_NOTE
__BSAM_OPEN
__BSAM_POINT

nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
signal.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
signal.h
math.h
stdlib.h
math.h
nl_langinfo.h
stdio.h
stdio.h
stdio.h
math.h
assert.h
assert.h
assert.h
math.h
math.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h

General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
Internal
General
General
General
General
Internal
General
General
Internal
General
General
General
General
General
General
General
General
General
General
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Table 30. C Macros (continued)

568

Macro

Include File

General or Internal

__BSAM_READ
__BSAM_WRITE
BUFSIZ
cdump(x)
__CELMSGF_WRITE
CHAR_BIT
CHAR_MAX
CHAR_MIN
__cics
__cics_CD
CLK_TCK
CLOCKS_PER_SEC
clrmemf(x)
__CMS_CLOSE
__CMS_OPEN
__CMS_READ
__CMS_STATE
__CMS_WRITE
__cntrl(c)
CODESET
cos(x)
cosh(x)
CRNCYSTR
csnap(x)
ctdli
ctest(x)
__ctest__
ctime(t)
ctrace(x)
__ctype
__ctype_i
__ctypec
__ctypec_i
__CURR
__CURRENT
__CURRENT_LOWER
__cust_def
D_FMT
D_T_FMT
DAY_1
DAY_2
DAY_3
DAY_4
DAY_5
DAY_6
DAY_7
DBL_DIG
__dbl_eps
DBL_EPSILON
__dbl_flts_i
DBL_MANT_DIG
DBL_MAX
DBL_MAX_EXP

stdio.h
stdio.h
stdio.h
ctest.h
stdio.h
limits.h
limits.h
limits.h
cics.h
cics.h
time.h
time.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
nl_langinfo.h
math.h
math.h
nl_langinfo.h
ctest.h
ims.h
ctest.h
ctest.h
time.h
ctest.h
ctype.h
ctype.h
ctype.h
ctype.h
stdarg.h
stdio.h
stdio.h
ctype.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h

General
General
General
General
General
General
General
General
Internal
Internal
General
General
General
General
General
General
General
General
Internal
General
General
General
General
General
General
General
Internal
General
General
Internal
Internal
Internal
Internal
Internal
General
General
Internal
General
General
General
General
General
General
General
General
General
General
Internal
General
Internal
General
General
General
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Table 30. C Macros (continued)
Macro

Include File

General or Internal

DBL_MAX_10_EXP
DBL_MIN
DBL_MIN_EXP
DBL_MIN_10_EXP
difftime(t1, t0)
DOMAIN
__DUMMY
EINACTIVE
EOF
ERANGE
erf(x)
erfc(x)
errno
__errno_a
__errno_i
__errnoflg
__errnoh
__ESDS
__ESDS_PATH
EWRONGOS
EXIT_FAILURE
EXIT_SUCCESS
exp(x)
fabs(x)
fdelrec(x)
fetch(x)
fetchep(x)
__FILE
FILENAME_MAX
fldata(x,y,z)
__floath
flocate(w,x,y,z)
FLT_DIG
__flt_eps
__flt_eps_i
FLT_EPSILON
FLT_MANT_DIG
FLT_MAX
FLT_MAX_EXP
FLT_MAX_10_EXP
FLT_MIN
FLT_MIN_EXP
FLT_MIN_10_EXP
FLT_RADIX
FLT_ROUNDS
FOPEN_MAX
fupdate(x,y,z)
gamma(x)
getc(p)
__getc(p)
getchar(c)
__gtab(x)
__gtca()

float.h
float.h
float.h
float.h
time.h
math.h
stdio.h
mtf.h
stdio.h
errno.h
math.h
math.h
errno.h
errno.h
errno.h
errno.h
errno.h
stdio.h
stdio.h
mtf.h
stdlib.h
stdlib.h
math.h
math.h
stdio.h
stdlib.h
stdlib.h
assert.h
stdio.h
stdio.h
float.h
stdio.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
stdio.h
stdio.h
math.h
stdio.h
stdio.h
stdio.h
stdio.h
assert.h

General
General
General
General
General
General
General
General
General
General
General
General
General
Internal
Internal
Internal
Internal
General
General
General
General
General
General
General
General
General
General
Internal
General
General
Internal
General
General
Internal
Internal
General
General
General
General
General
General
General
General
General
General
General
General
General
General
Internal
General
Internal
Internal
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Table 30. C Macros (continued)

570

Macro

Include File

General or Internal

__HFS
__HIPERSPACE
HUGE
HUGE_VAL
iconv
__ims
__imspcb_a
INT_MAX
INT_MIN
__INTERCEPT_READ
__INTERCEPT_WRITE
__IO_DEVTYPE
__IO_INIT
_IOFBF
_IOLBF
__ISALNUM
isalnum(c)
__isalnum(c)
__ISALPHA
isalpha(c)
__isalpha(c)
isblank
__ISBLANK
iscics
__ISCNTRL
iscntrl(c)
__iscntrl(c)
__ISDIGIT
isdigit(c)
__isdigit(c)
__ISGRAPH
isgraph(c)
__isgraph(c)
islower(c)
__islower(c)
__ISPRINT
isprint(c)
__isprint(c)
__ISPUNCT
ispunct(c)
__ispunct(c)
__ISSPACE
isspace(c)
__isspace(c)
__ISUPPER
isupper(c)
__isupper(c)
iswalnum
iswalpha
iswcntrl
iswctype
iswdigit
iswgraph

stdio.h
stdio.h
math.h
math.h
iconv.h
ims.h
ims.h
limits.h
limits.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
ctype.h and
ctype.h
ctype.h
ctype.h and
ctype.h
ctype.h
ctype.h
ctype.h and
cics.h
ctype.h and
ctype.h
ctype.h
ctype.h and
ctype.h
ctype.h
ctype.h and
ctype.h
ctype.h
ctype.h
ctype.h
ctype.h and
ctype.h
ctype.h
ctype.h and
ctype.h
ctype.h
ctype.h and
ctype.h
ctype.h
ctype.h and
ctype.h
ctype.h
wchar.h
wchar.h
wchar.h
wchar.h
wchar.h
wchar.h

General
General
General
General
General
Internal
Internal
General
General
General
General
General
General
General
General
Internal
General
Internal
Internal
General
Internal
General
Internal
General
Internal
General
Internal
Internal
General
Internal
Internal
General
Internal
General
Internal
Internal
General
Internal
Internal
General
Internal
Internal
General
Internal
Internal
General
Internal
General
General
General
General
General
General
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wchar.h

wchar.h

wchar.h
wchar.h

wchar.h

wchar.h

wchar.h

wchar.h

wchar.h

wchar.h

Table 30. C Macros (continued)
Macro

Include File

General or Internal

iswlower
iswprint
iswpunct
iswspace
iswupper
iswxdigit
isxdigit(c)
__isxdigit(c)
__KEY_EQ
__KEY_EQ_BWD
__KEY_FIRST
__KEY_GE
__KEY_LAST
__KSDS
__KSDS_PATH
L_tmpnam
LC_ALL
LC_C
LC_C_FRANCE
LC_C_GERMANY
LC_C_ITALY
LC_C_SPAIN
LC_C_UK
LC_C_USA
LC_COLLATE
LC_CTYPE
LC_MONETARY
LC_NUMERIC
LC_SYNTAX
LC_TIME
LC_TOD
LDBL_DIG
__ldbl_eps
LDBL_EPSILON
__ldbl_flts_i
LDBL_MANT_DIG
LDBL_MAX
LDBL_MAX_EXP
LDBL_MAX_10_EXP
LDBL_MIN
LDBL_MIN_EXP
LDBL_MIN_10_EXP
LEAWI_INCLUDED
__limits
__locale
log(x)
log10(x)
__LOWER
M_E
M_LN10
M_LN2E
M_LOG
M_LOG10E

wchar.h
wchar.h
wchar.h
wchar.h
wchar.h
wchar.h
ctype.h
ctype.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
locale.h
locale.h
locale.h
locale.h
locale.h
locale.h
locale.h
locale.h
locale.h
locale.h
locale.h
locale.h
locale.h
locale.h
locale.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
float.h
leawi.h
limits.h
locale.h
math.h
math.h
stdio.h
math.h
math.h
math.h
math.h
math.h

General
General
General
General
General
General
General
Internal
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
Internal
General
Internal
General
General
General
General
General
General
General
Internal
Internal
Internal
General
General
General
General
General
General
General
General
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Table 30. C Macros (continued)

572

Macro

Include File

General or Internal

M_PI
M_PI_2
M_PI_4
M_SQRT1_2
M_SQRT2
M_1_PI
M_2_PI
M_2_SQRTPI
M_2PI
__math
__max_flt
__max_flts_i
MB_CUR_MAX
MB_LEN_MAX
memchr(x,y,z)
memcmp(x,y,z)
memcpy(x,y,z)
memset(x,y,z)
__min_flts
__min_flts_i
MON_1
MON_2
MON_3
MON_4
MON_5
MON_6
MON_7
MON_8
MON_9
MON_10
MON_11
MON_12
__MSGFILE
__NEXT
__nextword(base)
__NL_NUM_ITEMS
NOEXPR
__NOTVSAM
NULL
offsetof(x,y)
OMIT_FC
__osplist
__OTHER
OVERFLOW
PCB_STRUCT(key_len
__pcblist
__PCBLIST_INDEX
PLOSS
PM_STR
pow(x,y)
__psizeof(type)
putc(c, p)
__putc(c, p)

math.h
math.h
math.h
math.h
math.h
math.h
math.h
math.h
math.h
math.h
math.h
float.h
stdlib.h
limits.h
string.h
string.h
string.h
string.h
float.h
float.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
nl_langinfo.h
stdio.h
stdarg.h
stdarg.h
nl_langinfo.h
nl_langinfo.h
stdio.h
stddef.h
stddef.h
leawi.h
stdlib.h
stdio.h
math.h
ims.h
ims.h
ims.h
math.h
nl_langinfo.h
math.h
stdarg.h
stdio.h
stdio.h

General
General
General
General
General
General
General
General
General
Internal
Internal
Internal
General
General
General
General
General
General
Internal
Internal
General
General
General
General
General
General
General
General
General
General
General
General
General
Internal
Internal
Internal
General
General
General
General
General
General
General
General
General
General
Internal
General
General
General
Internal
General
Internal
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Table 30. C Macros (continued)
Macro

Include File

General or Internal

putchar(c)
RADIXCHAR
RAND_MAX
__RBA_EQ
__RBA_EQ_BWD
__READ
__RECORD
REG_BADBR
REG_BADPT
REG_BADRPT
REG_EBOL
REG_EBRACE
REG_EBRACK
REG_ECHAR
REG_ECOLLATE
REG_ECTYPE
REG_EEOL
REG_EESCAPE
REG_EPAREN
REG_ERANGE
REG_ESPACE
REG_NOMATCH
release(x)
__RRDS
__rsn_i
__rsncode
__R1
SCHAR_MAX
SCHAR_MIN
SEEK_CUR
SEEK_END
SEEK_SET
__setjmp
setjmp(x)
SHRT_MAX
SHRT_MIN
SIG_DFL
SIG_ERR
SIG_IGN
SIG_PROMOTE
SIGABND
SIGABRT
SIGFPE
SIGILL
SIGINT
__signal
SIGSEGV
SIGTERM
SIGUSR1
SIGUSR2
sin(x)
SING
sinh(x)

stdio.h
nl_langinfo.h
stdlib.h
stdio.h
stdio.h
stdio.h
stdio.h
regex.h
regex.h
regex.h
regex.h
regex.h
regex.h
regex.h
regex.h
regex.h
regex.h
regex.h
regex.h
regex.h
regex.h
regex.h
stdlib.h
stdio.h
signal.h
signal.h
stdlib.h
limits.h
limits.h
stdio.h
stdio.h
stdio.h
setjmp.h
setjmp.h
limits.h
limits.h
signal.h
signal.h
signal.h
signal.h
signal.h
signal.h
signal.h
signal.h
signal.h
signal.h
signal.h
signal.h
signal.h
signal.h
math.h
math.h
math.h

General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
Internal
General
General
General
General
General
General
General
Internal
General
General
General
General
General
General
General
General
General
General
General
General
Internal
General
General
General
General
General
General
General
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Macro

Include File

General or Internal

__size_t
__spc
sqrt(x)
__stdarg
__stddef
stderr
__stderr_i
stdin
__stdin_i
__stdio
__stdlib
stdout
__stdout_i
strcat(x,y)
strchr(x,y)
strcmp(x,y)
strcpy(x,y)
__string
strlen(x)
strrchr(x,y)
__SVC99
svc99(x)
__SVC99_ALLOC
__SVC99_ALLOC_NEW
__sysplist
__sysplist_i
__SYSPLIST_INDEX
T_FMT
T_FMT_AMPM
tan(x)
tanh(x)
__TAPE
__TDQ
__temp
__temp_a
__temp_i
__TEXT
__TGET_READ
THOUSEP
__time
tinit(x,y)
TLOSS
TMP_MAX
tolower(c)
__tolower(c)
__TOLOWER_INDEX
toupper(c)
__toupper(c)
__TOUPPER_INDEX
towlower
towupper
__TPUT_WRITE
tsched

time.h
spc.h
math.h
stdarg.h
stddef.h
assert.h
assert.h
stdio.h
stdio.h
stdio.h
stdlib.h
stdio.h
stdio.h
string.h
string.h
string.h
string.h
string.h
string.h
string.h
stdio.h
stdio.h
stdio.h
stdio.h
stdlib.h
stdlib.h
stdlib.h
nl_langinfo.h
nl_langinfo.h
math.h
math.h
stdio.h
stdio.h
ctype.h
stdio.h
ctype.h
stdio.h
stdio.h
nl_langinfo.h
time.h
mtf.h
math.h
stdio.h
ctype.h
ctype.h
ctype.h
ctype.h
ctype.h
ctype.h
wchar.h
wchar.h
stdio.h
mtf.h

Internal
Internal
General
Internal
Internal
General
Internal
General
Internal
Internal
Internal
General
Internal
General
General
General
General
Internal
General
General
Internal
General
General
General
General
Internal
Internal
General
General
General
General
General
General
Internal
Internal
Internal
General
General
General
Internal
General
General
General
General
Internal
Internal
General
Internal
Internal
General
General
General
General
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Table 30. C Macros (continued)
Macro

Include File

General or Internal

tsetsubt(x,y)
tsyncro(x)
tterm(x)
UCHAR_MAX
UINT_MAX
ULONG_MAX
UNDERFLOW
__UNKN_ERROR
__UPDATE
USHRT_MAX
va_arg(ap, type)
va_end(ap)
va_list
va_start(ap, arg)
__valist
__valist_
__VSAM_CLOSE
__VSAM_ENDREQ
__VSAM_ERASE
__VSAM_GENCB
__VSAM_GET
__VSAM_MODCB
__VSAM_OPEN_ESDS
__VSAM_OPEN_ESDS_PAT
__VSAM_OPEN_FAIL
__VSAM_OPEN_KSDS
__VSAM_OPEN_KSDS_PAT
__VSAM_OPEN_RRDS
__VSAM_POINT
__VSAM_PUT
__VSAM_SHOWCB
__VSAM_TESTCB
__wchar_t
__wcstr
WEOF
__WRITE
YESEXPR

mtf.h
mtf.h
mtf.h
limits.h
limits.h
limits.h
math.h
stdio.h
stdio.h
limits.h
stdarg.h
stdarg.h
stdarg.h
stdarg.h
stdarg.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stdio.h
stddef.h
wcstr.h
wchar.h
stdio.h
nl_langinfo.h

General
General
General
General
General
General
General
General
General
General
General
General
General
General
Internal
Internal
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
General
Internal
Internal
General
General
General
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Glossary
This glossary defines terms and abbreviations that
are used in this book. Included are terms and
definitions from the following sources:
v American National Standard Dictionary for
Information Systems , ANSI/ISO X3.172-1990,
copyright 1990 by the American National
Standards Institute (ANSI/ISO). Copies may be
purchased from the American National
Standards Institute, 1430 Broadway, New York,
New York 10018. Such definitions are indicated
by the symbol ANSI/ISO after the definition.
v IBM Dictionary of Computing , SC20-1699. These
definitions are indicated by the registered
trademark IBM after the definition.
v X/Open CAE Specification. Commands and
Utilities, Issue 4. July, 1992 . These definitions
are indicated by the symbol X/Open after the
definition.

v ISO/IEC 9945-1:1990/IEEE POSIX 1003.1-1990
These definitions are indicated by the symbol
ISO.1 after the definition.
v The Information Technology Vocabulary ,
developed by Subcommittee 1, Joint Technical
Committee 1, of the International Organization
for Standardization and the International
Electrotechnical Commission (ISO/IEC
JTC1/SC1). Definitions of published parts of
this vocabulary are identified by the symbol
ISO-JTC1 after the definition; definitions taken
from draft international standards, committee
drafts, and working papers being developed by
ISO/IEC JTC1/SC1 are identified by the
symbol ISO Draft after the definition, indicating
that final agreement has not yet been reached
among the participating National Bodies of
SC1.

_______________________________________________________________________________________________________

A

alignment. The storing of data in relation to certain
machine-dependent boundaries. IBM.

abstract code unit. See ACU.

American National Standards Institute. See
ANSI/ISO.

access mode. (1) A technique that is used to obtain a
particular logical record from, or to place a particular
logical record into, a file assigned to a mass storage
device. ANSI/ISO. (2) The manner in which files are
referred to by a computer. Access can be sequential
(records are referred to one after another in the order in
which they appear on the file), access can be random
(the individual records can be referred to in a
nonsequential manner), or access can be dynamic
(records can be accessed sequentially or randomly,
depending on the form of the input/output request).
IBM. (3) A particular form of access permitted to a file.
X/Open.
ACU (abstract code unit). A measurement used by C
compilers for judging the size of a function. The
number of ACUs that comprise a function is
proportional to its size and complexity.
addressing mode. See AMODE.
address space. (1) The range of addresses available to
a computer program. ANSI/ISO. (2) The complete range
of addresses that are available to a programmer. See
also virtual address space. (3) The area of virtual storage
available for a particular job. (4) The memory locations
that can be referenced by a process. X/Open. ISO.1.
© Copyright IBM Corp. 1995, 2010

AMODE (addressing mode). In VSE, a program
attribute that refers to the address length that a
program is prepared to handle upon entry. In VSE,
addresses may be 24 or 31 bits in length. IBM.
ANSI/ISO (American National Standards Institute).
An organization consisting of producers, consumers,
and general interest groups, that establishes the
procedures by which accredited organizations create
and maintain voluntary industry standards in the
United States. ANSI/ISO.
API (application program interface). A functional
interface supplied by the operating system or by a
separately orderable licensed program that allows an
application program written in a high-level language to
use specific data or functions of the operating system
or the licensed program. IBM.
application. (1) The use to which an information
processing system is put; for example, a payroll
application, an airline reservation application, a
network application. IBM. (2) A collection of software
components used to perform specific types of
user-oriented work on a computer. IBM.
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application program. A program written for or by a
user that applies to the user's work, such as a program
that does inventory control or payroll. IBM.
appropriate privileges. An implementation-defined
means of associating privileges with a process with
regard to the function calls and function call options
that need special privileges. There may be zero or more
such means. ISO.1.
argument. (1) A parameter passed between a calling
program and a called program. IBM. (2) In a function
call, an expression that represents a value that the
calling function passes to the function specified in the
call. Also called parameter. (3) A parameter passed to a
utility as the equivalent of a single string in the argv
array created by one of the exec functions. An argument
is one of the options, option-arguments, or operands
following the command name. X/Open.
array. In programming languages, an aggregate that
consists of data objects, with identical attributes, each
of which may be uniquely referenced by subscripting.
IBM.
array element. A data item in an array. IBM.
ASCII (American National Standard Code for
Information Interchange). The standard code, using a
coded character set consisting of 7-bit coded characters
(8 bits including parity check), that is used for
information interchange among data processing
systems, data communication systems, and associated
equipment. The ASCII set consists of control characters
and graphic characters. IBM.
Note: IBM has defined an extension to ASCII code
(characters 128-255).
assembler language. A source language that includes
symbolic language statements in which there is a
one-to-one correspondence with the instruction formats
and data formats of the computer. IBM.
automatic storage. Storage that is allocated on entry to
a routine or block and is freed on the subsequent
return. Sometimes referred to as stack storage or dynamic
storage.

B
background process. A process that does not require
operator intervention but can be run by the computer
while the workstation is used to do other work. IBM.
backslash. The character \. This character is named
<backslash> in the portable character set.
binary stream. (1) An ordered sequence of
untranslated characters. (2) A sequence of characters
that corresponds on a one-to-one basis with the
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characters in the file. No character translation is
performed on binary streams. IBM.
blank character. (1) A graphic representation of the
space character. ANSI/ISO. (2) A character that
represents an empty position in a graphic character
string. ISO Draft. (3) One of the characters that belong
to the blank character class as defined via the
LC_CTYPE category in the current locale. In the POSIX
locale, a blank character is either a tab or a space
character. X/Open.
block. (1) In programming languages, a compound
statement that coincides with the scope of at least one
of the declarations contained within it. A block may
also specify storage allocation or segment programs for
other purposes. ISO-JTC1. (2) A string of data elements
recorded or transmitted as a unit. The elements may be
characters, words or physical records. ISO Draft. (3) The
unit of data transmitted to and from a device. Each
block contains one record, part of a record, or several
records.
boundary alignment. The position in main storage of
a fixed-length field, such as a halfword or doubleword,
on a byte-level boundary for that unit of information.
IBM.
brackets. The characters [ (left bracket) and ] (right
bracket), also known as square brackets. When used in
the phrase “enclosed in (square) brackets” the symbol [
immediately precedes the object to be enclosed, and ]
immediately follows it. When describing these
characters in the portable character set, the names
<left-bracket> and <right-bracket> are used. X/Open.
breakpoint. A point in a computer program where
execution may be halted. A breakpoint is usually at the
beginning of an instruction where halts, caused by
external intervention, are convenient for resuming
execution. ISO Draft.
broken-down time. Time expressed as fields in a tm
structure.
built-in. (1) A function that the compiler will
automatically inline instead of making the function call,
unless the programmer specifies not to inline. (2) In
programming languages, pertaining to a language
object that is declared by the definition of the
programming language; for example the built-in
function SIN in PL/I, the predefined data type
INTEGER in FORTRAN. ISO-JTC1. Synonymous with
predefined. IBM.

C
calendar time. Time expressed as number of seconds
since epoch, which was at 00:00:00 coordinated
universal time (UTC), January 1, 1970.

call. To transfer control to a procedure, program,
routine, or subroutine. IBM.

interface is used for devices that do not use block I/O.
IBM. (2) A file that refers to a device. X/Open. ISO.1.

callable services. A set of services that can be invoked
by a Language Environment-conforming high level
language using the conventional Language
Environment-defined call interface, and usable by all
programs sharing the Language Environment
conventions.

character string. A contiguous sequence of characters
terminated by and including the first null byte. X/Open.

Use of these services helps to decrease an application's
dependence on the specific form and content of the
services delivered by any single operating system.

CICS (Customer Information Control System).
Pertaining to an IBM licensed program that enables
transactions entered at remote terminals to be
processed concurrently by user-written application
programs. It includes facilities for building, using, and
maintaining databases. IBM.

caller. A routine that calls another routine.

C library. A system library that contains common C
language subroutines for file access, string operators,
character operations, memory allocation, and other
functions. IBM.

cast. In the C language, an expression that converts
the type of the operand to a specified data type (the
operator). IBM.

COBOL (Common Business-Oriented Language). A
high-level language, based on English, that is primarily
used for business applications.

character. (1) A letter, digit, or other symbol that is
used as part of the organization, control, or
representation of data. A character is often in the form
of a spatial arrangement of adjacent or connected
strokes. ANSI/ISO. (2) A sequence of one or more bytes
representing a single graphic symbol or control code.
This term corresponds to the ISO C standard term
multibyte character (multi-byte character), where a
single-byte character is a special case of the multi-byte
character. Unlike the usage in the ISO C standard,
character here has no necessary relationship with
storage space, and byte is used when storage space is
discussed. X/Open. ISO.1.

coded character set. (1) A set of graphic characters
and their code point assignments. The set may contain
fewer characters than the total number of possible
characters: some code points may be unassigned. IBM.
(2) A coded set whose elements are single characters;
for example, all characters of an alphabet. ISO Draft. (3)
Loosely, a code. ANSI/ISO.

call chain. A trace of all active routines and
subroutines.

character array. An array of type char. X/Open.

code page. (1) An assignment of graphic characters
and control function meanings to all code points; for
example, assignment of characters and meanings to 256
code points for an 8-bit code, assignment of characters
and meanings to 128 code points for a 7-bit code. (2) A
particular assignment of hexadecimal identifiers to
graphic characters.

character class. A named set of characters sharing an
attribute associated with the name of the class. The
classes and the characters that they contain are
dependent on the value of the LC_CTYPE category in
the current locale. X/Open.

code point. (1) A 1-byte code representing one of 256
potential characters. (2) An identifier in an alert
description that represents a short unit of text. The
code point is replaced with the text by an alert display
program.

character constant. (1) A constant with a character
value. IBM. (2) A string of any of the characters that
can be represented, usually enclosed in apostrophes.
IBM. (3) In some languages, a character enclosed in
apostrophes. IBM.

codeset. Synonym for code element set. IBM.

character set. (1) A finite set of different characters
that is complete for a given purpose; for example, the
character set in ISO Standard 646, 7-bit Coded
Character Set for Information Processing Interchange.
ISO Draft. (2) All the valid characters for a
programming language or for a computer system. IBM.
(3) A group of characters used for a specific reason; for
example, the set of characters a printer can print. IBM.
(4) See also portable character set.
character special file. (1) A special file that provides
access to an input or output device. The character

collating element. The smallest entity used to
determine the logical ordering of character or
wide-character strings. A collating element consists of
either a single character, or two or more characters
collating as a single entity. The value of the
LC_COLLATE category in the current locale determines
the current set of collating elements. X/Open.
collating sequence. (1) A specified arrangement used
in sequencing. ISO-JTC1. ANSI/ISO. (2) An ordering
assigned to a set of items, such that any two sets in
that assigned order can be collated. ANSI/ISO. (3) The
relative ordering of collating elements as determined by
the setting of the LC_COLLATE category in the current
locale. The character order, as defined for the
LC_COLLATE category in the current locale, defines
the relative order of all collating elements, such that
Glossary
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each element occupies a unique position in the order.
This is the order used in ranges of characters and
collating elements in regular expressions and pattern
matching. In addition, the definition of the collating
weights of characters and collating elements uses
collating elements to represent their respective positions
within the collation sequence.
collation. The logical ordering of character or
wide-character strings according to defined precedence
rules. These rules identify a collation sequence between
the collating elements, and such additional rules that
can be used to order strings consisting or multiple
collating elements. X/Open.
command. A request to perform an operation or run a
program. When parameters, arguments, flags, or other
operands are associated with a command, the resulting
character string is a single command.
COMMAREA. A communication area made available
to applications running under CICS.
common anchor area (CAA). Dynamically acquired
storage that represents a LE/VSE thread.
Thread-related storage/resources are anchored off of
the CAA. This area acts as a central communications
area for the program, holding addresses of various
storage and error-handling routines, and control blocks.
The CAA is anchored by an address in register 12.
compilation unit. (1) A portion of a computer
program sufficiently complete to be compiled correctly.
IBM. (2) A single compiled file and all its associated
include files. (3) An independently compilable sequence
of high-level language statements. Each high-level
language product has different rules for what makes up
a compilation unit.
condition. (1) A relational expression that can be
evaluated to a value of either true or false. IBM. (2) An
exception that has been enabled, or recognized, by the
Language Environment and thus is eligible to activate
user and language condition handlers. Any alteration to
the normal programmed flow of an application.
Conditions can be detected by the hardware/operating
system and result in an interrupt. They can also be
detected by language-specific generated code or
language library code.
const. (1) An attribute of a data object that declares
the object cannot be changed. (2) A keyword that
allows you to define a variable whose value does not
change.
constant. (1) In programming languages, a language
object that takes only one specific value. ISO-JTC1. (2)
A data item with a value that does not change. IBM.
constant expression. An expression having a value
that can be determined during compilation and that
does not change during the running of the program.
IBM.
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control character. (1) A character whose occurrence in
a particular context specifies a control function. ISO
Draft. (2) Synonymous with nonprinting character. IBM.
(3) A character, other than a graphic character, that
affects the recording, processing, transmission, or
interpretation of text. X/Open.
conversion. (1) In programming languages, the
transformation between values that represent the same
data item but belong to different data types.
Information may be lost because of conversion since
accuracy of data representation varies among different
data types. ISO-JTC1. (2) The process of changing from
one method of data processing to another or from one
data processing system to another. IBM. (3) The process
of changing from one form of representation to another;
for example to change from decimal representation to
binary representation. IBM. (4) A change in the type of
a value. For example, when you add values having
different data types, the compiler converts both values
to a common form before adding the values.
conversion descriptor. A per-process unique value
used to identify an open codeset conversion. X/Open.
coordinated universal time (UTC). Equivalent to
Greenwich Mean Time (GMT).
Cross System Product. See CSP.
CSP (Cross System Product). A set of licensed
programs designed to permit the user to develop and
run applications using independently defined maps
(display and printer formats), data items (records,
working storage, files, and single items), and processes
(logic). The Cross System Product set consists of two
parts: Cross System Product/Application Development
(CSP/AD) and Cross System Product/Application
Execution (CSP/AE). IBM.
Customer Information Control System. See CICS.

D
data division. One of the four main parts of a COBOL
program. The data division describes the files to be
used in the program and the records contained within
the files. It also describes any internal working storage
records that are needed. IBM.
data object. (1) A storage area used to hold a value.
(2) Anything that exists in storage and on which
operations can be performed, such as files, programs,
classes, or arrays. (3) In a program, an element of data
structure, such as a file, array, or operand, that is
needed for the execution of a program and that is
named or otherwise specified by the allowable
character set of the language in which a program is
coded. IBM.

data set. Under VSAM, a named collection of related
data records that is stored and retrieved by an assigned
name.
data stream. A continuous stream of data elements
being transmitted, or intended for transmission, in
character or binary-digit form, using a defined format.
IBM.
data structure. The internal data representation of an
implementation.
data type. The properties and internal representation
that characterize data.
DBCS (double-byte character set). A set of characters
in which each character is represented by 2 bytes.
Languages such as Japanese, Chinese, and Korean,
which contain more symbols than can be represented
by 256 code points, require double-byte character sets.
Because each character requires 2 bytes, the typing,
display, and printing of DBCS characters requires
hardware and programs that support DBCS. IBM.
DLBL statement. A job control statement that defines
a file to the operating system, and requests allocation of
input/output resources. Serves as the connection
between the logical filename and the physical file ID.
declaration. (1) In the C language, a description that
makes an external object or function available to a
function or a block statement. IBM. (2) Establishes the
names and characteristics of data objects and functions
used in a program.
default argument. An argument that is declared with
a default value in a function prototype or declaration. If
a call to the function omits this argument, the default
value is used. Arguments with default values must be
the trailing arguments in a function prototype
argument list.
default locale. (1) The C locale, which is always used
when no selection of locale is performed. (2) A system
default locale, named by locale-related environment
variables.
define directive. A preprocessor statement that directs
the preprocessor to replace an identifier or macro
invocation with special code.
definition. (1) A data description that reserves storage
and may provide an initial value. (2) A declaration that
allocates storage, and may initialize a data object or
specify the body of a function.
degree. The number of children of a node.
demangling. The conversion of mangled names back
to their original source code names. During C
compilation, identifiers such as functions are mangled
(encoded) with type and scoping information to ensure
type-safe linkage. These mangled names appear in the

object file and the final executable phase. Demangling
(decoding) converts these names back to their original
names to make program debugging easier. See also
mangling.
descriptor. PL/I control block that holds information
such as string lengths, array subscript bounds, and area
sizes, and is passed from one PL/I routine to another
during run time.
device. A computer peripheral or an object that
appears to the application as such. X/Open. ISO.1.
device ID. A non-negative integer used to identify a
device. X/Open.
difference. Given two sets A and B, the difference
(A-B) is the set of all elements contained in A but not
in B. For bags, there is an additional rule for duplicates:
If bag P contains an element m times and bag Q
contains the same element n times, then, if m>n, the
difference contains that element m-n times. If m≤n, the
difference contains that element zero times.
display. To direct the output to the user's terminal. If
the output is not directed to the terminal, the results
are undefined. X/Open.
dot. The file name consisting of a single dot character
(.). X/Open. ISO.1.
dot-dot. The file name consisting solely of two dot
characters (..). X/Open. ISO.1.
double-byte character set. See DBCS.
dump. To copy data in a readable format from main
or auxiliary storage onto an external medium such as
tape, diskette, or printer. IBM.
dynamic. Pertaining to an operation that occurs at the
time it is needed rather than at a predetermined or
fixed time. IBM.
dynamic storage. Synonym for automatic storage.

E
EBCDIC (extended binary-coded decimal interchange
code). A coded character set of 256 8-bit characters.
IBM.
E-format. Floating-point format, consisting of a
number in scientific notation. IBM.
element. The component of an array, subrange,
enumeration, or set.
empty string. (1) A string whose first byte is a null
byte. Synonymous with null string. X/Open. (2) A
character array whose first element is a null character.
ISO.1.
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enclave. In LE/VSE, an independent collection of
routines, one of which is designated as the main
routine. An enclave is roughly analogous to a program
or run unit.
entry point. In assembler language, the address or
label of the first instruction that is executed when a
routine is entered for execution.
epoch. The time zero hours, zero minutes, zero
seconds, on January 1, 1970 coordinated universal time.
X/Open. ISO.1.
exception. (1) Any user, logic, or system error detected
by a function that does not itself deal with the error
but passes the error on to a handling routine (also
called throwing the exception). (2) In programming
languages, an abnormal situation that may arise during
execution, that may cause a deviation from the normal
execution sequence, and for which facilities exist in a
programming language to define, raise, recognize,
ignore, and handle it; for example, (ON-) condition in
PL/I, exception in ADA. ISO-JTC1.
extension. (1) An element or function not included in
the standard language. (2) File name extension.

F
feature test macro. A macro (#define) used to
determine whether a particular set of features will be
included from a header. X/Open. ISO.1.
fetch control block (FECB). An executable dynamic
stub which is created by a fetch() function call. The
stub transfers control to the true entry point of the
module specified in the fetch call. The stub also
switches the writable static environment thereby giving
each instance of the fetched routine its own global
data.
FIFO special file. A type of file with the property that
data written to such a file is read on a first-in-first-out
basis. Other characteristics of FIFOs are described in
open(), read(), write(), and lseek(). X/Open. ISO.1.
file descriptor. (1) A small positive integer that the
system uses instead of the file name to identify an open
file. IBM. (2) A per-process unique, non-negative
integer used to identify an open file for the purpose of
file access. ISO.1.
The value of a file descriptor is from zero to
OPEN_MAX—which is defined in limits.h. A process
can have no more than OPEN_MAX file descriptors
open simultaneously. X/Open.
file offset. The byte position in the file where the next
I/O operation begins. Each open file description
associated with a regular file, block special file, or
directory has a file offset. A character special file that
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does not refer to a terminal device may have a file
offset. There is no file offset specified for a pipe or
FIFO. X/Open. ISO.1.
file owner. The user who has the highest level of
access authority to a file, as defined by the file. IBM.
file scope. A name declared outside all blocks and
classes has file scope and can be used after the point of
declaration in a source file.
first element. The element visited first in an iteration
over a collection. Each collection has its own definition
for first element. For example, the first element of a
sorted set is the element with the smallest value.
for statement. A looping statement that contains the
word for followed by a list of expressions enclosed in
parentheses (the condition) and a statement (the
action). Each expression in the parenthesized list is
separated by a semicolon. You can omit any of the
expressions, but you cannot omit the semicolons.
function. A named group of statements that can be
called and evaluated and can return a value to the
calling statement. IBM.
function call. An expression that moves the path of
execution from the current function to a specified
function and evaluates to the return value provided by
the called function. A function call contains the name of
the function to which control moves and a
parenthesized list of values. IBM.

G
global. Pertaining to information available to more
than one program or subroutine. IBM.
global variable. A symbol defined in one program
module that is used in other independently compiled
program modules.
GMT (Greenwich Mean Time). The solar time at the
meridian of Greenwich, formerly used as the prime
basis of standard time throughout the world. GMT has
been superseded by coordinated universal time (UTC).
Greenwich Mean Time. See GMT.

H
header file. A text file that contains declarations used
by a group of functions, programs, or users.

I
I18N. Abbreviation for internationalization.
identifier. (1) One or more characters used to identify
or name a data element and possibly to indicate certain

properties of that data element. ANSI/ISO. (2) In
programming languages, a token that names a data
object such as a variable, an array, a record, a
subprogram, or a function. ANSI/ISO. (3) A sequence of
letters, digits, and underscores used to identify a data
object or function. IBM.
if statement. A conditional statement that contains the
keyword if, followed by an expression in parentheses
(the condition), a statement (the action), and an
optional else clause (the alternative action). IBM.
ILC (interlanguage call). A function call made by one
language to a function coded in another language.
Interlanguage calls are used to communicate between
programs written in different languages.
ILC (interlanguage communication). The ability of
routines written in different programming languages to
communicate. ILC support enables the application
writer to readily build applications from component
routines written in a variety of languages.
include directive. A preprocessor directive that causes
the preprocessor to replace the statement with the
contents of a specified file.
include file. See header file.
initializer. An expression used to initialize data
objects. In the C language, there are two types of
initializers:
1. An expression followed by an assignment operator
is used to initialize fundamental data type objects
2. An expression enclosed in braces ( { } ) is used to
initialize aggregates.
input stream. A sequence of control statements and
data submitted to a system from an input unit.
Synonymous with input job stream, job input stream.
IBM.
instruction. A program statement that specifies an
operation to be performed by the computer, along with
the values or locations of operands. This statement
represents the programmer's request to the processor to
perform a specific operation.
integer constant. A decimal, octal, or hexadecimal
constant.
interlanguage call. See ILC. (1)
internationalization. The capability of a computer
program to adapt to the requirements of different
native languages, local customs, and coded character
sets. X/Open.
Synonymous with I18N.
interprocess communication. (1) The exchange of
information between processes or threads through
semaphores, queues, and shared memory. (2) The
process by which programs communicate data to each

other and to synchronize their activities, Semaphores,
signals, and internal message queues are common
methods of inter-process communication.
I/O Stream library. A class library that provides the
facilities to deal with many varieties of input and
output.
iteration. The process of repeatedly applying a
function to a series of elements in a collection until
some condition is satisfied.

J
job control. A facility that allows users to selectively
stop (suspend) the execution of a process and continue
(resume) their execution at a later point. X/Open. ISO.1.

K
keyword. (1) A predefined word reserved for the C
language, that may not be used as an identifier. (2) A
symbol that identifies a parameter in JCL.

L
label. An identifier within or attached to a set of data
elements. ISO Draft.
LE/VSE. Abbreviated form of IBM Language
Environment for z/VSE. Pertaining to an IBM software
product that provides a common run-time environment
and run-time services to applications compiled by
LE/VSE-conforming compilers.
library. (1) A collection of functions, calls, subroutines,
or other data. IBM. (2) A set of object modules that can
be specified in a link command.
line. A sequence of zero or more non-newline
characters plus a terminating newline character.
X/Open.
link. To interconnect items of data or portions of one
or more computer programs; for example, linking of
object programs by a linkage editor to produce an
executable file.
literal. (1) In programming languages, a lexical unit
that directly represents a value; for example, 14
represents the integer fourteen, “APRIL” represents the
string of characters APRIL, 3.0005E2 represents the
number 300.05. ISO-JTC1. (2) A symbol or a quantity in
a source program that is itself data, rather than a
reference to data. IBM. (3) A character string whose
value is given by the characters themselves; for
example, the numeric literal 7 has the value 7, and the
character literal CHARACTERS has the value
CHARACTERS. IBM.
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local. (1) In programming languages, pertaining to the
relationship between a language object and a block
such that the language object has a scope contained in
that block. ISO-JTC1. (2) Pertaining to that which is
defined and used only in one subdivision of a
computer program. ANSI/ISO.

name can be an identifier, operator function name,
conversion function name, destructor name or qualified
name.

locale. The definition of the subset of a user's
environment that depends on language and cultural
conventions. X/Open.

node. In a tree structure, a point at which subordinate
items of data originate. ANSI/ISO.

lvalue. An expression that represents a data object
that can be both examined and altered.

M
macro. An identifier followed by arguments (may be a
parenthesized list of arguments) that the preprocessor
replaces with the replacement code located in a
preprocessor #define directive.
macro instruction. Synonym for macro.
mangling. The encoding during compilation of
identifiers such as function and variable names to
include type and scope information. The prelinker uses
these mangled names to ensure type-safe linkage. See
also demangling.
mask. A pattern of characters that controls the
keeping, deleting, or testing of portions of another
pattern of characters. ISO-JTC1. ANSI/ISO.
member. A data object or function in a structure or
union. Members can also be enumerations, bit fields,
and type names.
migrate. To move to a changed operating
environment, usually to a new release or version of a
system. IBM.
mode. A collection of attributes that specifies a file's
type and its access permissions. X/Open. ISO.1.
module. A program unit that usually performs a
particular function or related functions, and that is
distinct and identifiable with respect to compiling,
combining with other units, and loading.
multibyte character. A mixture of single-byte
characters from a single-byte character set and
double-byte characters from a double-byte character set.
multitasking. A mode of operation that allows
concurrent performance, or interleaved execution of
two or more tasks. ISO-JTC1. ANSI/ISO.

N
name. In the C language, a name is commonly
referred to as an identifier. However, syntactically, a
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name space. A category used to group similar types of
identifiers.

NULL. In the C language, a pointer that does not
point to a data object. IBM.
null character (NUL). The ASCII or EBCDIC character
'\0' with the hex value 00, all bits turned off. It is used
to represent the absence of a printed or displayed
character. This character is named <NUL> in the
portable character set.
null pointer. The value that is obtained by converting
the number 0 into a pointer; for example, (void *) 0.
The C language guarantee that this value will not
match that of any legitimate pointer, so it is used by
many functions that return pointers to indicate an error.
X/Open.
null string. (1) A string whose first byte is a null byte.
Synonymous with empty string. X/Open. (2) A character
array whose first element is a null character. ISO.1.
null value. A parameter position for which no value is
specified. IBM.
null wide-character code. A wide-character code with
all bits set to zero. X/Open.
number sign. The character #, also known as pound
sign and hash sign. This character is named
<number-sign> in the portable character set.

O
object. A region of storage. An object is created when
a variable is defined or new is invoked. An object is
destroyed when it goes out of scope. (See also instance.)
object module. (1) All or part of an object program
sufficiently complete for linking. Assemblers and
compilers usually produce object modules. ISO Draft.
(2) A set of instructions in machine language produced
by a compiler from a source program. IBM.
open file. A file that is currently associated with a file
descriptor. X/Open. ISO.1.
operand. An entity on which an operation is
performed. ISO-JTC1. ANSI/ISO.
operating system (OS). Software that controls
functions such as resource allocation, scheduling,
input/output control, and data management.

operator precedence. In programming languages, an
order relation defining the sequence of the application
of operators within an expression. ISO-JTC1.
orientation of a stream. After application of an input
or output function to a stream, it becomes either
byte-oriented or wide-oriented. A byte-oriented stream
is a stream that had a byte input or output function
applied to it when it had no orientation. A
wide-oriented stream is a stream that had a wide
character input or output function applied to it when it
had no orientation. A stream has no orientation when it
has been associated with an external file but has not
had any operations performed on it.
overflow. (1) A condition that occurs when a portion
of the result of an operation exceeds the capacity of the
intended unit of storage. (2) That portion of an
operation that exceeds the capacity of the intended unit
of storage. IBM.

P
pack. To store data in a compact form in such a way
that the original form can be recovered.
parameter. (1) In the C language, an object declared as
part of a function declaration or definition that acquires
a value on entry to the function, or an identifier
following the macro name in a function-like macro
definition. X/Open. (2) Data passed between programs
or procedures. IBM.
pattern. A sequence of characters used either with
regular expression notation or for path name
expansion, as a means of selecting various characters
strings or path names, respectively. The syntaxes of the
two patterns are similar, but not identical. X/Open.
period. The character (.). The term period is contrasted
against dot, which is used to describe a specific
directory entry. This character is named <period> in the
portable character set.
permissions. Codes that determine how a file can be
used by any users who work on the system. See also
file access permissions. IBM.
phase. All or part of a computer program in a form
suitable for loading into main storage for execution. A
phase is usually the output of a linkage editor. IBM.
pointer. In the C language, a variable that holds the
address of a data object or a function. IBM.
portable character set. The set of characters specified
in POSIX 1003.2, section 2.4:
<NUL>
<alert>
<backspace>
<tab>
<newline>

<vertical-tab>
<form-feed>
<carriage-return>
<space>
<exclamation-mark>
<quotation-mark>
<number-sign>
<dollar-sign>
<percent-sign>
<ampersand>
<apostrophe>
<left-parenthesis>
<right-parenthesis>
<asterisk>
<plus-sign>
<comma>
<hyphen>
<hyphen-minus>
<period>
<slash>
<zero>
<one>
<two>
<three>
<four>
<five>
<six>
<seven>
<eight>
<nine>
<colon>
<semicolon>
<less-than-sign>
<equals-sign>
<greater-than-sign>
<question-mark>
<commercial-at>

!
"
#
$
%
&
'
(
)
*
+
,
–
–
.
⁄
0
1
2
3
4
5
6
7
8
9
:
;
<
=
>
?
@

<A>
<B>
<C>
<D>
<E>
<F>
<G>
<H>
<I>
<J>
<K>
<L>
<M>
<N>
<O>
<P>
<Q>
<R>
<S>
<T>
<U>
<V>
<W>
<X>
<Y>
<Z>

A
B
C
D
E
F
G
H
I
J
K
L
M
N
O
P
Q
R
S
T
U
V
W
X
Y
Z

<left-square-bracket>
<backslash>
<reverse-solidus>

[
\
\
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<right-square-bracket>
<circumflex>
<circumflex-accent>
<underscore>
<low-line>
<grave-accent>

]
^
^
_
_
`

<a>
<b>
<c>
<d>
<e>
<f>
<g>
<h>
<i>
<j>
<k>
<l>
<m>
<n>
<o>
<p>
<q>
<r>
<s>
<t>
<u>
<v>
<w>
<x>
<y>
<z>

a
b
c
d
e
f
g
h
i
j
k
l
m
n
o
p
q
r
s
t
u
v
w
x
y
z

<left-brace>
<left-curly-bracket>
<vertical-line>
<right-brace>
<right-curly-bracket>
<tilde>

{
{
|
}
}
~

portability. The ability of a programming language to
compile successfully on different operating systems
without requiring changes to the source code.
positional parameter. A parameter that must appear
in a specified location relative to other positional
parameters. IBM.
precedence. The priority system for grouping different
types of operators with their operands.
predefined macros. Frequently used routines provided
by an application or language for the programmer.
prelinker. A utility provided with LE/VSE that can be
used for application programs that are re-entrant, have
external symbol names that are longer than what the
linkage editor supports, or require DLL support. The
prelinker is invoked before the linkage editor.
preprocessor. A phase of the compiler that examines
the source program for preprocessor statements that are
then executed, resulting in the alteration of the source
program.
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printable character. One of the characters included in
the print character classification of the LC_CTYPE
category in the current locale. X/Open.
process. (1) An instance of an executing application
and the resources it uses. (2) An address space and
single thread of control that executes within that
address space, and its required system resources.
X/Open. ISO.1.

Q
queue. A sequence with restricted access in which
elements can only be added at the back end (or bottom)
and removed from the front end (or top). A queue is
characterized by first-in, first-out behavior and
chronological order.

R
radix character. The character that separates the
integer part of a number from the fractional part.
X/Open.
read-only file system. A file system that has
implementation-dependent characteristics restricting
modifications. X/Open. ISO.1.
reason code. A code that identifies the reason for a
detected error. IBM.
redirection. In the shell, a method of associating files
with the input or output of commands. X/Open.
reentrant. The attribute of a program or routine that
allows the same copy of a program or routine to be
used concurrently by two or more tasks.
refresh. To ensure that the information on the user's
terminal screen is up-to-date. X/Open.
regular expression. (1) A mechanism to select specific
strings from a set of character strings. (2) A set of
characters, meta-characters, and operators that define a
string or group of strings in a search pattern. (3) A
string containing wildcard characters and operations
that define a set of one or more possible strings.
regular file. A file that is a randomly accessible
sequence of bytes, with no further structure imposed
by the system. X/Open. ISO.1.
relation. An unordered flat collection class that uses
keys, allows for duplicate elements, and has element
equality.
run-time library. A compiled collection of functions
whose members can be referred to by an application
program during run-time execution. Typically used to
refer to a dynamic library that is provided in object
code, such that references to the library are resolved

during the linking step. The run-time library itself is
not statically bound into the application modules.

S
scope. (1) That part of a source program in which a
variable is visible. (2) That part of a source program in
which an object is defined and recognized.

source program. A set of instructions written in a
programming language that must be translated to
machine language before the program can be run. IBM.
space character. The character defined in the portable
character set as <space>. The space character is a
member of the space character class of the current
locale, but represents the single character, and not all of
the possible members of the class. X/Open.

seconds since the epoch. A value to be interpreted as
the number of seconds between a specified time and
the epoch. A coordinated universal time name
(specified in terms of seconds (tm_sec), minutes
(tm_min), hours (tm_hour), days since January 1 of the
year (tm_yday), and calendar year minus 1900 (tm_year))
is related to a time represented as seconds since the
epoch, according to the expression below.

specifiers. Used in declarations to indicate storage
class, fundamental data type and other properties of
the object or function being declared.

If the year < 1970 or the value is negative, the
relationship is undefined. If the year ≥ 1970 CE and the
value is non-negative, the value is related to a
coordinated universal time name according to the
expression:

standard input. (1) An input stream usually intended
to be used for primary data input. X/Open. (2) The
primary source of data entered into a command.
Standard input comes from the keyboard unless
redirection or piping is used, in which case standard
input can be from a file or the output from another
command. IBM.

tm_sec +
tm_min * 60 +
tm_hour * 3600 +
tm_yday * 86400 +
(tm_year-70) * 31536000 +
((tm_year-69) / 4) 86400

stack storage. Synonym for automatic storage.
standard error. An output stream usually intended to
be used for diagnostic messages. X/Open.

standard output. An output stream usually intended
to be used for primary data output. X/Open.

sequence. A sequentially ordered flat collection.

state-dependent encoding. Refers to multibyte
characters that depend on a particular shift state for
correct interpretation.

sequential data set. A data set whose records are
organized on the basis of their successive physical
positions, such as on magnetic tape. IBM.

statement. An instruction that ends with the character
; (semicolon) or several instructions that are
surrounded by the characters { and }.

signal. (1) A condition that may or may not be
reported during program execution. For example,
SIGFPE is the signal used to represent erroneous
arithmetic operations such as a division by zero. (2) A
mechanism by which a process may be notified of, or
affected by, an event occurring in the system. Examples
of such events include hardware exceptions and
specific actions by processes. The term signal is also
used to refer to the event itself. X/Open. ISO.1.

static. A keyword used for defining the scope and
linkage of variables and functions. For internal
variables, the variable has block scope and retains its
value between function calls. For external values, the
variable has file scope and retains its value within the
source file. For class variables, the variable is shared by
all objects of the class and retains its value within the
entire program.

X/Open. ISO.1.

signal handler. A function to be called when the
signal is reported.
slash. The character /, also known as solidus. This
character is named <slash> in the portable character
set.
S-name. An external name in an object module
produced by compiling with the NOLONGNAME
option. Such a name is up to 8 characters long and
single case.
source file. A file that contains source statements for
such items as high-level language programs and data
description specifications. IBM.

stream. (1) A continuous stream of data elements
being transmitted, or intended for transmission, in
character or binary-digit form, using a defined format.
(2) A file access object that allows access to an ordered
sequence of characters, as described by the ISO C
standard. Such objects can be created by the fdopen or
fopen() functions, and are associated with a file
descriptor. A stream provides the additional services of
user-selectable buffering and formatted input and
output. X/Open.
stream buffer. A stream buffer is a buffer between the
ultimate consumer, ultimate producer, and the I/O
Stream Library functions that format data. It is
implemented in the I/O Stream Library by the
streambuf class and the classes derived from streambuf.
Glossary
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string. A contiguous sequence of bytes terminated by
and including the first null byte. X/Open.

tokenization. The process of parsing input into
tokens.

string constant. Zero or more characters enclosed in
double quotation marks.

traceback. A section of a dump that provides
information about the stack frame, the program unit
address, the entry point of the routine, the statement
number, and the status of the routines on the call-chain
at the time the traceback was produced.

struct. An aggregate of elements, having arbitrary
types.
structure. A construct (a class data type) that contains
an ordered group of data objects. Unlike an array, the
data objects within a structure can have varied data
types. A structure can be used in all places a class is
used. The initial projection is public.
stub routine. Within run-time libraries, contains the
minimum lines of code required to locate a given
routine at run time.
subscript. One or more expressions, each enclosed in
brackets, that follow an array name. A subscript refers
to an element in an array.
support. In system development, to provide the
necessary resources for the correct operation of a
functional unit. IBM.

T
tab character. A character that in the output stream
indicates that printing or displaying should start at the
next horizontal tabulation position on the current line.
The tab is the character designated by '\t' in the C
language. If the current position is at or past the last
defined horizontal tabulation position, the behavior is
unspecified. It is unspecified whether the character is
the exact sequence transmitted to an output device by
the system to accomplish the tabulation. X/Open.
This character is named <tab> in the portable character
set.

trap. An unprogrammed conditional jump to a
specified address that is automatically activated by
hardware. A recording is made of the location from
which the jump occurred. ISO-JTC1.
tree. A hierarchical collection of nodes that can have
an arbitrary number of references to other nodes. A
unique path connects every two nodes.
truncate. To shorten a value to a specified length.
type. The description of the data and the operations
that can be performed on or by the data. See also data
type.
type conversion. Synonym for boundary alignment.
type specifier. Used to indicate the data type of an
object or function being declared.

U
undefined behavior. Referring to a program or
function that may produce erroneous results without
warning because of its use of an indeterminate value,
or because of erroneous program constructs or
erroneous data.
underflow. (1) A condition that occurs when the result
of an operation is less than the smallest possible
nonzero number. (2) Synonym for arithmetic underflow,
monadic operation. IBM.

text file. A file that contains characters organized into
one or more lines. The lines must not contain NUL
characters and none can exceed LINE_MAX—which is
defined in limits.h—bytes in length, including the
newline character. The term text file does not prevent
the inclusion of control or other non-printable
characters (other than NUL). X/Open.

union. (1) In the C language, a variable that can hold
any one of several data types, but only one data type at
a time. IBM. (2) For bags, there is an additional rule for
duplicates: If bag P contains an element m times and
bag Q contains the same element n times, then the
union of P and Q contains that element m+n times.

thread. The smallest unit of operation to be performed
within a process. IBM.

unspecified behavior. Referring to a program or
function that may produce erroneous results without
warning because of erroneous program constructs or
erroneous data.

tilde. The character ~. This character is named <tilde>
in the portable character set.
token. The smallest independent unit of meaning of a
program as defined either by a parser or a lexical
analyzer. A token can contain data, a language
keyword, an identifier, or other parts of language
syntax. IBM.
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user name. A string that is used to identify a user.
ISO.1.

V
variable. In programming languages, a language
object that may take different values, one at a time. The
values of a variable are usually restricted to a certain
data type. ISO-JTC1.
visible. Visibility of identifiers is based on scoping
rules and is independent of access.
VSAM (Virtual Storage Access Method). An IBM
licensed program that controls communication and the
flow of data in an SNA network. It provides
single-domain, multiple-domain, and interconnected
network capability. IBM.

W
while statement. A looping statement that contains
the keyword while followed by an expression in
parentheses (the condition) and a statement (the
action). IBM.
white space. (1) Space characters, tab characters,
form-feed characters, and newline characters. (2) A
sequence of one or more characters that belong to the
space character class as defined via the LC_CTYPE
category in the current locale. In the POSIX locale,
white space consists of one or more blank characters
(space and tab characters), newline characters,
carriage-return characters, form-feed characters, and
vertical-tab characters. X/Open.
wide character. A character whose range of values can
represent distinct codes for all members of the largest
extended character set specified among the supporting
locales.
wide-character code. An integral value corresponding
to a single graphic symbol or control code. X/Open.
wide-character string. A contiguous sequence of
wide-character codes terminated by and including the
first null wide-character code. X/Open.
wide-oriented stream. See orientation of a stream.
wrapping of output. The automatic disposition of a
line of output onto two or more lines, necessitated by
the limitation of the width of the device or file to
which output is directed.
write. (1) To output characters to a file, such as
standard output or standard error. Unless otherwise
stated, standard output is the default output
destination for all uses of the term write. X/Open. (2) To
make a permanent or transient recording of data in a
storage device or on a data medium. ISO-JTC1.
ANSI/ISO.
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modf() library function 250
nl_langinfo() library function 251
keywords defined in 11
perror() library function 253
pow() library function 254
printf() library function 132
putc() library function 255
putchar() library function 255
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puts() library function 257
putwc() library function 259
putwchar() library function 261
qsort() library function 263
raise() library function 265
rand() library function 267
realloc() library function 268
regcomp() library function 270
regerror() library function 273
regexec() library function 275
regfree() library function 277
release() library function 278
remove() library function 280
rename() library function 281
rewind() library function 282
rpmatch() library function 284
scanf() library function 154
setbuf() library function 285
setenv() library function 287
setjmp() library function 290
setlocale() library function 292
setvbuf() library function 299
signal() library function 301
sin() library function 304
sinh() library function 305
sprintf() library function 132
srand() library function 307
sscanf() library function 154
strcasecmp() library function 308
strcat() library function 309
strchr() library function 310
strcmp() library function 311
strcoll() library function 313
strcpy() library function 315
strcspn() library function 317
strerror() library function 318
strfmon() library function 319
strftime() library function 322
strlen() library function 326
strncasecmp() library function 327
strncat() library function 328
strncmp() library function 330
strncpy() library function 332
strpbrk() library function 334
strptime() library function 335
strrchr() library function 339
strspn() library function 340
strstr() library function 341
strtocoll() library function 342
strtod() library function 344
strtok() library function 346
strtol() library function 348
strtoul() library function 350
strxfrm() library function 352
svc99() library function 354
swprintf() library function 355
swscanf() library function 356
system() library function 357
tan() library function 359
tanh() library function 360
time() library function 219, 361
tinit() library function 363
tmpfile() library function 364
tmpnam() library function 365
file name specs in stdio.h file 15
tolower() library function 366
toupper() library function 366
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towlower() library function 367
towupper() library function 367
tsched() library function 368
tsyncro() library function 369
tterm() library function 370
ungetc() library function 371
ungetwc() library function 373
va_arg() macro 375
va_end() macro 375
va_start() macro 375
vfprintf() library function 378
vprintf() library function 380
vsprintf() library function 382
vswprintf() library function 384
wcrtomb() library function 386
wcscat() library function 388
wcschr() library function 389
wcscmp() library function 391
wcscoll() library function 393
wcscpy() library function 395
wcscspn() library function 396
wcsftime() library function 398
wcsid() library function 399
wcslen() library function 400
wcsncat() library function 401
wcsncmp() library function 402
wcsncpy() library function 404
wcspbrk() library function 406
wcsrchr() library function 408
wcsrtombs() library function 410
wcsspn() library function 412
wcsstr() library function 414
wcstod() library function 415
wcstok() library function 417
wcstol() library function 419
wcstombs() library function 421
wcstoul() library function 423
wcswcs() library function 425
wcswidth() library function 427
wcsxfrm() library function 428
wctob() library function 430
wctomb() library function 431
wctype() library function 432
wcwidth() library function 433
y0() library function 434
y1() library function 434
yn() library function 434

A
abend 26
user 26
abnormal program termination 26
See abend
absolute value 28
decimal data type 82
description 28
floating-point data type 92
long integer 212
acc parameter for fopen() 128
accept() TCP/IP function 445
access mode, fopen() 127
accessibility xiii
address, host 466
AF_INET domain
servers 457
socket descriptor created in 454
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aio_cancel() TCP/IP function 446
aio_error() TCP/IP function 447
aio_read() TCP/IP function 448
aio_return() TCP/IP function 450
aio_suspend() TCP/IP function 451
aio_write() TCP/IP function 452
aio.h header file 1
AMODE
switching 101
arccosine library function 29
arcsine library function 33
arctangent library function 37
arguments
accessing 375
assert.h header file 2, 35
assertion diagnostic 35
assigning buffers 285
asynch I/O op., retrieve error status 447
asynch I/O op., retrieve status 450
asynch I/O request, cancel 446
asynch I/O request, wait for 451
asynch read from socket 448
asynch write to a socket 452
at (@) character, mapping to 23

B
bcmp() library function 43
bcopy() library function 44
bessel library functions
first kind 211
second kind 434
binary
compare bytes in memory 43
copy bytes in memory 44
files 128
search arrays 44
zero out bytes in memory 46
bind() TCP/IP function 454
blank character 198, 207
blksize parameter 128
buffers 285
assigning 285
BUFSIZ macro 15
comparing 243
copying 245, 246
data stored in 526
flushing 107
format and print data 382
receive data and store in 528
receive messages and store in 530,
532
searching 242
setting characters 247
BUFSIZ macro 16
built-in library functions 25
list of 25
byteseek parameter in fopen() 128
bzero() library function 46

C
category argument of setlocale()
ceiling of value, determining 53
character
classification with ctype.h 3
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character (continued)
classifying 195
converting case 366, 367
finding in a string 334
multibyte
conversion using mbrtowc() 233
conversion using mbstowcs() 238
conversion using mbtowc() 240
length 228, 231
property 208
property classification 432
reading with fgetc() 109
reading with getc() and
getchar() 174
reading with getwc() 182
reading with getwchar() 184
setting 247
testing 195
ungetting 371, 373
writing with fputc() 139
writing with fputwc() 143
writing with putc() and
putchar() 255
characters mapping from 23
characters mapping to 23
CICS (Customer Information Control
System)
cics.h header file 2
verify running 200
classifying characters 195
clear error indicators 56
client
incoming requests, preparing server
for 519
CLOCKS_PER_SEC 57
close() TCP/IP function 456
closing
files 93
streams 93
coded character set
definition 579
codeset conversion utilities
iconv
usage 189
iconv.h header file 7
collate.h header file 2
collating elements
get next 177
maximum 227
multi-character 202
wide character 185
commands, invoking from library
function 357
compare
buffers 243
strings 311, 313, 317, 330
strings (case-insensitive, with max.
characters) 327
strings (case-insensitive) 308
comparison functions, cs() 72
concatenation
strings 309, 328
connect() TCP/IP function 457
connection 555
shutting down 555
connection between sockets 457
connection on socket, accept 445

console function 68
control block information 119
conversions
character
multibyte to wide with
mbrtowc() 233
multibyte to wide with
mbstowcs() 238
multibyte to wide with
mbtowc() 240
string to double 344
to lowercase 366, 367
to uppercase 366, 367
character string to double 344
codeset 189
date and time 335
floating-point numbers to integers and
fractions 250
specifier
fscanf() and scanf() library
functions 155
argument in fscanf() and scanf()
library function 156
used by strftime() 322
used by strptime() 335
string to unsigned integer 350
string, multibyte to wide 236
strings to integer values 41
time structure to string 31
time to character string 78
wide character to multibyte 386
copying
bytes 245, 246
strings 315, 332
cosine
calculating 70
hyperbolic, calculating 71
creating
socket 556
socket pair 558
temporary file 364, 365
csissl.h header file 2
csp.h header file 2
csplist macro 2
ctest.h header file 2
ctype.h header file 3, 195
current file position, changing 162
CURRENT LOWER macro 16
CURRENT macro 16
Customer Information Control System
See CICS

D
data
buffers, stored in 526
items, reading 147
receiving 528
sending on socket 547
store in buffers 528
data items, writing with fwrite() 171
data set
host information 549
network information 550
network services, opening 552
protocol, opening 551

data types
See also type specifier
fixed-point decimal 3
floating-point 6, 153
limits 9
datagram
sending on socket 542
date conversion 335
date format 398
DBCS (Double-Byte Character Support)
shift state information 165
Debug Tool for VSE/ESA, invoking 77
debugging
ctest.h 2
decimal
data type
absolute value 82
preferred sign 85
valid types 83
fixed-point operations in decimal.h 3
decimal host address
from network number 515
decimal.h header file 3
delete
VSAM records 94
deleting VSAM records 94
descriptor, socket 454
diagnostic error messages
specifying 35
disability xiii
Disclaimer 444
div_t structure 87
division 87
integral 214
domain
servers in the AF_INET 457
dtconv structure 11, 216
dumps, formatted 52
dynamic
function call 99, 104

E
EDC_COMPAT env 107
ELOAD symbolic constant 3
EMVSBADCHAR symbolic constant 3
EMVSCATLG symbolic constant 3
EMVSCVAF symbolic constant 3
EMVSDYNALC symbolic constant 3
EMVSERR symbolic constant 3
EMVSNORTL symbolic constant 3
EMVSNOTUP symbolic constant 3
EMVSPARM symbolic constant 3
EMVSPATHOPS symbolic constant 3
EMVSPFSFILE symbolic constant 3
EMVSPFSPERM symbolic constant 3
EMVSSAF2ERR symbolic constant 3
EMVSSAFEXTRERR symbolic
constant 3
EMVSTODNOTSET symbolic constant 3
ENAMETOOLONG symbolic constant 3
endhostent() TCP/IP function 459
ending a process or program 26
endnetent() TCP/IP function 460
endprotoent() TCP/IP function 461
endservent() TCP/IP function 462
ENFILE symbolic constant 3
Index
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ENODEV symbolic constant 3
ENOENT symbolic constant 3
ENOEXEC symbolic constant 3
ENOLCK symbolic constant 3
ENOMEM symbolic constant 3
ENOSPC symbolic constant 3
ENOSYS symbolic constant 3
ENOTCONN symbolic constant 3
ENOTDIR symbolic constant 3
ENOTEMPTY symbolic constant 3
ENOTTY symbolic constant 3
environment
table 176
variables 176
_EDC_COMPAT 107, 162, 373
add, delete or change 287
clearing 54
ENXIO symbolic constant 3
EOF (end of file)
clearing 282
flag 96
indicator reset 56
eof macro 16
EPERM symbolic constant 3
EPIPE symbolic constant 3
EROFS symbolic constant 3
errno.h header file 3
error
functions 88
handling
See exception handling
in files 98
indicator 98
indicator, clearing 282
messages
diagnostic, specifying 35
pointer to 318
printing 253
ESDS (Entry-Sequenced Data Set) 169
use of 169
ESPIPE symbolic constant 3
ESRCH symbolic constant 3
EVSE symbolic constant 3
examples
EDCXBA01 26
EDCXBA02 28
EDCXBA04 29
EDCXBA06 31
EDCXBA07 33
EDCXBA08 35
EDCXBA09 37
EDCXBA10 38
EDCXBB01 45
EDCXBC01 47
EDCXBC02 49
EDCXBC04 53
EDCXBC14 54
EDCXBC15 56
EDCXBC16 57
EDCXBC22 60
EDCXBC23 62
EDCXBC24 64
EDCXBC25 66
EDCXBC26 70
EDCXBC27 71
EDCXBC29 73
EDCXBC30 74
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examples (continued)
EDCXBC31 76
EDCXBC33 79
EDCXBC34 80
EDCXBD01 82
EDCXBD02 83
EDCXBD03 85
EDCXBD04 86
EDCXBE01 88
EDCXBE02 90
EDCXBE06 91
EDCXBF06 92
EDCXBF07 93
EDCXBF08 94
EDCXBF09 96
EDCXBF10 98
EDCXBF11 101
EDCXBF12 102
EDCXBF13 102
EDCXBF14 104
EDCXBF15 108
EDCXBF16 109
EDCXBF17 111
EDCXBF18 113
EDCXBF19 115
EDCXBF20 118
EDCXBF21 120
EDCXBF24 125
EDCXBF25 126
EDCXBF26 130
EDCXBF30 136
EDCXBF31 137
EDCXBF32 138
EDCXBF33 163
EDCXBF34 139
EDCXBF35 141
EDCXBF36 143
EDCXBF37 145
EDCXBF38 147
EDCXBF39 149
EDCXBF41 153
EDCXBF42 158
EDCXBF43 159
EDCXBF44 159
EDCXBF46 160
EDCXBF48 165
EDCXBF49 167
EDCXBF50 169
EDCXBF51 171
EDCXBF52 103
EDCXBF53 105
EDCXBG01 173
EDCXBG02 174
EDCXBG05 176
EDCXBG18 178
EDCXBG19 180
EDCXBG21 182
EDCXBG22 184
EDCXBG23 187
EDCXBH01 188
EDCXBI01 190
EDCXBI02 196
EDCXBI03 198
EDCXBI04 200
EDCXBI05 202
EDCXBI06 206
EDCXBI07 208
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examples (continued)
EDCXBJ01 211
EDCXBL01 212
EDCXBL02 213
EDCXBL03 214
EDCXBL04 215
EDCXBL06 217
EDCXBL07 220
EDCXBL08 221
EDCXBL09 222
EDCXBM01 225
EDCXBM02 228
EDCXBM03 232
EDCXBM04 234
EDCXBM05 235
EDCXBM06 236
EDCXBM07 238
EDCXBM11 242
EDCXBM12 243
EDCXBM13 245
EDCXBM14 246
EDCXBM15 247
EDCXBM19 249
EDCXBM20 250
EDCXBM21 229
EDCXBN01 251
EDCXBP03 253
EDCXBP05 254
EDCXBP54 255
EDCXBP55 257
EDCXBP56 259
EDCXBP57 261
EDCXBQ01 263
EDCXBR01 265
EDCXBR02 267
EDCXBR06 268
EDCXBR07 272
EDCXBR08 274
EDCXBR09 276
EDCXBR10 277
EDCXBR11 278
EDCXBR12 280
EDCXBR13 281
EDCXBR14 282
EDCXBR17 284
EDCXBS01 285
EDCXBS03 287
EDCXBS04 288
EDCXBS05 290
EDCXBS07 297
EDCXBS08 297
EDCXBS09 300
EDCXBS20 302
EDCXBS27 304
EDCXBS28 305
EDCXBS30 306
EDCXBS31 307
EDCXBS32 160
EDCXBS34 309
EDCXBS35 310
EDCXBS36 311
EDCXBS37 313
EDCXBS38 315
EDCXBS39 317
EDCXBS41 321
EDCXBS42 324
EDCXBS43 326

examples (continued)
EDCXBS44 328
EDCXBS45 330
EDCXBS46 332
EDCXBS47 334
EDCXBS48 337
EDCXBS49 339
EDCXBS50 340
EDCXBS51 341
EDCXBS52 342
EDCXBS53 344
EDCXBS54 346
EDCXBS55 349
EDCXBS56 351
EDCXBS57 352
EDCXBS61 357
EDCXBT01 359
EDCXBT02 360
EDCXBT11 361
EDCXBT13 364
EDCXBT14 365
EDCXBT15 366
EDCXBU04 372
EDCXBV01 376
EDCXBV03 378
EDCXBV04 380
EDCXBV05 382
EDCXBV06 384
EDCXBW01 386
EDCXBW04 388
EDCXBW05 389
EDCXBW06 391
EDCXBW07 393
EDCXBW08 395
EDCXBW09 396
EDCXBW10 398
EDCXBW11 399
EDCXBW12 400
EDCXBW13 401
EDCXBW14 402
EDCXBW15 404
EDCXBW16 406
EDCXBW17 408
EDCXBW18 410
EDCXBW19 412
EDCXBW20 414
EDCXBW21 416
EDCXBW22 417
EDCXBW23 420
EDCXBW24 421
EDCXBW25 424
EDCXBW26 425
EDCXBW27 427
EDCXBW28 428
EDCXBW29 430
EDCXBW30 431
EDCXBW31 433
EDCXBY01 434
exception handling
assert() library function 35
clearerr() library function 56
perror() library function 253
signal.h header file 14
EXDEV symbolic constant 3
EXIT_FAILURE macro 17
EXIT_FAILURE macro in stdlib.h 90
EXIT_SUCCESS macro 17

EXIT_SUCCESS macro in stdlib.h
exiting a program 90
exponential functions 91

90

F
fcntl.h header file 6
fcntl() TCP/IP function 463
feature test macro 1
features.h header file 6
FECB (fetch control block) 104
fetch
a phase 99
control block 104
fetchable phase, program flow 100
without FETCHABLE 100
FETCHABLE preprocessor directive 100
FILE type 15
FILENAME_MAX macro 16
files
errors in 56
maximum opened 15
name length 15
offset 562
opening 127
positioning 111, 162, 165, 167, 282
renaming 281
status flags 463
temporary 365
type=record used with putwc() or
putwchar() 261
writing to 562
fixed-point decimal
decimal.h 3
flags
EOF 96
fldata_t data structure elements 120
float.h header file
constants defined in 6
defined 6
floating-point
absolute value 92
break up value 250
breaking down value 153
data type 6
flushing, buffers 107
FOPEN_MAX macro 16
format specification
fprintf() family 132
fscanf() and scanf() library
functions 155
format specification for fprintf()
family 132
formatted I/O 132
formatted time 322
fpos_t type in stdio.h file 15
freeing storage 149
functions
arguments 375

G
get
file position, fgetpos() 111
get identifier for calling application
getclientid() TCP/IP function 464

464

gethostbyaddr() TCP/IP function 466
gethostbyname() TCP/IP function 468
gethostent() TCP/IP function 470
gethostid() TCP/IP function 471
gethostname() TCP/IP function 472
getnetbyaddr() TCP/IP function 473
getnetbyname() TCP/IP function 474
getnetent() TCP/IP function 475
getpeername() TCP/IP function 476
getprotobyname() TCP/IP function 477
getprotobynumber() TCP/IP
function 478
getprotoent() TCP/IP function 479
getservbyname() TCP/IP function 480
getservbyport() TCP/IP function 481
getservent() TCP/IP function 482
getsockname() TCP/IP function 483
getsockopt() TCP/IP function 485
givesocket() TCP/IP function 487
gsk_free_memory() SSL function 489
gsk_get_cipher_info() SSL function 490
gsk_get_dn_by_label() SSL function 492
gsk_initialize() SSL function 493
gsk_secure_soc_close() SSL function 496
gsk_secure_soc_init() SSL function 497
gsk_secure_soc_read() SSL function 501
gsk_secure_soc_reset() SSL function 503
gsk_secure_soc_write() SSL function 504
gsk_uninitialize() SSL function 506
gsk_user_set() SSL function 507
gskssl.h header file 7

H
handle, character property class 432
handling interrupt signals 301
header files
__messag.h 12
aio.h 1
assert.h header file 2
cics.h header file 2
collate.h header file 2
csissl.h header file 2
csp.h header file 2
ctest.h header file 2
ctype.h header file 3
decimal.h header file 3
error.h 3
fcntl.h 6
features.h 6
float.h header file 6
gskssl.h header file 7
iconv.h header file 7
ims.h header file 7
in.h 7
inet.h 7
ioctl.h 7
langinfo.h header file 8
leawi.h header file 8
limits.h header file 9
locale.h header file 10
math.h header file 12
monetary.h header file 12
mtf.h header file 13
netdb.h 13
nl_langinfo.h header file 13
nl_types.h header file 13
Index
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header files (continued)
regex.h header file 13
setjmp.h header file 14
signal.h header file 14
socket.h 14
spc.h 14
stdarg.h header file 14
stddef.h header file 15
stdio.h header file 15
stdlib.h header file 17
string.h header file 18
strings.h 18
time.h header file 18
types.h 19
uio.h 20
variant.h header file 20
wchar.h header file 20
wcstr.h header file 21
wctype.h header file 22
headers
ioctl() 518
homepage, VSE xxv
host address 466
host byte order
short integer translated to 521
translating long integer to 520
host information data set
opening 549
host information data sets 459
host name 468
host name entry 470
htonl() TCP/IP function 508
htons() TCP/IP function 509
HUGE_VAL macro 12
hyperbolic cosine, calculating 71
hyperbolic sine, calculating 305
hyperbolic tangent, calculating 360

I
I/O
error testing 98
errors 56
opening files 127
iconv.h header file 7
ims.h header file 7
in.h header file 7
index() library function 194
indicators, error 56
inet_addr() TCP/IP function 510
inet_lnaof() TCP/IP function 512
inet_makeaddr() TCP/IP function 513
inet_netof() TCP/IP function 514
inet_network() TCP/IP function 515
inet_ntoa() TCP/IP function 516
inet.h header file 7
initapi() TCP/IP library function 517
initialization
strings 332
initialize socket API for subtask 517
integer
division 214
long absolute value 212
pseudo-random 267
short translated to host byte
order 521
translating 509
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integer (continued)
translating long to host byte
order 520
unsigned short 509
wide 205
internationalization header file 10
Internet address
host 513, 514, 516
into network byte order 510
Internet address, VSE homepage xxv
interrupt signal 301
invoking commands from a library
function 357
ioctl.h header file 7
ioctl() TCP/IP function 518
IOFBF macro 16
IOLBF macro 16
IONBF macro 16
IPCRYPTS object file 2

K
keyword parameters 128
KSDS (Key Sequenced Data Set)
PATH 169

169

L
L_tmpnam macro 16
langinfo.h header file
constants defined in 9
described 8
language collation string
comparison 393
LC_CTYPE locale variable 117
LC_MONETARY locale variable 321
LC_SYNTAX locale variable 180, 320
lconv structure, elements of 10
LE/C TCP/IP Socket API Multiplexer,
configuring 439
LE/VSE
effect of setlocale() 295
LEAWI_INCLUDED macro 8
leawi.h header file 8
length function 326
library
library functions specific to SPC
environment 26
release 215
library functions
__console() 68
__csplist 75
__librel() 215
abort() 26
abs() 28
acos() 29
asctime() 31
asin() 33
assert() 35
atan() 37
atexit() 38
atof() 40
atoi() 41
atol() 42
bcmp() 43
bcopy() 44
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library functions (continued)
bsearch() 44
bzero() 46
calloc() 47
cclass() 49
cds() 51
cdump() 52
ceil() 53
clearenv() 54
clearerr() 56
clock() 57
clrmemf() 58
collequiv() 60
collorder() 62
collrange() 64
colltostr() 66
cos() 70
cosh() 71
cs() 72
csid() 73
csnap() 74
ctdli() 76
ctest() 77
ctime() 78
ctrace() 80
decabs() 82
decchk() 83
decfix() 85
difftime() 86
div() 87
erf() – erfc() 88
exit() 90
exp() 91
fabs() 92
fclose() 93
fdelrec() 94
feof() 96
ferror() 98
fetch() 99
fetchep() 104
fflush() 107
fgetc() 109
fgetpos() 111
fgets() 113
fgetwc() 115
fgetws() 117
fldata() 119
flocate() 122
floor() 125
fmod() 126
fopen() 127
fprintf() 132
fputc() 139
fputs() 141
fputwc() 143
fputws() 145
fread() 147
free() 149
freopen() 151
frexp() 153
fscanf() – scanf() 154
fseek() 162
fsetpos() 165
ftell() 167
fupdate() 169
fwrite() 171
gamma() 173

library functions (continued)
getc() - getchar() 174
getenv() 176
getmccoll() 177
gets() 178
getsyntx() 180
getwc() 182
getwchar() 184
getwmccoll() 185
gmtime() 186
hypot() 188
iconv_close() 192
iconv_open() 193
iconv 189
index() 194
isalnum() to isxdigit() 195
isblank() 198
iscics() 200
iscntrl() 201
isdigit() 201
isgraph() 201
islower() 201
ismccollel() 202
isprint() 204
ispunct() 204
isspace() 204
isupper() 204
iswalnum() to iswxdigit() 205
iswblank() 207
iswcntrl() 208
iswctype() 208
iswdigit() 210
iswgraph() 210
iswlower() 210
iswprint() 210
iswpunct() 210
iswspace() 210
iswupper() 210
iswxdigit() 210
isxdigit() 210
j0() - j1() - jn() 211
labs() 212
ldexp() 213
ldiv() 214
localdtconv() 216
localeconv() 217
localtime() 219
log() 221
log10() 222
longjmp() 223
malloc() 225
maxcoll() 227
mblen() 228
mbrlen() 231
mbrtowc() 233
mbsinit() 235
mbsrtowcs() 236
mbstowcs() 238
mbtowc() 240
memchr() 242
memcmp() 243
memcpy() 245
memmove() 246
memset() 247
mktime() 248
modf() 250
nl_langinfo() 251

library functions (continued)
perror() 253
pow() 254
printf() 255
putc() - putchar() 255
puts() 257
putwc() 259
putwchar() 261
qsort() 263
raise() 265
rand() 267
realloc() 268
regcomp() 270
regerror() 273
regexec() 275
regfree() 277
release() 278
remove() 280
rename() 281
rewind() 282
rindex() 283
rpmatch() 284
scanf() 285
setbuf() 285
setenv() 287
setjmp() 290
setlocale() 292
setvbuf() 299
signal() 301
sin() 304
sinh() 305
sprintf() 306
sqrt() 306
srand() 307
sscanf() 308
strcasecmp() 308
strcat() 309
strchr() 310
strcmp() 311
strcoll() 313
strcpy() 315
strcspn() 317
strerror() 318
strfmon() 319
strftime() 322
strlen() 326
strncasecmp() 327
strncat() 328
strncmp() 330
strncpy() 332
strpbrk() 334
strptime() 335
strrchr() 339
strspn() 340
strstr() 341
strtocoll() 342
strtod() 344
strtok() 346
strtol() 348
strtoul() 350
strxfrm() 352
svc99() 354
swprintf() 355
swscanf() 356
system() 357
tan() 359
tanh() 360

library functions (continued)
time() 361
tinit() 363
tmpfile() 364
tmpnam() 365
tolower() - toupper() 366
towlower() - towupper() 367
tsched() 368
tsyncro() 369
tterm() 370
ungetc() 371
ungetwc() 373
va_arg() - va_end() - va_start() 375
vfprintf() 378
vprintf() 380
vsprintf() 382
vswprintf() 384
wcrtomb() 386
wcscat() 388
wcschr() 389
wcscmp() 391
wcscoll() 393
wcscpy() 395
wcscspn() 396
wcsftime() 398
wcsid() 399
wcslen() 400
wcsncat() 401
wcsncmp() 402
wcsncpy() 404
wcspbrk() 406
wcsrchr() 408
wcsrtombs() 410
wcsspn() 412
wcsstr() 414
wcstod() 415
wcstok() 417
wcstol() 419
wcstombs() 421
wcstoul() 423
wcswcs() 425
wcswidth() 427
wcsxfrm() 428
wctob() 430
wctomb() 431
wctype() 432
wcwidth() 433
y0() - y1() - yn() 434
library functions for SPC
environment 26
limits
resource 9
limits.h header file 9
line
reading with fgets() 113
reading with fgetwc() 115
reading with fgetws() 117
writing with puts() 257
listen() TCP/IP function 519
local network address
into host byte order 512
local time corrections 219
locale
setlocale() library function 292
strxfrm() library function 352
categories
LC_CTYPE locale variable 117
Index
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locale (continued)
categories (continued)
LC_SYNTAX variable 180
character class 49
collate.h header file 2
collating elements
converting 66
equivalent 60
list of 62
rangelist 64
default 294
elements
converting collating 66
equivalent collating 60
list of collating 62
rangelist of collating 64
iconv.h header file 7
ims.h header file 7
information not retrievable 251
locale.h header file 10
nl_langinfo.h header file 13
nl_types.h header file 13
null-string ("") category 294
retrieving information 251
time.h header file 18
variant.h header file 20
locating storage 149
logic errors 35
logical record length parameter 128
long integer, translating 508
LOWER macro 16
LRECL (logical record length) parameter
fopen() library function 128
description 128
LRECL parameter for fopen() library
function 128

macros (continued)
regular expressions 13
use with __amrc structure 17
use with clrmemf() 16
use with fldata() 16
use with flocate() 16
WEOF 21, 22
matching failure 158
math functions
bessel library functions of the first
kind 211
bessel library functions of the second
kind 434
math.h header file 12
maximum
file names 15
opened files 15
temporary file name 15
MB_CUR_MAX macro 17
memory files
clearing 58
messages
receive and store in buffers 530, 532
sending on socket 544
miscellaneous functions 35
mode, fopen() 127
monetary.h header file 12
monitor activity on socket
descriptors 522
MTF (multitasking facility)
functions 13
terminating subtasks 370
mtf.h header file 13
multibyte characters;character set
identifier 73
multiple entry points 104

M

N

macros 25, 567
__csplist 2
assert() macro 2
accessing arguments, variable-length
lists 14
csplist 2
defined in assert.h 2
defined in csp.h 2
defined in langinfo.h 8
defined in leawi.h 8
defined in locale.h 10
defined in math.h 12
defined in nl_langinfo.h 13
defined in regex.h 13
defined in signal.h 14
defined in stdarg.h 14
defined in stddef.h 15
defined in stdio.h 15
defined in stdlib.h header 17
defined in time.h header 19
defined in wchar.h header 20
feature test 1
HUGE_VAL 12
IPCRYPTS 7
LEAWI_INCLUDED 8
NULL 15
offsetof 15
OMIT_FC 8

name, binding to a socket 454
natural logarithm 221
NDEBUG compile-time option 35
netdb.h header file 13
network
services information data set,
opening 552
network byte order 508, 509, 510
network entry 474
network information data set 460
opening 550
network name 473
network number
getting decimal host address 515
getting Internet host address 514
network protocol information data
sets 461
network service
by name 480
by port 481
nl_langinfo.h header file 13
nl_types.h header file 13
nonlocal goto 223, 290
ntohl() TCP/IP function 520
ntohs() TCP/IP function 521
NULL macro 15, 16
NULL pointer 15
NULL pointer constant 17
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null-string locale category

294

O
OFFSET compile-time option
offsetof macro 15
OMIT_FC macro 8
opening
files 127
streams 127, 151
options, socket 553

80

P
phase
fetchep() library function 104
release() library function 278
compiling fetched phases 101
fetching 99
poll() TCP/IP function 522
position options for flocate() library
function 122
positional parameters 127
pragmas
linkage with fetch() library
function 100
precision argument, fprintf()
family 134
process
control from within programs 357
protocol
getting name by name 477
getting name by number 478
getting next entry 479
information data set, opening 551
pseudo-random integers 267
ptrdiff_t type in stddef header file 15
pushing characters back onto input
stream 371

Q
quick sort

263

R
RAND_MAX macro 17
random
access 162, 167
number generator 267, 307
read operations with fgetc() 109
read() TCP/IP function 524
reading
buffers, data stored in 526
character from stdin 109, 174, 182,
184
character from stream 174, 182, 184
data items from stream 147
data, and store in buffers 526
formatted 154
line from stdin 178
line from stream 113, 115, 117
read a string, fgets() library
function 113
scanning 154

readv() TCP/IP function 526
reallocation of block size 268
receiving
data and store in buffers 528
messages and store in buffers 530,
532
recfm parameter 128
record
format parameter 128
recv() TCP/IP function 528
recvfrom() TCP/IP function 530
recvmsg() TCP/IP function 532
redirection
streams, using freopen() 151
REG_EXTENDED macro 13
REG_ICASE macro 13
REG_NEWLINE macro 13
REG_NOSUB macro 13
REG_NOTEOL macro 13
regex.h header file 13
regular expressions 13, 270
release
__librel() library function 215
level macro 215
remainder of division 87
renaming files 281
reopening streams 151
reserved names 23
resource limits defined 9
response match 284
rewind a stream 282
rindex() library function 283
RRDS (Relative Record Data Set) 169

S
searching
buffers 242
qsort 263
strings 310, 334
strings for tokens 346
secure socket
close connection 496
initialize connection 497
initialize environment 493
provide callback routines 507
query information 490
receive data 501
refresh parameters 503
remove current settings 506
send data 504
Secure Sockets Layer (SSL)
callable functions integrated into
LE/VSE 441
using SSL with LE/VSE 440
seed for random numbers 307
SEEK_CUR macro 16
effects of ungetc() and
ungetwc() 162
SEEK_END macro 16
SEEK_SET macro 16
select() TCP/IP function 535
selectex() TCP/IP function 540
send() TCP/IP function 542
sendmsg() TCP/IP function 544
sendto() TCP/IP function 547

server
in the AF_INET domain 457
incoming client requests 519
sethostent() TCP/IP function 549
setjmp.h header file 14
setnetent() TCP/IP function 550
setprotoent() TCP/IP function 551
setservent() TCP/IP function 552
setsockopt() TCP/IP function 553
shutdown
connection 555
shutdown() TCP/IP function 555
sig argument in signal() library
function 301
SIG_DFL macro 14
SIG_ERR macro 14
SIG_IGN macro 14
SIG_PROMOTE macro 14
SIGABND macro 14
SIGABRT macro 14
SIGFPE macro 14
SIGILL macro 14
SIGINT macro 14
SIGIOERR macro 14
signal handler 301
signal.h header file 14
SIGSEGV macro 14
SIGTERM macro 14
SIGUSR1 macro 14
SIGUSR2 macro 14
sine
calculating 304
hyperbolic, calculating 305
size_t structure 15
socket
acquire from another program 559
closing 456
creating 556
creating a pair 558
data, sending on 547
data, writing 564
datagrams, sending on 542
descriptor in AF_INET domain 454
getting name 483
make available 487
messages, sending on 544
operating characteristics,
specifying 518
options, getting 485
options, setting 553
pairs, creating 558
peer connected to 476
send data on 542, 547
send messages on 544
shutdown 555
writing data on 564
Socket Application Programming
Interface 438
socket.h header file 14
socket() TCP/IP function 556
socketpair() TCP/IP function 558
sorting 263
space= parameter 128
SPC functions 14
spc.h header file 14
square root function 306

SSL function
gsk_free_memory() 489
gsk_get_cipher_info() 490
gsk_get_dn_by_label() 492
gsk_initialize() 493
gsk_secure_soc_close() 496
gsk_secure_soc_init() 497
gsk_secure_soc_read() 501
gsk_secure_soc_reset() 503
gsk_secure_soc_write() 504
gsk_uninitialize() 506
gsk_user_set() 507
stack
restoring the environment 223
saving an environment 290
standard stream
redirecting 151
standard streams 15
standards, indicated by table 24
stdarg.h header file 14
stddef.h header file 15
stdio.h header file 15
stdlib.h header file 17
stdout
format and print data 380
stdout, format and print data 380
STIMER REAL TQE 57
stopping a process or program 26
storage
allocation, library function,
calloc() 47
free 149
locating 149
reserving with malloc() 225
streams
access mode 151
binary mode 151
buffering 285
changing current file position 162,
167
changing file position 282
closing 93
EOF (end of file) 96
format and print data 378
formatted I/O 132, 154
Input/Output 93
opening 127
reading characters with fgetc() 109
reading characters with getc() and
getchar() 174
reading characters with getwc() 182
reading characters with
getwchar() 184
reading data items with fread() 147
reading lines with fgets() 113
reading lines with fgetwc() 115
reading lines with fgetws() 117
reading lines with gets() 178
redirection 151
reopening 151
rewinding 282
text mode 151
translation mode 151
ungetting characters 371
ungetting wide characters 373
updating 127, 151
writing characters with fputc() 139
Index
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streams (continued)
writing characters with fputwc() 143
writing characters with putc() and
putchar() 255
writing data items 171
writing lines with puts() 257
writing strings 141, 145
string.h header file 18
strings
comparing 317, 330
language collation 393
concatenating 309, 328
conversion to double 344
conversion to unsigned integer 350
converting to integer 41
copying 315, 332
ignoring case 311, 317
initializing 332
length of 326
locating 341
multibyte
conversion using mbsrtowcs() 236
searching 310, 334
searching for tokens 346
searching, strspn() library
function 340
writing with fputs() 141
writing with fputws() 145
strings.h header file 18
stropts.h 518
switching, AMODE 101
syntax of format for fprintf()
family 132
System Programming C functions
functions available 14
library functions 26
spc.h header file declarations 14

T
takesocket() TCP/IP function 559
tangent
calculating 359
hyperbolic, calculating 360
tcp_cleanup() TCP/IP function 560
TCP/IP
and C Run-Time Socket API 437
callable functions included in C
Run-Time Socket API 441
compiling C programs that use the C
Run-Time Socket API 438
LE/C TCP/IP Socket API
Multiplexer 439
LE/VSE support for 437
running C programs that use the C
Run-Time Socket API 438
TCP/IP multiplexer 439
using the C Run-Time Socket
API 438
TCP/IP call-level functions
accept() 445
aio_cancel() 446
aio_error() 447
aio_read() 448
aio_return() 450
aio_suspend() 451
aio_write() 452
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TCP/IP call-level functions (continued)
bind() 454
close() 456
connect() 457
endhostent() 459
endnetent() 460
endprotoent() 461
endservent() 462
fcntl() 463
getclientid() 464
gethostbyaddr() 466
gethostbyname() 468
gethostent() 470
gethostid() 471
gethostname() 472
getnetbyaddr() 473
getnetbyname() 474
getnetent() 475
getpeername() 476
getprotobyname() 477
getprotobynumber() 478
getprotoent() 479
getservbyname() 480
getservbyport() 481
getservent() 482
getsockname() 483
getsockopt() 485
givesocket() 487
htonl() 508
htons() 509
inet_addr() 510
inet_lnaof() 512
inet_makeaddr() 513
inet_netof() 514
inet_network() 515
inet_ntoa() 516
initapi() 517
ioctl() 518
listen() 519
ntohl() 520
ntohs() 521
poll() 522
read() 524
readv() 526
recv() 528
recvfrom() 530
recvmsg() 532
select() 535
selectex() 540
send() 542
sendmsg() 544
sendto() 547
sethostent() 549
setnetent() 550
setprotoent() 551
setservent() 552
setsockopt() 553
shutdown() 555
socket() 556
socketpair() 558
takesocket() 559
tcp_cleanup() 560
termapi() 561
write() 562
writev() 564
TCP/IP multiplexer, configuring 439
temporary files 364
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temporary files (continued)
names 15, 365
number of 15
termapi() TCP/IP function 561
termination
abort() library function 26
atexit() library function 38
exit() library function 90
process or program 26
program 90
testing characters 195
text files 128
time
considerations 57
conversion 335
converting from long integer to
string 78
converting time structure to string
correcting for local time 219
format 398
formatted 322
time_t type 86
time.h header file 18
tm structure 186
TMP_MAX macro 16, 365
tokens 346
traceback 80
transforming strings 352
trigonometric functions
hyperbolic sine 305
hyperbolic tangent 360
sine 304
tangent 359
typedef
definitions in stddef.h 15
types.h header file 19

31

U
uio.h header file 20
underscore character mapping to __
unsigned short integer 509

23

V
variant structure 180
variant.h header file 20
VSAM (Virtual Storage Access Method)
I/O operations
deleting a record 94
updating a record 169

W
wchar.h header file 20
wcstr.h header file 21
wctype.h header file 22
WEOF macro 21, 22
wide characters
appending to strings 401
break string into tokens 417
character conversion 143
character set ID 399
compare strings 402
conversion of string to double floating
point 415

wide characters (continued)
conversion of string to multibyte 421
conversion of string to unsigned long
integer 423
conversion to byte 430
conversion to multibyte 386, 431
convert string to long integer 419
converting to multibyte string 410
copying strings with wcscpy() 395
copying strings with wcsncpy() 404
display width 427, 433
I/O functions 182, 184
locating in a string 406, 408
locating sequence 414
locating substring 425
match offset 396
reading streams and files 117
searching for 412
string comparison 391
string conversion 145
string length 400
string, reading 356
substring 389
transform string 428
write to wide-character array 355
writing 384
wide integer 205
wrapping of output 257
writable static
shared 104
write operations
character to stdout 139, 143, 255
character to stream 139, 143, 255,
371, 373
data items from stream 171
formatted 132
line to stream 257, 259, 261
printing 171
string to stream 141, 145
write() TCP/IP function 562
writev() TCP/IP function 564
writing
data on sockets 564

Index
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