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About this document
IBM® Application Performance Analyzer is an application program performance
measurement tool for use on z/OS® systems. This document describes how to use
Application Performance Analyzer to measure the performance of z/OS and
OS/390® applications.
If you need to install Application Performance Analyzer, refer to the Application
Performance Analyzer Program Directory for installation instructions.

Documentation conventions
The following table describes typographical conventions used throughout this
document:
Convention

Explanation

boldface

Indicates a command or keyword that you
should type exactly as shown.

italics

Indicates a variable for which you should
substitute an appropriate value.

monotype

Indicates literal input and output.

Ctrl + D

Indicates two or more keys pressed
simultaneously.

[]

Brackets surround and optional value.

|

Vertical bars separate alternative values from
which you must make a selection.

...

Ellipsis indicates that the preceding element
can be repeated.

© Copyright IBM Corp. 2005
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Chapter 1. Using Application Performance Analyzer/ISPF
Application Performance Analyzer/ISPF is the main interface to Application
Performance Analyzer. It is used for submitting new observation requests, and for
navigating the Performance Analysis Reports generated from observation requests.
This chapter describes the Application Performance Analyzer/ISPF environment in
general, how to submit observation requests, and how to navigate the reports.
Almost all panels in Application Performance Analyzer/ISPF are implemented as
interactive reports. The first screen displayed when entering Application
Performance Analyzer, “Observation Session List” follows the same rules and
conventions as the Performance Analysis Reports.
For information about

See

Commands used to navigate ISPF reports.

“ISPF reports: navigation and control”

Application Performance Analyzer’s main
entry panel: the Observation Session List.

“R02 - Observation session list” on page 7

Accessing and Using the Performance
Reports Menu.

“R01 - Application Performance Analyzer
performance reports menu” on page 10

ISPF reports: navigation and control
You navigate and control Application Performance Analyzer/ISPF reports using
two types of commands:
v Primary commands - which you type on the command line
v Line commands - which you type directly in input fields in the body of the
report

Scrolling
The vertical and horizontal scrolling commands you are familiar with from using
most ISPF applications are applicable when viewing Application Performance
Analyzer reports. Use UP and DOWN (PF7 and PF8) to scroll towards the top and
the bottom of the report. You can scroll Maximum, Half, a specific number of lines
and by cursor position.
Similarly, use LEFT and RIGHT (PF10 and PF11) to scroll the report horizontally.

Report headings
Many reports present information in a tabular format in rows and columns. The
table begins with one or more heading lines, which contain title fields for each of
the columns. These heading lines will “lock” to the top of the report viewing area
and the vertical scrolling commands will affect only the data lines.

Action (menu) bar
Report navigation primary commands can be displayed by selecting “Navigate” on
the action bar menu or can be typed directly on the command line. The action bar
menu can be removed from the display by entering the PREF command, and
de-selecting the “Action Bar Visible” option.

© Copyright IBM Corp. 2005
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File View Navigate Help
-------------------------------------------------------------------------------

Retaining open reports
Once you have opened and viewed reports, they can be retained for later viewing.
Application Performance Analyzer provides this feature so that multiple reports
(from multiple observation requests, if desired) can be readily available for viewing
without re-generating the reports. You can navigate through all the open reports
using the WIN and JUMP (PF4) commands. Reports are retained when you exit
them using the CANCEL (PF12) command.

Displaying HELP
For information about the report currently being displayed, position the cursor in
the body of the report (not on an input field), and press PF1. Pressing PF1 on an
input field will display specific information about that field.

Primary commands for report navigation
The following is a list of the commands used to navigate reports and explanations
for using them:
WIN

You can use the WIN (WINdow) command to display a selection list of
open reports in a pop-up panel. From that panel, you can make a selection
to jump to the selected report. The main Observation Session List panel
will be the report listed at the top of the selection list, so you can use WIN
to quickly get back to this panel rather than navigating through all your
open reports.

JUMP (PF4)
You can use the JUMP command, or the PF4 key, to jump to another open
report. Each time you issue a JUMP request, Application Performance
Analyzer will skip to the next open report, on a rotating basis.
END (PF3)
Use the END command, or the PF3 key, to return to the display of the
previous report — the one from which the current report was launched.
The END command will close (delete) the current report. Entering END
from the Report Selection Menu will exit the Application Performance
Analyzer Performance Reporting Facility.
CANCEL (PF12)
Use the CANCEL command, or the PF12 key, to return to the display of
the previous report — the one from which the current report was
launched. The CANCEL command will leave the current report open. You
can return to it any time using the JUMP or WIN command. Entering
CANCEL from the Report Selection Menu will exit the Application
Performance Analyzer Performance Reporting Facility.
REPORT CODE
Once you have selected an observation session, you can enter a three
character report code, even if you are not in the report menu. You can be
viewing one report, and can immediately open an additional report by
typing its code.
UP (PF7)
Use the UP command, or press PF7, to scroll vertically towards the top of
the report.
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DOWN (PF8)
Use the DOWN command, or press PF8, to scroll vertically towards the
bottom of the report.
LEFT (PF10)
Use the LEFT command, or press PF10, to scroll the report horizontally to
the left.
RIGHT (PF11)
Use the RIGHT command, or press PF11, to scroll the report horizontally
to the right.
FIND The FIND command (abbreviation “F” can be used) finds all occurrences of
a text string. It is similar to an ISPF FIND command, but does not have all
the features. All occurrences of the target text string will be highlighted. To
remove the highlights, enter the RESET command.
RESET
The RESET command removes the highlights set by the FIND command.
PREF

Use this to set preferences for General Display Settings. Put a slash “/”
beside an option to select it. The available options are:
1. Action bar visible on panels
2. Use 3270 graphic characters
3. Show long descriptions on multiple lines

CONNECT
Only available on the R02 Observation Session List screen. If your
installation has multiple Application Performance Analyzer instances
running, you can change which one your ISPF session is connected to by
typing CONNECT followed by the Application Performance Analyzer
identifier. You can use the VER command to view which Application
Performance Analyzer instances are currently running.
VERSION
Only available on the R02 Observation Session List screen. Type VERSION
or VER and a list of the Application Performance Analyzer started tasks
will be displayed, along with their version numbers, and when they were
started.
SETUP
Use the SETUP command to filter information and select options for
reports. This command is useful for reducing the size of reports by
removing information that is not critical. The options available using the
SETUP command vary by report. You can get more details from the report
descriptions.

Line commands for report navigation
You enter a Line Command directly in an input field in the body of a report. The
line commands are usually typed directly over the text of the field, such as a
column heading, or a data field in the report. Input fields where you can enter line
commands are always underlined.
Many of Application Performance Analyzer’s performance analysis reports contain
input fields on which you can enter various line commands. Generally, you can
enter line commands on quantified detail lines on the field under the “Name”
heading.
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The allowable line commands vary depending on the type of detail line. But, in all
cases by entering “/” you can request the display of a Context Menu, which will
present a list of the allowable line commands for that input field. The generally
available line commands are summarized here, followed by details about each
command.
v / Display context menu
v ? Display context help information
v + Expand
v ++ Show additional details (or just press the Enter key as a shortcut)
v – Collapse
v SV Sort by value
v SN Sort by name
“/” Context menu
Enter a slash “/” to display a context menu in a pop-up panel. The context
menu lists the line commands that are available for that field. In addition,
you are able to select the line command function directly from the context
menu.
A sample context menu is shown below:
Enter S to select a function from this menu. The line
command (Yellow) can also be entered on the main panel.
Sel
_
_
_
_
_
_

To Perform the Following

LineCmd

display context help information
show additional details about this line
expand to reveal next level entries
collapse to hide next level entries
sort next level entries by value
sort next level entries by name

?
++
+
SV
SN

“?” HELP
For context help information about the field, or report line, enter a
question mark “?”. Alternatively, you can press the PF1 key with the cursor
positioned on the input field.
“+” Expand
Enter a plus sign “+” on a report detail line to expand the report to reveal
additional detail lines which are at the next hierarchical level under the
selected line. This offers a means of breaking down one quantified item
into greater detail.
For example, consider the following line item which quantifies CPU time
in System/OS Services:
SYSTEM

System/OS Services

44.30 ============================

Type a plus sign in the name field – SYSTEM:
±YSTEM

System/OS Services

44.30 ============================

Press the ENTER key and the item will be expanded as illustrated here:
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SYSTEM
→ SVC
→ MVS
→ NUCLEUS
→ IMS

System/OS Services
SVC Routines
MVS System
Nucleus Modules
IMS Subsystem

44.30 ============================
42.14 ==========================
2.06 ==
0.06
0.03

The plus sign + entered on the Name heading field will fully expand the
entire report to show the full hierarchy of detail.
The plus sign + entered on the Description heading will expand the width
of the description field. The plus sign + entered on the heading for the
scale (histogram) will ’zoom in’ the scale.
You can also use this line command in the format +n, where n is the
number of levels to expand. On the Description heading, this allows you to
expand the width of the description field by a specific number of
characters, for example +12 will widen the field by 12 characters.
“++” Additional details
Enter “++” on a report detail line to display detailed information about the
selected item. A pop-up panel will appear in which this information is
displayed. The nature of the information displayed in these pop-up panels
varies widely depending on the type of item selected.
Note: As a shortcut, you can also simply press the Enter key on an item, it
will be treated as if you had entered ++.
As an example, consider the I/O Analysis by DDNAME report:
File View Navigate Help
-------------------------------------------------------------------------------D02: DASD Usage Time by DDNAME (0723)
Row 00001 of 00003
Command ===> __________________________________________________ Scroll ===> CSR
DDName>Cyl
VSAM1-02
OUTFILE
INFILE

Volume>Unit
BKNSM2
BKNSM2
BKNSM1

Percent of Time * 10.00% ±1.6%
*....1....2....3....4....5....6....7....8..
31.16 ================
1.16 ==
0.05

Additional detail about the DDNAME VASM1-02, for example, can be
displayed by typing ++ (or just pressing Enter) in that field:
File View Navigate Help
-------------------------------------------------------------------------------D02: DASD Usage Time by DDNAME (0723)
Row 00001 of 00003
Command ===> __________________________________________________ Scroll ===> CSR
DDName>Cyl
++AM1-02
OUTFILE
INFILE

Volume>Unit
BKNSM2
BKNSM2
BKNSM1

Percent of Time * 10.00% ±1.6%
*....1....2....3....4....5....6....7....8..
31.16 ================
1.16 ==
0.05

A pop-up panel with detailed information will appear. (This pop-up panel
is scrollable, more information is available by scrolling down with PF8):
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+---------------------------------------------------------------------------+
|
More:
+
|
| +--------------- The following report line was selected --------------+
|
| | VSAM1-02
BKNSM2
31.16 ================
|
| +---------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 31.16% quantification represents 1,174 measurements
|
|
of DASD I/O unit activity for the DDNAME VSAM1-02 from
|
|
a total of 3767 overall measurements. This is the
|
|
percentage of the measured run time during which I/O
|
|
was observed for this dataset.
|
|
|
|
|
| VSAM file VSAM1(2) OPENed at 9:36:17.72 Wednesday Mar 24 2004
|
|
|
|
DDNAME
VSAM1
|
|
Open Intent
KEY,DIR,OUT
|
|
Dataset Name
USER1.DATA.TESTPF.DAT
|
|
Storage Class
BKNSMS
|
|
Device Type
3390
|
|
% Free Bytes in CI 10%
Initial
Last
|
|
Volume Serial
BKNSM2
CI Splits
0
0
|
|
CI Size
8,192
CA Splits
0
0
|
|
Record Size (LRECL) 80
Logical Records 1
3,641
|
|
Number of Extents
1
Deleted Records 0
1
|
|
SHAREOPTIONS
(1 3)
Insrted Records 0
0
|
|
Organization
KSDS
Retrved Records 0
1
|
|
CIs per CA
78
Updated Records 0
0
|
|
Free CIs per CA
11
Byter Free Space 1,908,736
1,622,016 |
|
Free Bytes per CI
819
Number of EXCPs Z
Z,ZZZ
|
|
% Free CIs in CA
15%
|
|
Strings
1
|
|
DATA Buffers
0
|
|
INDEX Buffers
0
|
|
|
| Index Component of VSAM1(2)
|
|
|
+---------------------------------------------------------------------------+

|

“–” Collapse
Enter a minus sign “–” on a report detail line to collapse (hide) all items
under the selected line which are at the next hierarchical level of detail.
The minus sign entered on the Name heading field will collapse the entire
report so that only items in the first level of the hierarchy are visible.
The minus sign entered on the Description heading will reduce the width
of the description field.
The minus sign entered on the heading for the scale (histogram) will
“zoom out” the scale.
“SV” Sort by Value
Enter “SV” to sort detail lines by value. When this is entered on a detail
line, detail lines under the selected line – at the next hierarchical level –
will be sorted by value. Entering the “SV” command repeatedly will toggle
between sorting in descending and ascending values.
Enter “SV” on the ’Name’ heading field to sort the first level items by
value.
“SN” Sort by Name
Enter “SN” to sort detail lines by name. When this is entered on a detail
line, detail lines under the selected line — at the next hierarchical level —
will be sorted by name.
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Entering the “SN” command repeatedly will toggle between sorting in
descending and ascending names. Enter “SN” on the ’Name’ heading field
to sort the first level items by name.
Note: The line commands listed above are not a comprehensive list of all
that are available in the various reports. See the documentation for
each report, or enter a “/” to get a context menu in any input field
in any report.

R02 - Observation session list
When you start Application Performance Analyzer/ISPF, the Observation Session
List panel is displayed. This panel displays a scrollable list of all the observation
session requests, whether they are complete, active, or pending. The list is usually
filtered by the owner ID, so each user would only see their own requests. The list
can also be filtered by Job Name. The SETUP command is used to specify how the
list is to be filtered. The user’s security permissions are taken into account when
SETUP is used to set options for the list.
Note: Although it is not started from the Report Selection Menu, the Observation
Session List panel is implemented as a “report,” and, therefore, follows the
same conventions as the Performance Analysis Reports panels.
A sample Observation Session List panel is shown here:
File View Navigate Help
-------------------------------------------------------------------------------R02: Observation Session List (CAZ0)
Row 00078 of 00810
Command ===> __________________________________________________ Scroll ===> CSR
Reqnum

Owned By

1871
1870
1869
1868
1867
1866
1865
1864
1863
1862
1842
1803
1802
1801
1800
1799
1798

USER1
USER1
USER1
USER2
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1

+
+
+

+

Description

repeat m-step a
repeat m-step a
repeat m-step a

repeat m-step a
batch interface
RT#2 (open/clos

Job Name

Date/Time

CICS22A
CICS22A
USER2
USER1
CICS22A
USER1
PFTEST11
USER1
PFTEST11
USER1
USER1
PFTEST11
USER1
CICS22A
PFTEST02
CICS22A
CICS22A

Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3
Jan-3

18:12
18:11
18:11
18:10
18:07
18:08
17:55
17:56
17:54
17:54
17:52
17:51
17:46
17:45
17:46
17:30
17:30

Samples

Status

100
100
3,450
10,000
100
10,000
100
10,000
100
10,000
10,000
100
5,000
100
17,070
100
1

Ended
Ended
Cancel
Ended
STEPS
Ended
STEPS
Ended
STEPS
Ended
Ended
STEPS
Ended
Cancel
Cancel
Ended
Stoppd

This panel is used to initiate a new observation request, by using the NEW
primary command, or the NEW line command (described in the next section). The
NEW primary command and the NEW line command both cause the Schedule
New Measurement panels to be displayed.
This panel is also used to access the Reports menu, by entering the R line
command on the request number for which you want to generate Performance
Reports. The NEW and R commands are the most commonly used commands on
this panel, and provide access to the primary functions of Application Performance
Analyzer: submitting Observation Requests, and generating Performance Reports
for a completed Observation Request.
Chapter 1. Using Application Performance Analyzer/ISPF
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Input fields
The inputs fields on this report are the ReqNum title field, and all the request
number detail lines under it. The request number detail line input is described
below in the section “Description of detail lines.”
You can type the following line commands directly on to the ReqNum title field:
v “?” Display context help information
v “SR” Sort report detail lines by Request Number
v “SJ” Sort report detail lines by Job Name
v “SD” Sort report detail lines by date/time

Description of detail lines
Each detail line shows the following information about the observation session:

Request Number
This is the unique four digit request number assigned to identify the observation
session. This is also an input field which accepts line commands. Type the line
command directly on top of the request number. If the request number has a “+”
beside it, this indicates that there are subsequent entries underneath this one (it is
either a multistep or repeat schedule request). The line commands accepted in the
Request Number field are as follows:
“/”

Display context menu.

“?”

Display context help information.

“++”

Show additional details about this request in a pop-up window. As with all
reports, you can also press the Enter key instead.

“+”

Expand to reveal next level entries. This is used for multi-step requests and
for repeat schedule requests. When there is next level entries available, a
“+” will appear beside the request number.

“-”

Collapse to hide next level entries.

“D”

Delete the request.

“R”

Display performance analysis reports menu for this request, or start
Realtime Monitor if request is currently active.

“NEW”
Create new observation request with the same attributes as this request.
The NEW line command will display the Schedule New Measurement
panel with the input fields pre-filled with entries from the request on
which NEW was typed. If you want an empty Schedule New Measurement
panel, use the NEW primary command.
CAN

Cancel the request (request must be active).

MOD Modify the request (request must not have started yet).
KEEP Keep this request until it is manually deleted. This overrides the auto
delete feature.
SUB
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Create a new observation request with the same attributes as this request
and submit it immediately. This is used instead of the NEW line command
when the user does not need to view or change any of the fields in the
original request.
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Owned By
This is the User ID of the ’owner’ of the request (the TSO ID of the user who
created the request).

Description
This is the descriptive name of the observation session that was entered
(optionally) when the request was made.

Job Name
This is the name of the job (or Started Task or TSO ID) that was measured.

Date/Time
This indicates the date and time of the completion of the measurement. If the
measurement is not yet complete, the date and time when the request was made is
shown.

Samples
If the session has a status of Ended or Active this is the number of observation
samples done. If the observation session has not yet started (a status of Sched or
Future) then this shows the number of observation samples requested. This field
changes color depending on the status.

Status
This shows the status of the observation session:
v Sched means the session has been scheduled but measurement has not yet been
started.
v Active means the session is currently taking place.
v Ended means the session has completed.
v Ended+ means the session has completed, but this request will repeat if the
target job runs again. This happens when the “Times to repeat measurement”
field is specified, and the specified interval has not yet passed. Once the
specified interval passes, the status will change to Ended.
v STEPS means that this is a multi-step request. The requests under this entry can
be displayed by using the “+” line command to expand to the next level.
v REPEAT means that this is a repeating schedule request. The requests under this
entry can be displayed by using the “+” line command to expand to the next
level.
v Cancel means the request was cancelled using the CAN line command.
v Stoppd means the request was stopped for some reason, usually a CPU Usage
control issue, look at report S01 and check for the CPU Usage Status field. It will
be present if the request was stopped due to CPU Usage controls. You can also
use the ++ (or Enter key) line command directly on the request number field,
and a reason will be shown in the detail window.
v Failed means the request failed to complete normally, and did not create a valid
sample file.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window is shown here:

Chapter 1. Using Application Performance Analyzer/ISPF
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| General
|
|
Request Number
1946
|
|
Request Description No Description entered
|
|
Request Status
Ended
|
|
Owner Id
USER1
|
|
Time of Request
Wednesday Jan 26 2005 11:01:57.13
|
|
Session Start Time Wednesday Jan 26 2005 11:01:57.29
|
|
Session End Time
Wednesday Jan 26 2005 11:02:57.50
|
|
Session Duration
1 minutes, 0.21 seconds
|
|
Session Delete Date Do not Delete
|
|
|
| Measurement Criteria
|
|
Select by Job Name CICS22A
|
|
Select by Sys Name X235
|
|
Sample Interval
6000 microseconds
|
|
Duration
60 seconds
|
|
|
| Measurement Information
|
|
Sample File DSN
0.USER1.R1946.CICS22A.SF
|
|
Samples Requested
10,000
|
|
Samples Done
10,000
|
|
ASID
OO5A
|
|
|
| Data Extractors
|
|
CICS
Selected
|
|
IMS
Not Selected
|
|
DB2
Selected
|
|
DB2+
Selected
|
|
MQSeries
Not Selected
|
|
|
+---------------------------------------------------------------------------+

R01 - Application Performance Analyzer performance reports menu
This panel is displayed as a result of entering the “R” line command to a line in
the Observation Session List panel. It enables you to display Performance Analysis
Reports for the selection observation session.
There are two distinct areas on this screen. The first, at the top of the screen, shows
you a list of report categories. One of these categories is always highlighted
(selected). The area at the lower half of the panel lists the available reports
belonging to the highlighted (selected) category.
You can change the report category and hence change the list of available reports,
by selecting a category by entering “S” beside the category, or by simply entering
the single character code on the command line. You can then select a report from
the lower portion of the screen.
As a shortcut, you can select a report directly by entering its 3 character code on
the command line. Note that if you are selecting by report code, it is not necessary
to select the category to which the report belongs first, you can enter any 3
character report code regardless of which category is currently highlighted. As a
shortcut, you can also enter a report code on the command line while viewing a
report, and that report will be opened, so it is not necessary to return to the report
menu.
The most recently selected category persists from one session to the next.
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This example shows the screen with DB2® Measurement as the currently selected
category, note that if reports do not apply to the selected measurement, they
category will be displayed in red, and will not be selectable.
File View Navigate Help
-------------------------------------------------------------------------------R01: Performance Reports (1910)
Row 00001 of 00008
Command ===> __________________________________________________ Scroll ===> CSR
Select a category from
the list ot the right
to view the available
reports in the selection
list below.

_
_
_
_
_

A
S
C
D
W

Admin/Miscellaneous
Statistics/Storage
CPU Usage/Analysis
DASD I/O Analysis
CPU WAIT Analysis

_
_
_
_
_

I
E
F
Q
G

IMS Measurement
CICS Measurement
DB2 Measurement
MQ Measurement
Coupling Facility

________________________________________________________________________________
Enter S to make a selection or enter the report code on the command line
_
_
_
_
_
_
_

F01
F02
F03
F04
F05
F06
F07

DB2
DB2
DB2
DB2
DB2
DB2
DB2

Measurement Profile
SQL Activity Timeline
SQL Activity by DBRM
SQL Activity by Statement
SQL Activity by Plan
SQL Statement Attributes
SQL Wait Time by DBRM

_
_
_
_
_
_
_

F08
F09
F10
F11
F12
F13
F14

DB2
DB2
DB2
DB2
DB2
DB2
DB2

SQL
SQL
SQL
SQL
SQL
SQL
CPU

Wait Time by Statment
Wait Time by Plan
CPU/Svc Time by DBRM
CPU/SVc Time by Stmt
CPU/Svc Time by Plan
Threads Analysis
by Plan/Stored Proc

The individual reports are described in the chapter Chapter 3, “Performance
analysis reports,” on page 29.

Chapter 1. Using Application Performance Analyzer/ISPF
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Chapter 2. Entering observation requests
This section describes how to enter Observation Requests (measurements).
For information about

See

Initiating a new Observation Request

“Using the NEW command”

Entering job information

“Panel 1 – Job Information” on page 15
®

Specifying data extractors (CICS , DB2,
IMS™, MQSeries®) or entering additional
load libraries to search

“Panel 2 – Options” on page 18

Entering multi-step measurements

“Panel 3 – Multi-steps” on page 20

Selecting active jobs from a list

“Panel 4 – Active Jobs” on page 21

Specifying CICS transactions

“Panel 5 – CICS Txns” on page 22

Specifying Sysplex systems

“Panel 6 – Sysplex” on page 23

Entering a recurring Future Scheduled
measurement

“Panel 7 – Schedule” on page 23

Additional options related to how the
measurement is to be handled

“Panel 8 – Sched Options” on page 26

Entering an observation request
Using the NEW command
New observation requests are initiated from the Application Performance Analyzer
Observation Session List panel (this is the panel where Application Performance
Analyzer starts). You can use either the NEW primary command by entering it on
the command line, or use the NEW line command by entering it on the request
number field of an existing request. The NEW primary command will display the
Schedule New Measurement panels with blank input fields. The NEW line
command will display the Schedule New Measurement panels with the input
fields pre-filled based on the existing request on which you typed NEW.
A sample Observation Session List panel with the NEW line command entered on
the third request in the list is shown below.

© Copyright IBM Corp. 2005
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File View Navigate Help
-------------------------------------------------------------------------------R02: Observation Session List (0)
Command ===> __________________________________________________ Scroll ===> CSR
Reqnum

Owned By

0200
0199
NEW8
0197
0196
0195
0194
0193
0192
0191
0190
0189
0188
0187
0186
0183

USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1
USER1

Description
CICS test 2
VSAM TEST
VSAM TEST

Loop with open/c
Loop with open/c
Loop with open/c

Loop with open/c
Loop with open/c
Loop with open/c
PF05
1000/60

Job Name

Date/Time

CICS22A
PFTEST03
PFTEST03
PFTEST03
PFTEST03
PFTEST02
PFTEST02
PFTEST02
USER1PF1
USER1PF1
PFTEST02
PFTEST02
PFTEST02
CICS22A
CICS22B
ARAOSHOW

May-30
May-29
May-29
May-29
May-29
May-28
May-24
May-24
May-22
May-22
May-22
May-20
May-9
May-6
May-5
Apr-30

14:15
18:11
18:11
18:10
18:07
18:08
17:55
17:56
17:54
17:54
17:52
17:51
17:46
17:45
17:46
17:30

Samples

Status

5,000
3,000
2,998
4,349
3,801
20,000
20,000
5,000
3,019
10,000
20,000
20,000
20,000
10,000
10,000
1,000

Ended
Ended
Ended
Ended
Ended
Ended
Ended
Ended
Ended
Ended
Ended
Ended
Ended
Ended
Ended
Ended

Using the MOD line command
If you need to modify an existing measurement request, you can use the MOD line
command. This only applies to measurements that are still pending, you cannot
modify a request that is in progress or Ended. The MOD process uses exactly the
same panels as the NEW process, so all the information in this chapter applies to
MOD as well as NEW.
The MOD command can be used to modify future schedule requests, even if some
of the generated future requests have run already.

Schedule New Measurement panels
After you have entered the NEW line command or NEW primary command, the
Schedule New Measurement panel group is displayed.
The screens in the Schedule New Measurement dialog are divided into two
sections. The top section is fixed and lists the available input panels. The current
panel is highlighted. Each panel name is preceded by a symbol indicating if data
has been entered to the panel. The symbol appears in green (green light) if data
has been entered and is error free. A yellow or red light appears if there are
warnings or errors in the data. The lower section of the screen is the input panel. It
begins with an identifying heading.

Panel navigation
There are two methods you can use to JUMP from panel to panel:
v Type the panel number on the command line and press ENTER.
v Type a slash, immediately followed by the panel number in the first two
positions of any input field.
These can be done in a single operation in combination with entry of input to the
current panel. For example, you can enter input to Panel 1, place the cursor on the
command line, type 2 and press ENTER. The entry to the Panel 1 input fields will
be accepted and Panel 2 will appear. The same applies in this example if you type
/2 in one of the data input fields. You must, of course, enter this on a field to
which you are not specifying other input.
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In some cases, automatic panel navigation occurs, for example, entering a jobname
pattern will automatically take you to panel 4 to select from a list of active jobs
based on that pattern.

Submitting the request
If you have entered enough data for a complete request to be submitted, “Input
more data or ENTER to submit” will be displayed in the panel heading line.
Pressing the ENTER key again will submit the request, unless you navigate to
another panel to continue entering data.
There is a final confirmation prompt displayed before the request actually gets
submitted. If you want to turn off this final confirmation prompt, use the SETUP
command while you are in the R03 Schedule New Measurement dialog.

Primary commands
panel number
Enter a single-digit panel number to jump to that panel.
SUBMIT
Use SUBMIT to submit the request immediately and return control to the
R02 panel.
JCL

Use JCL to display the JCL and control statements that could be used to
request the equivalent measurement request as a batch job using
CAZBATCH.

SETUP options
Use the SETUP command to specify various options affecting this dialog:
Prompt for confirmation before submitting ...
By default, this option is selected. Indicate if the final confirmation prompt
is to appear or is to be suppressed.
Prompt for confirmation before returning ...
By default, this option is selected. Normally a warning message will
appear when the END command (or PF3) is issued after data has been
input. This is to warn that the input data will be discarded. Unselect this
option to suppress the warning.
Translate CICS trancode ...
By default, this option is selected. CICS transaction codes entered to Panel
5 will be translated to uppercase. Deselect this option to suppress this
translation of lowercase characters.
Suppress warning flags ...
By default, this option is not selected. Select to suppress display of the
yellow warning symbols that appear to the left of input fields indicating a
warning condition.

Panel 1 – Job Information
The R03 Schedule New Measurement dialog always starts with panel 1 (Job
Information) selected, it is shown here:

Chapter 2. Entering observation requests
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File View Navigate Help
-------------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00019
Command ===> __________________________________________________ Scroll ===> CSR
1. Job Information
3. Multi Steps
5. CICS Txns
7. Schedule
2. Options
4. Active Jobs
6. Sysplex
8. Sched Options
________________________________________________________________________________
Panel 1. Job Information
Job Name/Pattern . . ________
Step Specification
Step No. . . . .
Program Name . .
Step Name . . .
ProcStepName . .

.
.
.
.

___
________
________
________

Description . . .
Number of Samples
Duration (min:sec)
Notify TSO User .

.
.
.
.

__________________________________________
_______
Measure to step end . . . N
_______
Delay by (secs) . . . . . ___
_______
Retain file for (days) . 20

Specify step number, program name,
step name or step name + Proc step
name. Use panel 3 to specify more
than one step.

The panel shown above was invoked with a NEW primary command, so input
fields are mostly blank.

Panel 1 – input fields
Job Name/Pattern
This field is mandatory. It cannot be blank. Specify the name of the job,
started task, or TSO region to be measured.
You can also specify a partial name terminated by an asterisk (*) to
indicate a wildcard pattern. The asterisk indicates that the region to be
measured is currently active. A list of active jobs whose names match the
wildcard pattern will be displayed in panel 4.
System name
This field appears only if the Application Performance Analyzer you are
connected to is configured as a member in a SYSPLEX group. Specify the
name of the system on which the measured job is to run (or is currently
running). Specify an asterisk (*) in this field to indicate that the job could
run on any of the systems in the group.
You can also select panel 6 to display a full list of available system names
from which you can make a selection.
Step Specification Field Group
The job step to be measured is specified by a group of four fields (Step
Number, Step Program, Step Name, ProcStepName). To identify the step,
you can specify one of the following:
v Step Number by itself
v Step Program by itself
v Step Name by itself
v Step Name and ProcStepName
If you leave all of these fields blank, the first job step is assumed. You
cannot specify any of these fields when you are specifying measurement of
a job that is currently active.
To schedule the measurement of multiple steps in the same job, select
panel 3.
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Step No.
If Step No. is specified, the other three step fields (Step Program,
Step Name, and ProcStepName) must be left blank.
Step No. specifies the numeric step number.
Step Program
If Step Program is specified, the other three step fields (Step No.,
Step Name, and ProcStepName) must be left blank. Program Step
specifies the name of the program coded in the PGM= parameter
of the EXEC statement for the step you want to measure.
Step Name
If Step Name is specified, then Step Number, and Step Program
must be left blank. You can specify Step Name by itself or in
combination with ProcStepName.
Step Name specifies the symbol coded in the name field of an
EXEC PGM = statement or an EXEC PROC = statement. In the
event that the ProcStep name field is also supplied, this field
always identifies the symbol coded in an EXEC PROC = statement.
In the event that the ProcStep name field is left blank, and Step
Name matches an EXEC PROC = statement, the first step within
that proc will be measured.
If the step to be measured is not within a proc, then Step Name
specifies the symbol coded in the name field of an EXEC PGM =
statement, and ProcStepName must not be specified.
ProcStepName
If ProcStepName is specified, then input must also be supplied in
the Step Name field.
ProcStepName specifies the symbol coded in the name field of an
EXEC PGM = statement that is part of a PROC.
Description
Enter an optional description to be attached to this observation request.
Number of Samples
Specify the number of times execution of the measured jobstep is to be
sampled. Samples are taken in equal intervals. The sampling frequency is
determined by dividing the number of samples by the specified
measurement duration. An installation default value is used if you do not
supply input in this field.
Measure to step end
Specify ’Y’ in this field to indicate that the measurement is to continue to
the end of the step even if the specified number of samples has been
recorded. Measurement will continue at the sampling rate calculate based
on the specified duration and number of samples.
Duration (min:sec)
Specify the duration of the measurement. You can specify the value in
seconds or in minutes and seconds. To specify the duration in minutes and
seconds, separate the minutes value from the seconds value using a colon.
Examples:
v 135 specifies 135 seconds
v 2:15 specifies 2 minutes and 15 seconds
v 2: specifies 2 minutes
Chapter 2. Entering observation requests
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The measurement will proceed for the specified time and the sampling rate
will be established at a frequency that would perform the full number of
samples for the specified duration.
The measurement will terminate before the duration ends if the job step
ends first.
Delay by (secs)
Specify a delay time, in seconds, to occur before initiation of the
measurement. The delay will occur starting at the time execution of the job
step begins. This cannot be specified for measurement of a job that is
currently active.
Nofity TSO User
Specify a TSO user ID to be notified upon completion of the measurement.
Enter blanks in this field for no completion notification.
Retain file for (days)
Specify the number of days after completion of the measurement for which
the measurement file is to be retained. The file and all information about
the measurement will be deleted after this period. Enter blanks or zero in
this field for no automatic deletion of the measurement data.

Panel 2 – Options
Panel 2 is used to enter extended measurement options (“Data Extractors”), and
also to specify additional load libraries to be searched for external symbol
information.
Enter a slash “/” beside each of the data extractors required for the measurement.
The data extractors are used to measure additional information about CICS, DB2,
IMS and MQSERIES. When the CICS data extractor is specified, further transaction
information can be specified in panel 5.
Panel 2 is show here:
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File View Navigate Help
-------------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00027
Command ===> __________________________________________________ Scroll ===> CSR
o 1. Job Information
3. Multi Steps
5. CICS Txns
7. Schedule
2. Options
4. Active Jobs
6. Sysplex
8. Sched Options
________________________________________________________________________________
Panel 2. Measurement Options
Data Extractors. /’’to select extended measurement options:
_ CICS CICS information
_ DB2
SQL call information
_ DB2+ SQL service/CPU time/counts
_ IMS
DLI call information
_ IMS+ DLI service/CPU time/counts
_ MQ
MQSeries call information

Specify up to 8 load libraries to be searched by for external
symbol information. These are applicable only when sampled modules are
fetched from dynamically allocated load libraries.
1
2
3
4
5
6
7
8

______________________________________________
______________________________________________
______________________________________________
______________________________________________
______________________________________________
______________________________________________
______________________________________________
______________________________________________

Panel 2 input fields
Data Extractors
Using a slash, select any of CICS, DB2, DB2+, IMS, IMS+ or MQ. This tells
Application Performance Analyzer to measure additional data about CICS,
DB2, IMS or MQSeries. When DB2+ is selected, DB2 is also included
automatically.
DB2+ and IMS+ are used to collect additional data about DB2 and IMS
respectively, allowing exact call counts, service times, and CPU times to be
measured and reported. DB2+ also ensures that SQL text reported is
accurate, without DB2+ turned on, it is possible for the SQL text to be
incorrect.
Note: Running Application Performance Analyzer measurements with the
DB2+ or IMS+ data extractor turned on causes each DB2 or IMS call
to be intercepted to collect additional data. This might have a small
impact on the performance of the target address space. You should
be careful when using these features with other products that also
intercept DB2 or IMS calls because unpredictable results might
occur. Your installer might have chosen to limit access to this
feature.
Libraries
Enter up to 10 additional load libraries to search. See “Specifying
additional libraries” for more information.

Specifying additional libraries
It is sometimes necessary to specify additional libraries for Application
Performance Analyzer to use to resolve sampled addresses to CSECT plus offset,
instead of load module plus offset.
Chapter 2. Entering observation requests
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When one program issues a LOAD or LINK macro to fetch other load modules,
they are typically loaded from STEPLIB or JOBLIB or a LINKLIST library. In this
case Application Performance Analyzer will find them automatically during
sampling.
However, the LOAD macro can be coded to reference a DCB for which a load
library was OPENed. The library might have been allocated to a temporary
DDNAME and after the LOAD is done, the DCB is closed and the DDNAME
released. In this situation, Application Performance Analyzer has no way of
determining what load library the module came from. Hence, it is unable to get
CSECT (EBE) information. This would prevent such modules from being source
mapped.

Panel 3 – Multi-steps
Panel 3 is used to specify that multiple job steps are to be measured. You can
specify up to 20 steps, using the same specification rules described for single step
measurements entered on panel 1. For more information, see “Panel 3 input
fields.”
Panel 3 is shown here. In this example, three steps have been selected by
StepName.
File View Navigate Help
-------------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00021
Command ===> __________________________________________________ Scroll ===> CSR
o 1. Job Information
3. Multi Steps
5. CICS Txns
7. Schedule
o 2. Options
4. Active Jobs
6. Sysplex
8. Sched Options
________________________________________________________________________________
Panel 3. Measure Multiple Steps
Enter data here to measure multiple steps. will produce separate
measurement files for each step. *’’ in the first StepNo selects all steps.
StepNo
____
____
____
____
____
____
____
____
____
____

Program
________
________
________
________
________
________
________
________
________
________

StepName
IDC01___
PGM0005_
________
________
________
________
________
________
________
________

ProcStep
________
________
________
________
________
________
________
________
________
________

StepNo
____
____
____
____
____
____
____
____
____
____

Program
________
________
________
________
________
________
________
________
________
________

StepName
PGM0003_
________
________
________
________
________
________
________
________
________

ProcStep
________
________
________
________
________
________
________
________
________
________

Panel 3 input fields
Each step specification has a group of four fields. These four fields follow exactly
the same rules as the step fields in panel 1.
Step Specification Field Group
The job step to be measured is specified by a group of four fields (Step
Number, Step Program, Step Name, ProcStepName). To identify the step,
you can specify one of the following:
v Step Number by itself
v Step Program by itself
v Step Name by itself
v Step Name and ProcStepName
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If you leave all of these fields blank, the first job step is assumed. You
cannot specify any of these fields when you are specifying measurement of
a job that is currently active.
To schedule the measurement of multiple steps in the same job, select
panel 3.
Step No.
If Step No. is specified, the other three step fields (Step Program,
Step Name, and ProcStepName) must be left blank.
Step No. specifies the numeric step number.
Step Program
If Step Program is specified, the other three step fields (Step No.,
Step Name, and ProcStepName) must be left blank.
Program Step specifies the name of the program coded in the PGM
= parameter of the EXEC statement for the step you want to
measure.
Step Name
If Step Name is specified, then Step Number, and Step Program
must be left blank. You can specify Step Name by itself or in
combination with ProcStepName.
Step Name specifies the symbol coded in the name field of an
EXEC PGM = statement or an EXEC PROC = statement. In the
event that the ProcStep name field is also supplied, this field
always identifies the symbol coded in an EXEC PROC = statement.
In the event that the ProcStep name field is left blank, and Step
Name matches an EXEC PROC = statement, the first step within
that proc will be measured.
If the step to be measured is not within a PROC, then Step Name
specifies the symbol coded in the name field of an EXEC PGM =
statement, and ProcStepName must not be specified.
ProcStepName
If ProcStepName is specified, then input must also be supplied in
the Step Name field.
ProcStepName specifies the symbol coded in the name field of an
EXEC PGM = statement that is part of a PROC.

Panel 4 – Active Jobs
Panel 4 is used to select active jobs from a list. You can enter a Prefix to limit the
jobs listed. If you enter a Pattern in the Job name/Pattern field in panel 1, this will
be entered as the Prefix in panel 4. This is an input field, you can change the prefix
while in panel 4.
Panel 4 is shown here. In this example the prefix entered is “C*”.
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File View Navigate Help
-------------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00019
Command ===> __________________________________________________ Scroll ===> CSR
o 1. Job Information o 3. Multi Steps
5. CICS Txns
7. Schedule
o 2. Options
4. Active Jobs
6. Sysplex
8. Sched Options
________________________________________________________________________________
Panel 4. Active Jobs
Enter S to select an active job step to be measured.
JobName
CONSOLE
CATALOG
CSQ1MSTR
CICS22A
CICS22B
CICS23A
CICS23B
CICS22C

_
_
_
_
_
_
_
_

Type
STC
STC
STC
STC
STC
STC
STC
STC

JobId
StepName
N/A
CONSOLE
N/A
CATALOG
STC08046 CSQ1MSTR
STC08064 CICS22A
STC09068 CICS22B
STC09060 CICS23A
STC09062 CICS23B
STC09063 CICS22C

ASID
0009
001F
003A
0049
004A
004B
0051
005E

Prefix . . C*____________

System
X235
X235
X235
X235
X235
X235
X235
X235

Enter an “S” beside the active job you want to measure.

Panel 5 – CICS Txns
Use this panel to specify information about the measurement of a CICS region.
Specify the CICS tran codes for which CICS measurement information is to be
recorded. Limiting this to the CICS transactions you are interested in can have a
significant impact on the resources consumed by the measurement process.
A sample panel 5 is shown here, with an asterisk (*) to indicate all CICS
transactions are to be measured.
File View Navigate Help
-------------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00017
Command ===> __________________________________________________ Scroll ===> CSR
o 1. Job Information
3. Multi Steps
5. CICS Txns
7. Schedule
2. Options
4. Active Jobs
6. Sysplex
8. Sched Options
________________________________________________________________________________
Panel 5. CICS Transactions
Specify up to 16 CICS trancodes for which measurement data is to be
recorded. Wildcard character *’’ can be specified at the end of a
partial name. *’’ by itself specified all transactions.
01
05
09
13

*___
____
____
____

02
06
10
14

____
____
____
____

03
07
11
15

____
____
____
____

04
08
12
16

____
____
____
____

Include CICS system transaction in measurement(Y/N): N

Panel 5 input fields
CICS Trancode
Specify a CICS transaction name or pattern. This identifies CICS
transactions to be included in the measurement. You can also specify a
partial name terminated by an asterisk (*) to indicate a wildcard pattern.
You can specify up to 16 names/patterns. Specify an asterisk (*) by itself to
measure all transactions.
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Include CICS System Txns
Specify Y or N to indicate if the measurement is to include data on CICS
system transactions. (Normally set to No).

Panel 6 – Sysplex
This panel is used to select a target Sysplex system from a list. You can also choose
ALL systems, in which case the target job will be measured on the first system to
run it. You cannot select ALL for active jobs. Selecting ALL is the same as entering
an asterisk (*) in the System Name field on panel 1.
A sample panel 6 is shown here.
File View Navigate Help
-------------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00010
Command ===> __________________________________________________ Scroll ===> CSR
o 1. Job Information
3. Multi Steps
5. CICS Txns
7. Schedule
2. Options
4. Active Jobs
6. Sysplex
8. Sched Options
________________________________________________________________________________
Panel 6. Sysplex
Target
_
_
_
_
_
_
_

System.
’S’ to select one option from the list (scrollable):
ALL
All Sysplex members eligible
SYSA
SYSB
SYSE
XS02
XS03
XS05

Panel 7 – Schedule
This panel is used to generate a schedule for repetitions of future measurements. A
maximum of 105 future scheduled measurement entries is allowed.
The panel is shown here before any future schedule data has been entered:
File View Navigate Help
-------------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
o 1. Job Information o 3. Multi Steps
o 5. CICS Txns
7. Schedule
o 2. Options
4. Active Jobs
6. Sysplex
8. Sched Options
________________________________________________________________________________
Panel 7. Schedule
Date/time of first in sequence
Measurement repetitions
Date (yy mm dd) . __ __ __
Repeat . . __ times
Time (hh mm) . . __ __
After . . . __ days ___ minutes
Use this panel to specify a schedule for repetitions of the measurement.
Input the above fields and press ENTER to generate dates and times for
each of the measurements. These dates/times will be shown below in a
scrollable table which you can add to by repeating this input process.

Using this panel to create a future schedule is explained in the example below.
Note that there are also important fields on panel 8 related to future schedules.

Example of creating a Future Schedule
If a user wanted to measure a job every Wednesday night at 8:00 pm, and every
Friday night at 11:00 pm, for 10 weeks, starting on Wednesday Dec. 8, 2004, it
would be set up like this:
Chapter 2. Entering observation requests
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1.
2.
3.
4.

Enter the first Wednesday date in the Date (yy mm dd) field: 04 12 08.
Enter 10 in the Repeat __ times field.
Enter 20:00 in the Time (hh mm) field.
Enter 7 in the After __ days field. (To indicate that is repeats each 7 days).
The screen would look like this:
File View Navigate Help
-------------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
o 1. Job Information o 3. Multi Steps
o 5. CICS Txns
7. Schedule
o 2. Options
4. Active Jobs
6. Sysplex
8. Sched Options
________________________________________________________________________________
Panel 7. Schedule
Date/time of first in sequence
Measurement repetitions
Date (yy mm dd) . 04 12 08
Repeat . . 10 times
Time (hh mm) . . 20 00
After . . . 7_ days ___ minutes
Use this panel to specify a schedule for repetitions of the measurement.
Input the above fields and press ENTER to generate dates and times for
each of the measurements. These dates/times will be shown below in a
scrollable table which you can add to by repeating this input process.

Then press Enter to generate the schedule, it will appear at the bottom of the
panel like this:
File View Navigate Help
-------------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
o 1. Job Information o 3. Multi Steps
o 5. CICS Txns
o 7. Schedule
o 2. Options
4. Active Jobs
6. Sysplex
8. Sched Options
________________________________________________________________________________
Panel 7. Schedule
Date/time of first in sequence
Measurement repetitions
Date (yy mm dd) . __ __ __
Repeat . . __ times
Time (hh mm) . . __ __
After . . . __ days ___ minutes
Measurement Schedule (/ for line command list, UP/DOWN to scroll)
SeqN
Date/Time
Status
0001
Wed Dec-08-04 20:00
Pending ADD
0002
Wed Dec-15-04 20:00
Pending ADD
0003
Wed Dec-22-04 20:00
Pending ADD
0004
Wed Dec-29-04 20:00
Pending ADD
0005
Wed Jan-05-05 20:00
Pending ADD
0006
Wed Jan-12-05 20:00
Pending ADD
0007
Wed Jan-19-05 20:00
Pending ADD
0008
Wed Jan-26-05 20:00
Pending ADD
0009
Wed Feb-02-05 20:00
Pending ADD
0010
Wed Feb-09-05 20:00
Pending ADD
********** End of Schedule *********

5.
6.
7.
8.

Now enter similar data for the Friday night schedule like this:
Enter the first Friday date in the Date (yy mm dd) field: 04 12 10.
Enter 10 in the Repeat __ times field.
Enter 23:00 in the Time (hh mm) field.
Enter 7 in the After __ days field. (To indicate that is repeats each 7 days).

Press Enter and your Friday dates will appear with the Wednesday dates already
generated like this:
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File View Navigate Help
-------------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
o 1. Job Information o 3. Multi Steps
o 5. CICS Txns
o 7. Schedule
o 2. Options
4. Active Jobs
6. Sysplex
8. Sched Options
________________________________________________________________________________
Panel 7. Schedule
Date/time of first in sequence
Measurement repetitions
Date (yy mm dd) . __ __ __
Repeat . . __ times
Time (hh mm) . . __ __
After . . . __ days ___ minutes
Measurement Schedule (/ for line command list, UP/DOWN to scroll)
SeqN
Date/Time
Status
0001
Wed Dec-08-04 20:00
Pending ADD
0002
Fri Dec-10-04 23:00
Pending ADD
0003
Wed Dec-15-04 20:00
Pending ADD
0004
Fri Dec-17-04 23:00
Pending ADD
0005
Wed Dec-22-04 20:00
Pending ADD
0006
Fri Dec-24-04 23:00
Pending ADD
0007
Wed Dec-29-04 20:00
Pending ADD
0008
Fri Dec-31-04 23:00
Pending ADD
0009
Wed Jan-05-05 20:00
Pending ADD
0010
Fri Jan-07-05 23:00
Pending ADD
0011
Wed Jan-12-05 20:00
Pending ADD
0012
Fri Jan-14-05 23:00
Pending ADD
0013
Wed Jan-19-05 20:00
Pending ADD
0014
Fri Jan-21-05 23:00
Pending ADD
0015
Wed Jan-26-05 20:00
Pending ADD
0016
Fri Jan-28-05 23:00
Pending ADD
0017
Wed Feb-02-05 20:00
Pending ADD
0018
Fri Feb-04-05 23:00
Pending ADD
0019
Wed Feb-09-05 20:00
Pending ADD
0020
Fri Feb-11-05 23:00
Pending ADD
********** End of Schedule *********

Your schedule dates have now all been generated. Also see panel 8 below for
additional data regarding future schedules.

Panel 7 input fields
First Schedule Date
Specify a starting date for a new sequence of recurring schedule date/time
entries.
Schedule Repeat Count
Specify a repeat count. This is the number of measurement recurrences to
be generated and added to the schedule.
First Schedule Time
Specify a starting time for a new sequence of recurring schedule date/time
entries.
Interval in Days
Specify the interval, in days, between each measurement recurrence to be
added to the schedule.
Interval in Minutes
Specify the interval, in minutes, between each measurement recurrence to
be added to the schedule.
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Panel 8 – Sched Options
The available fields on panel 8 vary depending on whether “Y” or “N” is entered
in the Measure active job (Y/N) field. , and whether or not a future schedule has
been entered on panel 7.
No Future Schedule and Active YES
When there is no future schedule, and “Y” is entered in the Measure active
job (Y/N) field, then no additional fields will appear on panel 8. In this
case, specifying “Y” here is an alternative to selecting an active job from a
list in panel 4. If you use this method to specify that a job is active, then
the jobname entered in panel 1 must be currently active, otherwise the
request will fail.
No Future Schedule and Active NO
When there is no future schedule, and “N” is entered in the Measure active
job (Y/N) field, then the field Times to Repeat and Within interval
(minutes) will appear.
Future Schedule and Active YES
When entering a future schedule request, selecting “Y” for active means
that the job is expected to be active when the measurement takes place.
The fields Number of times to retry and Retry interval (minutes) will
appear.
Future Schedule and Active NO
When entering a future schedule request, selecting “N” for not active
means that the request will wait for the job to start. In this case three
additional fields will appear: Expire after (minutes), Times to repeat
measurement, and Within interval (minutes).
A sample is shown here for an active job with future schedule:
File View Navigate Help
-----------------------------------------------------------------------------R03: Schedule New Measurement
Row 00001 of 00014
Command ===> _________________________________________________ Scroll ===> CSR
o 1. Job Information
3. Multi Steps
o 5. CICS Txns o 7. Schedule
o 2. Options
o 4. Active Jobs
6. Sysplex
8. Sched Options
______________________________________________________________________________
Panel 8. Schedule Options
Specify if the job to be measured will be active when the scheduling occurs
(e.g. a CICS region) or pending (a batch job).
Job will be active (Y/N) . . . . Y
Number of times to retry . . . __
Indicate retry action if job is not
Retry interval (minutes) . . . ____ active at the time of scheduling.

Panel 8 input fields
Job Active (Y/N)
Specify Y to indicate the job is active and the measurement is to begin
immediately. Specify N to indicate that the job is pending (a batch job) and
Application Performance Analyzer is to wait for its execution.
If you have specified a recurring schedule for the measurement, then this
field indicates the expected status of the job at the time the measurement is
scheduled.
Times to Repeat
This applies to measurement of a job that is not active (pending). Specify
the number of times the measurement is to be repeated if the job is rerun
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during the specified interval. Use this to ensure that a good measurement
is captured in the event the job is cancelled or abends and is then rerun.
Within Interval
This applies to measurement of a job that is not active (pending). Specify
the interval during which the Application Performance Analyzer started
task is to check for reruns of the job. Use this to ensure that a good
measurement is captured in the event the job is cancelled or abends and is
then rerun.
Times to Retry
This applies to a schedule of recurring measurements for a job that is
expected to be active at the time the measurement is scheduled. Indicate
the number of times Application Performance Analyzer is to check again
for the job in the event that it was not active. The ’Retry Interval’ field
specifies the interval between retries.
Retry Interval
This applies to a schedule of recurring measurements for a job that is
expected to be active at the time the measurement is scheduled. It specifies
an action to be taken if the job is not active at the schedule time. Indicate
the interval between each check for the job being active. The ’Number of
Times to Retry’ field specifies how many times the retry is to occur.
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Chapter 3. Performance analysis reports
This section describes the Performance Analysis Reports. Some basic concepts are
covered, and the base reports (those not pertaining to a data extractor) are
described.
For Performance Analysis Reports pertaining to a specific data extractor (CICS,
IMS, DB2, etc.), refer to the chapter for the specific data extractor.
For information about

See

General concepts required for interpreting
these reports

“Performance analysis basics” on page 30

Report categories and codes

“Report categories and codes” on page 32

S01 Measurement Profile

“S01 - Measurement profile” on page 34

S02 Load Module Attributes

“S02 - Load module attributes” on page 42

S03 Load Module Summary

“S03 - Load module summary” on page 44

S04 TCB Summary

“S04 - TCB summary” on page 46

S05 Memory Usage Timeline

“S05 - Memory usage timeline” on page 47

S06 Data Space Usage Timeline

“S06 - Data space usage timeline” on page 49

S07 TCB Execution Summary

“S07 - TCB execution summary” on page 50

S08 Processor Utilization Summary

“S08 - Processor utilization summary” on
page 51

C01 CPU Usage by Category

“C01 - CPU usage by category” on page 53

C02 CPU Usage by Module

“C02 - CPU usage by module” on page 60

C03 CPU Usage by Code Slice

“C03 - CPU usage by code slice” on page 64

C04 CPU Usage Timeline

“C04 - CPU usage timeline” on page 68

C05 CPU Usage by Task/Category

“C05 - CPU usage by task/category” on page
70

C06 CPU Usage by Task/Module

“C06 - CPU usage by task/module” on page
76

C07 CPU Usage by Procedure

“C07 - CPU usage by procedure” on page 80

C08 CPU Usage Referred Attribution

“C08 - CPU usage referred attribution” on
page 83

W01 WAIT Time by Task/Category

“W01 - WAIT time by task/category” on
page 86

W02 WAIT Time by Module

“W02 - WAIT time by task/module” on page
90

W03 WAIT Time Referred Attribution

“W03 - WAIT time referred attribution” on
page 94

D01 DASD Usage by Device

“D01 - DASD usage by device” on page 97

D02 DASD Usage by DDNAME

“D02 - DASD usage by DDNAME” on page
99

D03 DASD Usage by data set

“D03 - DASD usage by data set” on page 102

D04 data set Attributes

“D04 - Data set attributes” on page 103

D05 DASD EXCP Summary

“D05 - DASD EXCP summary” on page 104
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For information about

See

D06 DASD VSAM Statistics

“D06 - DASD VSAM statistics” on page 107

D07 DASD Activity Timeline

“D07 - DASD activity timeline” on page 110

D08 DASD I/O Wait Time

“D08 - DASD I/O wait time” on page 113

D09 VSAM Buffer Pool Usage

“D09 - VSAM buffer pool usage” on page 117

G01 Coupling Facility Summary

“G01 - Coupling facility summary” on page
119

G02 Coupling Facility Mean Times

“G02 - Coupling facility mean times” on page
120

G03 Coupling Facility Total Times

“G03 - Coupling facility total times” on page
121

Performance analysis basics
Some of the concepts that you need to understand in order to effectively interpret
the Application Performance Analyzer performance analysis reports are explained
here.

Sampling and system states
During a Application Performance Analyzer observation session, activity in the
target address space is sampled at the frequency and for the duration which was
specified when the session was requested. Each observation results in data being
recorded which describes an observed System State. The essence of the analysis
reports is the aggregation of System States and attribution of these aggregates to
various System Objects. For example, CPU Executing is a type of System State and
a Load Module is a type of System Object; a report might quantify observations of
CPU Executing and attribute these quantities to various Load Modules. By
mapping observed system states to system objects, the analysis reports provide a
meaningful picture of how resources are consumed.

Types of system states
Each observation, or “sample,” interrupts and momentarily “freezes” system
activity in the target address space. Information about the state of the interrupted
process (or, often, in the case of a multi-CPU system, processes) is recorded.
System states that can be observed are:
v CPU Executing
v CPU Waiting
v Queued
It is important to understand that an observation session measures activity in a
single address space. When we refer to system states like “CPU Waiting” or “CPU
Unavailable” these states are with respect to the target address space only.
CPU Executing
A CPU was executing machine instructions for the task when the
observation was made. Information about where (in what program)
execution was taking place is captured. Application Performance Analyzer
also determines, and records, whether execution was in Linear or Parallel
mode. Linear mode refers to a state in which one, and only one, task was
executing instructions. Parallel mode refers to a state in which more than

30

IBM Application Performance Analyzer for z/OS: User’s Guide

one task was executing concurrently. Parallel mode occurs when two or
more CPUs were executing instructions for the target address space at the
same time.
CPU Waiting
A task was in a wait state. The task was waiting for an event (such as
completion of an I/O operation) to occur.
Queued
The “Queued” state refers to a task (TCB) that was observed as
dispatchable but was not executing instructions because no CPU was
available. A measurement showing a high percentage of queued
observations could imply an overall shortage of CPU resources. This would
also occur in an address space in which the number of dispatchable tasks
exceeds the number of physical CPUs.
Unavailability of memory can also cause the Queued state.

System objects
System Objects are objects to which quantified observations of systems states can
be attributed. The following are the basic system objects:
v Load Modules
v TCBs
v DD Names
v DASD Volumes
v SVCs
v MQSeries Queue Names

Quantities expressed as percentages
The performance analysis reports express most quantified data as percentages. In
most cases, absolute values (for example, actual number of observations in which
execution was in DB2 services) would not, by themselves, be particularly
meaningful. This is because the total number of samples chosen for an observation
session is somewhat arbitrary. The percentage of activity attributed to a system
object, on the other hand, provides a much better measure of the impact of that
system object on performance. Furthermore, when expressed as percentages,
quantification is likely to remain roughly equal if the sampling frequency and
duration parameters are varied.
In order to effectively interpret the performance analysis reports it is important
that you understand how these percentages are computed. The formulae vary
depending upon what type of system activity is reported.
CPU Time Percentage
The percentage expresses the ratio of attributed CPU to the total CPU time
observed. This is computed in accordance with the following formula:
Number of Attributed “CPU EXECUTING” Observations
_____________________________________________________ * 100 Total
Number of "CPU EXECUTING" Observations
Note that observations of CPU Waiting and CPU Unavailable are excluded
from the calculation. The objective is to report the relative demand placed
on CPU resources by system objects.
I/O Activity Percentage of Time
The percentage reported for I/O activity expresses the ratio of time during
Chapter 3. Performance analysis reports
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which attributed I/O operations were active to the total observation
session elapsed time. Consider an example in which 10,000 observations
were made during a 60 second interval. Suppose during 1,500 of these
observations, I/O was found to be active for a file with DDNAME=SYSIN.
15 percent would be reported as the I/O activity percentage of time
attributed to SYSIN.
Parallel Activity
Application Performance Analyzer will report information about parallel
activity. Examples of parallel activity are:
I/O activity during which concurrent CPU execution is observed.
Concurrent I/O activity is observed for multiple devices.
Concurrent CPU execution is observed. This is only possible on a system
with multiple CPUs (a multiprocessor).

Margin of error
A margin of error value is displayed in various reports. The value is expressed as a
percentage and represents a 95 percent confidence interval. What this means is that
in 95 percent of cases (19 out of 20 times) a repetition of the same measurement
will produce results within +/- the indicated number of percentage points. This
value is based entirely on the size of a sample population and reflects only the
statistical error that can be expected from the sample size. It does not take into
account any effects caused by biased sample collection.

Color coding of graphs
Application Performance Analyzer makes extensive use of bar graphs to illustrate
resource usage. The graphs are color coded as follows:
Table 1. Color coding of graphs
Graph Color

Purpose

Green

CPU active

Yellow

CPU wait

White

Resources (memory, dataspace)

Red

DASD I/O

Blue

Service time

Report categories and codes
Application Performance Analyzer reports are each assigned a three character code
consisting of a one letter prefix, followed by a two digit number. The prefix
indicates which category the report belongs to, and the number is a sequence
number within that category.
When you are viewing a report, you can always enter another report’s three
character code on the command line, and that report will also be opened.
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The categories and reports are listed here:
Table 2. Report categories and prefixes
Prefix

Category

Reports

A

Admin/Miscellaneous

A01 Source Program Mapping
A02 Request Printed Reports

S

Statistics/Storage

S01
S02
S03
S04
S05
S06
S07
S08

C

CPU usage analysis

C01 CPU Usage
C02 CPU Usage
C03 CPU Usage
C04 CPU Usage
C05 CPU Usage
C06 CPU Usage
C07 CPU Usage
C08 CPU Usage
Attribution

D

DASD I/O analysis

D01
D02
D03
D04
D05
D06
D07
D08
D09

G

Coupling facility

G01 Coupling Facility Summary
G02 Coupling Facility Mean Times
G03 Coupling Facility Total Times

W

CPU WAIT analysis

W01 Wait Time by Category
W02 Wait Time by Module
W03 Wait Time Referred
Attribution

I

IMS measurement

I01 IMS DL/I Call CPU Time
I02 IMS DL/I Call Service Time

E

CICS measurement

E01 CICS Session Statistics
E03
E04
E05
E06
E07

Measurement Profile
Load Module Attributes
Load Module Summary
TCB Summary
Memory Usage Timeline
Data Space Usage Timeline
TCB Execution Summary
Processor Utilization Summary
by Category
by Module
by Code Slice
by Timeline
Task/Category
Task/Module
by Procedure
Referred

DASD Usage by Device
DASD Usage by DDName
DASD Usage by data set
data set Attributes
DASD EXCP Summary
DASD VSAM Statistics
DASD Activity Timeline
DASD I/O Wait Time
VSAM Buffer Pool Usage

CICS
CICS
CICS
CICS
CICS

CPU Usage by Txn
MeanService Time by Txn
Total Service Time by Txn
Servoce Time by Task ID
Wait by Txn
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Table 2. Report categories and prefixes (continued)
Prefix

Category

Reports

F

DB2 measurement

F01 DB2 Measurement Profile
F02 DB2 SQL Activity Timeline
F03 DB2 SQL Activity by DBRM
F04 DB2 SQL Activity by Statement
F05 DB2 SQL Activity by Plan
F06 DB2 SQL Statement Attributes
F07 DB2 SQL Wait Time by DBRM
F08 DB2 SQL Wait Time by
Statement
F09 DB2 SQL Wait Time by Plan
F10 DB2 SQL CPU/Svc Time by
DBRM
F11 DB2 SQL CPU/Svc Time by
Stmt
F12 DB2 SQL CPU/Svc Time by
Plan
F13 DB2 SQL Threads Analysis
F14 DB2 CPU Usage by Plan/Proc

Q

MQSeries measurement

Q01 MQSeries Activity Summary
Q02 MQSeries CPU Usage by
Queue
Q03 MQSeries CPU Usage by
Request
Q04 MQSeries CPU Usage by Txn
Q05 MQSeries Serv Time by Queue
Q06 MQSeries Serv Time by
Request
Q07 MQSeries Serv Time by Txn
Q08 MQSeries Wait Time by Queue
Q09 MQSeries Wait Time by
Request
Q10 MQSeries Wait Time by Txn

S01 - Measurement profile
Usage
Use this report to see a general overview of the measurement. This is a good
report to examine first when analyzing a measurement. It provides an at-a-glance
summary of various aspects of the measurement data and helps you choose which
other reports to concentrate on. The first section of this report consists of a series of
mini performance graphs illustrating various types of activity that was measured.
This is followed by a section that reports measurement values.

Performance graphs
These are histograms quantifying measurement data. To the right of each graph,
report codes of reports that show related and more detailed information are
displayed. These are point-and-shoot fields. You can display the report by skipping
the cursor to one of these fields and by pressing the ENTER key.
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Overall CPU activity
Under heading

This is displayed

Samples

The number of samples done during the measurement upon
which this graph is based. This number represents 100 percent
of the data upon which the graph is based and is used as the
divisor to compute the percentages shown in other lines in the
graph. This number is sometimes slightly smaller than the total
number of samples. Only those samples in which any TCBs
existed are included in this count. Non-TCB samples can occur
very early in a job step when the system is still initializing the
step.

CPU Active

The number of samples during which the CPU was actively
processing one or more TCBs. This value represents the
percentage of time during which CPU activity was occurring in
the address space.

WAIT

The number of samples during which all TCBs were in a WAIT.

Queued

The number of samples during which no CPU activity was
taking place because no resources (CPU or memory) were
available to service the address space. At least one TCB was
dispatchable and not in a WAIT.

CPU usage distribution
Under Heading

This is Displayed

CPU Active

The number of observations of CPU active TCBs. This number
represents 100 percent of the data upon which the graph is
based and is used as the divisor to compute the percentages
shown in other lines in the graph. This value is different from
the “samples” value reported in the “Overall CPU Activity”
graph because multiple concurrent CPU active TCBs (multiple
CPUs executing concurrently) are counted separately here. This
quantification represents the overall consumption of CPU time.

Application

The number of observations of CPU active TCBs while executing
in application modules.

System

The number of observations of CPU active TCBs while executing
in system modules.

DB2 SQL

The number of observations of CPU active TCBs while servicing
SQL requests.

Data Mgmt

The number of observations of CPU active TCBs while servicing
data management requests.

Unresolved

The number of observations of CPU active TCBs while executing
in addresses that could not be resolved to module names.
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CPU modes
Under Heading

This is Displayed

CPU Active

The number of observations of CPU active TCBs. This number
represents 100 percent of the data upon which the graph is
based and is used as the divisor to compute the percentages
shown in other lines in the graph. This value is different from
the “samples” value reported in the “Overall CPU Activity”
graph because multiple concurrent CPU active TCBs (multiple
CPUs executing concurrently) are counted separately here. This
quantification represents the overall consumption of CPU time.

Supv Mode

The number of observations of CPU active TCBs while the
system was in supervisor (privileged) mode (usually system
routines).

Prob Mode

The number of observations of CPU active TCBs while the
system was in problem state. Applications normally execute in
problem state.

In SVC

The number of observations of CPU active TCBs while the
system was executing in an SVC (supervisor call) routine.

AMODE 24

The number of observations of CPU active TCBs while the
system was in 24 bit addressing mode.

AMODE 31

The number of observations of CPU active TCBs while the
system was in 31 bit addressing mode.

AMODE 64

The number of observations of CPU active TCBs while the
system was in 64 bit addressing mode.

User Key

The number of observations of CPU active TCBs while the
system was in user storage key (key 8).

System Key

The number of observations of CPU active TCBs while the
system was in a system storage protection key.

Most active DB2 plans
This graph is shown only if DB2 measurement data was recorded. It shows the
most active DB2 plan names. Up to five DB2 plans are reported.
Under Heading

This is Displayed

Samples

The number of samples done during the measurement upon
which this graph is based. This number represents 100 percent of
the data and is used as the divisor to compute the percentages
shown for each Package or DBRM.

DB2 Package or DBRM
Name

The number of samples during which SQL servicing was
occurring against SQL statements defined in the indicated
Package or DBRM.

Most active packages/DBRMs
This graph is shown only if DB2 measurement data was recorded. It shows the
most active DB2 Packages/DBRMs. Up to 5 DB2 Package names or DBRM names
are reported. A DBRM name is shown instead of a Package name in the event the
DBRM was bound directly to the Plan instead of to a Package.
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Under Heading

This is Displayed

Samples

The number of samples done during the measurement upon
which this graph is based. This number represents 100 percent
of the data and is used as the divisor to compute the
percentages shown for each Package or DBRM.

DB2 Package or DBRM
Name

The number of samples during which SQL servicing was
occurring against SQL statements defined in the indicated
Package or DBRM.

Most active SQL statements
This graph is shown only if DB2 measurement data was recorded. It shows the
most active DB2 SQL statements. Up to five SQL statements are reported.
Under Heading

This is Displayed

Samples

The number of samples done during the measurement upon
which this graph is based. This number represents 100 percent of
the data and is used as the divisor to compute the percentages
shown for each SQL statement.

DBRM: Statement SQL
Function

The number of samples during which SQL servicing was
occurring for the indicated SQL statement. The DBRM name, the
statement number and the type of SQL statement are shown.

Measurement values
This section of the report shows various values relating to the measurement. These
appear under the following categories:
v
v
v
v

Request parameters
Measurement environment
Measurement statistics
CPU consumption

Request parameters
These values were established when the measurement was requested.
Under Heading

This is Displayed

Request number

The unique four-digit identifier assigned to the measurement.

Description

A description specified when the measurement was requested.

Sample File DSN

The data set name of the measurement file.

Retention

The date upon which the measurement file is to be deleted by
Application Performance Analyzer.

Requesting user

The TSO user ID of the user that requested the measurement.

Time of request

The time of day the request was made.

Date of request

The date upon which the request was made.

Job name

The name of the job that was specified to be measured.

Step name/number

The step name or step number that was specified to be
measured, if applicable.

Step program

The name of the step program that was specified to be
measured, if applicable.

Number of samples

The number of samples specified.
Chapter 3. Performance analysis reports
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Under Heading

This is Displayed

Duration

The specified measurement duration.

Data extractors

The specified data extractors (DB2, CICS, etc.)

Active/pending

Indicates whether the measurement request specified an active
job (an immediate measurement) or one that was to run later
when execution of the job step is detected.

Proc step name

The procedure step name, if specified.

Delay time

The number of seconds specified for which the start of the
measurement was to be delayed from the start of the job step.

Measurement environment
Values relating to the environment in which the measurement took place are
reported here.
Under Heading

This is Displayed

Job name

The name of the measured job.

Job number

The job number of the measured job assigned by JES.

Step name

The name of the measured step.

ASID

The ASID (address space ID) of the measured job.

DB2 attach type

The type of DB2 attachment, if DB2 data recorded.

Region size <16MB

The region size in the 24 bit address range.

Region size >16mb

The region size above the 24 bit address range.

Step program

The name of the measurement step program (specified in the
EXEC JCL statement).

Region type

The type of region (Batch, TSO, IMS, CICS, etc.) measured.

System ID

The system identifier of the system on which the measurement
took place.

SMFID

The SMF ID assigned to the system on which the measurement
took place.

O/S Level

The operating system and level.

Application Performance The version of Application Performance Analyzer that
Analyzer vers.
performed the measurement.
Nbr of CPUs

The number of CPUs in the system on which the measurement
took place.

CPU rate factor

The factor used to determine CPU performance.

MIPS per CPU

The speed, in machine instructions per second, of one CPU. This
is derived using the CPU rate factor.

CPU model

The CPU model number.

CPU version

The CPU version.

SUs per second

The number of service units per CPU second.

Measurement statistics
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Under Heading

This is Displayed

Start time

The time at which the measurement was initiated.
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Under Heading

This is Displayed

End time

The time at which the measurement ended.

Start date

The date upon which the measurement was initiated.

End date

The date upon which the measurement ended.

Total samples

The total number of samples taken during the measurement.

Duration

The duration of the measurement in minutes and seconds.

Sampling rate

The overall sampling rate expressed in samples per second.

Sample file size

The size of the measurement file in megabytes.

CPU/WAIT samples

The number of samples in which CPU activity was observed or
all TCBs were in wait state. Excluded from this count are
samples in which no CPU activity was observed and one or
more TCBs were dispatchable.

TCB samples

The number of samples in which TCBs existed. This number
might be slightly smaller than the total number of samples. This
occurs when some samples were taken at the beginning of a job
step before the step initialization had completed.

Meas significance

The ratio of the number of CPU/WAIT samples to the number
of TCB samples. This is a measure of the quality of the
measurement data. A low value indicates that CPU resources
were unavailable to service the job step.

CPU queued samples

The number of samples in which no activity was occurring in
the address space due to the unavailability of CPU resources.

Pages in

The number of page-in operations that occurred during the
measurement interval.

Pages out

The number of page-out operations that occurred during the
measurement interval.

EXCPs

The number of EXCPs processed during the measurement
interval.

CPU consumption
Under Heading

This is Displayed

CPU active samples

The number of samples in which CPU activity (one or more
CPUs) was observed.

CPU active time

The percentage of the measurement interval during which CPU
activity was observed.

CPU wait samples

The number of samples in which all TCBs were in wait state.

CPU wait time

The percentage of the measurement interval during which all
TCBs were in wait state.

CPU time TCB

The number of CPU seconds consumed in TCB mode during the
measurement interval.

CPU time SRB

The number of CPU seconds consumed in SRB mode during the
measurement interval. This does not include any SRB time
consumed by the Application Performance Analyzer
measurement task.

Service units

The number of service units based on the CPU TCB and CPU
SRB consumption.
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Under Heading

This is Displayed

Measurement SRB

The number of CPU seconds in SRB mode consumed by the
Application Performance Analyzer measurement task in the
measured address space.

Sample reports
A sample report is shown here, it is divided into three segments as it is scrolled
down.
File View Navigate Help
-------------------------------------------------------------------------------S01: Measurement Profile (3279)
Row 00001 of 00092
Command ===> __________________________________________________ Scroll ===> CSR
+Overall CPU Activity -------------------------------+
| Samples
4,000 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’|
| CPU Active
1,197
29.9% =====
|
| WAIT
2,620
65.5% ============
|
| Queued
183
4.5% =
|
+----------------------------------------------------+

+Reports: ---------------+
| C01 C02 C03 C05
|
| C07 W01 W02
|
|
|
|
|
+------------------------+

+CPU Usage Distribution -----------------------------+
| CPU Active
1,197 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’|
| Application
0
0.0%
|
| System
71
5.9% =
|
| DB2 SQL
1,126
94.0% ===================== |
| Data Mgmt
0
0.0%
|
| Unresolved
0
0.0%
|
+----------------------------------------------------+

+Reports: ---------------+
| C01 C05 W01
|
|
|
|
|
|
|
|
|
|
|
+------------------------+

+CPU Modes ------------------------------------------+
| Active CPU
1,197 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’|
| Supv Mode
1,196
99.9% ====================== |
| Prob Mode
1
0.0% =
|
| In SVC
63
5.2% =
|
| AMODE 24
1
0.0% =
|
| AMODE 31
1,196
99.9% ====================== |
| User Key
1
0.0% =
|
| System Key
1,196
99.9% ====================== |
+----------------------------------------------------+

+Reports: ---------------+
| S08
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
+------------------------+

Scrolling down, sample report S01 continued:
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File View Navigate Help
-------------------------------------------------------------------------------S01: Measurement Profile (3279)
Row 00029 of 00092
Command ===> __________________________________________________ Scroll ===> CSR
+Most Active DB2 Plans -----------------------------------------+
| Samples
4,000 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’|
| TRSAMP
1,126
28.1% =====
|
+---------------------------------------------------------------+
+Most Active Packages/DBRMs ------------------------------------+
| Samples
4,000 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’|
| TRSPA
1,126
28.1% =====
|
+---------------------------------------------------------------+
+Most Active SQL Statements ------------------------------------+
| Samples
4,000 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’|
| TRSPA:00039 SELECT
1,258
31.4% =======
|
+---------------------------------------------------------------+

+Reports: ---+
| F04
|
|
|
+------------|

+Request parameters-----------------------------------------------------------+
| Request number
3279
|
| Description
Stored Procedures
|
| Sample file DSN
BNPF.SST.USER3.R3279.DSN1WLM.SF
|
| Retention
Retain until deleted by user
|
|-----------------------------------------------------------------------------|
| Requesting user
AGM01
| Nbr of samples
4,000
|
| Time of request
14:47:25
| Duration
40 sec
|
| Date of request
Tue Nov-23-2004 | Data extractors
DB2,DB2+
|
| Job name
DSN1WLFM
| Active/pending
Active
|
| Step name/number
n/a
| Proc step name
n/a
|
| Step program
n/a
| Delay time
none
|
+-----------------------------------------------------------------------------+

Scrolling down, sample report S01 continued:
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File View Navigate Help
-------------------------------------------------------------------------------S01: Measurement Profile (3279)
Row 00058 of 00092
Command ===> __________________________________________________ Scroll ===> CSR
+Measurement environment-------------------------------------------------------+
| Job name
DSN1WLM
| Region size <16MB 9,192K
|
| Job number
STC07757
| Region size >16MB 1,695,744K
|
| Step name
DSN1WLM
| Step program
DSNX9WLM
|
| ASID
1,082
| Region type
DB2 Stored Proc
|
| DB2 Attach type
RRSAF
|
|
|------------------------------------------------------------------------------|
| System ID
X235
| Vers. 2.200A
|
| SMFID
X235
|
|
| O/S level
z/OS 01.05.00
|
|
|------------------------------------------------------------------------------|
| Nbr of CPUs
2
| CPU model
1247
|
| CPU rate factor
6,015
| CPU version
0A
|
| MIPS per CPU
54
| SUs per second
2660.0
|
+------------------------------------------------------------------------------+
+Measurement statistics--------------------------------------------------------+
| Start time
14:47:25
| Start date
Tue Nov-23-2004
|
| End time
14:48:05
| End date
Tue Nov-23-2004
|
|------------------------------------------------------------------------------|
| Total samples
4,000
| Duration
39.98 sec
|
| Sampling rate
100.05 per sec
| Sample file size
0.49MB
|
| CPU/WAIT samples
3,817
| Meas significance 95.42%
|
| TCB samples
4,000
| CPU queued samples 183
|
|------------------------------------------------------------------------------|
| Pages in
0
| EXCPs
72
|
| Pages out
0
|
|
+------------------------------------------------------------------------------+
+CPU consumption---------------------------------------------------------------+
| CPU active samples 1,197
| CPU time TCB
0.01 sec
|
| CPU active time
29.92%
| CPU time SRB
0.50 sec
|
| CPU WAIT samples
2,620
| Service Units
1,356
|
| CPU WAIT time
65.50%
| Measurement SRB
1.97 sec
|
+------------------------------------------------------------------------------+

S02 - Load module attributes
This report lists information about each of the load modules for which activity was
measured during the observation session. Various attributes of each of the modules
are reported.
You can specify SETUP options (use the SETUP command) to exclude the
following information from the report:
v ESD (External Symbol Dictionary) information.
v Modules loaded in PLPA.
v Modules loaded in the NUCLEUS.
A sample screen is shown here:
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File View Navigate Help
-------------------------------------------------------------------------------S02: Load Module Attributes - 0327
Row 00001 of 01699
Command ===> __________________________________________________ Scroll ===> CSR
SORT by name enter: SN, by load address: SA, by size: SS, by loadlib: SL
Information reported for 153 load modules. (SETUP has excluded 105 modules).
Module Information for ISFMAIN
Load Address
08B74D90 to 08B75FFF
Module Size
4,720
Attributes
REUS,RENT,APFLIB
Module Location JPA
Loadlib DDNAME
-LNKLSTLoad Library
ISF.SISFLOAD
ESD Information for ISFMAIN
External Offset Length
ISFMAIN
000000
4714

Start Addr End Addr
08B74D90
08B75FF9

Module Information for ISFVTBL
Load Address
08D6E480 to 08EDDFFF
Module Size
1,506,176
Attributes
REUS,RENT,APFLIB
Module Location JPA

You can place your cursor on the SORT field and enter any of the following four
sort codes to re-sort the report:
v SN By Name
v SA By Load Address
v SS By Size
v SL By Loadlib

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up window will be displayed:
File View Navigate Help
_ +--------------------------------------------------------------------+ -----------S | Options for Load Module Attributes
| 001 of 00957
C |
| 11 ===> CSR
| Enter "/" to select an option
|
S |
_ Omit display of ESD information
| ib: SL
I |
_ Omit Nucleus modules from report
|
|
_ Omit PLPA modules from report
|
M |
|
|
|
|
|
|
|
|
|
|
|
E |
|
+--------------------------------------------------------------------+

Use these options to trim down your report by omitting information that you are
not interested in. You can omit ESD information, Nucleus modules, or PLPA
modules.
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S03 - Load module summary
This report lists the load modules for which activity was measured during the
observation session. For further details about a particular module, enter the ++ line
command.
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------S03: Load Module Summary (0363)
Row 00025 of 00041
Command ===> __________________________________________________ Scroll ===> CSR
Module
Locn Address
IGG0191A
PLPA 00D8F000
IGVVSTOR
NUC
012D4558
IGWBBMF1
PLPA 0498E000
IGWCCA00
PLPA 049F3000
IGWDADc0
PLPA 04A14000
IGWDDSC0
PLPA 04A57000
IGWIIIMF
PLPA 04ADF000
IGWLSSLS
PLPA 04BA6000
IGZCEV5
JPA
08B0ED08
IGZCPAC
JPA
08B133D8
IGZEINI
JPA
00008038
IGZEPLF
JPA
0000A780
IGZEQBL
JPA
000457C0
IGZEQOC
JPA
00048328
IOSVSSCQ
NUC
0111B880
IRRMNGR
PLPA 04D11000
COB01
JPA
08B00B38

Size(bytes)
16,000
3,768
412,976
133,544
139,736
116,216
160,584
46,000
17,144
379,944
8,136
2,176
10,304
7,384
4,136
170,608
5,320
RU

Attributes

DDName

Load Library

RU
RU
RU
RU
RU
RU

-LNKLST-

CEE.SCEERUN

-LNKLST-LNKLST-LNKLST-LNKLST-

CEE.SCEERUN
CEE.SCEERUN
CEE.SCEERUN
CEE.SCEERUN

RN
RN
RN
RN
RN
RN

STEPLIB

BNPF.UTIL.LOADLIB

Detail line descriptions
Each line reports values under the following headings:
v Module
v Locn
v Address
v Size(bytes)
v Attributes
v DDName
v Load Library
Module
This is the module name.
Location
This is the location where the module was loaded — JPA, PLPA, or
NUCLEUS.
Address
This is the address where the module was loaded. If it is below the line, it
is displayed in yellow, above the line addresses are displayed in green.
Size

This is the size of the module in bytes.

Attributes
This is the attributes of the module – RU=reusable, RN=reentrant,
APF=APF-authorized.
DDName
This is the DDName of the load library from which the module was
loaded.
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Load Library
This is the data set name of the load library from which the module was
loaded.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized here:

on objects
Cmd

When Applied To Object

Action

?

Load Module

Display context help info.

++

Load Module

Show additional details.

on headings
Cmd

When Applied To Object

Action

?

Load Module

Display context help info.

SN

Module

Sort report by module name.

SS

Module

Sort report by module size.

SA

Module

Sort report by module load address.

SL

Module

Sort report by module load library

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
|
|
| Module Information for IGG0191A
|
|
Load Address
00D89000 to 00D8CE7F
|
|
Module Size
16,000
|
|
Attributes
NOREUS,NORENT
|
|
Module Location PLPA
|
|
Program Group
MVS System
|
|
Subgroup
MVS Services
|
|
Function
Data Management services
|
|
|
| ESD Information for IGG0191A
|
|
External Offset Length Start Addr End Addr
|
|
IGG0191A 000000
2292
OOD89000
00D898F3
|
|
IGG0196I 0008F8
932
OOD898F8
00D89C9B
|
|
IGG0196A 000CA0
1186
OOD89CA0
00D8A141
|
|
IGG0196Q 001148
1984
OOD8A148
00D8A907
|
|
IGG0191N 001908
2700
OOD8A908
00D8B393
|
|
IGG0191Y 002398
668
OOD8B398
00D8B633
|
|
IGG0191B 002638
3254
OOD8B638
00D8C2ED
|
|
IGG0196B 0032F0
1040
OOD8C2F0
00D8C6FF
|
|
IGG0191I 003700
1352
OOD8C700
00D8CC47
|
|
IGG0193I 003C58
564
OOD8CC48
00D8CE7B
|
|
|
+---------------------------------------------------------------------------+
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S04 - TCB summary
Overview
A list of all TCBs (Tasks) which were active at any time during the observation
session is reported. The list is arranged in hierarchical sequence with ATTACHed
subtasks indented relative to the parent tasks that performed the ATTACH
functions.
A sample TCB Summary report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------S04: TCB Summary (0756)
Row 00001 of 00005
Command ===> __________________________________________________ Scroll ===> CSR
TCB_Name
IEAVAR00-002
> IEAVTSDT-003
> IEESB605-004
> IEFIIC-005
> LPFRAYV4-001

Address
8FE0A8
8FFE88
8FFBF8
8FB7F0
8FB330

Samples

CPU Active

CPU WAIT

Queued

0
0
0
0
3996

75.75%

8.23%

16.01%

Detail line descriptions
Each line reports values under the following headings.
v TCB Name
v Address
v Samples
v CPU Active
v CPU WAIT
v Queued
TCB Name
This is the name of the program associated with the task; the one specified
to the ATTACH function. An index value is also appended to the name.
This is a sequence number that Application Performance Analyzer assigned
to each unique TCB that it observed. The value is useful for distinguishing
between more than one TCB with the same name (same program
ATTACHed).
Address
This is the address of the TCB. Only 6 hexadecimal digits are shown as
TCBs always reside below the 16MB line.
Samples
This is the number of samples in which the TCB was observed.
CPU Active
This is the number of samples in which the CPU was active (instruction
execution was in progress) in this TCB.
CPU WAIT
This is the number of samples in which the Task was waiting.
Queued
This is the number of samples in which the TCB was observed in Queued
status; it was ready to execute but no CPU was available.
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Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

TCB Name

Display context help info.

++

TCB Name

Show additional details.

C01

TCB Name

Display C01 report subset.

C02

TCB Name

Display C02 report subset.

C03

TCB Name

Display C03 report subset.

This report does not have any line commands on headings.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ----------------- |
| |
> LPFRAYV4-001
8FB330
3996
75.75%
8.23% 1 |
| +------------------------------------------------------------------------ |
|
|
|
|
| TCB Information for LPFRAYV4-001
|
|
|
|
Nbr of Samples
3996
|
|
Active CPU Samples
3027
|
|
WAIT Samples
329
|
|
Queued CPU S amples
640
|
|
|
|
Session CPU Time
17.778 seconds
|
|
Accumulated CPU Time 17.778 seconds
|
|
Task ATTACHed by
IEFIIC-005
|
|
Time to ATTACH
*UNKNOWN*
|
|
|
+---------------------------------------------------------------------------+

S05 - Memory usage timeline
Overview
This timeline analysis breaks the observation session duration into a number of
(approximately) fixed-length, chronological time intervals. Each line represents one
of these intervals. By default, 15 intervals are reported, each representing
approximately the same number of samples. This illustrates any progressive
resource usage trends. The value under the heading Storage quantify the number
of Page Frames, which were allocated to the address space during the interval.
A sample Memory Usage Timeline report is shown here:
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File View Navigate Help
-------------------------------------------------------------------------------S05: Memory Usage Timeline (0644)
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
SEQN

Seconds

0001
0002
0003
0004
0005
0006
0007
0008
0009
0010
0011
0012
0013
0014
0015

0.069
0.205
0.256
0.180
0.184
0.209
0.201
0.205
0.205
0.209
0.227
0.201
0.193
0.214
0.111

Storage <----1380K------------------------------------2530K-->
*....+....+....+....+....+....+....+....+....+....+....*
1548K =======
1660K ============
2040K ===========================
2040K ===========================
2040K ===========================
2104K ================================
2144K ===================================
2188K ======================================
2280K =========================================
2380K ==============================================
2404K ================================================
2432K =================================================
2408K ================================================
2176K ================================
1556K ======

Detail line descriptions
Each line reports values under the following headings:
v SEQN
v Seconds
v Storage
SEQN This is the sequence number of the interval. Intervals are numbered 0001,
0002, etc.
Seconds
This is the duration of the interval in seconds.
Storage
This is the amount of central storage allocated to the address space. In
other words, Real Storage (or “Page Frames”). This is an effective
measurement of the address space’s demand on central storage. The value
is expressed in units of kilobytes (1024 bytes). Each line shows the
maximum value observed during the particular interval. These page
frames include paged-in storage for conventional allocations (for example,
obtained by GETMAIN) as well as Dataspaces and Hiperspaces.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
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Cmd

When Applied To Object

Action

?

SEQN (sampling interval)

Display context help info.

++

SEQN (sampling interval)

Show additional details.

C01

SEQN (sampling interval)

Display C01 report subset.

C02

SEQN (sampling interval)

Display C02 report subset.

C03

SEQN (sampling interval)

Display C03 report subset.
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This report does not have any line commands on headings.

S06 - Data space usage timeline
Overview
This timeline analysis breaks the observation session duration into a number of
(approximately) fixed-length, chronological time intervals. Each line represents one
of these intervals. By default, 15 intervals are reported, each representing
approximately the same number of samples. This illustrates any progressive
resource usage trends. The value under the heading Storage quantify the number
of Page Frames which were allocated to the address space during the interval.
A sample of the Data Space Usage Timeline report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------S05: Memory Usage Timeline (0656)
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
SEQN

Seconds

0001
0002
0003
0004
0005
0006
0007
0008
0009
0010
0011
0012
0013
0014
0015

10.314
9.106
8.657
9.146
9.140
9.083
8.806
7.417
6.975
6.743
6.465
6.447
6.462
6.418
6.514

Storage <-------0K------------------------------------345520K-->
*....+....+....+....+....+....+....+....+....+....+....*
245572K ========================================
343232K ======================================================
245572K ========================================
343444K ======================================================
245572K ======================================================
245572K ======================================================
245572K ========================================
245572K ========================================
245572K ========================================
245572K ========================================
245572K ========================================
245572K ========================================
245572K ========================================
245572K ========================================
245572K ========================================

Detail line descriptions
Each line represents reports values under the following headings.
v SEQN
v Seconds
v Storage
SEQN This is the sequence number of the interval. Intervals are numbered 0001,
0002, etc.
Seconds
This is the duration of the interval in seconds.
Storage
This is the amount of virtual storage allocated to the address space for
user-key Data Spaces. The value is expressed in units of kilobytes (1024
bytes). Each line shows the maximum value observed during the particular
interval.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).
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on objects
Cmd

When Applied To Object

Action

?

SEQN (sampling interval)

Display context help info.

++

SEQN (sampling interval)

Show additional details.

C01

SEQN (sampling interval)

Display C01 report subset.

C02

SEQN (sampling interval)

Display C02 report subset.

C03

SEQN (sampling interval)

Display C03 report subset.

This report does not have any line commands on headings.

S07 - TCB execution summary
Overview
A list of all TCBs (Tasks) which were active at any time during the observation
session is reported. The list is arranged in hierarchical sequence with ATTACHed
subtasks indented relative to the parent tasks that performed the ATTACH
functions.
A sample screen is shown here:
File View Navigate Help
-------------------------------------------------------------------------------S07: TCB Execution Summary (0656)
Row 00001 of 00019
Command ===> __________________________________________________ Scroll ===> CSR

TCB_Name
IEAVAR00-001
> IEAVTSDT-002
> IEESB605-003
> IKJEFT01-004
> IKJEFT02-005
> IKJEFT09-006
> ISPF-007
> ISPTASK-008
> ISPTASK-009
> EX-010
> ALTLIB-015
> FREE-016
> CALL-011
> PMSEL-12
> EXEC-013
> CALL-014
> ALLOC-017
> ALLOC-018
> ALLOC-019

--- CPU Time --Measured TCBTotal <-- Measurement Interval --->
0.0
0.0
0.0
0.0
0.0
0.0
0.9
0.0
8.2
0.1
0.0
0.0
0.1
3.9
0.1
0.0
0.1
0.1
0.1

Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec

2.3
0.0
1.2
0.3
0.4
0.0
32.3
8.5
21.0
0.3
0.0
0.0
0.2
42.3
0.8
0.2
0.1
0.1
0.1

Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec
Sec

System TCB - Not Measured
System TCB - Not Measured
System TCB - Not Measured
==========================
==========================
==========================
==========================
==========================
==========================
============
=
=
==========
==========
=
=
=
=
=

Detail line descriptions
Each line represents reports values under the following headings:
v
v
v
v
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TCB Name
CPU Time – Measured
CPU Time – TCBTotal
Measurement Interval
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TCB Name
This is the name of the program associated with the task; the one specified
to the ATTACH function. An index value is also appended to the name.
This is a sequence number that Application Performance Analyzer assigned
to each unique TCB that it observed. The value is useful for distinguishing
between more than one TCB with the same name (same program
ATTACHed).
CPU Time – Measured
This reports the amount of CPU time used by the Task for the duration of
the observation session. This is accurate to within the span of two sample
intervals.
CPU Time – TCBTotal
This reports the amount of accumulated CPU time used by the Task since
the Task was started up to the time of the end of the observation session.
This is accurate to within one sample interval.
Measurement Interval
A graph is plotted here showing the span of time within the observation
session interval during which the Task was active.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

TCB Name

Display context help info.

++

TCB Name

Show additional details.

C01

TCB Name

Display C01 report subset.

C02

TCB Name

Display C02 report subset.

C03

TCB Name

Display C03 report subset.

S08 - Processor utilization summary
Usage
Use this report to see a breakdown of CPU states observed during the
measurement.

Quantification
Each detail line reports the number of active CPU samples for an indicated CPU
state. This is also expressed as a percentage of the total number of active CPU
samples.
The CPU states are not all mutually exclusive. Overlaps in the counts reported in
different detail lines will occur.
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Under Heading

This is Displayed

Storage key n

The number of active CPU samples in the indicated storage
protect key. A value of 8 indicates user (application) key. Other
values usually indicate execution is in a system routine.

Problem state

The number of active CPU samples in problem state. This is the
usual state for application programs.

Supervisor state

The number of active CPU samples in supervisor state. This
mode allows execution of privileged instructions. This typically
indicates execution in an operating system routine.

Execution in SVC

The number of active CPU samples while executing in SVC
(Supervisor Call) modules.

Execution in real mode

The number of active CPU samples in real mode. There are no
normal operating conditions under which this mode can occur.
The value should always be zero indicating execution in virtual
mode.

Primary-space mode

The number of active CPU samples in which the ASC (AddressSpace Control) bits indicate execution in primary-space mode.

Access-register mode

The number of active CPU samples in which the ASC (AddressSpace Control) bits indicate execution in Access-register (AR)
mode.

Secondary-space mode

The number of active CPU samples in which the ASC
(Address-Space Control) bits indicate execution in
secondary-space mode.

Home-space mode

The number of active CPU samples in which the ASC (AddressSpace Control) bits indicate execution in home-space mode.

Execution on processor
n

The number of active CPU samples in which instructions were
being executed by the indicated processor. Processors in a multiCPU system are numbered 0,1,2,3 ... etc.

In private storage
ABOVE

The number of active CPU samples in which instructions were
located in private storage above the 16MB boundary.

In private storage
BELOW

The number of active CPU samples in which instructions were
located in private storage below the 16MB boundary.

In common storage
ABOVE

The number of active CPU samples in which instructions were
located in common storage above the 16MB boundary.

In common storage
BELOW

The number of active CPU samples in which instructions were
located in common storage below the 16MB boundary.

IBM Application Performance Analyzer for z/OS: User’s Guide

Sample reports
A sample report is shown here.
File View Navigate Help
-------------------------------------------------------------------------------S08: Processor Utilitization Summary (0652)
Row 00001 of 00031
Command ===> __________________________________________________ Scroll ===> CSR
Processor states for 6879 CPU usage measurements
Nbr of
Samples

Percentage

2,884
347
193
4
3,451

41.92%
5.04%
2.80%
0.05%
50.16%

Problem state
Supervisor state

3,357
3,522

48.80%
51.19%

Execution in SVC

3,501

50.89%

0

0.00%

Primary-space mode
Access-register mode
Secondary-sapce mode
Home-space mode

6,879
0
0
0

100.00%
0.00%
0.00%
0.00%

Execution on processor 0
Execution on processor 1

3,660
3,219

53.20%
46.79%

In
In
In
In

1,366
120
2,837
2,556

19.85%
1.74%
41.24%
37.15%

Processor State
Storage
Storage
Storage
Storage
Storage

key
key
key
key
key

0
1
5
7
8

Execution in real-mode

private storage
private storage BELOW
common storage
common storage BELOW

C01 - CPU usage by category
Overview
This report analyzes measured CPU consumption. It attributes CPU consumption
to four general categories:
v APPLCN – Application Code
v SYSTEM – System/OS Services
v DB2SQL – SQL Processing
v DATAMG – Data Management (DASD) Requests
In addition, any execution measured at locations for which no load module name
could be determined is attributed to a third category:
v NOSYMB – No Module Name Found
A sample report is shown below. When the report is first displayed, only the top
level of the hierarchy is visible (Categories APPLCN, SYSTEM, DATAMG, and
NOSYMB). To expand any of these categories to show the next hierarchical level,
you can type the ’+’ line command on the detail line. You can also enter the ’+’
line command on the Name heading to expand the entire report to show all detail
lines in all hierarchical levels.
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File View Navigate Help
-------------------------------------------------------------------------------C01: CPU Usage by Category (0638)
Row 00001 of 00004
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

Percent of CPU time * 10.00% ±1.8%
*....1....2....3....4....5....6....7....8
Application Code
54.36 ===========================
System/OS Services
44.30 ======================
Data Mgmt Processing 1.03 =
No Module Name
0.29

APPLCN
SYSTEM
DATAMG
NOSYMB

Detail line descriptions
Each line represents a System Object – an object to which measured activity is
attributed. These lines are arranged hierarchically. You can expand a line (using the
’+’ line command) to reveal a breakdown into subordinate objects. Each type of
object shown in this report is described here:
Category
Category is the top level in the hierarchy. CPU consumption is categorized
as APPLCN, SYSTEM, DB2SQL, DATAMG, or NOSYMB.
DPA Group
Within a category – usually the SYSTEM category – load modules can be
further arranged into Descriptive Program Attribution (DPA) groups. These
are functional groups like: IMS, DB2, MVS™, SVC, etc.
By entering a ’+’ on the SYSTEM category line:
File View Navigate Help
-------------------------------------------------------------------------------C01: CPU Usage by Category (0638)
Row 00001 of 00004
Command ===> __________________________________________________ Scroll ===> CSR
Name
APPLCN
+YSTEM
DATAMG
NOSYMB

Description

Percent of CPU time * 10.00% ±1.8%
*....1....2....3....4....5....6....7....8
Application Code
54.36 ===========================
System/OS Services
44.30 =====================
Data Mgmt Processing 1.03 =
No Module Name
0.29

The list of objects in this category is expanded to the next level of the
hierarchy to include DPA groups:
File View Navigate Help
-------------------------------------------------------------------------------C01: CPU Usage by Category (0638)
Row 00001 of 00009
Command ===> __________________________________________________ Scroll ===> CSR
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Name

Description

APPLCN
SYSTEM
→ SVC
→ MVS
→ NUCLEUS
→ IMS

Application Code
System/OS Services
SVC Routines
MVS System
Nucleus Modules
IMS Subsystem

DATAMG
NOSYMB

Data Mgmt Processing
No Module Name
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Percent of CPU time * 10.00% ±1.8%
*....1....2....3....4....5....6....7....8
54.36 ===========================
44.30 ======================
42.14 =====================
2.06 ==
0.06
0.03
1.03 ==
0.29

Note: Using the SETUP primary command, you can specify aggregation of
modules into Group or Subgroup. Subgroup offers a more granular,
less inclusive categorization than Group.
In this sample screen Subgroup has been selected in SETUP, note that the
SVC group has now been replaced with SVC subgroups (a subgroup for
each SVC type.)
File View Navigate Help
-------------------------------------------------------------------------------C01: CPU Usage by Category (0638)
Row 00001 of 00012
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

APPLCN
SYSTEM
→ SVCTYPE1
→ SVCTYPE3
→ SVCTYPE4
→ SVCTYPE2
→ MVS
→ NUCLEUS
→ IMS

Application Code
System/OS Services
Type 1 System SVC
Type 3 System SVC
Type 4 System SVC
Type 2 System SVC
MVS System
Nucleus Modules
IMS Subsystem

DATAMG
NOSYMB

Data Mgmt Processing
No Module Name

Percent of CPU time * 10.00% ±1.8%
*....1....2....3....4....5....6....7....8
54.36 ===========================
44.30 ======================
18.94 ========
10.38 =====
8.72 ====
4.09 ===
2.06 =
0.06
0.03
1.03 =
0.29

Name Column
The symbolic name of the Group/Subgroup appears under this
heading.
Description Column
A Group/Subgroup description appears under this heading.
CPU Percent Column
The aggregation of activity measured under the named
Group/Subgroup appears under this heading as a percentage of
CPU time.
Load Module
A load module line appears under a Group/Subgroup line, under a
Category line, or under an SVC line.
For example, to see the load modules under the Group/Subgroup line
CICS, enter + on the CICS object:
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File View Navigate Help
-------------------------------------------------------------------------------C01: CPU Usage by Category (0621)
Row 00001 of 00014
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

Percent of CPU time * 10.00% ±3.8%
*....1....2....3....4....5....6....7....8
SYSTEM
System/OS Services
93.67 =========================================
→ +ICS
CICS Services
47.43 ====================
→ SVCTYPE1
Type 1 System SVC
22.43 =========
→ MVS
MVS System
5.42 ===
→ NUCLEUS
Nucleus Modules
5.27 ===
→ SVCTYPE2
Type 2 System SVC
5.12 ===
→ LEBASE
LE Base Modules
3.61 ==
→ USERSVC
User/Vendor SVC
1.95 =
→ DB2
DB2 Services
1.95 =
→ SM
Storage Manager
0.30
→ LECOBOL
LE COBOL component M 0.15
NOSYMB
APPLCN

No Module Name
Application Code

6.02 ===
0.30

The CICS Group has now been expanded to show load modules in the
next hierarchical level:
File View Navigate Help
-------------------------------------------------------------------------------C01: CPU Usage by Category (0621)
Row 00001 of 00014
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

Percent of CPU time * 10.00% +1.8%
*....1....2....3....4....5....6....7....8
SYSTEM
System/OS Services
93.67 ========================================
→ CICS
CICS Services
47.43 ========================
→ DFHSIP
CICS Services
22.89 ===========
→ DFHAPLI
CICS Services
3.46 ==
→ DFHPGDM
PG domain - intia 3.46 ==
→ DFHFCVS
File access VSAM r 2.86 =
→ DFHZCB
VTAM working set m 2.86 =
→ DFHAIP
CICS Services
2.40 =
→ DFHMNDML
CICS Services
1.35 =
→ DFHMCX
BMS fast path modu 1.35 =
→ DFHZCP
Terminal managemen 1.05 =
→ DFHFCFR
File control file 0.90
→ DFHAPSM
AP domain - transa 0.75

Name Column
The load module name appears under this heading.
Description Column
If a DPA functional description is found for the module name, it is
reported under this heading. Otherwise “Application Program” is
displayed.
CPU Percent Column
The measured CPU execution for this Load Module appears under
this heading.
CSECT (Control Section)
These lines can appear as subordinate, breakdown items under a load
module line. If Application Performance Analyzer was able to find ESD
(External Symbol Dictionary) information, during the measurement
process, for a load module, these items will appear under the load module
and the measured activity will be attributed to them.
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Name Column
The CSECT name appears under this heading.
Description Column
This will display “CSECT in xxxxxxxx” where xxxxxxxx is the
name of the load module to which the CSECT belongs.
SVC (Supervisor Call)
This line shows attribution of measured activity during execution of an
MVS Supervisor Call.
Name Column
“SVC” followed by a 3-digit decimal SVC number (000 to 255)
appears under this heading. For example — ’SVC120’.
Description Column
A description of the SVC service, or the name of the macro which
invokes the SVC appears under this heading. For example:
“GETMAIN/FREEMAIN.”
SQL Statement
This item attributes measured activity to a DB2 SQL statement.
Name Column
A sequence number is assigned by Application Performance
Analyzer to each unique SQL statement observed during the
measurement. This sequence number is shown in the name field. It
is possible for some sequences numbers to be missing (sequence
gaps) from the report. This will occur if a sequence number was
assigned to SQL statements but no CPU activity was measured for
these statements.
Description Column
The name of the program that issued the SQL request followed by
the precompiler statement number (enclosed in parentheses) is
shown here. This is followed by the SQL function (e.g. SELECT,
INSERT, COMMIT).
Unresolved Address
This item attributes measurement activity to a range of addresses for which
a corresponding load module name could not be determined.
Name Column
Activity observed in a 4096 (4K) byte range of addresses is
reported in an Unresolved Address line. This range is expressed in
the format “HHHHHxxx” where HHHHH are the 5 high order
hexadecimal digits of the address. For example: ’08915xxx’ means
the range from 08915000 to 08915FFF.
Description Column
“Unresolved Address” appears under this heading.

Subset reports
This report can generate subset reports for any detail line. By entering a report
code on a detail line, a pop-up subset report is displayed for this item. The item
selected is scaled to 100 percent. The available subset reports are listed below in
“Line commands, on objects”.
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Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

Category, Load Module, SVC, CSECT, Display context help info.
SQL command, Unresolved Address.

++

Category, Load Module, SVC, CSECT, Show additional details.
SQL command, Unresolved Address.

+

Category, Load Module, SVC, SQL
command.

Expand to reveal next level.

–

Category, Load Module, SVC, SQL
command.

Collapse to hide next level.

SV

SV Category, SVC, SQL command.

Sort next level by value.

SN

Category, SVC, SQL command.

Sort next level by name.

M

Load Module, CSECT.

Display load module info.

P

CSECT, SQL command.

Display source program mapping.

C01

Category, Load Module, SVC, CSECT, Display C01 report subset.
SQL command, Unresolved Address.

C02

Category, Load Module, SVC, CSECT, Display C02 report subset.
SQL command, Unresolved Address.

C03

Category, Load Module, SVC, CSECT, Display C03 report subset.
SQL command, Unresolved Address.

C08

Category, Load Module, SVC, CSECT, Display C08 report subset.
SQL command, Unresolved Address.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size.

+

Percent CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent CPU Zoom out scale

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up window will be displayed:
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File View Navigate Help
+---------------------------------------------------------------------------+
C| Options for CPU Analysis by Category
|
C|
|
| Enter "/" to select an option
|
N|
/ Report modules by "Group". Unselect to report
|
|
by "SubGroup". Group is a higher level (more
|
S|
inclusive) categorization than SubGroup.
|
A|
|
N|
/ Show the DB2SQL category in which CPU time
|
|
attributed to SQL processing is shown.
|
|
|
| Minimum CPU Percentage . . . . . . . . . .
0.00
|
|
This is the minimum percentage of CPU
|
|
activity measured for which an item is
|
|
to be included in the report.
|
|
|
+---------------------------------------------------------------------------+

-----------001 of 00003
ll ===> CSR
10.00%)
..6....7....8

Reporting by Group / SubGroup
This option allows you to aggregate modules into Group or SubGroup.
SubGroup offers a more granular, less inclusive categorization than Group.
For example, when reporting by Group, all SVCs would be reported under
the “SVC” Group. When reporting by SubGroup, SVCs would be reported
under SubGroups such as SVCTYPE1, SVCTYPE2, etc.
Show the DB2SQL category
This shows activity attributed to DB2 SQL statements. If it is not selected,
the activity will instead be included in the appropriate system modules in
the SYSTEM category. This is not available for CICS measurements.
Minimum CPU Percentage
You can set this option to eliminate modules where the CPU percentage is
below a certain threshold.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected -------------+
|
| | → SVCTYPE1 Type 1 System SVC
18.94 =====
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 18.94% quantification represents 569 measurements
|
|
of CPU usage grouped under Type 1 System SVC
|
|
from a total of 3,004 CPU usage measurements.
|
|
|
| Processor states for the 569 CPU usage measurements
|
|
Nbr of
|
|
Processor State
Samples Percentage
|
|
|
|
Storage key 0
544
95.60%
|
|
Storage key 8
25
4.39%
|
|
|
|
Problem state
0
0.00%
|
|
Supervisor state
569
100.00%
|
|
|
|
Execution in SVC
569
100.00%
|
|
|
|
Execution in real-mode
0
0.00%
|
|
|
|
Primary-space mode
569
100.00%
|
|
Access-register mode
0
0.00%
|
|
Secondary-space mode
0
0.00%
|
|
Home-space mode
0
0.00%
|
|
|
|
Execution on processor 0
289
50.79%
|
|
Execution on processor 1
280
49.20%
|
|
|
|
In private storage
0
0.00%
|
|
In private storage BELOW
0
0.00%
|
|
In common storage
348
61.15%
|
|
In common storage BELOW
221
38.84%
|
|
|
+---------------------------------------------------------------------------+

C02 - CPU usage by module
Overview
This report analyzes measured CPU consumption. It attributes CPU consumption
to load modules.
In addition, any execution measured at locations for which no load module name
could be determined is attributed to hexadecimal address ranges.
A sample report as it is initially displayed, with no expansion, is shown here:
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File View Navigate Help
-------------------------------------------------------------------------------C02: CPU Usage by Module (0656)
Row 00001 of 00207
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

ISRSUPC
C0020
IGG0193B
IGDDCFSR
ISPMAIN
C0325
ISPSUBS
C0200
IOSVSSCQ
IAXPQ
IAXVF
IAXVP
IEAVESVC
IECVEXCP
C0399
C0310

Application Progr
Application Progr
QSAM/BSAM Process
Storage Managemen
Application Progr
Application Progr
Application Progr
Application Progr
Nucleus Routine
Nucleus Routine
Nucleus Routine
Nucleus Routine
Supervisor Contro
Execute channel p
Application Progr
Application Progr

Percent of CPU time * 10.00% ±1.1%
*....1....2....3....4....5....6....7....8
39.34 ====================
14.57 =======
3.57 ==
3.25 ==
2.66 =
2.47 =
2.44 =
2.16 =
1.99 =
1.94 =
1.83 =
1.58 =
1.56 =
1.48 =
1.38 =
0.92

Detail line descriptions
Each line represents a System Object – an object to which measured activity is
attributed. These lines are arranged hierarchically. You can expand a line (using the
“+” line command) to reveal a breakdown into subordinate objects. Each type of
object shown in this report is described here:
Load Module
Name Column the load module name appears under this heading.
Description Column
If a DPA functional description is found for the module name, it is
reported under this heading. Otherwise “Application Program” is
displayed.
CSECT (Control Section)
These lines can appear as subordinate, breakdown items under a load
module line. If Application Performance Analyzer was able to find ESD
(External Symbol Dictionary) information, during the measurement
process, for a load module, these items will appear under the load module
and the measured activity will be attributed to them.
A sample report with the second hierarchical level (CSECT) displayed is
shown here:
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File View Navigate Help
-------------------------------------------------------------------------------C02: CPU Usage by Module (0656)
Row 00005 of 00220
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

ISPMAIN
→ ISPMBP
→ ISPMBX
→ ISPMOB
→ ISPMBW
→ ISPMUL
→ ISPMRO
→ ISPMCO
→ ISPMTB
→ ISPMUX
→ ISPMBY

Application Progr
CSECT in ISPMAI
CSECT in ISPMAI
CSECT in ISPMAI
CSECT in ISPMAI
CSECT in ISPMAI
CSECT in ISPMAI
CSECT in ISPMAI
CSECT in ISPMAI
CSECT in ISPMAI
CSECT in ISPMAI

Percent of CPU time * 2.50% ±1.1%
*....1....2....3....4....5....6....7....8....9
2.66 =====
1.26 ===
0.52 =
0.37 =
0.32 =
0.07
0.05
0.01
0.01
0.01
0.01

C0325 Application Progr
→ C0325 CSECT in C03

2.47 =====
2.47 =====

ISPSUBS
Application Progr
C0200 Application Progr

2.44 =====
2.16 ====

Name Column
The CSECT name appears under this heading.
Description Column
This will display “CSECT in xxxxxxxx” where xxxxxxxx is the
name of the load module to which the CSECT belongs.
Unresolved Address
This item attributes measurement activity to a range of addresses for which
a corresponding load module name could not be determined.
Name Column
Activity observed in a 4096 (4K) byte range of addresses is
reported in an Unresolved Address line. This range is expressed in
the format “HHHHHxxx” where HHHHH are the 5 high order
hexadecimal digits of the address. For example: ’08915xxx’ means
the range from 08915000 to 08915FFF.
Description Column
“Unresolved Address” appears under this heading.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
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Cmd

When Applied To Object

Action

?

Load Module, CSECT, Unresolved
Address

Display context help info.

++

Load Module, CSECT, Unresolved
Address

Show additional details.

+

Load Module

Expand to reveal next level.

–

Load Module

Collapse to hide next level.

M

Load Module, CSECT

Display load module info.
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Cmd

When Applied To Object

Action

P

CSECT

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries

+

Description

Expand field size.

+

Percent CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent CPU

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected -------------+
|
| | C0200 Application Progr 6.25 ===
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 6.25% quantification represents 188 measurements
|
|
of CPU usage observed in the load module C0200
|
|
from a total of 3,004 CPU usage measurements.
|
|
|
| Processor states for the 188 CPU usage measurements
|
|
Nbr of
|
|
Processor State
Samples Percentage
|
|
|
| Storage key 8
188
100.00%
|
|
|
| Problem state
188
100.00%
|
| Supervisor state
0
0.00%
|
|
|
| Execution in SVC
0
0.00%
|
|
|
| Execution in real-mode
0
0.00%
|
|
|
| Primary-space mode
188
100.00%
|
| Access-register mode
0
0.00%
|
| Secondary-space mode
0
0.00%
|
| Home-space mode
0
0.00%
|
|
|
| Execution on processor 0
119
63.29%
|
| Execution on processor 1
69
36.70%
|
|
|
| In private storage ABOVE
188
100.00%
|
| In private storage BELOW
0
0.00%
|
| In common storage ABOVE
0
0.00%
|
| In common storage BELOW
0
0.00%
|
|
|
+---------------------------------------------------------------------------+

SETUP options
The following SETUP option can be selected with the SETUP primary command.
Minimum CPU Percentage
You can set this option to eliminate modules where the CPU percentage is
below a certain threshold.

C03 - CPU usage by code slice
Overview
This report attributes CPU usage to Code Slices. A code slice is a range of storage
addresses containing executable object code. You can use this report to pinpoint the
exact locations of hot spots – segments of code where CPU consumption is
particularly high. You can use SETUP to adjust the resolution of the report by
varying the size of the code slice.
Two types of detail line are shown:
v Code Slice
v Code Address
Initially, only the Code slice lines are visible. You can expand a Code Slice line
(using the “+” line command) to reveal its subordinate Code Address lines.

64

IBM Application Performance Analyzer for z/OS: User’s Guide

Initially, report lines are arranged in descending sequence by CPU activity. The
most active items appear at the top. You can also sort by address by entering the
SA line command either on the Address title field or on one of the first level report
line address fields.
A sample report, as it is initially displayed, is shown here:
File View Navigate Help
-------------------------------------------------------------------------------C03: CPU Usage by Code Slice (0656)
Row 00001 of 01127
Command ===> __________________________________________________ Scroll ===> CSR
Address
00D0B1F0
08A45CC0
00D0D000
00D0F480
08A45300

Size
64
64
64
64
64

Location
ASMFPSRH+0A80
C0020+1CC0
ASMFRDLN+0080
ASMFRDLN+2500
C0020+1300

Percent of CPU time * 10.00% ±1.1%
*....1....2....3....4....5....6....7....8..
20.90 ===========
3.50 ==
3.23 ==
3.09 ==
2.21 =

If you wanted to expand, for example, the third line, enter the + line command:
File View Navigate Help
-------------------------------------------------------------------------------C03: CPU Usage by Code Slice (0656)
Row 00001 of 01127
Command ===> __________________________________________________ Scroll ===> CSR
Address
00D0B1F0
08A45CC0
+0D0D000
00D0F480
08A45300

Size
64
64
64
64
64

Location
ASMFPSRH+0A80
C0020+1CC0
ASMFRDLN+0080
ASMFRDLN+2500
C0020+1300

Percent of CPU time * 10.00% ±1.1%
*....1....2....3....4....5....6....7....8..
20.90 ===========
3.50 ==
3.23 ==
3.09 ==
2.21 =

The subordinate Code Address lines would then be displayed:
File View Navigate Help
-------------------------------------------------------------------------------C03: CPU Usage by Code Slice (0656)
Row 00001 of 01131
Command ===> __________________________________________________ Scroll ===> CSR
Address

Size

Location

00D0B1F0
08A45CC0
00D0D000
→ 00D0D000
→ 00D0D026
→ 00D0D036

64
64
64

ASMFPSRH+0A80
C0020+1CC0
ASMFRDLN+0080
ASMFRDLN+0080
ASMFRDLN+00A6
ASMFRDLN+00B6

00D0F480
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ASMFRDLN+2500

Percent of CPU time * 10.00% ±1.1%
*....1....2....3....4....5....6....7....8..
20.90 ===========
3.50 ==
3.23 ==
2.30 =
0.51
0.42
3.09 ==

Remember, you can also expand an entire report by typing “+” on the first
heading, in this report it would be the Address heading.

Detail line descriptions
Code Slice
This line represents a block (or “slice”) of contiguous bytes of object code
for which CPU execution is quantified. The number of times CPU
execution was observed within this block is expressed as a percentage of
the total number of CPU execution observations.
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The hexadecimal address of the beginning of the slice is shown under the
Address heading. The size of the slice, in bytes, is shown under the Size
heading. If possible, the address of the beginning of the slice is expressed
in the form CSECT+offset, or Module+offset, under the Location heading.
Source program mapping can be accessed from this line by entering a “p”
line command.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to view a pop-up menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

Code Slice, Code Address

Display context help info.

++

Code Slice, Code Address

Show additional details.

+

Code Slice

Expand to reveal next level.

–

Code Slice

Collapse to hide next level.

SV

Code Slice

Sort next level by value.

SA

Code Slice

Sort next level by address.

M

Code Slice

Display load module information.

P

Code Slice, Code Address

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Address, Size, Percent CPU

Display context help info.

+

Address

Expand to reveal all entries.

+

Percent CPU

Zoom in scale.

–

Address

Collapse to show only first level.

–

Percent CPU

Zoom out scale.

SV

Address

Sort next level by value.

SA

Address

Sort next level by address.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up window will be displayed:
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File View Navigate Help
+---------------------------------------------------------------------------+
C| Options for CPU Usage by Code Slice
|
C|
|
|
|
| Code Slice Size (in Bytes) . . . . . . .
64
|
A|
A Code Slice is a block of storage cont|
|
aining object code. This report shows
|
0|
the percentage of CPU activity observed
|
|
in each code slice. Use this setting to
|
|
vary the code slice size.
|
|
|
| Minimum CPU Percentage . . . . . . . . . .
0.00
|
|
This is the minimum percentage of CPU
|
|
activity measured in a code slice that
|
|
is to be reported.
|
|
|
+---------------------------------------------------------------------------+

-----------001 of 00051
ll ===> CSR
* 10.00%)
6....7....8..

Code Slice Size
Use this to adjust the size of the Code Slice to be reported.
Minimum CPU Percentage
You can set this option to eliminate Code Slice entries from the report,
where the CPU percentage is below a certain threshold.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected -------------+
|
| | 08955EE8
64 C0200+0A40
6.12 ===
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 6.12% quantification represents 184 measurements
|
|
of CPU usage observed in object code in the
|
|
range of addresses from 08955EE8 to 08955F27
|
|
from a total of 3,004 CPU usage measurements.
|
|
|
| Processor states for the 184 CPU usage measurements
|
|
Nbr of
|
|
Processor State
Samples Percentage
|
|
|
| Storage key 8
184
100.00%
|
|
|
| Problem state
184
100.00%
|
| Supervisor state
0
0.00%
|
|
|
| Execution in SVC
0
0.00%
|
|
|
| Execution in real-mode
0
0.00%
|
|
|
| Primary-space mode
188
100.00%
|
| Access-register mode
0
0.00%
|
| Secondary-space mode
0
0.00%
|
| Home-space mode
0
0.00%
|
|
|
| Execution on processor 0
117
63.58%
|
| Execution on processor 1
67
36.41%
|
|
|
| In private storage ABOVE
184
100.00%
|
| In private storage BELOW
0
0.00%
|
| In common storage ABOVE
0
0.00%
|
| In common storage BELOW
0
0.00%
|
|
|
+---------------------------------------------------------------------------+

C04 - CPU usage timeline
Overview
This timeline analysis breaks the observation session duration into a number of
(approximately) fixed-length, chronological time intervals. Each line represents one
of these intervals. By default, 15 intervals are reported, each representing
approximately the same number of samples. This illustrates any progressive CPU
usage trends, such as blocks of intensive consumption or long periods of waits.
The percentage value and the graph quantify CPU usage for an interval. The
percentage is derived by dividing the number of samples during which CPU
activity was observed by the number of samples in the interval. This, effectively, is
the percentage of time during which the CPU was executing instructions.
A sample CPU Usage Timeline report is shown here:
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File View Navigate Help
-------------------------------------------------------------------------------C04: CPU Usage Timeline (0656)
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
SEQN

Seconds

Sig

0001
0002
0003
0004
0005
0006
0007
0008
0009
0010
0011
0012
0013
0014
0015

10.324
9.114
8.667
9.153
9.161
9.094
8.791
7.424
6.988
6.741
6.475
6.467
6.465
6.422
6.446

69%
64%
70%
83%
77%
70%
75%
89%
76%
71%
75%
73%
71%
75%
72%

Percent of Interval * 10.00% ±1.1%
*....1....2....3....4....5....6....7....8....9....*
19.08 ========
49.55 =======================
70.82 ==================================
43.65 ====================
39.36 =================
35.46 ===============
41.95 ==================
12.18 =====
63.63 =============================
64.83 =============================
70.12 ================================
68.43 ==============================
67.03 ==============================
70.42 ================================
64.60 =============================

Detail line descriptions
Each line represents reports values under the following headings:
v SEQN
v Seconds
v Sig
SEQN This is the sequence number of the interval. Intervals are numbered 0001,
0002, etc. You can create a sub-set of report C01, C02, or C03 from this line
by entering the report code as a line command. A pop-up window of the
report will be displayed, and the sub-set of data used for the report will be
the samples from this interval.
Seconds
This is the duration of the interval in seconds.
Sig

This quantifies the significance of the measurement for the interval. This is
the percentage of samples in the interval during which the address space
was not Queued – either CPU consumption or WAIT state was observed.

Subset reports
This report can generate subset reports for any detail line. By entering a report
code on a detail line, a pop-up subset report is displayed for this item. The item
selected is scaled to 100 percent. The available subset reports are listed below in
“Line commands, on objects.”

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

SEQN (sampling interval)

Display context help info.

++

SEQN (sampling interval)

Show additional details.
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Cmd

When Applied To Object

Action

C01

SEQN (sampling interval)

Display C01 report subset.

C02

SEQN (sampling interval)

Display C02 report subset.

C03

SEQN (sampling interval)

Display C03 report subset.

This report does not have any line commands on headings.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected -------------+
|
| | 0001
8.269 52% 22.63 ====
|
|
| +--------------------------------------------------------------------+
|
|
|
| Information about sampled interval
|
|
|
|
Interval Number
1
|
|
Nbr of Samples
667
|
|
Duration
0 minutes, 8.26 seconds
|
|
Active CPU Samples
151 ======
|
|
WAIT Samples
200 =========
|
|
Queued CPU Samples
316 ==============
|
|
|
+---------------------------------------------------------------------------+

C05 - CPU usage by task/category
Overview
This report analyzes measured CPU consumption. It shows, for each Task (TCB),
the percentage of the total CPU time measured in that Task. Under each task, this
information is shown under three general categories:
APPLCN
Application Code
SYSTEM
System/OS Services
DATAMG
Data Management (DASD) Requests
In addition, any activity observed at locations for which no load module name
could be determined is attributed to a third category:
NOSYMB
No Module Name Found
A sample report is shown below. When the report is first displayed, only the top
level of the hierarchy (Tasks) is visible. Often there will only be one task, however
this example has many. To expand a task to show the next hierarchical level, you
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can type the “+” line command on the detail line. You can also enter the “+” line
command on the Name heading to expand the entire report to show all detail lines
in all hierarchical levels.
File View Navigate Help
-------------------------------------------------------------------------------C05: CPU Usage by Task/Category (0711)
Row 00001 of 00041
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

DFHKETCB-007
DFHKETCB-001
DFHKETCB-012
DFHKETCB-008
IEAVAR00-002
IEAVTSDT-003
DFSPAT00-024
DFSPAT00-025
DFHSIP-005
DFSPAT00-026
DFHKETCB-009
DFSPAT00-027
DFHKETCB-011
DFSPAT00-028
CSQCSERV-014
DFSPAT00-029
CSQCSERV-016

TCB=008DAD90
TCB=008DA6B8
TCB=008C2068
TCB=008DAA68
TCB=008FE0A8
TCB=008FFE88
TCB=008BC210
TCB=008B9E88
TCB=008F69F8
TCB=008B9CD8
TCB=008C2E88
TCB=008B9A30
TCB=008C2750
TCB=008B9788
TCB=008BDE88
TCB=008B94E0
TCB=008BDA60

Percent of CPU time * 10.00% ±3.8%%
*....1....2....3....4....5....6....7....8.
52.19 ==========================
32.07 ================
13.16 ======
2.57 =
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00

Detail line descriptions
Each line represents a System Object – an object to which CPU time is attributed.
These lines are arranged hierarchically. You can expand a line (using the “+” line
command) to reveal a breakdown into subordinate objects. Each type of object
shown in this report is described here:
Task

This is the highest level object in the report. Each active Task is reported.
The percentage of the total measured CPU time which was measured in
this Task is reported. A SETUP option is available which specifies that all
Tasks – including inactive tasks – are to be displayed.
Name Column
The name of the program specified in the ATTACH macro that
started the task as well as the TCB index number is shown.
Description Column
The TCB address is shown.

Category
Activity within a Task is categorized as APPLCN, SYSTEM, DATAMG or
NOSYMB.
DPA Group
Within a category – usually the SYSTEM category – load modules can be
further arranged into Descriptive Program Attribution (DPA) groups. These
are functional groups like: IMS, DB2, MVS, SVC, etc. By entering a “+” on
the SYSTEM category line:
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File View Navigate Help
-------------------------------------------------------------------------------C05: CPU Usage by Task/Category (0711)
Row 00001 of 00045
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

Percent of CPU time * 10.00% ±3.8%
*....1....2....3....4....5....6....7....8.
DFHKETCB-007 TCB=008DAD90
52.19 ==========================
→ +YSTEM
System/OS Servic 52.19 ==========================
→ APPLCN
Application Code 0.00
→ DATAMG
Data Mgmt Proces 0.00

The list of objects in this category is expanded to the next level of the
hierarchy to include DPA groups:
File View Navigate Help
-------------------------------------------------------------------------------C05: CPU Usage by Task/Category (0711)
Row 00001 of 00048
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

DFHKETCB-007 TCB=008DAD90
→ SYSTEM
System/OS Servic
→ SVC
SVC Routines
→ CICS
CICS Subsystem
→ MVS
MVS System
→ APPLCN
Application Code
→ DATAMG
Data Mgmt Proces

Percent of CPU time * 10.00% ±3.8%
*....1....2....3....4....5....6....7....8.
52.19 ==========================
52.19 ==========================
51.13 ==========================
0.60
0.45
0.00
0.00

Note: Note Using the SETUP primary command, you can specify
aggregation of modules into Group or Subgroup. Subgroup offers a
more granular, less inclusive categorization than Group.
In this sample screen Subgroup has been selected in SETUP, note that the
SVC group has now been replaced with SVC subgroups (a subgroup for
each SVC type.)
File View Navigate Help
-------------------------------------------------------------------------------C05: CPU Usage by Task/Category (0711)
Row 00001 of 00014
COmmand ===> __________________________________________________ Scroll ===> CSR
Name

Description

DFHKETCB-007 TCB=008DAD90
→ SYSTEM
System/OS Servic
→ SVCTYPE1
Type 1 System
→ SVCTYPE2
Type 2 System
→ SVCTYPE4
Type 4 System
→ SVCTYPE3
Type 3 System
→ CICS
CICS Subsystem
→ MVS
MVS System
→ APPLCN
Application Code
→ DATAMG
Data Mgmt Proces

Percent of CPU time * 10.00% ±3.8%
*....1....2....3....4....5....6....7....8.
52.19 ==========================
52.19 ==========================
24.81 ============
14.22 =======
7.11 ===
4.99 ==
0.60
0.45
0.00
0.00

Name Column
The symbolic name of the Group/Subgroup appears under this
heading.
Description Column
A Group/Subgroup description appears under this heading.
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Load Module
A load module line appears under a Group/Subgroup line, under a
Category line, or under an SVC line.
For example, to see the load modules under the Group/Subgroup line
MVS, enter “+” on the MVS object:
File View Navigate Help
-------------------------------------------------------------------------------C05: CPU Usage by Task/Category (0711)
Row 00001 of 00014
COmmand ===> __________________________________________________ Scroll ===> CSR
Name
DFHKETCB-007
→ SYSTEM
→ SVCTYPE1
→ SVCTYPE2
→ SVCTYPE4
→ SVCTYPE3
→ CICS
→ +VS
→ APPLCN
→ DATAMG

Description

Percent of CPU time * 10.00% ±3.8%
*....1....2....3....4....5....6....7....8.
TCB=008DAD90
52.19 ==========================
System/OS Servic 52.19 ==========================
Type 1 System 24.81 ============
Type 2 System 14.22 ======
Type 4 System
7.11 ===
Type 3 System
4.99 ==
CICS Services
0.60
MVS Services
0.45
Application Code 0.00
Data Mgmt Proces 0.00

The MVS Group has now been expanded to show load modules in the
next hierarchical level:
File View Navigate Help
-------------------------------------------------------------------------------C05: CPU Usage by Task/Category (0711)
Row 00001 of 00016
COmmand ===> __________________________________________________ Scroll ===> CSR
Name

Description

Percent of CPU time * 10.00% ±3.8%
*....1....2....3....4....5....6....7....8.
DFHKETCB-007 TCB=008DAD90
52.19 ==========================
→ SYSTEM
System/OS Servic 52.19 ==========================
→ SVCTYPE1
Type 1 System 24.81 ============
→ SVCTYPE2
Type 2 System 14.22 ======
→ SVCTYPE4
Type 4 System
7.11 ===
→ SVCTYPE3
Type 3 System
4.99 ==
→ CICS
CICS Services
0.60
→ +VS
MVS Services
0.45
→ IGG0CLA0
Data Managem 0.30
→ IGVVSM31
Virtual Stor 0.15

Name Column
The load module name appears under this heading.
Description Column
If a DPA functional description is found for the module name, it is
reported under this heading. Otherwise “Application Program” is
displayed.
CSECT (Control Section)
These lines can appear as subordinate, breakdown items under a load
module line. If Application Performance Analyzer was able to find ESD
(External Symbol Dictionary) information, during the measurement
process, for a load module, these items will appear under the load module
and the measured activity will be attributed to them.
Name Column
The CSECT name appears under this heading.

Chapter 3. Performance analysis reports

73

Description Column
This will display “CSECT in xxxxxxxx” where xxxxxxxx is the
name of the load module to which the CSECT belongs.
Source program mapping can be accessed from this line by entering a “p”
line command.
SVC (Supervisor Call)
This line shows attribution of measured activity during execution of an
MVS Supervisor Call.
Name Column
“SVC” followed by a 3-digit decimal SVC number (000 to 255)
appears under this heading. For example, “SVC120.”
Description Column
A description of the SVC service, or the name of the macro which
invokes the SVC appears under this heading. For example:
“GETMAIN/FREEMAIN.”
Unresolved Address
This item attributes measurement activity to a range of addresses for which
a corresponding load module name could not be determined.
Name Column
Activity observed in a 4096 (4K) byte range of addresses is
reported in an Unresolved Address line. This range is expressed in
the format “HHHHHxxx” where HHHHH are the 5 high order
hexadecimal digits of the address. For example: “08915xxx” means
the range from 08915000 to 08915FFF.
Description Column
“Unresolved Address” appears under this heading.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
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Cmd

When Applied To Object

Action

?

Task, Category, Load Module, SVC,
CSECT, SQL command, Unresolved
Address

Display context help info.

++

Task, Category, Load Module, SVC,
CSECT, SQL command, Unresolved
Address

Show additional details.

+

Task, Category, Load Module, SVC
SQL command

Expand to reveal next level.

–

Task, Category, Load Module, SVC
SQL command

Collapse to hide next level.

SV

Task, Category, SVC, SQL command

Sort next level by value.

SN

Task, Category, SVC, SQL command

Sort next level by name.

M

Load Module, CSECT

Display load module info.

P

CSECT, SQL command

Display source program mapping.
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on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size.

+

Percent CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent CPU

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up window will be displayed:
File View Navigate Help
+---------------------------------------------------------------------------+ -----------C|
Options for CPU Usage by Task/Category
| 001 of 00012
C|
| ll ===> CSR
|
Enter "/" to select an option
|
N|
/ Report modules by "Group". Unselect to report
|
|
by "SubGroup". Group is a higher level (more
|
P|
inclusive) categorization than SubGroup.
|
I|
|
I|
/ Include "inactive" tasks in the report. An
|
I|
inactive task is one for which there were no
|
I|
observations of CPU consumption.
|
I|
|
I|
/ Show the DB2SQL category in which CPU time
|
I|
attributed to SQL processing is shown.
|
I|
|
E|
|
C+---------------------------------------------------------------------------+

Reporting by Group / SubGroup
This option allows you to aggregate modules into Group or SubGroup.
SubGroup offers a more granular, less inclusive categorization than Group.
For example, when reporting by Group, all SVCs would be reported under
the “SVC” Group. When reporting by SubGroup, SVCs would be reported
under SubGroups such as SVCTYPE1, SVCTYPE2, etc.
Include Inactive Tasks
You can choose to include or eliminate inactive tasks from the report. An
inactive task is one for which there were no observation of CPU
consumption.
Show the DB2SQL category
You can choose to show the DB2SQL category in which CPU time
attributed to SQL processing is shown.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
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A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected -------------+
|
| | C0200e Application Progr 6.25 ===
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 6.25% quantification represents 188 measurements
|
|
of CPU usage observed in the load module C0200
|
|
from a total of 3,004 CPU usage measurements.
|
|
|
| Processor states for the 188 CPU usage measurements
|
|
Nbr of
|
|
Processor State
Samples Percentage
|
|
|
|
Storage key 8
188
100.00%
|
|
|
|
Problem state
188
100.00%
|
|
Supervisor state
0
0.00%
|
|
|
|
Execution in SVC
0
0.00%
|
|
|
|
Execution in real-mode
0
0.00%
|
|
|
|
Primary-space mode
188
100.00%
|
|
Access-register mode
0
0.00%
|
|
Secondary-space mode
0
0.00%
|
|
Home-space mode
0
0.00%
|
|
|
|
Execution on processor 0
119
63.29%
|
|
Execution on processor 1
69
36.70%
|
|
|
|
In private storage ABOVE
188
100.00%
|
|
In private storage BELOW
0
0.00%
|
|
In common storage ABOVE
0
0.00%
|
|
In common storage BELOW
0
0.00%
|
|
|
+---------------------------------------------------------------------------+

C06 - CPU usage by task/module
Overview
This report analyzes measured CPU consumption. It shows, for each Task (TCB),
the percentage of the total CPU time measured in that Task. Under each task, a
further breakdown of CPU consumption is shown by load modules.
In addition, any execution measured at locations for which no load module name
could be determined is attributed to hexadecimal address ranges.

Detail line descriptions
Each line represents a System Object, an object to which measured activity is
attributed. These lines are arranged hierarchically. You can expand a line (using the
“+” line command) to reveal a breakdown into subordinate objects. Each type of
object shown in this report is described here:
Task
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The percentage of the total measured CPU time which was measured in
this Task is reported. A SETUP option is available which specifies that all
Tasks - including inactive tasks - are to be displayed.
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Name Column
The name of the program specified in the ATTACH macro that
started the task as well as the TCB index number is shown.
Description Column
The TCB address is shown.
Load Module
Name Column
The load module name appears under this heading.
Description Column
If a DPA functional description is found for the module name, it is
reported under this heading. Otherwise “Application Program” is
displayed.
CSECT (Control Section)
These lines can appear as subordinate, breakdown items under a load
module line. If Application Performance Analyzer was able to find ESD
(External Symbol Dictionary) information, during the measurement
process, for a load module, these items will appear under the load module
and the measured activity will be attributed to them.
Name Column
The CSECT name appears under this heading.
Description Column
This will display “CSECT in xxxxxxxx” where xxxxxxxx is the
name of the load module to which the CSECT belongs.
Unresolved Address
This item attributes measurement activity to a range of addresses for which
a corresponding load module name could not be determined.
Name Column
Activity observed in a 4096 (4K) byte range of addresses is
reported in an Unresolved Address line. This range is expressed in
the format “HHHHHxxx” where HHHHH are the 5 high order
hexadecimal digits of the address. For example: “08915xxx” means
the range from 08915000 to 08915FFF.
Description Column
“Unresolved Address” appears under this heading.

Sample reports
A sample report is shown below. When the report is first displayed, only the top
level of the hierarchy (Tasks) is visible. Often there will only be one task, however
this example has many. To expand a task to show the next hierarchical level, you
can type the “+” line command on the detail line. You can also enter the “+” line
command on the Name heading to expand the entire report to show all detail lines
in all hierarchical levels.
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File View Navigate Help
-------------------------------------------------------------------------------C06: CPU Usage by Task/Module (0711)
Row 00001 of 00021
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

PMSEL-012
ISPTASK-008
PMSEL-021
ISPF-007
EXEC-017
EX-018
CALL-014
CALL-011
CALL-020
EX-010
EXEC-013
ALTLIB-019
ALTLIB-015
FREE-016
IEAVAR00-001
IEAVTSDT-002
IEESB605-003

TCB=008B8318
TCB=008B8D90
TCB=008B8318
TCB=008E1190
TCB=008B8A50
TCB=008B8A50
TCB=008A0B50
TCB=008A0130
TCB=008A0130
TCB=008B8B48
TCB=008A0E68
TCB=008A00F0
TCB=008A00F0
TCB=008A00F0
TCB=008FE0A8
TCB=008FFE88
TCB=008FFBF8

Percent of CPU time * 10.00% ±2.3%%
*....1....2....3....4....5....6....7....8.
46.65 ======================
11.87 ======
11.18 ======
10.70 =====
5.13 ===
3.21 ==
2.51 =
1.92 =
1.76 =
1.28 =
1.07 =
0.96
0.90
0.80
0.00
0.00
0.00

Here is a sample with the first task fully expanded: Line commands:
File View Navigate Help
-------------------------------------------------------------------------------C06: CPU Usage by Task/Module (0694)
Row 00001 of 01111
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

PMSEL-012 TCB=008B8318
→ C0200
Application Prog
→ C0200
CSECT in C0
→ C0020
Application Prog
→ C0020
CSECT in C0
→ BKNCESUP
Application Prog
→ BKNCESUP
CSECT in BKNCE
→ BKNSTFMT
CSECT in BKNCE
→ IGDDCFSR
Storage manageme
→ IAXVF
Nucleus Routrine
→ IARVFRMN
Real storage m
→ C0010
Application Prog
→ C0010
CSECT in C0
→ IAXVP
Nucleus Routine
→ IARVPGTI
Real storage m
→ IGWLHHLS
DFSMS
→ IGWLHRLS
DFSMS
→ IGWLHAJB
DFSMS

Percent of CPU time * 10.00% ±2.3%%
*....1....2....3....4....5....6....7....8.
46.65 =======================
9.84 ====
9.84 ====
7.86 ==
7.86 ==
2.88 =
2.35 =
0.53
2.30 =
2.08 =
2.08 =
1.65 =
1.65 =
1.33 =
1.33 =
0.96
0.32
0.16

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
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Cmd

When Applied To Object

Action

?

Task, Load Module, CSECT,
Unresolved Address

Display context help info.

++

Task, Load Module, CSECT,
Unresolved Address

Show additional details.
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Cmd

When Applied To Object

Action

+

Task, Load Module

Expand to reveal next level.

–

Task, Load Module

Collapse to hide next level.

SV

Task

Sort next level by value.

SN

Task, Category

Sort next level by name.

M

Load Module, CSECT

Display load module info.

P

CSECT

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size.

+

Percent CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent CPU

Zoom out scale.

SV

Name, Description, Percent CPU

Sort next level by value.

SN

Name, Description, Percent CPU

Sort next level by name.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up screen will be displayed:
File View Navigate Help
+--------------------------------------------------------------------+
C|
Options for CPU Usage by Task/Category
|
C|
|
|
Enter "/" to select an option
|
N|
_ Include "inactive" tasks in the report. An
|
|
inactive task is one for which there were no
|
P|
observations of CPU consumption.
|
I|
|
P|
|
I|
|
E|
|
I+--------------------------------------------------------------------+

-----------001 of 00012
ll ===> CSR
3%
.6....7....8.

Include Inactive Tasks
You can choose to include or eliminate inactive tasks from the report. An
inactive task is one for which there were no observation of CPU
consumption.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected -------------+
|
| | C0200 Application Progr 6.25 ===
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 6.25% quantification represents 188 measurements
|
|
of CPU usage observed in the load module C0200
|
|
from a total of 3,004 CPU usage measurements.
|
|
|
| Processor states for the 188 CPU usage measurements
|
|
Nbr of
|
|
Processor State
Samples Percentage
|
|
|
|
Storage key 8
188
100.00%
|
|
|
|
Problem state
188
100.00%
|
|
Supervisor state
0
0.00%
|
|
|
|
Execution in SVC
0
0.00%
|
|
|
|
Execution in real-mode
0
0.00%
|
|
|
|
Primary-space mode
188
100.00%
|
|
Access-register mode
0
0.00%
|
|
Secondary-space mode
0
0.00%
|
|
Home-space mode
0
0.00%
|
|
|
|
Execution on processor 0
119
63.29%
|
|
Execution on processor 1
69
36.70%
|
|
|
|
In private storage ABOVE
188
100.00%
|
|
In private storage BELOW
0
0.00%
|
|
In common storage ABOVE
0
0.00%
|
|
In common storage BELOW
0
0.00%
|
|
|
+---------------------------------------------------------------------------+

C07 - CPU usage by procedure
Usage
Use this report to see quantification of CPU usage at the source program procedure
level.

Quantification
Each report line quantifies CPU usage as a percentage. Each percentage represents
the ratio of CPU consumption observed for the reported item to the total CPU
consumption measured in the address space.

Detail line hierarchy
C07 displays detail lines at a single level. Up to four types of detail lines are
reported.
Level
Level
Level
...
Level
Level
Level
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1
1
1

Source Procedure
Source Procedure
Source Procedure

1
1
1

APPLCN Category
SYSTEM Category
NOSYMB Category
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Detail line descriptions
Source procedure detail line
This identifies a source program procedure and quantifies CPU usage attributed to
the procedure.
Under Heading

This is Displayed

Program

The name of the CSECT in the module containing the source
procedure.

Procedure Name

The name of the source procedure.

System

The number of observations of CPU active TCBs while executing
in system modules.

Percent of CPU Time

The percentage of CPU time consumed during execution in the
source procedure.

APPLCN Category detail line
Any execution measured in application programs that could not be associated with
a source program procedure is quantified in this detail line. No further breakdown
of this category is reported. Use report C01 to see further details.

SYSTEM Category detail line
Any execution measured in system programs that could not be associated with a
source program procedure is quantified in this detail line. No further breakdown
of this category is reported. Use report C01 to see further details.

NOSYMB Category detail line
Any execution measured at addresses that could not be associated with a load
module is quantified in this detail line. No further breakdown of this category is
reported. Use report C01 to see further details.

Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------C07: CPU Usage by Procedure (0757)
Row 00001 of 00009
Command ===> __________________________________________________ Scroll ===> CSR
Program

Procedure Name

LPFRAYV4
LPFRAYV4
LPFRAYV4
LPFRAYV4
LPFRAYV4
LPFRAYV4

B300-PROCESS-ACCTS
A200-CALCULATE-RTE
A100-CALCULATE-MTX
B300-EXIT
A200-EXIT
A100-EXIT

Percent of CPU time * 10.00% ±2.5%
*....1....2....3....4....5....6....7....8
32.86 ================
16.60 =======
11.22 =====
0.53
0.46
0.06

SYSTEM
APPLCN

System/OS Services
No Procedure Mapped

37.45 ==================
0.79

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).
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on objects
Cmd

When Applied To Object

Action

?

Program, Category

Display context help info.

++

Program, Category

Show additional details.

M

Program

Display load module info.

P

Program

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

SV

Name, Description, Percent CPU

Sort next level by value.

SN

Name, Description, Percent CPU

Sort next level by name.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up screen will be displayed:
+-------------------------------------------------------------------+
| Options for CPU Analysis by Procedure
|
|
|
| Enter "/" to select an option
|
|
/ Omit procedures for which no CPU activity was
|
|
measured. Unselect to report all procedure
|
|
names.
|
|
|
+-------------------------------------------------------------------+

By default, only those procedures for which CPU activity was measured are
displayed. Deselect this option to display all procedure names.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected -------------+
|
| | LPFRAYV4 B300-PROCESS-ACCTS
32.86 =======
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 32.86% quantification represents 495 measurements
|
|
of CPU usage consumed in the program LPFRAYV4 while
|
|
executing the routine B300-PROCESS-ACCTS
|
|
from a total of 1,506 CPU usage measurements.
|
|
|
| Processor states for the 495 CPU usage measurements
|
|
Nbr of
|
|
Processor State
Samples Percentage
|
|
|
|
Storage key 8
495
100.00%
|
|
|
|
Problem state
495
100.00%
|
|
Supervisor state
0
0.00%
|
|
|
|
Execution in SVC
0
0.00%
|
|
|
|
Execution in real-mode
0
0.00%
|
|
|
|
Primary-space mode
495
100.00%
|
|
Access-register mode
0
0.00%
|
|
Secondary-space mode
0
0.00%
|
|
Home-space mode
0
0.00%
|
|
|
|
Execution on processor 0
230
46.46%
|
|
Execution on processor 1
265
53.53%
|
|
|
|
In private storage ABOVE
495
100.00%
|
|
In private storage BELOW
0
0.00%
|
|
In common storage ABOVE
0
0.00%
|
|
In common storage BELOW
0
0.00%
|
|
|
+---------------------------------------------------------------------------+

C08 - CPU usage referred attribution
Usage
Use this report to see attribution of CPU usage measured in system modules
referred back to the points of invocation in application modules.

Quantification
Each report line quantifies CPU usage as a percentage. Each percentage represents
the ratio of CPU consumption observed for the reported item to the total CPU
consumption measured in the address space.

Detail line hierarchy
The first level detail line shows an application module to which CPU usage in
system modules has been attributed. You can expand each line to reveal additional
hierarchical levels of detail (using the “+” line command).
The hierarchy is illustrated here:
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Level 1 Application Module
Level 2 CSECT in application module
Level 3 Offset in CSECT
Level 3 Source statement
Level 4 System module
Level 4 Unresolved address

Detail line descriptions
Application module
This identifies an application module to which attribution of CPU usage in system
routines has been referred. During the measurement, Application Performance
Analyzer determined that execution in system modules was initiated by a system
request statement (such as a CALL) with an invocation point in the identified
application module.
Under Heading

This is Displayed

Name

Name of application load module in which CPU usage
measured in system modules was attributed.

Description

Functional description of the load module if one is available.
Otherwise, “Application Program” is shown here.

Percent of CPU Time

The percentage of attributed system module CPU usage referred
back to this application module.

CSECT in application module
These lines appear under the application module detail line. Each one reports an
external name (CSECT) within the application module in which invocation points
for attributed CPU execution reside.
Under Heading

This is Displayed

Name

Name of CSECT in which CPU usage measured in system
modules was attributed.

Description

CSECT in loadmodname appears here.

Percent of CPU Time

The percentage of attributed system module CPU usage referred
back to this CSECT.

Offset in CSECT
These lines appear under the CSECT detail line. Each one reports a return address
offset – the point in the CSECT at which control is returned from the attributed
system services CPU usage. This identifies the address of the application statement.
Under Heading

This is Displayed

Name

The hexadecimal offset of the return point in the CSECT of the
system execution invocation request.

Description

“Offset in csectname” appears here.

Percent of CPU Time

The percentage of CPU time measured in this system routine for
the indicated invocation/return address.

Source statement
One or more lines showing the source statement appear at the same level as the
Offset in CSECT detail line. This appears only if the source program has been
mapped. For more information, see Chapter 8, “Source program mapping,” on
page 229.
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System Module
This line identifies a system module in which CPU usage was measured and
attributed to the reported application module.
Under Heading

This is Displayed

Name

The name of a system module in which CPU usage was
measured and referred back to the application module under
which this line appears.

Description

Functional description of the system module.

Percent of CPU Time

The percentage of CPU time measured in this system routine for
the invocation/return address under which this line appears.

Unresolved address
This line identifies an unresolved address in which CPU usage was measured and
attributed to the reported application module.
Under Heading

This is Displayed

Name

An unresolved address range in which CPU usage was
measured and referred back to the application module under
which this line appears.

Description

“Unresolved Address”

Percent of CPU Time

The percentage of CPU time measured in this address range.

Sample reports
A sample report is shown here. This has been expanded to the third level, and the
source has been mapped. (It can be expanded further to show details of the
modules.)
File View Navigate Help
-------------------------------------------------------------------------------C08: CPU Usage Referred Attribution (3598)
Row 00001 of 00027
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

Percent of CPU time * 10.00% ±1.0%%
*....1....2....3....4....5....6....7....8.
SAMPLE1
Application Program
88.37 =========================================
→ SAMPLE1
CSECT in SAMPLE1
88.37 =========================================
→ 000854
Attribution Offset 35.06 =================
> Source statement in: Sample1Mainline
>
Open Input SalesActivityFile
→ 00088A

Attribution Offset 24.23 ===========
> Source statement in: Sample1Mainline
>
Open OUTPUT SalesReportFile

→ 000918

Attribution Offset 14.22 =======
> Source statement in: Sample1Mainline
>
Close SalesActivityFile

→ 000936

Attribution Offset 13.89 =======
> Source statement in: Sample1Mainline
>
Close SalesReportFile

→ 000814

Attribution Offset 0.73
> Source statement in: Sample1Mainline
>
Inspect B tallying C for all ’**’replacing all’**’

→ 000A72

Attribution Offset 0.20
> Source statement in: ProcessSalesRecord
>
Read SalesActivityFile
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Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
More:
+
|
| +--------------- The following report line was selected -------------+
|
| |
→ 000854
Attribution Offset 35.06 ==========
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 35.06% quantification represents 3,342 measurements
|
|
of CPU usage in service routines invoked via a request in
|
|
SAMPLE1 with return at offset 000854.
|
|
|
| Source statement in: SampleMainline
|
|
Open Input SalesActivityFile
|
|
|
| Processor states for the 3342 CPU usage measurements
|
|
Nbr of
|
|
Processor State
Samples Percentage
|
|
|
|
Storage key 0
2,464
73.72%
|
|
Storage key 1
101
3.02%
|
|
Storage key 5
611
18.28%
|
|
Storage key 8
166
4.96%
|
|
|
|
Problem state
38
1.13%
|
|
Supervisor state
3,304
98.86%
|
|
|
|
Execution in SVC
3,304
98.86%
|
|
|
|
Execution in real-mode
0
0.00%
|
|
|
|
Primary-space mode
3,342
100.00%
|
|
Access-register mode
0
0.00%
|
|
Secondary-space mode
0
0.00%
|
|
Home-space mode
0
0.00%
|
|
|
|
Execution on processor 0
1,779
53.23%
|
|
Execution on processor 1
1,563
46.76%
|
|
|
+---------------------------------------------------------------------------+

File View Navigate Help
+---------------------------------------------------------------------------+
|
More:
|
|
In private storage ABOVE
1
0.02%
|
|
In private storage BELOW
31
0.92%
|
|
In common storage ABOVE
2,222
66.48%
|
|
In common storage BELOW
1,088
32.55%
|
|
|
|
Execution in AMODE 24
192
5.74%
|
|
Execution in AMODE 31
3,150
94.25%
|
|
Execution in AMODE 64
0
0.00%
|
+---------------------------------------------------------------------------+

W01 - WAIT time by task/category
Overview
This report analyzes measured CPU WAIT time. It shows, for each Task (TCB), the
percentage of elapsed time during which the Task was observed to be in a WAIT.
Under each task, this information is shown under three general categories:
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APPLCN
Application Code
SYSTEM
System/OS Services
DATAMG
Data Management (DASD) Requests
In addition, any WAIT time observed at locations for which no load module name
could be determined is attributed to a fourth category:
NOSYMB
No Module Name Found
The Task (TCB) name is the object at the top level of the hierarchy for this report,
and is the only object visible when the report is first displayed.
A sample report is shown here, as it would appear when it is first displayed:
File View Navigate Help
-------------------------------------------------------------------------------W01: WAIT Time by Category (0651)
Row 00001 of 00009
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

ISPTASK-008
PMSEL-012
ISPF-007
ISPTASK-009
EXEC-013
ALLOC-017
ALLOC-015
ALLOC-016
CALL-014

TCB=008B8D90
TCB=00893528
TCB=008E1190
TCB=008B8738
TCB=008A67C0
TCB=008A67C0
TCB=008A67C0
TCB=008A67C0
TCB=008A6390

Percent of CPU time * 10.00% ±2.3%%
*....1....2....3....4....5....6....7....8.
99.65 =========================================
99.58 =========================================
99.18 =========================================
16.54 ========
1.01 =
0.06
0.05
0.04
0.00

You can expand the entire report to show all detail lines at all hierarchical levels by
entering the + line command on the Name heading.

Detail line descriptions
Each line represents a System Object – an object to which WAIT time is attributed.
These lines are arranged hierarchically. You can expand a line (using the “+” line
command) to reveal a breakdown into subordinate objects. Each type of object
shown in this report is described here:
Task

This is the highest level object in the report. Each active Task is reported.
The percentage of the measurement time interval during which the task
was observed to be WAITing is reported.
Note: A SETUP option is available which specifies that all Tasks –
including inactive tasks – are to be displayed.
Name Column
The name of the program specified in the ATTACH macro that
started the task as well as the TCB index number is shown.
Description Column
The TCB address is shown.
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Category
WAIT time within a Task is categorized as APPLCN, SYSTEM, DATAMG
or NOSYMB.
DPA Group
Within a category – usually the SYSTEM category – load modules can be
further arranged into Descriptive Program Attribution (DPA) groups. These
are functional groups like: IMS, DB2, VSAM.
Note: A SETUP option is available from which you can specify
aggregation of modules into Group or Subgroup. Subgroup offers a
more granular, less inclusive categorization than Group. Application
Performance Analyzer uses the module name to locate descriptive
information in its DPA tables.
Name Column
The symbolic name of the Group/Subgroup appears under this
heading.
Description Column
A Group/Subgroup description appears under this heading.
Load Module
A load module line appears under a Group/Subgroup line, under a
Category line, or under an SVC line.
Name Column
The load module name appears under this heading.
Description Column
If a DPA functional description is found for the module name, it is
reported under this heading. Otherwise “Application Program” is
displayed.
CSECT (Control Section)
These lines can appear as subordinate, breakdown items under a load
module line. If Application Performance Analyzer were able to find ESD
(External Symbol Dictionary) information, during the measurement
process, for a load module, these items will appear under the load module
and the measured WAIT time will be attributed to them.
Name Column
The CSECT name appears under this heading.
Description Column This will display “CSECT in xxxxxxxx” where
xxxxxxxx is the name of the load module to which the CSECT
belongs.
SVC (Supervisor Call)
This line shows attribution of measured WAIT time during execution of an
MVS Supervisor Call.
Name Column
“SVC” followed by a 3-digit decimal SVC number (000 to 255)
appears under this heading. For example, “SVC120.”
Description Column
A description of the SVC service, or the name of the macro which
invokes the SVC appears under this heading. For example,
“GETMAIN/FREEMAIN.”
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Unresolved Address
This item attributes measurement WAIT time to a range of addresses for
which a corresponding load module name could not be determined.
Name Column
WAIT time observed in a 4096 (4K) byte range of addresses is
reported in an Unresolved Address line. This range is expressed in
the format “HHHHHxxx” where HHHHH are the 5 high order
hexadecimal digits of the address. For example, “08915xxx” means
the range from 08915000 to 08915FFF.
Description Column
“Unresolved Address” appears under this heading.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

Task, Category, Load Module, SVC,
CSECT, Unresolved Address

Display context help info.

++

Task, Category, Load Module, SVC,
CSECT, Unresolved Address

Show additional details.

+

Task, Category, Load Module, SVC

Expand to reveal next level.

–

Task, Category, Load Module, SVC

Collapse to hide next level.

SV

Task, Category, SVC

Sort next level by value.

SN

Task, Category, SVC

Sort next level by name.

M

Load Module, CSECT

Display load module info.

P

CSECT

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent WAIT

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size.

+

Percent CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduces field size

–

Percent CPU

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up window will be displayed:
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File View Navigate Help
+-----------------------------------------------------------------+
C|
Options for WAIT Time by Task/Category
|
C|
|
|
Enter "/" to select an option
|
N|
/ Report modules by "Group". Unselect to report
|
|
by "SubGroup". Group is a higher level (more
|
P|
inclusive) categorization than SubGroup.
|
I|
|
I|
/ Include "inactive" tasks in the report. An
|
I|
inactive task is one for which there were no
|
I|
observations of CPU consumption.
|
I|
|
I|
|
I|
|
I|
|
E|
|
C+-----------------------------------------------------------------+

-----------001 of 00012
ll ===> CSR
10.00%)
.6....7....8.

Reporting by Group / SubGroup
This option allows you to aggregate modules into Group or SubGroup.
SubGroup offers a more granular, less inclusive categorization than Group.
For example, when reporting by Group, all SVCs would be reported under
the “SVC” Group. When reporting by SubGroup, SVCs would be reported
under SubGroups such as SVCTYPE1, SVCTYPE2, etc.
Include Inactive Tasks
You can choose to include or eliminate inactive tasks from the report. An
inactive task is one for which there were no observation of CPU
consumption.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
More:
+
|
| +--------------- The following report line was selected -------------+
|
| | ISPF-007
TCB=008E1190
99.18 ==================
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 99.18% quantification represents 14,877 measurements
|
|
of wait time observed in the task ISPF-007
|
|
from a total of 15000 overall measurements.
|
|
|
+---------------------------------------------------------------------------+

W02 - WAIT time by task/module
Overview
This report analyzes measured CPU WAIT time. It shows, for each Task (TCB), the
percentage of elapsed time during which the Task was observed to be in a WAIT.
Under each task, a further breakdown of wait time is shown by load modules.
In addition, any wait time measured at locations for which no load module name
could be determined is attributed to hexadecimal address ranges.
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Detail line descriptions
Each line represents a System Object - an object to which measured activity is
attributed. These lines are arranged hierarchically. You can expand a line (using the
“+” line command) to reveal a breakdown into subordinate objects. Each type of
object shown in this report is described here:
Task

This is the highest level object in the report. Each active Task is reported.
The percentage of the total measured CPU time which was measured in
this Task is reported. A SETUP option is available that specifies that all
Tasks, including inactive tasks, are to be displayed.
Name Column
The name of the program specified in the ATTACH macro that
started the task as well as the TCB index number is shown.
Description Column
The TCB address is shown.

Load Module
Name Column
The load module name appears under this heading.
Description Column
If a DPA functional description is found for the module name, it is
reported under this heading. Otherwise “Application Program” is
displayed.
CSECT (Control Section)
These lines can appear as subordinate, breakdown items under a load
module line. If Application Performance Analyzer was able to find ESD
(External Symbol Dictionary) information, during the measurement
process, for a load module, these items will appear under the load module
and the measured wait time will be attributed to them.
Name Column
The CSECT name appears under this heading.
Description Column
This will display “CSECT in xxxxxxxx” where xxxxxxxx is the
name of the load module to which the CSECT belongs.
Unresolved Address
This item attributes wait time to a range of addresses for which a
corresponding load module name could not be determined.
Name Column
Activity observed in a 4096 (4K) byte range of addresses is
reported in an Unresolved Address line. This range is expressed in
the format “HHHHHxxx” where HHHHH are the 5 high order
hexadecimal digits of the address. For example: “08915xxx” means
the range from 08915000 to 08915FFF.
Description Column
“Unresolved Address” appears under this heading. A sample
report is shown here. File
A sample report is shown here.
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File View Navigate Help
-------------------------------------------------------------------------------W02: WAIT Time by Module (0651)
Row 00001 of 00017
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

IKJEFT01-004
IKJEFT02-005
IKJEFT09-006
EX-010
CALL-011
ISPTASK-008
PMSEL-012
ISPF-007
ISPTASK-009
EXEC-013
ALLOC-017
ALLOC-015
ALLOC-016
IEAVAR00-001
IEAVTSDT-002
IEESB605-003
CALL-014

TCB=008FF6E0
TCB=008E1640
TCB=008E1328
TCB=008B84DB
TCB=008B8248
TCB=008B8D90
TCB=00893528
TCB=008E1190
TCB=008B8738
TCB=008A67C0
TCB=008A67C0
TCB=008A67C0
TCB=008A67C0
TCB=008FE0A8
TCB=008FFE88
TCB=008FFBF8
TCB=008A6390

Percent of Time in WAIT * 10.00% ±0.8%
*....1....2....3....4....5....6....7....8.
100.00 =========================================
100.00 =========================================
100.00 =========================================
100.00 =========================================
100.00 =========================================
99.65 =========================================
99.58 =========================================
99.18 =========================================
16.54 =========
1.01 =
0.06
0.05
0.04
0.00
0.00
0.00
0.00

A sample report with a task fully expanded is shown here.
File View Navigate Help
-------------------------------------------------------------------------------W02: WAIT Time by Module (0651)
Row 00001 of 00086
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

ISPTASK-009 TCB=008B8738
→ ISPSUBS
Application Prog
→ ISPCDI
CSECT in ISPSU
→ ISPCAT
CSECT in ISPSU
→ ISPCCI
CSECT in ISPSU
→ ISPDPD
CSECT in ISPSU
→ IGG019BB
Data Management
→ IGG019BB
CSECT in IGG01
→ IGG0CLHA
Data Management
→ IGGOCLXA
CSECT in IGG0C
→ IEAVEWAT
Task management
→ IGC001
CSECT in IEAVE
→ IGC018
Supervisor Contr
→ SVC018
CSECT in IGC01
→ IGC0013I
Supervisor Contr
→ ICVDSD03
CSECT in IGC00
→ ICVCMI03
CSECT in IGC00

Percent of Time in WAIT * 10.00% ±0.8%
*....1....2....3....4....5....6....7....8.
16.54 ========
11.21 ======
8.86 ====
2.21 =
0.09
0.04
4.57 ===
4.57 ===
0.25
0.25
0.18
0.18
0.17
0.17
0.12
0.07
0.04

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
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Cmd

When Applied To Object

Action

?

Task, Load Module, CSECT,
Unresolved Address

Display context help info.

++

Task, Load Module, CSECT,
Unresolved Address

Show additional details.
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Cmd

When Applied To Object

Action

+

Task, Load Module

Expand to reveal next level.

–

Task, Load Module

Collapse to hide next level.

SV

Task

Sort next level by value.

SN

Task

Sort next level by name.

M

Load Module, CSECT

Display load module info.

P

CSECT

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent WAIT

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size.

+

Percent CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent CPU

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up window will be displayed:
+----------------------------------------------------------------+
|
Options for WAIT Time by Task/Module
|
|
|
|
Enter "/" to select an option
|
|
/ Include "inactive" tasks in the report. An
|
|
inactive task is one for which there were no
|
|
observations of CPU consumption.
|
|
|
|
|
+----------------------------------------------------------------+

Include Inactive Tasks
You can choose to include or eliminate inactive tasks from the report. An
inactive task is one for which there were no observation of CPU
consumption.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
More:
+
|
| +--------------- The following report line was selected -------------+
|
| | ISPF-007
TCB=008E1190
99.18 ==================
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 99.18% quantification represents 14,877 measurements
|
|
of wait time observed in the task ISPF-007
|
|
from a total of 15000 overall measurements.
|
|
|
+---------------------------------------------------------------------------+

W03 - WAIT time referred attribution
Usage
Use this report to see attribution of WAIT time. WAITs issued in system modules
are referred back to the points of invocation in application modules.

Quantification
Each report line quantifies WAIT time as a percentage. Each percentage represents
the ratio of time in WAIT to the elapsed time of the measurement.

Detail line hierarchy
The first level detail line shows a task (TCB). The second level detail line shows an
application module to which WAIT time in system modules has been attributed.
You can expand each line to reveal additional hierarchical levels of detail (using
the + line command).
The hierarchy is illustrated here:
Level 1 Task
Level 2 Application Module
Level 3 CSECT in application module
Level 4 Offset in CSECT
Level 4 Source statement
Level 5 System module
Level 5 Unresolved address

Detail line descriptions
Application module
This identifies an application module to which attribution of WAIT time in system
routines has been referred. During the measurement, Application Performance
Analyzer determined that WAIT in system modules was initiated by a system
request statement (such as a CALL) with an invocation point in the identified
application module.
Under Heading

This is Displayed

Name

Name of application load module in which WAIT time observed
in system modules was attributed.

Description

Functional description of the load module if one is available.
Otherwise, “Application Program” is shown here.

Percent of Time in WAIT The percentage of attributed system module WAIT time referred
back to this application module.
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CSECT in application module
These lines appear under the application module detail line. Each one reports an
external name (CSECT) within the application module in which invocation points
for attributed WAIT reside.
Under Heading

This is Displayed

Name

Name of CSECT in which WAIT time observed in system
modules was attributed.

Description

CSECT in loadmodname appears here.

Percent of Time in WAIT The percentage of attributed system module WAIT time referred
back to this CSECT.

Offset in CSECT
These lines appear under the CSECT detail line. Each one reports a return address
offset – the point in the CSECT at which control is returned from the attributed
system services WAIT. This identifies the address of the application statement.
Under Heading

This is Displayed

Name

The hexadecimal offset of the return point in the CSECT of the
system execution invocation request.

Description

“Offset in csectname” appears here.

Percent of Time in WAIT The percentage of WAIT time observed in this system routine for
the indicated invocation/return address.

Source statement
One or more lines showing the source statement appear at the same level as the
Offset in CSECT detail line. This appears only if the source program has been
mapped. See Chapter 8, “Source program mapping,” on page 229 for more
information.

System module
This line identifies a system module in which WAIT was observed and attributed
to the reported application module.
Under Heading

This is Displayed

Name

The name of a system module in which WAIT time was
measured and referred back to the application module under
which this line appears.

Description

Functional description of the system module.

Percent of Time in WAIT The percentage of WAIT time observed in this system routine for
the invocation/return address under which this line appears.

Unresolved address
This line identifies an unresolved address in which WAIT time was observed and
attributed to the reported application module.
Under Heading

This is Displayed

Name

An unresolved address range in which WAIT time was
measured and referred back to the application module under
which this line appears.
Chapter 3. Performance analysis reports

95

Under Heading

This is Displayed

Description

“Unresolved Address”

Percent of Time in WAIT The percentage of WAIT time observed in this address range.

Sample reports
A sample report is show here, it has been expanded four levels.
File View Navigate Help
-------------------------------------------------------------------------------W03: WAIT Referred Attribution by Task (1917)
Row 00001 of 00053
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

Percent of CPU time * 10.00% ±0.9%%
*....1....2....3....4....5....6....7....8.
LPFRAYVS-001 TCB=008EA1C0
39.68 ===================
→ LPFRAYVS
Regression test3 39.11 ===================
→ LPFRAYVS
CSECT in LPFRA 39.11 ===================
→ 0005AA
Attribution 35.76 =================
> Source statement in: PROCEDURE-DIVISION
>
write VSAM-record
→ IDA019L1
Virtual I/ 35.76 =================
→ 0004C0
Attribution
2.72 =
> Source statement in: PROCEDURE-DIVISION
>
OPEN OUTPUT VSAM1-FILE
→ IGG0CLHA
Data Manag
→ IDA019L1
Virtual I/
→ IGC0013I
Supervisor
→ 00065A
Attribution
> Source statement
>
close

2.48 =
0.23
0.00
0.34
in: PROCEDURE-DIVISION
VSAM1-FILE

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).
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Cmd

When Applied To Object

Action

?

Task, Load Module, CSECT, Offset,
System Module, Unresolved Address

Display context help info.

++

Task, Load Module, CSECT, Offset,
System Module, Unresolved Address

Show additional details.

+

Task, Load Module, Offset

Expand to reveal next level.

–

Task, Load Module, Offset

Collapse to hide next level.

SV

Task

Sort next level by value.

SN

Task

Sort next level by name.

M

Load Module, CSECT, System
Module

Display load module info.

P

CSECT, Offset

Display source program mapping.
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on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent WAIT

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size.

+

Percent WAIT

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent WAIT

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

D01 - DASD usage by device
Note: This report also covers TAPE I/O.

Overview
This report shows how much I/O time was used by each DASD (direct access
storage device) or tape device for which activity was measured during the
observation session. The quantification is based on the number of samples during
which activity on the device was observed. This is expressed as a percentage of the
total number of samples.
Two types of detail lines are shown:
v Volume
v Cylinder Address (for DASD)
Initially, only the Volume lines are visible. You can expand a Volume line (using
the “+” line command) to reveal its subordinate Cylinder Address lines.
A sample report is shown here, it has been fully expanded:
File View Navigate Help
-------------------------------------------------------------------------------D01: DASD Usage Time by Device (0618)
Row 00001 of 00006
Command ===> __________________________________________________ Scroll ===> CSR
Volume>Cyl

Unit-Dev>DD

BKNSM2
→ Cyl_00BA
→ Cyl_0007

0A93-3390
VSAM1
VSAM1

Percent of Time * 10.00% ±2.2%
*....1....2....3....4....5....6....7....8..
8.90 ====
8.85 ====
0.05

BKNSM1
→ Cyl_0086

0A92-3390
INFILE

1.25 ==
1.25 ==

Detail line descriptions
Volume
This shows the VOLSER value for a DASD or TAPE device for which I/O
activity was measured.
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Cylinder Address
These lines appear when the “+” line command is used to expand a
Volume line. Each line shows a particular DASD cylinder and further
breaks down the measurement by file into quantification by specific
cylinders.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

Volume, Cylinder Address

Display context help info.

++

Volume, Cylinder Address

Show additional details.

+

Volume

Expand to reveal next level.

–

Volume

Collapse to hide next level.

SV

Volume

Sort next level by value.

SN

Volume

Sort next level by name.

on headings
Cmd

When Applied To Object

Action

?

Volume>Cyl, Unit-Dev>DD, Percent
Time

Display context help info.

+

Volume>Cyl

Expand to reveal all entries.

+

Percent Time

Zoom in scale.

–

Volume>Cyl

Collapse to show only first level.

–

Percent Time

Zoom out scale.

SV

Volume>Cyl

Sort next level by value.

SN

Volume>Cyl

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information. A sample detail window for this report is shown
here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
More:
+
|
| +--------------- The following report line was selected -------------+
|
| | BKNSM2
0A93-3390
8.90 ===
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 8.90% quantification represents 178 measurements
|
|
of DASD I/O unit activity accessing the 3390 device
|
|
volume BKNSM2 on unit 0A93. This is the percentage of
|
|
the measured runtime during which I/O activity for
|
|
access to this device was observed.
|
|
|
+---------------------------------------------------------------------------+
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SETUP options
The following SETUP option can be selected with the SETUP primary command.
Minimum Percentage of Time
You can set this option to eliminate reporting of I/O where the percentage
of time is below a certain threshold.

D02 - DASD usage by DDNAME
Note: This report also covers TAPE I/O.

Overview
This report shows how much DASD or TAPE I/O time was measured for each file
that was open during the observation session. The quantification is based on the
number of samples during which activity on the file was observed. This is
expressed as a percentage of the total number of samples.
Two types of detail line are shown:
v DDNAME
v Cylinder Address (for DASD)
Initially, only the DDNAME lines are visible. You can expand a DDNAME line
(using the “+” line command) to reveal its subordinate Cylinder Address lines.
A sample report is shown here, it has been fully expanded:
File View Navigate Help
-------------------------------------------------------------------------------D02: DASD Usage Time by DDNAME (0618)
Row 00001 of 00006
Command ===> __________________________________________________ Scroll ===> CSR
DDNAME>Cyl
VSAM1-02
→ Cyl_00BA
→ Cyl_0007
INFILE
→ Cyl_0086

Volume>Unit
BKNSM2
0A93-3390
0A93-3390
BKNSM1
0A92-3390

Percent of Time * 10.00% ±2.2%
*....1....2....3....4....5....6....7....8..
8.90 =====
8.85 =====
0.05
1.25 ==
1.25 ==

Detail line descriptions
DDNAME
This represents a file which was open during the observation session. If the
same DDNAME is open (and closed) multiple times during the session, it
is suffixed with an instance number to indicate this.
Cylinder Address
These lines appear when the “+” line command is used to expand a
DDNAME line. Each line shows a particular DASD cylinder and further
breaks down the measurement by file into quantification by specific
cylinders.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).
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on objects
Cmd

When Applied To Object

Action

?

DDName, Cylinder Address

Display context help info.

++

DDName, Cylinder Address

Show additional details.

+

DDName

Expand to reveal next level.

–

DDName

Collapse to hide next level.

SV

DDName

Sort next level by value.

SN

DDName

Sort next level by name.

on headings
Cmd

When Applied To Object

Action

?

DDName>Cyl, Unit–Dev>DD, Percent Display context help info.
Time

+

DDName>Cyl

Expand to reveal all entries.

+

Percent Time

Zoom in scale.

–

DDName>Cyl

Collapse to show only first level.

–

Percent Time

Zoom out scale.

SV

DDName>Cyl

Sort next level by value.

SN

DDName>Cyl

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
More:
+
|
| +--------------- The following report line was selected -------------+
|
| | VSAM1-02
BKNSM2
8.90 ===
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 8.90% quantification represents 178 measurements
|
|
of DASD I/O unit activity for the DDNAME VSAM1-02 from
|
|
a total of 2000 overall measurements. This is the
|
|
percentage of the measured run time during which I/O
|
|
was observed for this dataset.
|
|
|
|
|
| VSAM file VSAM1(2) OPENed at 6:45:40.00 Monday Jan 26 2004
|
|
|
|
DDNAME
VSAM1
|
|
Open Intent
KEY,DIR,OUT
|
|
Dataset Name
USER1.DATA.TESTPF.DAT
|
|
Storage Class
BKNSMS
|
|
Device Type
3390
|
|
% Free Bytes in CI
10%
Initial
Last
|
|
Volume Serial
BKNSM2
CI Splits
0
0
|
|
CI Size
8,192
CA Splits
0
0
|
|
Record Size (LRECL) 80
Logical Records 1
907
|
|
Number of Extents
1
Deleted Records 0
1
|
|
SHAREOPTIONS
(1 3)
Insrted Records 0
0
|
|
Organization
KSDS
Retrved Records 0
1
|
|
CIs per CA
78
Updated Records 0
0
|
|
Free CIs per CA
11
Byter Free Space 1,908,736
1,843,200 |
|
Free Bytes per CI
819
Number of EXCPs 3
912
|
|
% Free CIs in CA
15%
|
|
Strings
0
|
|
DATA Buffers
0
|
|
INDEX Buffers
0
|
|
|
+---------------------------------------------------------------------------+

File View Navigate Help
+---------------------------------------------------------------------------+
| Index Component of VSAM1(2)
More:
|
|
|
|
Dataset Name
USER1.DATA.TESTPF.IDX
|
|
Storage Class
BKNSMS
|
|
Device Type
3390
|
|
% Free Bytes in CI
0%
Initial
Last
|
|
Volume Serial
BKNSM2
CI Splits
0
0
|
|
CI Size
1,024
CA Splits
0
0
|
|
Record Size (LRECL) 1,017
Logical Records 1
1
|
|
Number of Extents
1
Deleted Records 0
0
|
|
SHAREOPTIONS
(1 3)
Insrted Records 0
0
|
|
Organization
KSDS
Retrved Records 0
0
|
|
CIs per CA
33
Updated Records 0
0
|
|
Free CIs per CA
0
Byter Free Space 32,768
32,768
|
|
Free Bytes per CI
0
Number of EXCPs 3
12
|
|
% Free CIs in CA
0%
|
|
|
+---------------------------------------------------------------------------+

SETUP options
The following SETUP option can be selected with the SETUP primary command.
Minimum Percentage of Time
You can set this option to eliminate reporting of I/O where the percentage
of time is below a certain threshold.
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D03 - DASD usage by data set
Note: This report also covers TAPE I/O.

Overview
This report shows how much DASD or TAPE I/O time was used by each data set
for which activity was measured during the observation session. The quantification
is based on the number of samples during which activity on the device was
observed. This is expressed as a percentage of the total number of samples.
Two types of detail line are shown:
v Data set
v DDNAME
Initially, only the data set lines are visible. You can expand a data set line (using
the “+” line command) to reveal its subordinate DDNAME lines.
A sample report is shown here, it has been fully expanded:
File View Navigate Help
-------------------------------------------------------------------------------D03: DASD Usage Time by Dataset (0618)
Row 00001 of 00005
Command ===> __________________________________________________ Scroll ===> CSR
Dataset_Name>DDNAme
USER1.DATA.TESTPF
→ VSAM1-02
BKNSM2
USER1.TESTPF2.INFILE
→ INFILE BKNSM1

Percent of Time * 10.00% ±2.2%
*....1....2....3....4....5....6....7....8..
8.90 ====
8.90 ====
1.25 ==
1.25 ==

Detail line descriptions
Data set
This shows the name of a data set that was open at some point during the
observation sesion.
DDNAME
This line shows a DDNAME corresponding to the data set name. There
could be multiple entries under a data set if the data set was open more
than once (concurrently or serially) with different DDNAMEs. If the same
DDNAME is open (and closed) multiple times for the data set, it is
suffixed with an instance number to indicate this.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
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Cmd

When Applied To Object

Action

?

Data set Name, DDName

Display context help info.

++

Data set Name, DDName

Show additional details.

+

Data set Name

Expand to reveal next level.
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Cmd

When Applied To Object

Action

–

Data set Name

Collapse to hide next level.

SV

Data set Name

Sort next level by value.

SN

Data set Name

Sort next level by name.

on headings
Cmd

When Applied To Object

Action

?

Data set Name>DDName, Percent
Time

Display context help info.

+

Data set Name>DDName

Expand to reveal all entries.

+

Percent Time

Zoom in scale.

–

Data set Name>DDName

Collapse to show only first level.

–

Percent Time

Zoom out scale.

SV

Data set Name>DDName

Sort next level by value.

SN

Data set Name>DDName

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
More:
+
|
| +--------------- The following report line was selected -------------+
|
| | USER1.DATA.TESTPF
8.90 ===
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 8.90% quantification represents 178 measurements
|
|
of DASD I/O unit activity accessing the dataset
|
|
USER1.DATA.TESTPF from a total of
|
|
2000 overall measurements. This is the percentage of
|
|
the measured run time during which I/O activity was
|
|
observed accessing this dataset.
|
|
|
+---------------------------------------------------------------------------+

SETUP options
The following SETUP option can be selected with the SETUP primary command.
Minimum Percentage of Time
You can set this option to eliminate reporting of I/O where the percentage
of time is below a certain threshold.

D04 - Data set attributes
This report lists information about each of the data sets (DASD and TAPE) which
were open at some point during the observation session. Various attributes of each
of the data sets are reported.
A sample report is shown here:
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File View Navigate Help
-------------------------------------------------------------------------------D04: Dataset Attributes (0618)
Row 00001 of 00105
Command ===> __________________________________________________ Scroll ===> CSR
SORT by: DDname enter SF, by Dataset Name enter SD.
Dataset information reported for 4 Files.
Non-VSAM file OUTFILE OPENed at 6:45:30.18 Monday Jan 26 2004
DDNAME
Open Intent
Dataset Name
Device Type
Volume Serial
Block Size (BLKSIZE)
Record Size (LRECL)

OUTFILE
OUTPUT
USER1.TESTPF2.OUTFILE
3390
Number of Extent 3
BKNSM1
Dataset Organiza PS
27,930
RECFM
FIXED BLOCKED
133

Non-VSAM file INFILE OPENed at 6:45:30.53 Monday Jan 26 2004
DDNAME
Open Intent
Dataset Name
Device Type
Volume Serial
Block Size (BLKSIZE)
Record Size (LRECL)

INFILE
INPUT
USER1.TESTPF2.INFILE
3390
Number of Extent 1
BKNSM1
Dataset Organiza PS
13,300
RECFM
FIXED BLOCKED
133

Scrolling down in this example shows some VSAM file information.
File View Navigate Help
-------------------------------------------------------------------------------D04: Dataset Attributes (0618)
Row 00026 of 00105
Command ===> __________________________________________________ Scroll ===> CSR
VSAM file VSAM1(1) OPENed at 6:45:33.66 Monday Jan 26 2004
DDNAME
Open Intent
Dataset Name
Storage Class
Device Type
% Free Bytes in CI
Volume Serial
CI Size
Record Size (LRECL)
Number of Extents
SHAREOPTIONS
Organization
CIs per CA
Free CIs per CA
Free Bytes per CI
% Free CIs in CA
Strings
DATA Buffers
INDEX Buffers

VSAM1
KEY,DIR,OUT,RST
USER1.DATA.TESTPF.DAT
BKNSMS
3390
10%
Initial
BKNSM2
CI Splits
0
8,192
CA Splits
0
80
Logical Records 0
1
Deleted Records 0
(1 3)
Insrted Records 0
KSDS
Retrved Records 0
78
Updated Records 0
11
Byter Free Space 1,916,928
819
Number of EXCPs 2
15%
0
0
0

Last
0
0
0
0
0
0
0
1,916,928
2

You can place your cursor on the SORT field and enter any of the following sort
codes to re-sort the report:
v SF By DDName
v SD By Data set name

D05 - DASD EXCP summary
Note: This report also covers TAPE I/O.
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Usage
Use this report to see a summary of the number of EXCPs for each open data set.

Quantification
Each report line shows EXCP counts for a DDNAME. The EXCP count at the time
the file was first observed to be open and the count at the time the file was last
observed to be open are reported. The difference between these two values is also
reported; this is the number of EXCPs occurring during the measurement interval.

Detail line hierarchy
There is only one detail line level in this report.

Detail line descriptions
EXCP counts
Each detail line shows the following information.
Under Heading

This is Displayed

DDNAME

The DDNAME of the file. If multiple OPENs occurred for the
DDNAME, a separate line is reported for each “instance.” A
sequence number is appended to the DDNAME indicating the
instance.

Type

The type of file (VSAM, Non-VSAM, Tape, etc.)

Concat

The concatenation number. A value (+0, +1, +2 ...) appears here
to indicate the data set position in a concatenation.

At Start

The EXCP count for the data set when first observed. For VSAM
data sets, the system maintains this count for the life of the file.
For non-VSAM, this only reflects EXCPs during the step.

At End

The EXCP count for the data set when last observed. For VSAM
data sets, the system maintains this count for the life of the file.
For non-VSAM, this only reflects EXCPs during the step.

During Measurement

The number of EXCPs for the measurement duration. This is
computed as the difference between the “At Start” count and the
“At End” count.
Note: The system maintains EXCP counts at the data set level. If
a data set had more than one file open concurrently under
different DDNAMEs, then overlapping EXCP counts will be
reported.
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Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------D05: DASD EXCP Summary (0647)
Row 00001 of 00082
Command ===> __________________________________________________ Scroll ===> CSR
____________ Number of EXCPs _____________
DDNAME
Type
Concat At Start
At End
During Measurement
SAMPIN
ISPMLIB
ISP07053
SYS00117

Non-VSAM
Non-VSAM
Non-VSAM
VSAM-DATA
VSAM_INDEX
VSAM-DATA
VSAM_INDEX
Non-VSAM
Non-VSAM
Non-VSAM
Non-VSAM
Non-VSAM
Non-VSAM
Non-VSAM
Non-VSAM
Non-VSAM

SYS00116
ISP07078-3
ISP07073
ISP07074
ISP07078-1
ISP07078-2
ISPPROF
ISPPLIB
ISPTLIB
ISPPLIB

+2

+0
+2
+2

0
22
19
3648
41
2
1
35
4
20
34
34
50
0
0
6

30
26
21
3649
42
3
2
37
5
21
35
35
50
0
0
6

30
4
2
1
1
1
1
2
1
1
1
1
0
0
0
0

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

DDName

Display context help info.

++

DDName

Show additional details.

on headings
Cmd

When Applied To Object

Action

?

DDName

Display context help info.

SV

DDName

Sort next level by value.

SN

DDName

Sort next level by name.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up window will be displayed:

106

IBM Application Performance Analyzer for z/OS: User’s Guide

File View Navigate Help
- +-------------------------------------------------------------+ ------------D | Options for DASD EXCP Summary
| 001 of 00107
C |
| ll ===> CSR
| Enter "/" to select an option
|
|
_ Omit files for which no EXCPs were counted
| _________
D |
during the measurement interval. Unselect to
| asurement
|
include all files.
|
S |
| 82
I +-------------------------------------------------------------+ 0

Select this option to omit from the report files for which no I/O activity was
observed. Deselect this option to display all files.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
More:
+
|
| +--------------- The following report line was selected -------------+
|
| | INFILE
Non-VSAM
0
14
14|
|
| +--------------------------------------------------------------------+
|
|
|
| Non-VSAM file INFILE OPENed at 6:45:30.53 Monday Jan 26 2004
|
|
|
|
DDNAME
INFILE
|
|
Open Intent
INPUT
|
|
Dataset Name
USER1.TESTPF2.INFILE
|
|
Device Type
3390
Nbr of Extents
1
|
|
Volume Serial
BKNSM1
Dataset Org
PS
|
|
Block Size (BLKSIZE) 13,300
RECFM
FIXED BLOCKED
|
|
Record Size (LRECL) 133
|
|
|
+---------------------------------------------------------------------------+

D06 - DASD VSAM statistics
Usage
Use this report to see file access statistics for each open VSAM data set.

Quantification
Each report line shows a VSAM DDNAME and its associated file access statistics.

Detail line hierarchy
There is only one detail line level in this report.

Detail line descriptions
VSAM statistics
Each detail line shows the following information.
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Under Heading

This is Displayed

DDNAME

The DDNAME of the file. If multiple OPENs occurred for the
DDNAME, a separate line is reported for each “instance.” A
sequence number is appended to the DDNAME indicating the
instance.

Retrvd

The number of records retrieved from the file during the
measurement interval.

Added

The number of new records added to the file during the
measurement interval.

Insrtd

The number of records inserted during the measurement
interval. This count is also included in the ’added’ record count.

Deletd

The number of records deleted from the file during the
measurement interval.

Updatd

The number of updates to existing records during the
measurement interval.

EXCPs

The number of EXCPs during the measurement interval.

FreeSpc

The change, in bytes, to the amount of free space during the
measurement interval. This is shown as a plus or minus value to
indicate if the free space increased or decreased.

CISplts

The change in the number of CI splits during the measurement
interval. This is shown as a plus or minus value to indicate if the
number of CI splits increased or decreased.

CASplts

The change in the number of CA splits during the measurement
interval. This is shown as a plus or minus value to indicate if the
number of CA splits increased or decreased.

Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------D06: DASD VSAM Statistics (0650)
Row 00001 of 00006
Command ===> __________________________________________________ Scroll ===> CSR
Logical Records During Interval
Retrvd
Added Insrtd Deletd Updatd

DDNAME
FILEA
DFHLCD
DFHGCD
DFHTEMP
DFHINTRA
DFHLRq

749
0
0
0
0
0

+0
+0
+0
+0
+0
+0

0
0
0
0
0
0

0
0
0
0
0
0

0
0
0
0
0
0

EXCPs
0
0
0
0
0
0

+/- During Inte
FreeSpc CISplts C
+0
+0
+0
+0
+0
+0

+0
+0
+0
+0
+0
+0

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
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Cmd

When Applied To Object

Action

?

DDName

Display context help info.

++

DDName

Show additional details.
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on headings
Cmd

When Applied To Object

Action

?

DDName

Display context help info.

SV

DDName

Sort next level by value.

SN

DDName

Sort next level by name.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up window will be displayed:
File View Navigate Help
- +-------------------------------------------------------------+ ------------D | Options for DASD VSAM Statistics
| 001 of 00006
C |
| ll ===> CSR
| Enter "/" to select an option
|
|
_ Omit files for which no EXCPs were counted
| - During Inte
D |
during the measurement interval. Unselect to
| Spc CISplts C
|
include all files.
|
|
|
+-------------------------------------------------------------+

Select this option to omit from the report files for which no activity took place.
Deselect this option to display all files.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
More:
+
|
| +--------------- The following report line was selected -------------+
|
| | VSAM1-02
BKNSM2
8.90 ===
|
|
| +--------------------------------------------------------------------+
|
|
|
| VSAM file FILEA OPENed at 13:04:47.81 Tuesday Mar 2 2004
|
|
|
|
DDNAME
FILEA
|
|
Open Intent
KEY,DSN,DIR,SEQ,SKP,OUT,NLW,LSR SHRPOOL=1
|
|
Dataset Name
BNET.CICS22A.FILEA.DATA
|
|
Storage Class
BKNDATA
|
|
Device Type
3390
|
|
% Free Bytes in CI
0%
Initial
Last
|
|
Volume Serial
BKNA91
CI Splits
0
0
|
|
CI Size
18,432
CA Splits
0
0
|
|
Record Size (LRECL) 80
Logical Records 44
44
|
|
Number of Extents
1
Deleted Records 0
1
|
|
SHAREOPTIONS
(1 3)
Insrted Records 0
0
|
|
Organization
KSDS
Retrved Records 117,704
118,453
|
|
CIs per CA
3
Updated Records 0
0
|
|
Free CIs per CA
0
Byter Free Space 36,864
36,864
|
|
Free Bytes per CI
0
Number of EXCPs 29
29
|
|
% Free CIs in CA
0%
|
|
Strings
1
|
|
DATA Buffers
1
|
|
INDEX Buffers
1
|
|
|
| Index Component of FILEA
|
|
|
|
Dataset Name
BNET.CICS22A.FILEA.INDEX
|
|
Storage Class
BKNSMS
|
|
Device Type
3390
|
|
% Free Bytes in CI
0%
Initial
Last
|
|
Volume Serial
BKNA91
CI Splits
0
0
|
|
CI Size
512
CA Splits
0
0
|
|
Record Size (LRECL) 505
Logical Records 1
1
|
|
Number of Extents
1
Deleted Records 0
0
|
+---------------------------------------------------------------------------+

File View Navigate Help
+---------------------------------------------------------------------------+
|
More: - +
|
|
SHAREOPTIONS
(2 3)
Insrted Records 0
0
|
|
Organization
KSDS
Retrved Records 0
0
|
|
CIs per CA
49
Updated Records 0
0
|
|
Free CIs per CA
0
Byter Free Space 24,576
24,576
|
|
Free Bytes per CI
0
Number of EXCPs 35
35
|
|
% Free CIs in CA
0%
|
|
|
| Shared Resource Pool Information for LSR Pool 1
|
|
Initial
Last
|
|
Type (Data/Index)
DATA
Reads
1
1
|
|
Buffer Size
512
Reads Avoided
0
228
|
|
Buffers
8
User Writes
0
0
|
|
Hiperspace Buffers
0
Non-user Writes
0
0
|

D07 - DASD activity timeline
Note: This report also covers TAPE I/O.

Usage
Use this report to see, for each file, how I/O activity was distributed over the
measurement interval.
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Quantification
A graph, in bar chart format, is displayed for each DDNAME. The horizontal axis
represents the measurement interval which spans 50 columns. Each column
represents an equal 1/50th sub-interval of time. A scale is shown at the bottom of
the graph indicating the percentage of time progression in the overall interval.
In each column, a vertical graph shows (roughly) how much I/O activity took
place during the sub-interval. If any I/O activity did take place, a vertical bar of 1,
2, 3, 4 or 5 characters, extending upward from the scale, is displayed indicating the
percentage of time in the sub-interval during which I/O was observed.

Detail line descriptions
File I/O activity distribution
A group of lines is shown for each reported file. Some information about the file
appears to the left and a bar chart to the right.
Under Heading

This is Displayed

File Information

File Information The following information is shown for each
file.
v The DDNAME
v Type of file (VSAM, non-VSAM, Tape, etc.)
v Volser
v Unit (device type)

nnnn Samples: Duration A graph showing the distribution of I/O activity over the
...
measurement interval.

Sample reports
A sample of the report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------D07: DASD Activity Timeline (0628)
Row 00001 of 00040
Command ===> __________________________________________________ Scroll ===> CSR
File Information

DDN:
Type:
Vol:
Unit:

VSAM1-2
VSAM
BKNSM2
3390

DDN:
Type:
Vol:
Unit:

INFILE
Non-VSA
BKNSM1
3390

+------ 3,999 Samples: Duration 20.6 Seconds -------+
+---------------------------------------------------+
>80%
|
>60%
|
>40%
|
>20%
||
> 0%
|||||||||||||||||||||
|.....1....2....3....4....5....6....7....8....9.....|
+---------------------------------------------------+

+---------------------------------------------------+
>80%
|
>60%
|
>40%
|
>20%
|
> 0%
|
|
|.....1....2....3....4....5....6....7....8....9.....|
+---------------------------------------------------+
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Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

DDName

Display context help info.

++

DDName

Show additional details.

on headings
Cmd

When Applied To Object

Action

?

DDName

Display context help info.

SV

DDName

Sort next level by value.

SN

DDName

Sort next level by name.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up window will be displayed:
File View Navigate Help
- +-----------------------------------------------------------+
D |
Options for DASD Activity Timeline
| 001 of 00000
C |
| ll ===> CSR
|
Enter "/" to select an option
|
|
/ Omit files for which no I/O was observed
|
|
during the measurement interval. Unselect
|
|
to include all files.
|
|
|
|
|
|
|
|
|
|
|
|
|
+-----------------------------------------------------------+

Select this option to omit from the report files for which no activity took place.
This is the default option. Deselect this option to display all files, which will
typically result in the display of numerous empty graphs.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected -------------+
|
| | INFILE
Non-VSAM
0
14
14|
|
| +--------------------------------------------------------------------+
|
|
|
| Non-VSAM file INFILE OPENed at 6:45:30.53 Monday Jan 26 2004
|
|
|
|
DDNAME
INFILE
|
|
Open Intent
INPUT
|
|
Dataset Name
USER1.TESTPF2.INFILE
|
|
Device Type
3390
Nbr of Extents
1
|
|
Volume Serial
BKNSM1
Dataset Org
PS
|
|
Block Size (BLKSIZE) 13,300
RECFM
FIXED BLOCKED
|
|
Record Size (LRECL) 133
|
|
|
+---------------------------------------------------------------------------+

D08 - DASD I/O wait time
Usage
Use this report to examine delays resulting from waits during DASD I/O
operations. Note: This report is not applicable to CICS.

Quantification
Samples are counted in which the following conditions were observed:
v All TCBs (tasks) are in WAIT state
v One (or more) TCB is waiting for completion of a DASD I/O request
The number of samples satisfying these conditions divided by the total number of
samples represents the percentage of time during which the step was waiting for
completion of DASD I/O. These percentages are computed and reported by
DDNAME.

Detail line hierarchy
An unexpanded D08 report shows a line for each DDNAME causing a delay in
execution while waiting for DASD I/O activity to complete. You can expand each
line to reveal additional hierarchical levels of detail (using the + line command).
The hierarchy is illustrated here:
Level 1 DDNAME
Level 2 File I/O Request
Level 3 Supervisor Call (SVC)
Level 4 Module
Level 5 CSECT
Level 2 File I/O Request
Level 3 Module
Level 4 CSECT
Level 2 Supervisor Call (SVC)
Level 3 Module
Level 4 CSECT
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Detail line descriptions
DDNAME
This line identifies the DDNAME of a file for which delays due to wait for I/O
completion were observed.
Under Heading

This is Displayed

Description

The volume ID (VOLSER) for the DDNAME. For a multivolume
data set, the first volume is displayed.

Percent of Time

The percentage of the measurement interval time during which
the step was waiting for completion of I/O for the indicated
DDNAME.

File I/O request
This line identifies the file request macro that caused a wait for I/O completion.
Under Heading

This is Displayed

Name

The DASD I/O macro function (GET, PUT, CHECK, etc.) that
caused the wait.

Description

The address of the macro (return address) in CSECT+offset
format.

Percent of Time

The percentage of the measurement interval time during which
the step was waiting for completion of I/O for the indicated
macro.

Load module
This line identifies the data management load module in which the wait occurred.
Under Heading

This is Displayed

Name

Name of load module in which WAIT request was issued.

Description

Functional description of the load module if one is available.

Percent of Time

The percentage of the measurement interval time during which
the step was waiting for completion of I/O.

CSECT
This line identifies the CSECT in the data management load module in which the
wait occurred.
Under Heading

This is Displayed

Name

Name of CSECT in which WAIT request was issued.

Description

Functional description of the CSECT if one is available.

Percent of Time

The percentage of the measurement interval time during which
the step was waiting for completion of I/O.

Supervisor Call (SVC)
This line identifies an SVC (Supervisor Call) that issued the wait.
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Under Heading

This is Displayed

Name

Name of SVC (Supervisor Call) in which WAIT request was
issued.
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Under Heading

This is Displayed

Description

Functional description of the SVC.

Percent of Time

The percentage of the measurement interval time during which
the step was waiting for completion of I/O.

Sample reports
A sample of the report as it is first displayed is shown here:
File View Navigate Help
-------------------------------------------------------------------------------D08: DASD I/O Wait Time (0099)
Row 00001 of 00006
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

VSOUT1
VSOUT2
VSOUT3
VSINP4
QSOUT5
QSINP6

BKNSM1
BKNSM1
BKNSM1
BKNSM1
BKNSM1
BKNSM1

Percent of CPU time * 10.00% ±3.5%
*....1....2....3....4....5....6....7....8.
7.07 ====
5.05 ===
3.03 ==
1.26 =
0.25
0.12

Here is a sample of the report which has been fully expanded by entering the “+”
line command on the Name heading:
File View Navigate Help
-------------------------------------------------------------------------------D08: DASD I/O Wait Time (0099)
Row 00001 of 00030
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

Percent of CPU time * 10.00% ±3.5%
*....1....2....3....4....5....6....7....8.
VSOUT1
BKNSM1
7.07 ====
→ PUT
U0053+C8
7.07 ====
→ IDA019L1
Virtual I/O (VI 7.07 ====
→ IDA019R3
CSECT in IDA0 7.07 ====
VSOUT2
BKNSM1
→ PUT
U0053+194
→ IDA019L1
Virtual I/O (VI
→ IDA019R3
CSECT in IDA0
→ IDA019RZ
CSECT in IDA0

5.05
5.05
5.05
4.80
0.25

===
===
===
==

VSOUT3
BKNSM1
→ PUT
U0053+266
→ IDA019L1
Virtual I/O (VI
→ IDA019R3
CSECT in IDA0

3.03
3.03
3.03
3.03

=
=
=
=

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

DDName, File I/O Request, Load
Module, CSECT, SVC

Display context help info.

++

DDName, File I/O Request, Load
Module, CSECT, SVC

Show additional details.
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Cmd

When Applied To Object

Action

+

DDName, File I/O Request, Load
Module, SVC

Expand to reveal next level.

–

DDName, File I/O Request, Load
Module, SVC

Collapse to hide next level.

SV

DDName, File I/O Request

Sort next level by value.

SN

DDName, File I/O Request

Sort next level by name.

M

Load Module, CSECT

Display load module info.

P

CSECT

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

DDName

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size.

+

Percent CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent of Time

Zoom out scale.

SV

Name, Description, Percent of Time

Sort next level by value.

SN

Name, Description, Percent of Time

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:

116

IBM Application Performance Analyzer for z/OS: User’s Guide

File View Navigate Help
+---------------------------------------------------------------------------+
|
More:
+
|
| +--------------- The following report line was selected -------------+
|
| | VSOUT1
BKNSM1
7.07 ===
|
|
| +--------------------------------------------------------------------+
|
|
|
| Calculation Details
|
|
The 7.07% quantification represents 56 measurements
|
|
of DASD I/O unit activity for the DDNAME VSOUT1 from
|
|
a total of 791 overall measurements. This is the
|
|
percentage of the measured run time during which I/O
|
|
was observed for this dataset and the step was waiting.
|
|
|
|
|
| VSAM file VSOUT1 OPENed at 22:28:22.03 Monday Mar 22 2004
|
|
|
|
DDNAME
VSOUT1
|
|
Open Intent
KEY,SEQ,OUT
|
|
Dataset Name
USER1.VSAM.TEST1.DAT
|
|
Storage Class
BKNSMS
|
|
Device Type
3390
|
|
% Free Bytes in CI
10%
Initial
Last
|
|
Volume Serial
BKNSM2
CI Splits
0
0
|
|
CI Size
8,192
CA Splits
0
0
|
|
Record Size (LRECL) 100
Logical Records 0
9,801
|
|
Number of Extents
1
Deleted Records 0
0
|
|
SHAREOPTIONS
(1 3)
Insrted Records 0
0
|
|
Organization
KSDS
Retrved Records 0
0
|
|
CIs per CA
78
Updated Records 0
0
|
|
Free CIs per CA
11
Byter Free Space 1,916,928
811,008
|
|
Free Bytes per CI
819
Number of EXCPs 2
139
|
|
% Free CIs in CA
15%
|
|
Strings
1
|
|
DATA Buffers
0
|
|
INDEX Buffers
0
|
|
|
| Index Component of VSOUT1
|
|
|
+---------------------------------------------------------------------------+

File View Navigate Help
+---------------------------------------------------------------------------+
|
More: |
|
Dataset Name
USER1.VSAM.TEST1.IDX
|
|
Storage Class
BKNSMS
|
|
Device Type
3390
|
|
% Free Bytes in CI
0%
Initial
Last
|
|
Volume Serial
BKNSM1
CI Splits
0
0
|
|
CI Size
1,024
CA Splits
0
0
|
|
Record Size (LRECL) 1,017
Logical Records 0
4
|
|
Number of Extents
1
Deleted Records 0
0
|
|
SHAREOPTIONS
(1 3)
Insrted Records 0
0
|
|
Organization
KSDS
Retrved Records 0
0
|
|
CIs per CA
33
Updated Records 0
0
|
|
Free CIs per CA
0
Byter Free Space 33,792
29,696
|
|
Free Bytes per CI
0
Number of EXCPs 1
13
|
|
% Free CIs in CA
0%
|
|
|
+---------------------------------------------------------------------------+

D09 - VSAM buffer pool usage
Usage
Use this report to see information about activity in VSAM LSR buffer pools.
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A buffer pool number can be associated with a VSAM file. This is indicated in the
Open Intent field in any reports that show detailed file information. For example,
report D04 might show the following:
KEY,DSN,DIR,SEQ,SKP,OUT,NLW,LSR SHRPOOL=1

This indicates the file uses shared buffer pool number 1. Refer to report D09 to
examine how effectively the buffer pool was able to reduce the I/O activity for the
associated file(s).
For each buffer pool, activity is quantified for each buffer size and type (DATA or
INDEX component). The buffer size corresponds to the CI size for the associated
file component. VSAM will choose buffers which are at least as large as and closest
in size to the CI size.

Quantification
The following values are reported.
Under Heading

This is Displayed

Type

DATA or INDEX. This indicates if the buffers are for VSAM
DATA or INDEX components

Buffer Size

The buffer size, in bytes.

Buffers
Hiperspace
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The number of buffers in virtual storage.
™

Buffers

The number of buffers in Hiperspace.

Reads

The number of physical reads to the file. This is the number of
reads that could not be avoided because no buffer contained a
copy of the CI. Two values are shown: the value at the start of
the measurement interval and the value at the end. The
difference between the two values represents the activity for the
duration of the interval.

Reads Avoided

The number of avoided reads (look-asides). This is the number
of reads avoided because copies of the referenced CIs were
found in the buffer pool. Two values are shown: the value at the
start of the measurement interval and the value at the end. The
difference between the two values represents the activity for the
duration of the interval. High values indicate the buffer pool
was effective in causing I/O operations to be avoided.

User Writes

The number of physical writes performed to the file at the
request of the user program. Two values are shown: the value at
the start of the measurement interval and the value at the end.
The difference between the two values represents the activity for
the duration of the interval.

Non-user Writes

The number of forced physical writes performed to the file. Two
values are shown: the value at the start of the measurement
interval and the value at the end. The difference between the
two values represents the activity for the duration of the
interval. High values could indicate a shortage of buffers.
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Sample reports
A sample of the report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------D09: VSAM BUffer Pool Usage (0650)
Row 00001 of 00037
Command ===> __________________________________________________ Scroll ===> CSR

Shared Resource Pool Information for LSR Pool 1
Initial
1
0
0
0

Last
1
228
0
0

Type (Data/Index)
Buffer Size
Buffers
Hiperspace Buffers

DATA
512
8
0

Reads
Reads Avoided
User Writes
Non-user Writes

Type (Data/Index)
Buffer Size
Buffers
Hiperspace Buffers

DATA
1024
4
0

Reads
Reads Avoided
User Writes
Non-user Writes

0
0
0
0

0
0
0
0

Type (Data/Index)
Buffer Size
Buffers
Hiperspace Buffers

DATA
2048
6
0

Reads
Reads Avoided
User Writes
Non-user Writes

0
0
0
0

0
0
0
0

G01 - Coupling facility summary
Usage
Use this report to see a summary of the coupling facility data collected during the
observation session.

Facility summary
Fields under this heading summarize the storage and usage of the coupling facility
by facility name. The facility name is listed in the heading.
Under Heading

This is Displayed

CF Storage Used

Total coupling facility storage.

CF Dump Storage

Total coupling facility storage dump space.

CF Storage for
Structures

Total coupling facility storage used by structures.

Subchannel Contention
Count

Count of times a free subchannel was not available for
synchronous immediate operations.

Subchannel Contention
Time

Amount of time in microseconds waiting for a free subchannel
for synchronous immediate operations.

Number of Processors

Number of processors used by the coupling facility.

Processor Utilization

Processor utilization of coupling facility processors expressed as
a percentage of the sampling time.
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Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------G01: Coupling Facility Statistics (0003)
Row 00001 of 00023
Command ===> __________________________________________________ Scroll ===> CSR
Facility Summary - CFCC1
CF Storage
CF Storage Used
CF Dump Storage
CF Storage for Structures
Subchannel Contention Count
Subchannel Contention Time uSec
Failed Request Count
Failed Request Time uSec
Number of Processors
Processor Utilization
Facility Summary - CFCCC2
CF Storage
CF Storage Used
CF Dump Storage
CF Storage for Structures
Subchannel Contention Count
Subchannel Contention Time uSec
Failed Request Count
Failed Request Time uSec
Number of Processors
Processor Utilization

74,496K
9,216K
2,048K
7,168K
0
0
0
0
1
0%
74,496K
2,048K
2,048K
0K
0
0
0
0
1
51%

G02 - Coupling facility mean times
Usage
Use this report to see an analysis of how time was spent by the Coupling Facility
during the observation session. Expand a Coupling Facility report line to see a
further breakdown by structure name within the facility name.

Quantification
Each report line quantifies time as arithmetic means for each measured facility. The
means are calculated by dividing the total of all time spent servicing the facility by
its number of requests. The means are expressed in units of micro-seconds.

Detail line hierarchy
An unexpanded G02 report shows a line for each facility name in the Coupling
Facility. You can expand each line to reveal an additional hierarchical level of detail
(using the + line command).
The hierarchy is illustrated here:
Level 1 Facility Name
Level 2 Structure Name

Detail line descriptions
Facility detail line
This is the first-level detail line. Each line shows information about a facility name
in the coupling facility.

120

IBM Application Performance Analyzer for z/OS: User’s Guide

Under Heading

This is Displayed

Name

The facility name.

Requests - Sync

The number of synchronous operations to the coupling facility.

Requests - Asynch

The number of asynchronous operations to the coupling facility.

Requests - Queued

The number of queued operations to the coupling facility.

Requests - Delay

The number of operations to the coupling facility that were
delayed for dump serialization.

uSeconds - Sync

Mean micro-seconds service time per synchronous operation to
the coupling facility.

uSeconds - Async

Mean micro-seconds service time per asynchronous operation to
the coupling facility.

uSeconds - Queued

Mean micro-seconds service time for operations queued for the
coupling facility.

uSeconds - Delay

Mean micro-seconds service time for operation delays for dump
serialization.

Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------G02: Coupling Facility Mean Service Times (0003)
Row 00001 of 00002
Command ===> __________________________________________________ Scroll ===> CSR

Name
CFCC1
CFCC2

---- Number of Requests ---Sync Asynch Queued
Delay
4112
0
0
0
0
0
0
0

------ Mean uSeconds ------Sync Asynch Queued
Delay
1
0
0
0
0
0
0
0

G03 - Coupling facility total times
Usage
Use this report to see an analysis of how time was spent by the Coupling Facility
during the observation session. Expand a Coupling Facility report line to see a
further breakdown by structure name within the facility name.

Quantification
Each report line quantifies total time for each measured facility. The totals are the
sum of all structures within the facility name. The totals are expressed in units of
microseconds.

Detail line hierarchy
An unexpanded G03 report shows a line for each facility name in the Coupling
Facility. You can expand each line to reveal an additional hierarchical level of detail
(using the + line command). The hierarchy is illustrated here:
Level 1 Facility Name
Level 2 Structure Name
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Detail line descriptions
Facility detail line
This is the first-level detail line. Each line shows information about a facility name
in the coupling facility.
Under Heading

This is Displayed

Name

The facility name.

Requests - Sync

The number of synchronous operations to the coupling facility.

Requests - Asynch

The number of asynchronous operations to the coupling facility.

Requests - Queued

The number of queued operations to the coupling facility.

Requests - Delay

The number of operations to the coupling facility that were
delayed for dump serialization.

uSeconds - Sync

Total micro-seconds service time per synchronous operation to
the coupling facility.

uSeconds - Async

Total micro-seconds service time per asynchronous operation to
the coupling facility.

uSeconds - Queued

Total micro-seconds service time for operations queued for the
coupling facility.

uSeconds - Delay

Total micro-seconds service time for operation delays for dump
serialization.

Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------G03: Coupling Facility Total Service Times (0003
Row 00001 of 00002
Command ===> __________________________________________________ Scroll ===> CSR

Name
CFCC1
CFCC2
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---- Number of Requests ---Sync Asynch Queued
Delay
4112
0
0
0
0
0
0
0
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------ Total uSeconds -----Sync Asynch Queued
Delay
4352
0
0
0
0
0
0
0

Chapter 4. CICS performance analysis reports
This section describes the CICS Performance Analysis Reports.
For information about

See

The CICS data extractor

“Overview of CICS data extractor”

E01 CICS Session Statistics

“E01 - CICS session statistics” on page 124

E03 CICS CPU Usage by Transaction

“E03 - CICS CPU usage by transaction” on
page 126

E04 CICS Mean Service Time by Transaction

“E04 - CICS mean service time by
transaction” on page 133

E05 CICS Total Service Time by Transaction

“E05 - CICS total service time by Txn” on
page 140

E06 CICS Service Time by Task ID

“E06 - CICS service time by task ID” on page
147

E07 CICS Wait by Txn

“E07 - CICS wait by Txn” on page 150

Overview of CICS data extractor
In order to use the CICS Performance Analysis Reports, the CICS data extractor
must be turned on when the Observation Request is entered. You must select the
CICS data extractor in the Schedule New Measurement panel, and enter the
transaction name(s) or patterns you want to observe. For more information on
entering an observation request for CICS, see “Panel 5 – CICS Txns” on page 22.
There are two distinct types of data that Application Performance Analyzer gathers
when the CICS extractor is active: Session statistics, and Transaction measurement
data.

Session statistics
This data is a summary of how much CICS related activity occurred in the region
during the Observation Session. The activity measured is directly related to
services requested by in-flight transactions. The data provides an indication on the
load (or stress level) that transactions are placing on the region. In a region that is
idle, almost all these numbers would be zero. Data for the majority of these
statistics are gathered once at the start of the session and once at the end of the
session. The statistics are then calculated by taking the delta of each set of data
values.

Transaction measurement data
There is one sample record created for each in-flight transaction during each
sampling interval. A transaction is only sampled if it was specified when the
Observation Request was created. For some reports the sample records are
analyzed to produce CPU usage and Service Time by transaction. These reports
describe the load that a transaction is placing on the CICS region.
The sample record consists of transaction state data captured during a sampling
interval. This information is used to generate the Session Activity report. This
report highlights the state of sampled transactions. State information includes:
© Copyright IBM Corp. 2005
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1.
2.
3.
4.

Whether the transaction was running or suspended (active or not)
Module information where it was running
Module information where to be resumed if suspended
Information on the CICS service executing on behalf of the application (if
applicable)

E01 - CICS session statistics
Usage
Use this report to see a summary of the CICS measurement data collected during
the observation session.
Note: Be aware that a reset of CICS statistics, if done during the measurement
interval, can invalidate some of the values reported here.

Detail line descriptions
Environmental Information
Fields under this heading describe characteristics of the CICS environment.
CICS Release
The CICS version and release.

Transaction Statistics
Some CICS processing statistical values are shown under this heading.
First Transaction TaskId
The value of the CICS TaskId at the beginning of the observation session.
Last Transaction TaskId
The value of the CICS TaskId at the end of the observation session.
Number of TaskId Increments
The difference between the first and last CICS TaskId.
Number of Observed Transactions
The number of transactions with unique CICS TaskId values observed. If
this value does not correspond to the number of increments, it could be an
indication that not all executed transactions were measured. Some
transactions could have been excluded as specified in the measurement
request or transactions can be missed if a sampling rate is chosen that is
slower than the transaction throughput rate.
Transaction Rate
The average number of transactions per second during the measurement
interval.
Peak Active Transactions
The maximum number of concurrently active transactions observed during
the measurement interval.
Peak Active Txns (Overall)
The maximum number of concurrently active transactions that occurred
during the entire execution of the CICS region.
MaxTask
The maximum number of concurrent transactions CICS is configured for.
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Mean Transaction Time
The average service time for the transactions observed during the measurement
interval.
The service time consists of:
Execution Time
The time during which a CPU is processing the transaction.
Suspend Time
The time during which the transaction is suspended by CICS.
CICS Dispatch Delay Time
The time during which the transaction is delayed by CICS.
MVS Dispatch Delay Time
The time during which execution is delayed by the MVS dispatcher.

Service Statistics
These are counts of service requests issued by CICS programs during the
measurement interval:
v Program Requests
v Terminal Messages
v Storage Getmains
v Storage Freemains
v File I/O Requests
v Temporary Storage Requests
v Transient Data Requests
v Journal Write Requests

Exception or Critical Conditions
These are counts of certain exception or critical conditions that occurred during the
measurement interval:
v System Dumps
v System Dumps Suppressed
v Transaction Dumps
v Transaction Dumps Suppressed
v Storage Violations
v Short on Storage occurrences
v Times at MaxTask
v Times at Class MaxTask

Transaction Counts
A list of each transaction code that was measured and the number of executions is
shown here.
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Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------E01: CICS Session Statistics (0866)
Row 00001 of 00045
Command ===> __________________________________________________ Scroll ===> CSR
Environmental Information
CICS Release

CICS/TS 2.3

Transaction Statistics
First Transaction TaskId
Last Transaction TaskId
Number of TaskId Increments
Number of Observed Transactions
Transaction Rate (per sec)
Peak Active Txns (Observed)
Peak Active Txns (Overall)
MaxTask

0002089
0002242
153
153
2.18
1
2
5

Mean Transaction Time (Execution + Suspend + Delay = Service)
Execution Time
0.0727747
Suspend Time
0.232708
CICS DIspatch Delay Time
0.052427
MVS Dispatch Delay Time
0.018062
Service Time
0.375944
Service Statistics
Program Requests
Terminal Messages
Storage Getmains
Storage Freemains
File I/O Requests
Temporary Storage Requests
Transient Data Requests
Journal Write Requests

536
305
3,295
3,279
0
0
0
0

Exception or Critical Conditions
System Dumps
System Dumps Suppressed
Transaction Dumps
Transaction Dumps Suppressed
Storage Violations
Short on Storage occurrences
Times at MaxTask

0
0
0
0
0
0
0

File View Navigate Help
-------------------------------------------------------------------------------E01: CICS Session Statistics (0866)
Row 00040 of 00047
Command ===> __________________________________________________ Scroll ===> CSR
Transaction Counts
TranId
CATA
CQRY
CESN
DNC1

Count
1
1
2
151

E03 - CICS CPU usage by transaction
Usage
Use this report to see how CPU consumption was distributed across the CICS
transactions that were executing during the observation session.
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Expand a CICS transaction report line to see a further breakdown by program,
CICS command and SQL Request.

Quantification
Each report line quantifies CPU usage as a percentage. Each percentage represents
the ratio of CPU consumption observed for the reported item (transaction,
program, CICS command or SQL request) to the total CPU consumption measured
in the address space. The sum of all the percentages will normally be less than 100
percent because only those CICS transactions being measured are quantified in the
report. But the percentage is the portion of the total CICS region CPU
consumption.
Similarly, any CICS region CPU overhead not attributable to CICS transactions will
not be quantified in the report.

Detail line hierarchy
An unexpanded E03 report shows a line for each CICS transaction for which CPU
usage was measured. You can expand each line to reveal additional hierarchical
levels of detail.
The hierarchy is illustrated here:
Level 1 CICS Transaction
Level 2 CICS Program
Level 3 CICS Command
Level 3 CICS Command
...
Level 2 CICS Program
Level 3 SQL Request
Level 3 SQL Request
...
Level 2 CICS Program
Level 3 DLI Request
Level 3 DLI Request
...
Level 2 CICS Program
Level 3 Module
Level 3 Module
Level 3 System Services
...
Level 2 System Services
Level 3 Module
Level 3 Module
Level 3 System Services
...

Sample reports
When the report is first displayed, only the first level of the hierarchy is visible
(transaction). A sample is shown here:

Chapter 4. CICS performance analysis reports

127

File View Navigate Help
-------------------------------------------------------------------------------E03: CICS CPU Usage by Transaction (0817)
Row 00001 of 00004
Command ===> __________________________________________________ Scroll ===> CSR
Name
DNC1
FINQ

NTxns/Description
327
295

Percent of CPU time * 10.00% ±1.5%
*....1....2....3....4....5....6....7
77.22 ===================================
8.35 ====

You can enter the “+” line command on a transaction to expand to the next level.
A sample of the report with a transaction expanded to the second level of the
hierarchy (CICS program) is shown here:
File View Navigate Help
-------------------------------------------------------------------------------E03: CICS CPU Usage by Transaction (0817)
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
Name

NTxns/Description

DNC1
327
→ PFSAMPC
EXEC SQL
→ DFHD2EX1 CICS Program
→ PFSAMPB
EXEC SQL
→ PFSAMPA
EXEC SQL
→ PFSAMPA
CICS Program
→ CICS
System Services
→ PFSAMPB
CICS Program
→ PFSAMPA
EXEC CICS
→ PFSAMPC
CICS Program
→ CEECCICS EXEC CICS
→ PFSAMPB
EXEC CICS
FINQ
295

Percent of CPU time * 10.00% ±1.5%
*....1....2....3....4....5....6....7
77.22 ===================================
35.01 =================
16.38 =======
8.14 ====
3.59 ==
3.54 ==
3.11 ==
3.02 ==
2.05 =
1.89 =
0.34
0.09
8.35 ====

You can enter the “+” line command on a program to expand to the next level. In
the sample below, a line with description “EXEC SQL” has been expanded,
showing the SQL commands:
File View Navigate Help
-------------------------------------------------------------------------------E03: CICS CPU Usage by Transaction (0817)
Row 00001 of 00027
Command ===> __________________________________________________ Scroll ===> CSR
Name

NTxns/Description

DNC1
327
→ PFSAMPC
EXEC SQL
→ +1BE2
FETCH
→ +662A
FETCH
→ +0F52
SELECT
→ +6E9C
SELECT
→ +1164
SELECT
→ +6C4C
SELECT
→ +6248
SELECT
→ +1588
OPEN
→ +64D0
OPEN
→ +6752
CLOSE
→ +2348
CLOSE
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Percent of CPU time * 10.00% ±1.5%
*....1....2....3....4....5....6....7
77.22 ===================================
35.01 =================
13.29 ======
6.56 ===
3.36 ==
2.72 =
2.33 =
1.89 =
1.85 =
1.55 =
0.89
0.29
0.22

Detail line descriptions
CICS transaction detail line
This is the first-level detail line. Each line shows information about a CICS
transaction for which CPU consumption was measured.
Under Heading

This is Displayed

Name

The CICS transaction code.

NTxns

The number of executions of the transaction.

Description

If this is a recognized CICS transaction, a functional description.

Percent of CPU Time

The percentage of CPU time consumed during execution of the
transaction.

CICS program or system services detail line
This is a second-level detail line shown directly under the CICS transaction detail
line. This line represents a CICS program (usually an application) that was in
control during execution of the transaction. The third-level lines shown under this
item can be CICS command lines, SQL requests, DLI requests or Module lines.
If no CICS application program was dispatched, “CICS” is shown under the Name
heading and “System Services” under the Description heading.
Under Heading

This is Displayed

Name

The module name of the CICS program. If lines grouped under
this line are CICS command lines, this field is displayed in red.
For Module lines grouped under this line, the field is turquoise.
“CICS” is displayed here if no application program was in
control.

Description

If lines grouped under this line are CICS command lines, this
displays “EXEC CICS”. If lines grouped under this line are SQL
request lines, this displays “EXEC SQL”. If lines grouped under
this line are DLI request lines, this displays “EXEC DLI”.
Otherwise, if the program name is a recognized CICS module
name (a DFH* name), a functional description is shown, and
“CICS Program” is displayed if it is not recognized; indicating
this is likely an application program. “System Services” is
displayed if no application program was in control.

Percent of CPU Time

The percentage of CPU time consumed while executing in the
identified program during execution of the transaction under
which the line appears.

CICS command detail line
These lines appear under a CICS Program detail line. Each one represents a CICS
command issued by the program identified in the name field of the CICS Program
line under which these lines are grouped.
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Under Heading

This is Displayed

Name

The hexadecimal offset in the identified CICS program of the
return address of the EXEC CICS command. This is in +xxxx
format. If the CSECT containing the EXEC CICS is not the same
name as the module identified in the CICS Program line above,
this field contains the CSECT name. In this case, the offset is
shown in the description field. This field is always displayed in
red.

Description

The CICS command descriptor. If, as noted above, the CSECT
name containing the EXEC CICS is different from the module
name, the CICS command descriptor is preceded by the
hexadecimal offset of the command from the start of the CSECT.

Percent of CPU Time

The percentage of CPU time consumed while executing the CICS
command.

SQL Request detail line
These lines appear under a CICS Program detail line. Each one represents an SQL
request issued by the program identified in the name field of the CICS Program
line under which these lines are grouped.
Under Heading

This is Displayed

Name

The hexadecimal offset in the identified CICS program of the
return address of the EXEC SQL call. This is in +xxxx format.
This field is always displayed in red

Description

The SQL request function – SELECT, FETCH, UPDATE, etc.

Percent of CPU Time

The percentage of CPU time consumed while executing the SQL
request.

DLI Request detail line
These lines appear under a CICS Program detail line. Each one represents an IMS
DLI request issued by the program identified in the name field of the CICS
Program line under which these lines are grouped.
Under Heading

This is Displayed

Name

The hexadecimal offset in the identified CICS program of the
return address of the EXEC DLI call. This is in +xxxx format.
This field is always displayed in red.

Description

The DLI function code followed by the PCB name.

Percent of CPU Time

The percentage of CPU time consumed while executing the DLI
request.

Active module detail line
These lines appear under a CICS Program detail line. Each one represents a
module that was executing under control of the program identified in the name
field of the CICS Program line under which these lines are grouped.
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Under Heading

This is Displayed

Name

The name of the module that was executing.

Description

A functional description of the module if one is available.

Percent of CPU Time

The percentage of CPU time consumed while executing in the
module within the grouping under which the detail line appears.
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Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below.(You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

Transaction, Load Module, CSECT,
Display context help info.
Command, SQL Request, DLI Request

++

Transaction, Load Module, CSECT,
Show additional details.
Command, SQL Request, DLI Request

+

Transaction, Load Module

Expand to reveal next level.

–

Transaction, Load Module

Collapse to hide next level.

SV

Transaction, Load Module

Sort next level by value.

SN

Transaction, Load Module

Sort next level by name.

M

Load Module

Display load module info.

P

Command, CSECT, SQL Request, DLI Display source program mapping.
Request

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Sort next level by name.

+

Percent CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce description field size.

–

Percent CPU

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here, this one is for a CICS
command:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ---------------+ |
| |
→ +118E
RETURN TRANSID(DNC1)
0.11
| |
| +----------------------------------------------------------------------+ |
|
|
| Calculation Details
|
|
The 0.11% quantification represents 5 measurements of CPU
|
|
usage while processing the indicated CICS command in
|
|
transaction DNC1 from a total of 4369 CPU usage measurements
|
|
|
| Command Attributes
|
|
CICS Command
EXEC CICS RETURN TRANSID(DNC1)
|
|
Issued in Load Module
PFSAMPA
|
|
Return Offset in Module
+11AE
|
|
Name of CSECT
PFSAMPA
|
|
Return Offset in CSECT
+118E
|
|
|
| The command execution measurement counts are
|
|
Executing (CPU active)
5
|
|
Suspended by CICS
0
|
|
Delayed
|
|
CICS dispatch delay
0
|
|
MVS delay (WAIT)
0
|
|
MVS delay (Busy)
0
|
|
|
+---------------------------------------------------------------------------+

A sample detail window for an SQL command is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ---------------+ |
| |
→ +84D6
SELECT
1,84 =
| |
| +----------------------------------------------------------------------+ |
|
|
| Calculation Details
|
|
The 1.84% quantification represents 68 measurements of CPU
|
|
usage while processing the indicated SQL request in
|
|
transaction DNC1 from a total of 3676 CPU usage measurements.
|
|
|
| SQL Statement Information
|
|
Subsystem name DSN1
Attach type
SASS
|
|
Plan name
PFSAMPA
Plan BIND time Nov-28-04 14:11:17|
|
|
|
DBRM name
PSSAMPC
DBRM token
17859595 06957A24 |
|
DBRM date/time Nov-25-04 14:49:42
|
|
|
|
Package ID
PFSAMPC
Location
CABNETDB24
|
|
Collectn name
PFSAMPX2
Pkg BIND time
no data
|
|
|
|
SQL function
SELECT
Static/dynamic Static
|
|
Precmplr stmt# 3155
DBRM section#
20
|
|
CSECT/module
PFSAMPC in PFSAMPC
Offset of call 000084D6
|
|
Sample count
69
SQL req count
172
|
|
SQL CPU time
0.28
Service time
0.43
|
|
|
|
SQL Statement:
SELECT * INTO : H , : H , : H , : H , : H : H FROM
|
|
DEPT WHERE XRATE = : H
|
|
|
+---------------------------------------------------------------------------+

SETUP option
The following SETUP option can be selected with the SETUP primary command.
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Minimum CPU Percentage
You can set this option to eliminate modules where the CPU percentage is
below a certain threshold.

E04 - CICS mean service time by transaction
Usage
Use this report to see an analysis of how time was spent by the CICS transactions
that were executing during the observation session. Expand a CICS transaction
report line to see a further breakdown by program, CICS command, DLI request
and SQL request.

Quantification
Each report line quantifies time as arithmetic means for each measured transaction.
The means are calculated by dividing the total of all time spent servicing all
occurrences of a transaction by its number of occurrences. The means are expressed
in units of seconds. The mean service time is shown and is further broken down
into execution time, suspend time, and delay time.

Detail line hierarchy
An unexpanded E04 report shows a line for each measured CICS transaction. You
can expand each line to reveal additional hierarchical levels of detail.
The hierarchy is illustrated here:
Level 1 CICS Transaction
Level 2 CICS Program
Level 3 CICS Command
Level 3 CICS Command
...
Level 2 CICS Program
Level 3 SQL Request
Level 3 SQL Request
...
Level 2 CICS Program
Level 3 DLI Request
Level 3 DLI Request
...
Level 2 CICS Program
Level 3 Module
Level 3 Module
Level 3 System Services
...
Level 2 System Services
Level 3 Module
Level 3 Module
Level 3 System Services
...

Sample reports
When the report is first displayed, only the first level of the hierarchy is visible
(transaction). A sample is shown here:
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File View Navigate Help
-------------------------------------------------------------------------------E04: CICS Mean Service Time by Txn (0817)
Row 00001 of 00004
Command ===> __________________________________________________ Scroll ===> CSR

Name
DNC1
FINQ

NTxns Description
327
295

-------- Mean Time in Seconds --------Error Execution + Suspend + Delay = Service
± 5.5%
± 5.8%

0.103
0.012

0.013
0.000

0.023
0.011

0.140
0.023

You can enter the “+” line command on a transaction to expand to the next level.
A sample of the report with a transaction expanded to the second level of the
hierarchy (CICS Program) is shown here:
File View Navigate Help
-------------------------------------------------------------------------------E04: CICS Mean Service Time by Txn (0817)
Row 00001 of 00004
Command ===> __________________________________________________ Scroll ===> CSR

Name

NTxns Description

DNC1
327
→ PFSAMPC
→ DFHD2EX1
→ PFSAMPB
→ CICS
→ PFSAMPA
→ PFSAMPA
→ PFSAMPB
→ PFSAMPC
→ PFSAMPA
→ CEECCICS
→ PFSAMPB

-------- Mean Time in Seconds --------Error Execution + Suspend + Delay = Service
± 5.5%

EXEC SQL
CICS Program
EXEC SQL
System Services
CICS Program
EXEC SQL
CICS Program
CICS Program
EXEC CICS
EXEC CICS
EXEC CICS

0.103
0.046
0.021
0.010
0.004
0.004
0.004
0.004
0.002
0.002
0.000
0.000

0.013
0.000
0.011
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000

0.023
0.004
0.002
0.002
0.008
0.002
0.001
0.000
0.000
0.000
0.000
0.000

0.140
0.051
0.035
0.013
0.012
0.007
0.006
0.004
0.002
0.002
0.000
0.000

You can enter the “+” line command on a program to expand to the next level. In
the sample below, a line with description “EXEC SQL” has been expanded,
showing the SQL commands:
File View Navigate Help
-------------------------------------------------------------------------------E04: CICS Mean Service Time by Txn (0817)
Row 00001 of 00041
Command ===> __________________________________________________ Scroll ===> CSR

Name

NTxns Description

DNC1
327
→ PFSAMPC
→ +1BE2
→ +662A
→ +0F52
→ +6E9C
→ +1164
→ +6C4C
→ +6248
→ +1588
→ +64D0
→ +6752
→ +2348
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-------- Mean Time in Seconds --------Error Execution + Suspend + Delay = Service
± 5.5%

EXEC SQL
FETCH
FETCH
SELECT
SELECT
SELECT
SELECT
SELECT
OPEN
OPEN
CLOSE
CLOSE
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0.103
0.046
0.017
0.008
0.004
0.003
0.003
0.002
0.002
0.002
0.001
0.000
0.000

0.013
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000

0.023
0.004
0.001
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000

0.140
0.051
0.019
0.009
0.005
0.004
0.003
0.002
0.002
0.002
0.001
0.000
0.000

Detail line descriptions
CICS transaction detail line
This is the first-level detail line. Each line shows information about a CICS
transaction for which measurement data was recorded.
Under Heading

This is Displayed

Name

The CICS transaction code.

NTxns

The number of executions of the transaction.

Description

If this is a recognized CICS transaction, a functional description.

Error

The margin of error for the mean values calculated by using the
number of executions of the transaction as the sample size.

Execution

The mean time, in seconds, during which a CPU was actively
executing for the transaction.

Suspend

The mean time, in seconds, during which CICS had suspended
execution of the transaction.

Delay

The mean time, in seconds, during which execution of the
transaction was delayed. Transaction execution can be delayed
for one of the following reasons:
v CICS dispatch delay
v MVS dispatch delay
v MVS WAIT

Service

The mean service time for the transaction. This includes
execution, suspend and delay time.

CICS program or system services detail line
This is a second-level detail line shown directly under the CICS transaction detail
line. This line represents a CICS program (usually an application) that was in
control during execution of the transaction. The third-level lines shown under this
item can be either CICS command lines, SQL Request lines, DLI Request lines or
Module lines.
If no CICS application program was dispatched, “CICS” is shown under the Name
heading and “System Services” under the Description heading.
Under Heading

This is Displayed

Name

The module name of the CICS program. If lines grouped under
this line are CICS command lines, this field is displayed in red.
For Module lines grouped under this line, the field is turquoise.
“CICS” is displayed here if no application program was in
control.

NTxns

If lines grouped under this line are CICS command lines, this
displays “EXEC CICS”. If lines grouped under this line are SQL
request lines, this displays “EXEC SQL”. If lines grouped under
this line are DLI request lines, this displays “EXEC DLI”.
Otherwise, if the program name is a recognized CICS module
name (a DFH* name), a functional description is shown, and
“CICS Program” is displayed if it is not recognized; indicating
this is likely an application program. “System Services” is
displayed if no application program was in control.

Description

If this is a recognized CICS transaction, a functional description.

Error
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Under Heading

This is Displayed

Execution

The mean time, in seconds, during which CPU execution was
observed while transaction control was under the CICS program
identified in the Name column.

Suspend

The mean time, in seconds, during which CICS had suspended
execution of the transaction while transaction control was under
the CICS program identified in the Name column.

Delay

The mean time, in seconds, during which execution of the
transaction was delayed while transaction control was under the
CICS program identified in the Name column. Transaction
execution can be delayed for one of the following reasons:
v CICS dispatch delay
v MVS dispatch delay
v MVS WAIT

Service

The mean service time for the transaction during which control
was under the CICS program identified in the Name column.
This includes execution, suspend and delay time.

CICS command detail line
These lines appear under a CICS Program detail line. Each one represents a CICS
command issued by the program identified in the name field of the CICS Program
line under which these lines are grouped.
Under Heading

This is Displayed

Name

The hexadecimal offset in the identified CICS program of the
return address of the EXEC CICS command. This is in +xxxx
format. If the CSECT containing the EXEC CICS is not the same
name as the module identified in the CICS Program line above,
this field contains the CSECT name. In this case, the offset is
shown in the description field. This field is always displayed in
red.

Description

The CICS command descriptor. If, as noted above, the CSECT
name containing the EXEC CICS is different from the module
name, the CICS command descriptor is preceded by the
hexadecimal offset of the command from the start of the CSECT.

Error
Execution

The mean time, in seconds, during which CPU execution was
observed while the CICS command was being processed.

Suspend

The mean time, in seconds, during which CICS had suspended
execution of the transaction while the CICS command was being
processed.

Delay

The mean time, in seconds, during which execution of the
transaction was delayed while the CICS command was being
processed. reasons:
v CICS dispatch delay
v MVS dispatch delay

Service
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The mean service time for the transaction during which the CICS
command was being processed. This includes execution, suspend
and delay time.
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SQL request detail line
These lines appear under a CICS Program detail line. Each one represents an SQL
request issued by the program identified in the name field of the CICS Program
line under which these lines are grouped.
Under Heading

This is Displayed

Name

The hexadecimal offset in the identified CICS program of the
return address of the EXEC SQL command. This is in +xxxx
format. This field is always displayed in red.

Description

The SQL request function — SELECT, FETCH, UPDATE, etc.

Error
Execution

The mean time, in seconds, during which CPU execution was
observed while the SQL request was being processed.

Suspend

The mean time, in seconds, during which CICS had suspended
execution of the transaction while the SQL request was being
processed.

Delay

The mean time, in seconds, during which execution of the
transaction was delayed while the SQL request was being
processed. reasons:
v CICS dispatch delay
v MVS dispatch delay

Service

The mean service time for the transaction during which the SQL
request was being processed. This includes execution, suspend
and delay time.

DLI request detail line
These lines appear under a CICS Program detail line. Each one represents an IMS
DLI request issued by the program identified in the name field of the CICS
Program line under which these lines are grouped.
Under Heading

This is Displayed

Name

The hexadecimal offset in the identified CICS program of the
return address of the EXEC DLI command. This is in +xxxx
format. This field is always displayed in red.

Description

The DLI function code followed by the PCB name.

Error
Execution

The mean time, in seconds, during which CPU execution was
observed while the DLI request was being processed.

Suspend

The mean time, in seconds, during which CICS had suspended
execution of the transaction while the DLI request was being
processed.

Delay

The mean time, in seconds, during which execution of the
transaction was delayed while the DLI request was being
processed. reasons:
v CICS dispatch delay
v MVS dispatch delay

Service

The mean service time for the transaction during which the DLI
request was being processed. This includes execution, suspend
and delay time.
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Module/system services detail line
These lines appear under a CICS Program detail line. Each one represents a
module that was executing under control of the program identified in the name
field of the CICS Program line under which these lines are grouped. If Application
Performance Analyzer was unable to determine a module name, “CICS” is
displayed in the name field and “System Services” in the description field.
Under Heading

This is Displayed

Name

The name of the module that was executing or “CICS” if a
module name could not be determined.

Description

A functional description of the module if one is available.
“System Services” is displayed if the module name could not be
determined.

Error
Execution

The mean time, in seconds, for execution of the module within
the grouping under which the detail line appears.

Suspend

This field will contain a value of zero.

Delay

The mean time, in seconds, that the identified module was
preempted by MVS.

Service

The mean service time for the transaction during which the
identified module was executing or delayed.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

Transaction, Load Module, CSECT,
Display context help info.
Command, SQL Request, DLI Request

++

Transaction, Load Module, CSECT,
Show additional details.
Command, SQL Request, DLI Request

+

Transaction, Load Module

Expand to reveal next level.

–

Transaction, Load Module

Collapse to hide next level.

SV

Transaction, Load Module

Sort next level by value.

SN

Transaction, Load Module

Sort next level by name.

M

Load Module

Display load module info.

P

Command, CSECT, SQL Request, DLI Display source program mapping.
Request

on headings
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Cmd

When Applied To Object

Action

?

Name

Display context help info.

+

Name

Expand to reveal all entries.

–

Name

Collapse to show only first level.

SV

Name

Sort next level by value.
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Cmd

When Applied To Object

Action

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information. A sample detail window for this report is shown
here, this one is for a CICS command:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| |
→ +118E
RETURN TRANSID(DNC1)
0.000
0.000
0.000
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The quantities shown represent the service time for execution
|
|
of the indicated CICS command while processing transaction DNC1.
|
|
The quantities are mean times for the command for all executions
|
|
of the transaction and are calculated as follows:
|
|
|
|
(1) Times command obseved in txn/program
6
|
|
(2) Duration of one sample interval
0.009999
|
|
(3) (1) x (2) = total time for command
0.059994
|
|
(4) Number of execution of transaction
327
|
|
(5) (3) ÷ (4) = mean time for the command
0.000183
|
|
|
| Command Attributes
|
|
CICS Command
EXEC CICS RETURN TRANSID(DNC1)
|
|
Issued in Load Module
PFSAMPA
|
|
Return Offset in Module
+11AE
|
|
Name of CSECT
PFSAMPA
|
|
Return Offset in CSECT
+118E
|
|
|
| The command execution measurement counts are
|
|
Executing (CPU active)
5
|
|
Suspended by CICS
0
|
|
Delayed
|
|
CICS dispatch delay
0
|
|
MVS delay (WAIT)
0
|
|
MVS delay (Busy)
1
|
|
|
+---------------------------------------------------------------------------+

A sample detail window for an SQL command is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| |
→ +85D8
SELECT
0.001
0.000
0.000
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The quantities shown represent the service time for execution
|
|
of the indicated DB2 SQL call while processing transaction D8CS.
|
|
The quantities are mean times for the SQL call for all executions
|
|
of the transaction and are calculated as follows:
|
|
|
|
(1) Times SQL call observed in txn/program
93
|
|
(2) Duration of one sample interval
0.006003
|
|
(3) (1) | (2) = total time for SQL call
0.558279
|
|
(4) Number of execution of transaction
342
|
|
(5) (3) £ (4) = mean time for the SQL call
0.001632
|
|
|
| SQL Statement Information
|
|
Subsystem name DSN1
Attach type
SASS
|
|
Plan name
PFSAMPA
Plan BIND time Nov-28-04 14:11:17|
|
|
|
DBRM name
PSSAMPC
DBRM token
17859595 06957A24 |
|
DBRM date/time Nov-25-04 14:49:42
|
|
|
|
Package ID
PFSAMPC
Location
CABNETDB24
|
|
Collectn name
PFSAMPX2
Pkg BIND time
no data
|
|
|
|
SQL function
SELECT
Static/dynamic Static
|
|
Precmplr stmt# 3179
DBRM section#
21
|
|
CSECT/module
PFSAMPC in PFSAMPC
Offset of call 000085D8
|
|
Sample count
93
SQL req count
172
|
|
SQL CPU time
0.28
Service time
0.54
|
|
|
|
SQL Statement:
SELECT * INTO : H , : H , : H : H , : H FROM DEPT
|
|
WHERE XRATE = : H
|
|
|
+---------------------------------------------------------------------------+

E05 - CICS total service time by Txn
Usage
Use this report to see an analysis of how time was spent by the CICS transactions
that were measured during the observation session. Expand a CICS transaction
report line to see a further breakdown by program and by CICS command.

Quantification
Each report line quantifies total times for each measured transaction. The total
times are expressed in units of seconds. The total service time is shown and is
further broken down into execution time, suspend time, and delay time.

Detail line hierarchy
An unexpanded E05 report shows a line for each measured CICS transaction. You
can expand each line to reveal additional hierarchical levels of detail.
The hierarchy is illustrated here:
Level 1 CICS Transaction
Level 2 CICS Program
Level 3 CICS Command
Level 3 CICS Command
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...
Level 2 CICS Program
Level 3 SQL Request
Level 3 SQL Request
...
Level 2 CICS Program
Level 3 DLI Request
Level 3 DLI Request
...
Level 2 CICS Program
Level 3 Module
Level 3 Module
Level 3 System Services
...
Level 2 System Services
Level 3 Module
Level 3 Module
Level 3 System Services
...

Detail line descriptions
CICS transaction detail line
This is the first-level detail line. Each line shows information about a CICS
transaction for which measurement data was recorded.
Under Heading

This is Displayed

Name

The CICS transaction code.

NTxns

The number of executions of the transaction.

Description

If this is a recognized CICS transaction, a functional description.

Error

The margin of error based on a sample population of the
number of executions of the transaction.

Execution

The total time, in seconds, that a CPU was actively executing for
the transaction.

Suspend

The total time, in seconds, that CICS had suspended execution
of the transaction.

Delay

The total time, in seconds, that execution of the transaction was
delayed. Transaction execution can be delayed for one of the
following reasons:
v CICS dispatch delay
v MVS dispatch delay
v MVS WAIT

Service

The total service time for the transaction. This includes
execution, suspend and delay time.

CICS program or system services detail line
This is a second-level detail line shown directly under the CICS transaction detail
line. This line represents a CICS program (usually an application) that was in
control during execution of the transaction. The third-level lines shown under this
item can be either CICS command lines, SQL Request lines, DLI Request lines or
Module lines.
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If no CICS application program was dispatched, “CICS” is shown under the Name
heading and “System Services” under the Description heading.
Under Heading

This is Displayed

Name

The module name of the CICS program. If lines grouped under
this line are CICS command lines, this field is displayed in red.
For Module lines grouped under this line, the field is turquoise.
“CICS” is displayed here if no application program was in
control.

Description

If lines grouped under this line are CICS command lines, this
displays “EXEC CICS”. If lines grouped under this line are SQL
request lines, this displays “EXEC SQL”. If lines grouped under
this line are DLI request lines, this displays “EXEC DLI”.
Otherwise, if the program name is a recognized CICS module
name (a DFH* name), a functional description is shown, and
“CICS Program” is displayed if it is not recognized; indicating
this is likely an application program. “System Services” is
displayed if no application program was in control.

Execution

The total time, in seconds, during which CPU execution was
observed while transaction control was under the CICS program
identified in the Name column.

Suspend

The total time, in seconds, during which CICS had suspended
execution of the transaction while transaction control was under
the CICS program identified in the Name column.

Delay

The total time, in seconds, during which execution of the
transaction was delayed while transaction control was under the
CICS program identified in the Name column. Transaction
execution can be delayed for one of the following reasons:
v CICS dispatch delay
v MVS dispatch delay
v MVS WAIT

Service

The total service time for the transaction during which control
was under the CICS program identified in the Name column.
This includes execution, suspend and delay time.

CICS command detail line
These lines appear under a CICS Program detail line. Each one represents a CICS
command issued by the program identified in the name field of the CICS Program
line under which these lines are grouped.

142

Under Heading

This is Displayed

Name

The hexadecimal offset in the identified CICS program of the
return address of the EXEC CICS command. This is in +xxxx
format. If the CSECT containing the EXEC CICS is not the same
name as the module identified in the CICS Program line above,
this field contains the CSECT name. In this case, the offset is
shown in the description field. This field is always displayed in
red.

Description

The CICS command descriptor. If, as noted above, the CSECT
name containing the EXEC CICS is different from the module
name, the CICS command descriptor is preceded by the
hexadecimal offset of the command from the start of the CSECT.

Execution

The total time, in seconds, during which CPU execution was
observed while the CICS command was being processed.
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Under Heading

This is Displayed

Suspend

The total time, in seconds, during which CICS had suspended
execution of the transaction while the CICS command was being
processed.

Delay

The total time, in seconds, during which execution of the
transaction was delayed while the CICS command was being
processed. reasons:
v CICS dispatch delay
v MVS dispatch delay

Service

The total service time for the transaction during which the CICS
command was being processed. This includes execution, suspend
and delay time.

SQL request detail line
These lines appear under a CICS Program detail line. Each one represents an SQL
request issued by the program identified in the name field of the CICS Program
line under which these lines are grouped.
Under Heading

This is Displayed

Name

The hexadecimal offset in the identified CICS program of the
return address of the EXEC SQL command. This is in +xxxx
format. This field is always displayed in red.

Description

The SQL request function — SELECT, FETCH, UPDATE, etc.

Execution

The total time, in seconds, during which CPU execution was
observed while the SQL request was being processed.

Suspend

The total time, in seconds, during which CICS had suspended
execution of the transaction while the SQL request was being
processed.

Delay

The total time, in seconds, during which execution of the
transaction was delayed while the SQL request was being
processed. reasons:
v CICS dispatch delay
v MVS dispatch delay

Service

The total service time for the transaction during which the SQL
request was being processed. This includes execution, suspend
and delay time.

DLI request detail line
These lines appear under a CICS Program detail line. Each one represents an IMS
DLI request issued by the program identified in the name field of the CICS
Program line under which these lines are grouped.
Under Heading

This is Displayed

Name

The hexadecimal offset in the identified CICS program of the
return address of the EXEC DLI command. This is in +xxxx
format. This field is always displayed in red.

Description

The DLI function code followed by the PCB name.

Execution

The total time, in seconds, during which CPU execution was
observed while the DLI request was being processed.
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Under Heading

This is Displayed

Suspend

The total time, in seconds, during which CICS had suspended
execution of the transaction while the DLI request was being
processed.

Delay

The total time, in seconds, during which execution of the
transaction was delayed while the DLI request was being
processed. reasons:
v CICS dispatch delay
v MVS dispatch delay

Service

The total service time for the transaction during which the DLI
request was being processed. This includes execution, suspend
and delay time.

Module/system services detail line
These lines appear under a CICS Program detail line. Each one represents a
module that was executing under control of the program identified in the name
field of the CICS Program line under which these lines are grouped. If Application
Performance Analyzer was unable to determine a module name, “CICS” is
displayed in the name field and “System Services” in the description field.
Under Heading

This is Displayed

Name

The name of the module that was executing or “CICS” if a
module name could not be determined.

Description

A functional description of the module if one is available.
“System Services” is displayed if the module name could not be
determined.

Execution

The total time, in seconds, for execution of the module within
the grouping under which the detail line appears.

Suspend

This field will contain a value of zero.

Delay

The total time, in seconds, that the identified module was
preempted by MVS.

Service

The total service time for the transaction during which the
identified module was executing or delayed.

Sample reports
When the report is first displayed, only the first level of the hierarchy is visible
(transaction). A sample is shown here:
File View Navigate Help
-------------------------------------------------------------------------------E05: CICS Total Service Time by Txn (0817)
Row 00001 of 00004
Command ===> __________________________________________________ Scroll ===> CSR

Name
DNC1
FINQ

NTxns Description
327
295

-------- Mean Time in Seconds --------Error Execution + Suspend + Delay = Service
± 5.5%
± 5.8%

33.736
3.649

4.419
0.000

7.649
3.379

45.805
7.029

You can enter the “+” line command on a transaction to expand to the next level.
A sample of the report with a transaction expanded to the second level of the
hierarchy (CICS Program) is shown here:
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File View Navigate Help
-------------------------------------------------------------------------------E05: CICS Total Service Time by Txn (0817)
Row 00001 of 000015
Command ===> __________________________________________________ Scroll ===> CSR

Name

NTxns Description

DNC1
327
→ PFSAMPC
→ DFHD2EX1
→ PFSAMPB
→ CICS
→ PFSAMPA
→ PFSAMPA
→ PFSAMPB
→ PFSAMPC
→ PFSAMPA
→ CEECCICS
→ PFSAMPB

-------- Total Time in Seconds -------Error Execution + Suspend + Delay = Service
± 5.5%

EXEC SQL
CICS Program
EXEC SQL
System Services
CICS Program
EXEC SQL
CICS Program
CICS Program
EXEC CICS
EXEC CICS
EXEC CICS

33.736
15.298
7.159
3.559
1.359
1.549
1.569
1.319
0.829
0.899
0.149
0.039

4.419
0.000
3.709
0.000
0.089
0.259
0.000
0.179
0.139
0.009
0.019
0.009

7.649
1.569
0.869
0.949
2.799
0.769
0.539
0.079
0.000
0.039
0.029
0.000

45.805
16.868
11.738
4.509
4.249
2.579
2.109
1.579
0.969
0.949
0.199
0.049

You can enter the “+” line command on a program to expand to the next level. In
the sample below, a line with description “EXEC SQL” has been expanded,
showing the SQL commands:
File View Navigate Help
-------------------------------------------------------------------------------E05: CICS Total Service Time by Txn (0817)
Row 00001 of 00027
Command ===> __________________________________________________ Scroll ===> CSR

Name

NTxns Description

DNC1
327
→ PFSAMPC
→ +1BE2
→ +662A
→ +0F52
→ +6E9C
→ +1164
→ +6C4C
→ +6248
→ +1588
→ +64D0
→ +6752
→ +2348

-------- Total Time in Seconds -------Error Execution + Suspend + Delay = Service
± 5.5%

EXEC SQL
FETCH
FETCH
SELECT
SELECT
SELECT
SELECT
SELECT
OPEN
OPEN
CLOSE
CLOSE

33.736
15.298
5.809
2.869
1.469
1.189
1.019
0.829
0.809
0.679
0.389
0.129
0.099

4.419
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000

7.649
1.569
0.579
0.109
0.239
0.129
0.189
0.109
0.079
0.059
0.029
0.019
0.019

45.805
16.868
6.389
2.979
1.709
1.319
1.209
0.939
0.889
0.739
0.419
0.149
0.119

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

Transaction, Load Module, CSECT,
Display context help info.
Command, SQL Request, DLI Request

++

Transaction, Load Module, CSECT,
Show additional details.
Command, SQL Request, DLI Request

+

Transaction, Load Module

Expand to reveal next level.

–

Transaction, Load Module

Collapse to hide next level.

SV

Transaction, Load Module

Sort next level by value.
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Cmd

When Applied To Object

Action

SN

Transaction, Load Module

Sort next level by name.

M

Load Module

Display load module info.

P

Command, CSECT, SQL Request, DLI Display source program mapping.
Request

on headings
Cmd

When Applied To Object

Action

?

Name

Display context help info.

+

Name

Expand to reveal all entries.

–

Name

Collapse to show only first level.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here, this one is for a CICS
command:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| |
→ +118E
RETURN TRANSID(DNC1)
0.049
0.000
0.009
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The quantities are totaltimes for all executions of the
|
|
of the indicated CICS command while processing transaction DNC1.
|
|
The quantities are total times for all executions of the
|
|
command within the transaction and are calculated as follows:
|
|
|
|
(1) Times command obseved in txn/program
6
|
|
(2) Duration of one sample interval
0.009999
|
|
(3) (1) x (2) = total time for command
0.059994
|
|
|
| Command Attributes
|
|
CICS Command
EXEC CICS RETURN TRANSID(DNC1)
|
|
Issued in Load Module
PFSAMPA
|
|
Return Offset in Module
+11AE
|
|
Name of CSECT
PFSAMPA
|
|
Return Offset in CSECT
+118E
|
|
|
| The command execution measurement counts are
|
|
Executing (CPU active)
5
|
|
Suspended by CICS
0
|
|
Delayed
|
|
CICS dispatch delay
0
|
|
MVS delay (WAIT)
0
|
|
MVS delay (Busy)
1
|
|
|
+---------------------------------------------------------------------------+

A sample detail window for an SQL command is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| |
→ +6E9C
SELECT
1.189
0.000
0.129
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The quantities are total times for all executions of the
|
|
of the indicated DB2 SQL call while processing transaction DNC1.
|
|
The quantities are total times for all executions of the
|
|
command within the transaction and are calculated as follows:
|
|
|
|
(1) Times SQL call observed in txn/program
132
|
|
(2) Duration of one sample interval
0.009999
|
|
(3) (1) x (2) = total time for SQL call
1.319868
|
|
|
| SQL Statement Information
|
|
DBRM name
PSSAMPC
|
|
DBRM token
17652081 1C3E933C
|
|
Precmplr stmt#
3179
|
|
SQL Call Module PFSAMPC
|
|
SQL Call CSECT
PFSAMPC
|
|
SQL Call Offset 00006E9C
|
|
SQL Function
SELECT
|
|
Subsystem name
DSN1
|
|
Connection Type SASS
|
|
Package/Plan:
|
|
Location
CABNETDB24
|
|
Collectn name PFSAMPC6
|
|
Package ID
PFSAMPC
|
|
Plan name
PFSAMPA
|
|
|
|
SQL Req Count
105
|
|
|
|
SQL Statement:
SELECT * INTO : H , : H , : H : H , : H FROM DEPT W |
|
HERE XRATE = : H
|
|
|
+---------------------------------------------------------------------------+

E06 - CICS service time by task ID
Usage
Use this report to see a chronology of occurrences of CICS transactions. Expand a
CICS transaction report line to see a separate line for each execution of the
transaction.

Quantification
Each report line quantifies total times for each measured transaction. The total
times are expressed in units of seconds. The total service time is shown and is
further broken down into execution time, suspend time, and delay time.

Detail line hierarchy
An unexpanded E06 report shows a line for each measured CICS transaction. You
can expand each line to reveal a line for each occurrence of the transaction.
The hierarchy is illustrated here:
Level 1 CICS Transaction
Level 2 CICS Transaction Occurrence
Level 2 CICS Transaction Occurrence
...
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Detail line descriptions
CICS transaction detail line
This is the first-level detail line. Each line shows information about a CICS
transaction for which measurement data was recorded.
Under Heading

This is Displayed

Name

The CICS transaction code.

NTxns

The number of executions of the transaction.

Description

If this is a recognized CICS transaction, a functional description.

Error

The margin of error based on a sample population of the
number of executions of the transaction.

Execution

The total time, in seconds, that a CPU was actively executing for
the transaction.

Suspend

The total time, in seconds, that CICS had suspended execution
of the transaction.

Delay

The total time, in seconds, that execution of the transaction was
delayed. Transaction execution can be delayed for one of the
following reasons:
v CICS dispatch delay
v MVS dispatch delay
v MVS WAIT

Service

The total service time for the transaction. This includes
execution, suspend and delay time.

CICS transaction occurrence detail line
This detail line shows information about a single execution of the transaction.
Under Heading

This is Displayed

Name

The ’Task ID’ of the transaction. This is a sequence number
assigned to the transaction by CICS. CICS increments this value
for each transaction execution. It serves as a unique transaction
identifier.

Description

The time of day at which the transaction was executed.

Execution

The total time, in seconds, during which CPU execution was
observed while the transaction was being processed.

Suspend

This field will contain a value of zero.

Delay

The total time, in seconds, that the identified module was
preempted by MVS.

Service

The total time, in seconds, during which execution of the
transaction was delayed. Transaction execution can be delayed
for one of the following reasons:
v CICS dispatch delay
v MVS dispatch delay
v MVS WAIT

Sample reports
When the report is first displayed, only the first level of the hierarchy is visible
(transaction). A sample is shown here:
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File View Navigate Help
-------------------------------------------------------------------------------E06: CICS Service Time by Task Id (0712)
Row 00001 of 00003
Command ===> __________________________________________________ Scroll ===> CSR

Name
CKAM
DNC1
FINQ

Count Description
1
72
174

-------- Total Time in Seconds -------Error Execution + Suspend + Delay = Service
±99.9%
±11.9%
± 7.6%

0.000
0.665
1.576

141.069
63.709
0.035

0.000
54.076
73.506

141.069
118.451
75.118

By entering “+” on a transaction line, it is expanded into the CICS transaction
occurrence detail line:
File View Navigate Help
-------------------------------------------------------------------------------E06: CICS Service Time by Task Id (0712)
Row 00001 of 00177
Command ===> __________________________________________________ Scroll ===> CSR

Name
CKAM
DNC1
FINQ
→ 01531
→ 01533
→ 01534
→ 01536
→ 01537
→ 01539
→ 01540
→ 01541
→ 01542
→ 01544
→ 01545
→ 01547
→ 01548

Count Description
1
72
174

-------- Total Time in Seconds -------Error Execution + Suspend + Delay = Service
±99.9%
±11.9%
± 7.6%

16:34:50.97
16:34:51.87
16:34:53.55
16:34:53.99
16:34:54.92
16:34:55.30
16:34:56.39
16:34:58.06
16:34:58.60
16:34:59.08
16:34:59.99
16:34:00.48
16:34:00.92

0.000
0.665
1.576
0.000
0.000
0.000
0.000
0.000
0.035
0.000
0.000
0.000
0.000
0.023
0.011
0.000

141.069
63.709
0.035
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000
0.000

0.000
54.076
73.506
0.361
0.513
0.303
0.490
0.256
0.490
0.482
0.397
0.408
0.432
0.280
0.361
0.443

141.069
118.451
75.118
0.361
0.513
0.303
0.490
0.256
0.525
0.482
0.397
0.408
0.432
0.303
0.373
0.443

Line commands
on objects
Cmd

When Applied To Object

Action

?

Transaction, Task ID

Display context help info.

++

Transaction, Task ID

Show additional details.

+

Transaction

Expand to reveal next level.

–

Transaction

Collapse to hide next level.

SV

Transaction

Sort next level by value.

SN

Transaction

Sort next level by name.

on headings
Cmd

When Applied To Object

Action

?

Name

Display context help info.

+

Name

Expand to reveal all entries.

–

Name

Collapse to show only first level.
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Cmd

When Applied To Object

Action

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| | DNC1
327
± 5.5%
33.736
4.419
7.649
4|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The quantities shown represent the service time for execution
|
|
of the transaction DNC1. The service time is the sum of
|
|
execution times, suspend time and delay time. The quantities
|
|
are total times for all executions of the transaction
|
|
and are calculated as follows:
|
|
|
|
(1) Number of times transaction observed
4581
|
|
(2) Duration of one sample interval
0.009999
|
|
(3) (1) x (2) = total time for transaction
45.805419
|
|
|
| The transaction execution measurement counts are
|
|
Executing (CPU active)
3374
|
|
Suspended by CICS
442
|
|
Delayed
|
|
CICS dispatch delay
209
|
|
MVS delay (WAIT)
14
|
|
MVS delay (Busy)
542
|
|
|
| Measurement counts for service requests made by this transaction
|
|
Program requests
18
|
|
Terminal messages
0
|
|
Getmain requests
7
|
|
Freemains requests
7
|
|
File I/O requests
0
|
|
File suspends
0
|
|
Temporary storage requests
0
|
|
Transient data requests
0
|
|
Dump system requests
0
|
|
Dump transaction requests
0
|
|
Journal Write Requests
0
|
|
|
+---------------------------------------------------------------------------+

E07 - CICS wait by Txn
Usage
Use this report to see where CICS transactions were waiting. Expand a CICS
transaction report line to see a further breakdown by resource name.

Quantification
Each report line quantifies accumulated wait as a percentage. Each percentage
represents the ratio of wait time observed for the reported item (transaction or
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resource), to the total number of wait observations measured in the address space.
There can be many wait observations recorded for the same CICS sample.

Detail line hierarchy
An unexpanded E07 report shows a line for each CICS transaction which was
observed to be in a wait. You can expand each line to reveal additional hierarchical
levels of detail (using the + line command ).
The hierarchy is illustrated here:
Level 1 CICS Transaction
Level 2 Wait Resource
Level 2 CICS Dispatch Delay
Level 2 MVS Delay (Wait)
Level 2 MVS Delay (Busy)
...

Detail line descriptions
CICS transaction detail line
This is the first-level detail line. Each line shows information about a CICS
transaction which was observed in a wait.
Under Heading

This is Displayed

Name

The CICS transaction code.

NTxns/Description

The number of executions of the transaction, and if this is a
recognized CICS transaction, a functional description.

Percent Wait Time

The percentage of wait observations for this transaction of the
total number of wait observations for the region.

Resource detail line
This is a second-level detail line shown directly under the CICS transaction detail
line. This line represents a CICS resource type or a wait type. The resource types
are documented in the CICS Problem Determination Guide. The wait types can one
of:
CICS

The CICS region was busy processing other transactions and could not
dispatch this transaction.

MVSW
The entire region was in a wait for an MVS service.
MVSB
The MVS system was busy and did not dispatch the CICS region.

Sample reports
A sample report is shown here, the transaction has been expanded to the second
level.
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File View Navigate Help
-------------------------------------------------------------------------------E07: CICS Wait by Txn (1623)
Row 00001 of 00005
Command ===> __________________________________________________ Scroll ===> CSR
Name

NTxns/Description

DNC1
342
→ MVSBusy
MVS Delay (Busy)
→ CICSSusp Suspend
→ CICSDly
CICS Dispatch Delay
→ MVSWait
MVS Delay (Wait)

Percent of CPU time * 10.00% ±1.5%
*....1....2....3....4....5....6....7
24.80 ============
13.09 =======
7.51 ===
4.14 ==
0.04

Line commands
on objects
Cmd

When Applied To Object

Action

?

Transaction, Resource/Wait type

Display context help info.

++

Transaction, Resource/Wait type

Show additional details.

+

Transaction

Expand to reveal next level.

–

Transaction

Collapse to hide next level.

SV

Transaction

Sort next level by value.

SN

Transaction

Sort next level by name.

on headings
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Cmd

When Applied To Object

Action

?

Name

Display context help info.

+

Name

Expand to reveal all entries.

–

Name

Collapse to show only first level.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.
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Chapter 5. IMS performance analysis reports
This section describes the IMS Performance Analysis Reports.
For information about

See

The IMS data extractor

“Overview of IMS data extractor”

I01 IMS DL/I Call CPU Time

“I01 - IMS DL/I call CPU time”

I02 IMS DL/I Call Service Time

“I02 - IMS DL/I call service time” on page
155

Overview of IMS data extractor
When the IMS data extractor is active all DL/I calls in the target address space are
recorded each time a sample is taken. For each DL/I call in flight all of the call
parameters, SSAs etc, are recorded, as well as the module and offset from which
the call was made. In a CICS region there can be multiple IMS threads active and
so multiple DL/I calls can be recorded each time an IMS sample is taken in a CICS
region.
Additionally, several IMS environment parameters are recorded each time a sample
is taken. These parameters include, the region type and its status, the PSB,
transaction code, IMS version and release, message sequence number and time
stamp from the IOPCB. In the case of a CICS region, the scheduling and
termination of PSB’s is also recorded.

I01 - IMS DL/I call CPU time
Overview
This report shows CPU consumption in the target address space broken down by:
PSB

IMS Program Specification Block

Transaction
IMS transaction name.
IMS call
Unique IMS call
A sample report is shown here, expanded to show PSB, Transaction, and IMS calls:

Detail line descriptions
Each line represents a System Object — an object to which measured activity is
attributed. These lines are arranged hierarchically. You can expand a line (using the
“+” line command) to reveal a breakdown into subordinate objects. Each type of
object shown in this report is described here

PSB
The IMS Program Specification Block is at the first level of the hierarchy.
Name Column
The PSB name appears under this heading.
© Copyright IBM Corp. 2005
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Description Column
Shows the type of IMS region: BMP, MPP, IFP, DLI, DBB, etc.

IMS call
This level is present for each unique IMS call that was sampled. It can be at level 2
or level 3 of the hierarchy. Source program mapping can be accessed from this line
by entering a “p.”
Name Column
The IMS call appears under this heading. To uniquely identify an IMS call,
a reference number is appended to each call in parentheses. For example
GHN(3), the “3” in parentheses indicates that this was the 3rd unique IMS
call observed during the sampling session. The unique reference number is
required as there might be other GHN calls, such as GHN(4). If any of the
parameters in an IMS call have changed, a separate entry at this level will
be created.
Description Column
Shows the location from which the IMS call was made plus an ID of the
PCB used. The location can be in one of 3 formats depending upon the
information available during sampling. When available the CSECT+offset
is shown. If the CSECT name is not known, a load module plus offset will
be shown. If the load module is not known, an address will be shown.
The ID of the PCB can also be in several formats. For an AIBTDLI call the
AIB resource name is always shown for both DB and DC calls. For
non-AIBTDLI calls, the PCB name is shown if available in the PCB. For a
DB call when no AIB or PCB name is available, the DBDNAME is shown.
For a DC call when no AIB or PCB name is available, IOPCB will be
shown for the IOPCB, otherwise ALTPCB will be shown.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

PSB, Transaction, IMS Call

Display context help info.

++

PSB, Transaction, IMS Call

Show additional details.

+

PSB, Transaction

Expand to reveal next level.

–

PSB, Transaction

Collapse to hide next level.

SV

PSB, Transaction

Sort next level by value.

SN

PSB, Transaction

Sort next level by name.

on headings
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Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size.

+

Percent CPU

Zoom in scale.
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Cmd

When Applied To Object

Action

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent CPU

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| |
→ GU(3)
XTEITS20+192A IOPCB
5.03 ==
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The 5.03% quantification represents 20 measurements of CPU
|
|
usage while processing the indicated IMS DL/I call from a
|
|
total of 397 CPU usage measurements.
|
|
|
| DL/I Call Information
|
|
Call Location (return address):
|
|
Module Name
XTEITS20
|
|
Offset in Module
00192A
|
|
CSECT Name
XTEITS20
|
|
Offset in CSECT
00192A
|
|
|
|
Call Type
ASMTDLI
|
|
Function
GU
|
|
PCB Name/Label
IOPCB
|
|
|
+---------------------------------------------------------------------------+

I02 - IMS DL/I call service time
Overview
This report shows IMS DL/I Call Service Time in the target address space broken
down by:
PSB

IMS Program Specification Block.

Transaction
IMS transaction name.
IMS call
Unique IMS call.
A sample report is shown here, expanded to show PSB, Transaction, and IMS calls:
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File View Navigate Help
-------------------------------------------------------------------------------I02: IMS DL/I Call Service Time (1382)
Row 00001 of 00006
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

XTEITS20
→ TMEITS20
→ RCMD(2)
→ GU(3)
→ ICMD(1)
→ ISRT(4)

MPP
Txn in XTEITS20
XTEITS20+271E
XTEITS20+192A
XTEITS20+25E2
XTEITS20+3DC2

IOPCB
IOPCB
IOPCB
IOPCB
IOPCB

Percent of CPU time * 10.00% ±2.2%
*....1....2....3....4....5....6....7....8.
8.45 ====
8.45 ====
3.75 ==
3.15 ==
1.45 =
0.10

Detail line descriptions
Each line represents a System Object — an object to which measured activity is
attributed. These lines are arranged hierarchically. You can expand a line (using the
“+” line command) to reveal a breakdown into subordinate objects. Each type of
object shown in this report is described here.

PSB
The IMS Program Specification Block is at the first level of the hierarchy.
Name Column
The PSB name appears under this heading.
Description Column
Shows the type of IMS region: BMP, MPP, IFP, DLI, DBB, etc.

Transaction
IMS transaction name. This level is only present for a transaction driven BMP,
MPP, or IFP. When it is present, it is at level 2 of the hierarchy.
Name Column
The transaction name appears under this heading.
Description Column
Shows the PSB to which the transaction belongs.

IMS call
This level is present for each unique IMS call that was sampled. It can be at level 2
or level 3 of the hierarchy. Source program mapping can be accessed from this line
by entering a “p.”
Name Column
The IMS call appears under this heading. To uniquely identify an IMS call,
a reference number is appended to each call in parentheses. For example
GHN(3), the “3” in parentheses indicates that this was the 3rd unique IMS
call observed during the sampling session. The unique reference number is
required as there might be other GHN calls, such as GHN(4). If any of the
parameters in an IMS call have changed, a separate entry at this level will
be created.
Description Column
Shows the location from which the IMS call was made plus an ID of the
PCB used. The location can be in one of 3 formats depending upon the
information available during sampling. When available the CSECT+offset
is shown. If the CSECT name is not known, a load module plus offset will
be shown. If the load module is not known, an address will be shown.
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The ID of the PCB can also be in several formats. For an AIBTDLI call the
AIB resource name is always shown for both DB and DC calls. For
non-AIBTDLI calls, the PCB name is shown if available in the PCB. For a
DB call when no AIB or PCB name is available, the DBDNAME is shown.
For a DC call when no AIB or PCB name is available, IOPCB will be
shown for the IOPCB, otherwise ALTPCB will be shown.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

PSB, Transaction, IMS Call

Display context help info.

++

PSB, Transaction, IMS Call

Show additional details.

+

PSB, Transaction

Expand to reveal next level.

–

PSB, Transaction

Collapse to hide next level.

SV

PSB, Transaction

Sort next level by value.

SN

PSB, Transaction

Sort next level by name.

P

IMS call

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent Time

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size.

+

Percent CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent CPU

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:

Chapter 5. IMS performance analysis reports

157

File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| |
→ GU(3)
XTEITS20+192A IOPCB
3.15 ==
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The 3.15% quantification represents 63 samples during which
|
|
indicated DL/I call was being serviced. The percentage is
|
|
the portion of the total session elapsed time of 2,000 samples.
|
|
|
| DL/I Call Information
|
|
Call Location (return address):
|
|
Module Name
XTEITS20
|
|
Offset in Module
00192A
|
|
CSECT Name
XTEITS20
|
|
Offset in CSECT
00192A
|
|
|
|
Call Type
ASMTDLI
|
|
Function
GU
|
|
PCB Name/Label
IOPCB
|
|
|
+---------------------------------------------------------------------------+
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Chapter 6. DB2 performance analysis reports
This section describes the DB2 Performance Analysis Reports.
For information about

See

The DB2 data extractor

“Overview of DB2 data extractor”

The DB2+ data extractor

“The DB2+ data extractor” on page 160

F01 DB2 Session Statistics

“F01 - DB2 measurement” on page 160

F02 DB2 SQL Activity Timeline

“F02 - DB2 SQL activity timeline” on page
164

F03 DB2 SQL Activity by DBRM

“F03 - DB2 SQL activity by DBRM” on page
167

F04 SQL Execution Summary

“F04 - DB2 SQL activity by statement” on
page 170

F05 DB2 SQL Activity by Plan

“F05 - DB2 SQL activity by plan” on page
174

F06 SQL Statement Attributes

“F06 - DB2 SQL statement attributes” on
page 177

F07 DB2 SQL Wait Time by DBRM

“F07 - DB2 SQL wait time by DBRM” on
page 180

F08 DB2 SQL Wait Time by Statement

“F08 - DB2 SQL wait time by statement” on
page 183

F09 DB2 SQL Wait Time by Plan

“F09 - DB2 SQL wait time by plan” on page
185

F10 DB2 SQL CPU/Svc Time by DBRM

“F10 - DB2 SQL CPU/Svc time by DBRM”
on page 188

F11 DB2 SQL CPU/Svc Time by Stmt

“F11 - DB2 SQL CPU/Svc time by stmt” on
page 190

F12 DB2 SQL CPU/Svc Time by Plan

“F12 - DB2 SQL CPU/Svc time by plan” on
page 192

F13 DB2 SQL Threads Analysis

“F13 - DB2 SQL threads analysis” on page
195

F14 DB2 CPU by Plan/Stored Proc

“F14 - DB2 CPU by plan/stored Proc” on
page 196

DB2SQL Category in report C01

“DB2SQL category in C01 report” on page
199

Overview of DB2 data extractor
In order to use the DB2 Performance Analysis Reports, the DB2 data extractor
must be turned on when the Observation Request is entered. You must select the
DB2 data extractor in the Schedule New Measurement panel.
The DB2 extractor collects measurement data directly related to SQL activity.
During each sampling interval, Application Performance Analyzer interrogates DB2
to determine if the application or transaction is currently performing a DB2
request. If it is, a DB2 measurement record is created that describes the request. If
© Copyright IBM Corp. 2005
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the request was to process an SQL statement then details of the SQL statement are
also recorded. These DB2 records later are analyzed to produce the DB2 reports.

The DB2+ data extractor
There is a second DB2 data extractor called DB2+. You will see this if your
installation has it enabled, and your TSO ID has authority to use it.
Turning on the DB2+ data extractor allows Application Performance Analyzer to
collect the data required to report exact SQL request counts, SQL CPU time, and
SQL Service Time. The DB2+ data extractor needs to be selected to produce report
F10, F11, and F12. Also some fields in the F01 report require DB2+.
Turning on DB2+ will insure that the SQL text reported on SQL statements is
accurate. Without DB2+ turned on, it is possible for the SQL text to be incorrect.
This is true for both static and dynamic SQL.
Note: Running Application Performance Analyzer measurements with the DB2+
data extractor turned on causes each DB2 call to be intercepted to collect
additional data. This might have a small impact on the performance of the
target address space. Care should be taken when using this feature with
other products that also intercept DB2 calls as unpredictable results might
occur. Your installer might have chosen to limit access to this feature.

F01 - DB2 measurement
Usage
Use this report to see a general overview of the DB2 measurement data. This is a
good report to examine first when analyzing DB2 information. It provides an
at-a-glance summary of various aspects of the measurement data and helps you
choose which other reports to concentrate on. The first section of this report
consists of a series of mini performance graphs illustrating various types of activity
that was measured. This is followed by a section that reports measurement values.

Performance graphs
These are histograms quantifying measurement data. To the right of some of the
graphs, report codes of reports that show related and more detailed information
are displayed. These are point-and-shoot fields. You can display the report by
skipping the cursor to one of these fields and by pressing the ENTER key.

Most Active DB2 Plans
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Under Heading

This is Displayed

Samples

The number of samples done during the measurement upon
which this graph is based. This number represents 100 percent of
the data upon which the graph is based and is used as the
divisor to compute the percentages shown in other lines in the
graph.

DB2 Plan Name

A DB2 plan name is shown and the number of samples in which
processing of SQL requests under this plan was observed. The
percentage and the graph represent the proportion of the overall
measurement time during which SQL requests were being
serviced under this DB2 plan.
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Most active package/DBRMs
Under Heading

This is Displayed

Samples

The number of samples done during the measurement upon
which this graph is based. This number represents 100 percent of
the data upon which the graph is based and is used as the
divisor to compute the percentages shown in other lines in the
graph.

Package or DBRM Name A package or DBRM name is shown and the number of samples
in which processing of SQL requests in this Package/DBRM was
observed. The percentage and the graph represent the proportion
of the overall measurement time during which SQL requests
were being serviced in this Package/DBRM.

Most active SQL statements
Under Heading

This is Displayed

Samples

The number of samples done during the measurement upon
which this graph is based. This number represents 100 percent of
the data upon which the graph is based and is used as the
divisor to compute the percentages shown in other lines in the
graph.

SQL Statement

The DBRM name, precompiler statement number, SQL function
and the number of samples in which processing of this SQL
request was observed. The percentage and the graph represent
the proportion of the overall measurement time during which
this SQL request was being serviced.

Most CPU consumptive SQL
This requires that the DB2+ measurement option was active.
Under Heading

This is Displayed

Total SQL CPU Time

The number of seconds of CPU time consumed by all executions
of SQL requests during the measurement. This number
represents 100 percent of the data upon which the graph is
based and is used as the divisor to compute the percentages
shown in other lines in the graph.

SQL Statement

The DBRM name, precompiler statement number, SQL function
and the number of CPU seconds of execution for this statement.

Most frequent SQL statements
This requires that the DB2+ measurement option was active. The graphic
information is based on the number of SQL requests counted.
Under Heading

This is Displayed

Total SQL Calls Counted The total number of SQL requests counted during the
measurement. This number represents 100 percent of the data
upon which the graph is based and is used as the divisor to
compute the percentages shown in other lines in the graph.
SQL Statement

The DBRM name, precompiler statement number, SQL function
and the number of SQL requests counted for this statement.
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Single SQL call service time
This requires that the DB2+ measurement option was active.
Under Heading

This is Displayed

Total SQL Service Time

The number of seconds of service time for all executions of SQL
requests during the measurement. This number represents 100
percent of the data upon which the graph is based and is used
as the divisor to compute the percentages shown in other lines
in the graph.

SQL statement
identification

The DBRM name, precompiler statement number, SQL function
and the number of seconds of service time for this statement.

DB2 measurement statistics
A grid of values is shown for the overall DB2 measurement and then a separate
grid for each DB2 subsystem. If only one subsystem was observed then only one
grid appears.
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Under Heading

This is Displayed

DB2 Subsystem Name

The name of the DB2 subsystem.

DB2 Version

The version of DB2 for the subsystem.

SQL Calls Sampled

The number of unique SQL requests in which samples were
taken.

SQL observations

The number of samples in which SQL activity was observed.

SQL Calls Executed

The number of SQL requests executed determined on the basis
of lower and upper REQCT values for each of the DB2 threads.

Avg SQL call rate

This is the average number of SQL calls per second for the
measurement interval. This is based on the SQL calls counted
value if it was measured (DB2+ option active). Otherwise it is
based on the SQL calls executed value.

SQL Calls Counted

The number of SQL requests counted by the DB2+ measurement
feature. This value is available only if the DB2+ measurement
option was selected for the measurement. This is an exact SQL
request count for the measurement interval.

SQL throughput

A theoretical SQL request throughput rate based on the number
of SQL requests for the portion of the measurement interval
during which SQL processing was occurring. (Time during
which other non-SQL application activity was taking place is
excluded.) This is based on the SQL calls counted value if it was
measured (DB2+ option active). Otherwise it is based on the
SQL calls executed value.

SQL service time

The total service time for SQL processing. This value is available
only if the DB2+ measurement option was selected for the
measurement.

SQL CPU time

The total CPU time in the measured region for SQL processing.
This value is available only if the DB2+ measurement option was
selected for the measurement.

SQL max time

The maximum service time for a single SQL call. This value is
available only if the DB2+ measurement option was selected for
the measurement.

SQL max CPU

The maximum CPU time for a single SQL call. This value is
available only if the DB2+ measurement option was selected for
the measurement.
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Under Heading

This is Displayed

SQL min time

The minimum service time for a single SQL call. This value is
available only if the DB2+ measurement option was selected for
the measurement.

SQL min CPU

The minimum CPU time for a single SQL call. This value is
available only if the DB2+ measurement option was selected for
the measurement.

Sample reports
A sample report is shown here, it is a scrollable report, and is shown here split into
two screen images.
File View Navigate Help
-------------------------------------------------------------------------------F01: DB2 Measurement Profile (1354)
Row 00001 of 00060
Command ===> __________________________________________________ Scroll ===> CSR
Most Active DB2 Plans ---------------------------------------Samples
10,000 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’
PFSAMPA
1,710
17.1% ***

Reports:
F07

Most Active Package/DBRMs -----------------------------------Samples
10,000 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’
PFSAMPC
1,173
11.7% **
PFSAMPB
302
3.0% *
PFSAMPA
235
2.3% *

Reports:
F03

Most Active SQL Statements ----------------------------------Samples
10,000 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’
PFSAMPC:01466 FETCH
452
4.5% *
PFSAMPA:00816 SELECT
273
2.7% *
PFSAMPC:03054 FETCH
215
2.1% *
PFSAMPB:00678 SELECT
195
1.9% *
PFSAMPB:00816 UPDATE
148
1.4% *

Reports:
F04

Most CPU consumptive SQL ------------------------------------Total SQL CPU time
6.24 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’
PFSAMPC:01466 FETCH
1.62
25.9% *****
PFSAMPA:00816 SELECT
0.88
14.2% **
PFSAMPC:03054 FETCH
0.75
12.1% **
PFSAMPB:00678 SELECT
0.68
11.0% **
PFSAMPC:01316 SELECT
0.44
7.1% *

Reports:
F10 F11
F12
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File View Navigate Help
-------------------------------------------------------------------------------F01: DB2 Measurement Profile (1354)
Row 00031 of 00061
Command ===> __________________________________________________ Scroll ===> CSR
Most Frequent SQL Statements ----------------------------------Total SQL calls counted
4,492 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’
PFSAMPC:03054 FETCH
1,730
38.5% *******
PFSAMPC:01466 FETCH
346
7.7% *
PFSAMPA:00816 SELECT
343
7.6% *
PFSAMPB:00678 SELECT
343
7.6% *
PFSAMPC:01443 OPEN
173
3.8% *

Reports:

Most CPU consumptive SQL --------------------------------------Total SQL service time
11.03 100.0% ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’ ’
PFSAMPB:00678 SELECT
0.16
25.9% *****
PFSAMPC:01466 FETCH
0.09
14.2% **
PFSAMPA:00816 SELECT
0.03
12.1% **
PFSAMPC:01347 SELECT
0.03
11.0% **
PFSAMPC:01316 SELECT
0.01
7.1% *

Reports:

DB2 measurements statistics-------------------------------------------------| DB2 subsystem name DSN1
| DB2 version
7.1.0
|
|----------------------------------------------------------------------------|
| SQL calls sampled 1,521
| SQL observations
1,890
|
| SQL calls executed 5,517
| Avg SQL call rate
91.95 per sec
|
| SQL calls counted 4,492
| SQL throughput
510.83 per sec |
|----------------------------------------------------------------------------|
| SQL service time
11.0362 sec
| SQL CPU time
6.2409 sec
|
| SQL call max time 0.1678 sec
| SQL call max CPU
0.0598 sec
|
| SQL call min time 0.0001 sec
| SQL call min CPU
0.0001 sec
|
*----------------------------------------------------------------------------*

F02 - DB2 SQL activity timeline
Usage
Use this report to see information about the chronology of SQL requests that were
sampled over the duration of the measurement and to identify any calls with
excessive service times. Each line shows information about one SQL call. By
default, the detail lines are sorted chronologically by DB2 thread. You can also
request that the data be sorted in descending sequence by SQL call duration. Enter
the SD line command on the “Threads” heading field to sort in this sequence. This
will bring to the top of the report any SQL calls that might have had excessive
service times.

Quantification
Each report line shows the time at which the first sample for the identified SQL
call took place. The duration of the interval during which execution of the SQL call
was observed is also reported. This is derived from the number of samples and the
sampling interval. This gives an indication of the service time for the particular
SQL call.

Detail line hierarchy
An unexpanded F02 report shows a line for each SQL call that was sampled one or
more times. You can expand each line to reveal one additional hierarchical level of
detail (using the + line command).
The hierarchy is illustrated here:
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Level 1 SQL Call
Level 2 SQL Statement Text
...

Detail line descriptions
SQL Call execution detail line
This is the first-level detail line. Each line shows information about one SQL call.
Under Heading

This is Displayed

Thread

A sequence number identifying the DB2 thread. Application
Performance Analyzer assigns a unique sequence number to
each DB2 thread that was observed.

REQCT

The REQCT value for the SQL call.

Program

The name of the DBRM in which the SQL call was defined.

Stmt#

The precompiler statement number of the SQL statement.

SQL Function

The SQL function performed by the reported statement (SELECT,
INSERT, UPDATE, etc.)

Samps

The number of samples recorded for the interval described by
this report line.

Call Time

The time at which the first sample in the sequence of samples
reported by this line occurred. The time is shown in minutes,
seconds and hundredths of seconds.

Interval

The duration of the interval, in seconds, during which samples
were recorded for the indicated SQL call. This can provide a
good indication of the service time for the SQL call.

SQL statement text detail line
This is second-level detail line shown directly under the SQL statement detail line.
It shows the SQL statement text. If necessary, more than one line is displayed in
order to show the full SQL text. A maximum SQL statement length of 4,000
characters is shown after which truncation occurs.

Sample reports
When the report is first displayed, only the first level of the hierarchy is visible
(Thread). A sample is shown here:
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File View Navigate Help
-------------------------------------------------------------------------------F02: DB2 SQL Activity Timeline (1264)
Row 00001 of 01596
Command ===> __________________________________________________ Scroll ===> CSR
Thread

REQCT

Program

Stmt#

SQL Function

52577
52577
52577
52577
52577
52577
52577
52577
52577
52577
52577
52577
52577
52577
52577
52577
52577

08557
08564
08566
08567
08569
08570
08571
08586
08587
08588
08592
08598
08599
08601
08604
08605
08607

PFSAMPA
PFSAMPA
PFSAMPB
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPB
PFSAMPA
PFSAMPA
PFSAMPB
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC

816
816
678
1316
1443
1466
1466
3155
3179
816
816
816
408
1316
1466
1466
2989

SELECT
SELECT
SELECT
SELECT
OPEN
FETCH
FETCH
SELECT
SELECT
UPDATE
SELECT
SELECT
SET HOST VAR
SELECT
FETCH
FETCH
SELECT

Samps Call Time
1
1
1
2
1
2
2
3
1
1
1
1
1
5
1
3
1

08:24:45.96
08:24:46.25
08:24:46.27
08:24:46.27
08:24:46.28
08:24:46.29
08:24:46.30
08:24:46.32
08:24:46.33
08:24:46.34
08:24:46.50
08:24:46.68
08:24:46.69
08:24:46.69
08:24:46.73
08:24:46.74
08:24:46.76

Interval
0.00
0.00
0.00
0.01
0.00
0.01
0.01
0.01
0.00
0.00
0.00
0.00
0.00
0.03
0.00
0.01
0.00

You can enter a + line command to expand to the next level, which is the SQL text.
The report is shown here where a Thread has been expanded:
File View Navigate Help
-------------------------------------------------------------------------------F02: DB2 SQL Activity Timeline (1264)
Row 00001 of 01599
Command ===> __________________________________________________ Scroll ===> CSR
Thread

REQCT

52577
52577
52577
52577
52577
52577
52577
52577

08557
08564
08566
08567
08569
08570
08571
08586

52577
52577
52577
52577
52577
52577

08587
08588
08592
08598
08599
08601

Program

Stmt#

SQL Function

Samps Call Time

PFSAMPA
816 SELECT
1
PFSAMPA
816 SELECT
1
PFSAMPB
678 SELECT
1
PFSAMPC
1316 SELECT
2
PFSAMPC
1443 OPEN
1
PFSAMPC
1466 FETCH
2
PFSAMPC
1466 FETCH
2
PFSAMPC
3155 SELECT
3
> SELECT * INTO : H , : H , : H , : H
> DEPT WHERE XRATE = : H
PFSAMPC
PFSAMPB
PFSAMPA
PFSAMPA
PFSAMPB
PFSAMPC

3179
816
816
816
408
1316

SELECT
UPDATE
SELECT
SELECT
SET HOST VAR
SELECT

1
1
1
1
1
5

Interval

08:24:45.96
0.00
08:24:46.25
0.00
08:24:46.27
0.00
08:24:46.27
0.01
08:24:46.28
0.00
08:24:46.29
0.01
08:24:46.30
0.01
08:24:46.32
0.01
, : H : H FROM

08:24:46.33
08:24:46.34
08:24:46.50
08:24:46.68
08:24:46.69
08:24:46.69

0.00
0.00
0.00
0.00
0.00
0.03

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
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Cmd

When Applied To Object

Action

?

Thread

Display context help info.

++

Thread

Show additional details.

+

Thread

Expand to reveal next level.
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Cmd

When Applied To Object

Action

–

Thread

Collapse to hide next level.

on headings
Cmd

When Applied To Object

Action

?

Thread

Display context help info.

+

Thread

Expand to reveal all entries.

–

Thread

Collapse to hide next level.

ST

Thread

Sort chronologically by DB2 thread.

SD

Thread

Sort descending by SQL call duration.

F03 - DB2 SQL activity by DBRM
Usage
Use this report to see how time was consumed by SQL request processing. The
percentage of time is reported by each module that issued SQL requests. Expand a
module line to see a further breakdown of time consumption by individual SQL
request issued by the module.

Quantification
Each report line quantifies service time for all SQL requests issued by a module
(DBRM). This is further broken down by SQL request. Each quantity is expressed
as a percentage of the overall measurement interval.

Detail line hierarchy
An unexpanded F03 report shows a line for each module that issued SQL requests.
You can expand each line to reveal two additional hierarchical levels of detail
(using the + line command).
The hierarchy is illustrated here:
Level 1 Module (DBRM)
Level 2 SQL Request
Level 3 SQL Statement Text
Level 2 SQL Request
Level 3 SQL Statement Text
...

Detail line descriptions
SQL DBRM (Module) detail line
This is the first-level detail line. Each line shows information about a DBRM
(Module) for which SQL request measurement data was recorded.
Under Heading

This is Displayed

Name

The DBRM name. The DBRM name is often the same name as
the corresponding module in which SQL requests were issued.
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Under Heading

This is Displayed

Percent of Time

The percentage of the measurement interval duration during
which SQL Requests for the indicated DBRM Name were being
processed.

SQL request detail line
This is the second-level detail line shown directly under the DBRM/Module detail
line. It quantifies the aggregated service time for a specific SQL request.
Under Heading

This is Displayed

Name

A sequence number. This is a 4 digit sequence number assigned
by Application Performance Analyzer to uniquely identify the
SQL request. Either “S” or “D” precedes the sequence number
indicating if the SQL statement is static or dynamic.

Stmt#

The precompiler statement number. This is the statement
number assigned by the precompiler to the SQL request.

SQL Function

The SQL function. The is the name of the SQL function (SELECT,
FETCH, UPDATE, etc.).

Percent of Time

The percentage of the measurement interval duration during
which the indicated SQL Request was being processed.

Note: It is normal for the counts for the second-level items to add up to a higher
value than the first level line. The reason for this is that the program level
line shows the percentage of time during which DB2 processing is active.
For a sample, DB2 is counted as being active only once, regardless of the
number of SQL statements being processed (concurrently). So its percentage
can be lower than the sum of the individual SQL request statement
percentages because of overlaps.

SQL statement text detail line
This is third-level detail line shown directly under the SQL request detail line. It
shows the SQL statement text. If necessary, more than one line is displayed in
order to show the full SQL text. A maximum SQL statement length of 4,000
characters is shown after which truncation occurs.

Sample reports
When the report is first displayed, only the first level of the hierarchy is visible
(DBRM Name). A sample is shown here:
File View Navigate Help
-----------------------------------------------------------------------------F03: SQL Activity by Module (0659)
Row 00001 of 00003
Command ===> __________________________________________________Scroll ===> CSR
Name
Stmt# SQL Function Percent of Time * 10.00% ±1.1%
*....1....2....3....4....5....6....7.
PFSAMPC
17.22 =========
PFSAMPB
6.31 ===
PFSAMPA
2.00 =

You can enter the + line command on a DBRM Name to expand to the next level,
which is SQL commands. Then you can expand the SQL commands to show the
SQL. A sample is shown here with the first DBRM expanded, and then one of the
SQL commands expanded:
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File View Navigate Help
-------------------------------------------------------------------------------F03: SQL Activity by Module (0659)
Row 00001 of 00019
Command ===> __________________________________________________ Scroll ===> CSR
Name
PFSAMPC
→ S0012
→ S0008
→ S0017
→ S0010
→ S0011
→ S0018

→
→
→
→
→
→

S0015
S0019
S0014
S0016
S0020
S0009

Stmt#

SQL Function

01466
01316
03054
01347
01443
03155
>
>

Percent of Time * 10.00% ±1.1%
*....1....2....3....4....5....6.....7.
17.22 =========
FETCH
9.13 =====
SELECT
1.82 =
FETCH
1.81 =
SELECT
1.48 =
OPEN
0.80
SELECT
0.66
SELECT * INTO : H , : H , : H , : H , : H : H FROM DEP
T WHERE XRATE = : H

02989
03179
01562
03046
03065
01316

SELECT
SELECT
CLOSE
OPEN
CLOSE
SELECT

0.48
0.43
0.26
0.25
0.05
0.01

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field).

on objects
Cmd

When Applied To Object

Action

?

Module, SQL Request

Display context help info.

++

Module, SQL Request

Show additional details.

+

Module

Expand to reveal next level.

–

Module

Collapse to hide next level.

SV

Module

Sort next level by value

SN

Module

Sort next level by name

on headings
Cmd

When Applied To Object

Action

?

Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand description field size.

+

Percent CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce description field size.

–

Percent CPU

Zoom in scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.
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Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information. For example, entering “++” on an SQL line will
cause this detail window to appear:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ---------------+ |
| | → S0011
3179 SELECT
0.93
| |
| +----------------------------------------------------------------------+ |
|
|
| Calculation Details
|
|
The 0.93% quantification represents 93 measurements
|
|
during which DB2 was servicing the SQL SELECT request
|
|
in program PFSAMPC at precompiler statement number 3179.
|
|
The percentage is the portion of the total session time
|
|
of 10,000 samples.
|
|
|
| SQL Statement Information
|
|
Subsystem name DSN1
Attach type
SASS
|
|
Plan name
PFSAMPA
Plan BIND time Nov-28-04 14:11:17|
|
|
|
DBRM name
PFSAMPC
DBRM token
17859595 06957A24 |
|
DBRM date/time Nov-25-04 14:49:42
|
|
|
|
Package ID
PFSAMPC
Location
CABNETDB24
|
|
Collectn name
PFSAMPX1
Pkg BIND time
no data
|
|
|
|
SQL function
SELECT
Static/dynamic Static
|
|
Precmplr stmt# 3179
DBRM section#
21
|
|
CSECT/module
PFSAMPC in PFSAMPC
Offset of call 000085D8
|
|
Sample count
93
SQL req count
172
|
|
SQL CPU time
0.28
Service time
0.54
|
|
|
|
SQL Statement:
SELECT * INTO : H , : H , : H : H , : H FROM VDEPT
|
|
WHERE DEPTNO = : H
|
|
|
+---------------------------------------------------------------------------+

SETUP options
The following SETUP option can be selected with the SETUP primary command.
Minimum Percentage of Time
You can set this option to eliminate reporting of SQL activity where the
percentage of time is below a certain threshold.

F04 - DB2 SQL activity by statement
Usage
Use this report to see how time was consumed by SQL request processing. The
percentage of time is reported by each SQL request.

Quantification
Each report line quantifies service time for all executions of an SQL request. Each
quantity is expressed as a percentage of the overall measurement interval.

Detail line hierarchy
An unexpanded F04 report shows a line for each SQL request. You can expand
each line to reveal one additional hierarchical level of detail (using the “+” line
command).
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The hierarchy is illustrated here:
Level 1 SQL Request
Level 2 SQL Statement Text
...

Detail line descriptions
SQL request detail line
This is the first-level detail line. It quantifies the aggregated service time for a
specific SQL request.
Under Heading

This is Displayed

SeqNo

A sequence number. This is a 4 digit sequence number assigned
by Application Performance Analyzer to uniquely identify the
SQL request. Either “S” or “D” precedes the sequence number
indicating if the SQL statement is static or dynamic.

Program

The DBRM name for the program that issued the SQL request.

Stmt#

The precompiler statement number. This is the statement
number assigned by the precompiler to the SQL request.

SQL Function

The SQL function. The is the name of the SQL function (SELECT,
FETCH, UPDATE, etc.).

Percent of Time

The percentage of the measurement interval duration during
which the indicated SQL Request was being processed.

SQL statement text detail line
This is second-level detail line shown directly under the SQL request detail line. It
shows the SQL statement text. If necessary, more than one line is displayed in
order to show the full SQL text. A maximum SQL statement length of 4,000
characters is shown after which truncation occurs.
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Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------F04: SQL Activity by Statement (0659)
Row 00001 of 00020
Command ===> __________________________________________________ Scroll ===> CSR
SeqNo

Program

Stmt#

S0012
S0013
S0001
S0008
S0017
S0004
S0010
S0002
S0011
S0018
S0015
S0019
S0014
S0016
S0020
S0007
S0005
S0003
S0006
S0009

PFSAMPC
PFSAMPB
PFSAMPA
PFSAMPC
PFSAMPC
PFSAMPB
PFSAMPC
PFSAMPB
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPB
PFSAMPB
PFSAMPB
PFSAMPB
PFSAMPC

01466
00816
00816
01316
03054
00678
01347
00408
01433
03155
02989
03179
01562
03046
03065
01385
00947
00408
01163
01316

SQL Function Percent of Total Time * 10.00% ±1.1%
*....1....2....3....4....5....6....7...
FETCH
9.13 =====
UPDATE
3.28 ==
SELECT
2.00 =
SELECT
1.82 =
FETCH
1.81 =
SELECT
1.67 =
SELECT
1.48 =
SET HOST VA 1.26 =
OPEN
0.80
SELECT
0.66
SELECT
0.48
SELECT
0.43
CLOSE
0.26
OPEN
0.25
CLOSE
0.05
SELECT
0.03
SELECT
0.02
SET HOST VA 0.01
SELECT
0.01
SELECT
0.01

Each line can be expanded to display the SQL statement by entering the “+” line
command on the Sequence Number. For example, “+” was entered on the third
line in this report to displaythe SQL.
File View Navigate Help
-------------------------------------------------------------------------------F04: SQL Activity by Statement (0659)
Row 00001 of 00022
Command ===> __________________________________________________ Scroll ===> CSR
SeqNo

Program

Stmt#

S0012
S0013
S0001

PFSAMPC
PFSAMPB
PFSAMPA
>

01466
00816
00816
SELECT

SQL Function Percent of Total Time * 10.00% ±1.1%
*....1....2....3....4....5....6....7...
FETCH
9.13 =====
UPDATE
3.28 ==
SELECT
2.00 =
* INTO : H FROM DEPTA WHERE XRATE = : H

S0008
S0017
S0004
S0010
S0002
S0011
S0018
S0015
S0019
S0014
S0016
S0020
S0007

PFSAMPC
PFSAMPC
PFSAMPB
PFSAMPC
PFSAMPB
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPB

01316
03054
00678
01347
00408
01433
03155
02989
03179
01562
03046
03065
01385

SELECT
1.82
FETCH
1.81
SELECT
1.67
SELECT
1.48
SET HOST VA 1.26
OPEN
0.80
SELECT
0.66
SELECT
0.48
SELECT
0.43
CLOSE
0.26
OPEN
0.25
CLOSE
0.05
SELECT
0.03

=
=
=
=
=

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)
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on objects
Cmd

When Applied To Object

Action

?

SeqNo

Display context help info.

++

SeqNo

Show additional details.

+

SeqNo

Expand to reveal next level.

–

SeqNo

Collapse to hide next level.

M

SeqNo

Display load module information.

P

SeqNo

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

SeqNo, Percent of Time

Display context help info.

+

SeqNo

Expand to reveal all entries.

+

Percent of Time

Zoom in scale.

–

SeqNo

Collapse to show only first level.

–

Percent of Time

Zoom out scale

SV

SeqNo

Sort next level by value.

SS

SeqNo

Sort next level by SeqNo.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
For example, entering “++” on an SQL line will cause this detail window to pop
up:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ---------------+ |
| | → S0011
3179 SELECT
0.93
| |
| +----------------------------------------------------------------------+ |
|
|
| Calculation Details
|
|
The 0.93% quantification represents 93 measurements
|
|
during which DB2 was servicing the SQL SELECT request
|
|
in program PFSAMPC at precompiler statement number 3179.
|
|
The percentage is the portion of the total session time
|
|
of 10,000 samples.
|
|
|
| SQL Statement Information
|
|
Subsystem name DSN1
Attach type
SASS
|
|
Plan name
PFSAMPA
Plan BIND time Nov-28-04 14:11:17|
|
|
|
DBRM name
PSSAMPC
DBRM token
17859595 06957A24 |
|
DBRM date/time Nov-25-04 14:49:42
|
|
|
|
Package ID
PFSAMPC
Location
CABNETDB24
|
|
Collectn name
PFSAMPX2
Pkg BIND time
no data
|
|
|
|
SQL function
SELECT
Static/dynamic Static
|
|
Precmplr stmt# 3179
DBRM section#
21
|
|
CSECT/module
PFSAMPC in PFSAMPC
Offset of call 000085D8
|
|
Sample count
93
SQL req count
172
|
|
SQL CPU time
0.28
Service time
0.54
|
|
|
|
SQL Statement:
SELECT * INTO : H , : H , : H : H , : H FROM VDEPT
|
|
WHERE DEPTNO = : H
|
|
|
+---------------------------------------------------------------------------+

SETUP options
The following SETUP option can be selected with the SETUP primary command.
Minimum Percentage of Time
You can set this option to eliminate reporting of SQL activity where the
percentage of time is below a certain threshold.

F05 - DB2 SQL activity by plan
Usage
Use this report to see how time was consumed by SQL request processing. The
percentage of time is reported by each DB2 plan under which measured SQL
activity was recorded. Expand a plan line to see a further breakdown of time
consumption by individual SQL request.

Quantification
Each report line quantifies service time for all SQL requests issued under a DB2
Plan. This is further broken down by SQL request. Each quantity is expressed as a
percentage of the overall measurement interval.

Detail line hierarchy
An unexpanded F05 report shows a line for each module that issued SQL requests.
You can expand each line to reveal two additional hierarchical levels of detail
(using the + line command ).
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The hierarchy is illustrated here:
Level 1 DB2 Plan
Level 2 SQL Request
Level 3 SQL Statement Text
Level 2 SQL Request
Level 3 SQL Statement Text
...

Detail line descriptions
DB2 plan detail line
This is the first-level detail line. Each line shows information about a DB2 Plan for
which SQL request measurement data was recorded.
Under Heading

This is Displayed

SeqNo

A sequence number assigned to the DB2 plan.

Plan/Pgm

The DB2 plan name.

Percent of Time

The percentage of the measurement interval duration during
which the indicated DB2 plan was being processed.

SQL request detail line
This is the second-level detail line shown directly under the DB2 Plan detail line. It
quantifies the aggregated service time for a specific SQL request.
Under Heading

This is Displayed

SeqNo

A sequence number. This is a 4 digit sequence number assigned
by Application Performance Analyzer to uniquely identify the
SQL request. Either “S” or “D” precedes the sequence number
indicating if the SQL statement is static or dynamic.

Plan/Pgm

The DBRM name for the program that issued the SQL request.

Stmt#

The precompiler statement number. This is the statement
number assigned by the precompiler to the SQL request.

SQL Function

SQL Function The SQL function. The is the name of the SQL
function (SELECT, FETCH, UPDATE, etc.).

Percent of Time

The percentage of the measurement interval duration during
which the indicated SQL Request was being processed.

SQL statement text detail line
This is third-level detail line shown directly under the SQL request detail line. It
shows the SQL statement text. If necessary, more than one line is displayed in
order to show the full SQL text. A maximum SQL statement length of 4,000
characters is shown after which truncation occurs.

Sample reports
A sample report is shown here with a plan expanded to the second level
(statement) and a statement expanded to show the SQL text.
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File View Navigate Help
-------------------------------------------------------------------------------F05: SQL Activity by Plan (1336)
Row 00001 of 00017
Command ===> __________________________________________________ Scroll ===> CSR
SeqNo
P0001
→ S0003
→ S0001

→
→
→
→
→
→
→
→
→
→
→
→

S0005
S0012
S0011
S0010
S0007
S0002
S0009
S0008
S0013
S0004
S0014
S0006

Plan/Pgm

Stmt# SQL Function

Percent of Time * 10.00% ±1.1%
*....1....2....3....4....5....6.....7.
PFSAMPA
20.60 ==========
PFSAMPC
1466 FETCH
5.79 ===
PFSAMPA
816 SELECT
3.10 ==
> SELECT NEXTLIM INTO : H FROM MRATE WHERE CURATE = : H
PFSAMPC
PFSAMPB
PFSAMPC
PFSAMPB
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC

3054
678
1316
816
3179
1347
3155
2989
1433
3046
1562
3065

FETCH
SELECT
SELECT
UPDATE
SELECT
SELECT
SELECT
SELECT
OPEN
OPEN
CLOSE
CLOSE

2.29
1.94
1.47
1.40
1.09
0.89
0.79
0.68
0.60
0.30
0.14
0.12

=
=
=
=
=

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

DBRM, SeqNo

Display context help info.

++

DBRM, SeqNo

Show additional details.

+

DBRM, SeqNo

Expand to reveal next level.

–

DBRM, SeqNo

Collapse to hide next level.

M

SeqNo

Display load module information.

P

SeqNo

Display source program mapping.

SV

DBRM

Sort next level entries by value.

SS

DBRM

Sort lines by program and stmt
number.

on headings
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Cmd

When Applied To Object

Action

?

Name

Display context help info.

+

Name

Expand to reveal all entries.

–

Name

Collapse to show only first level.

SV

SeqNo

Sort next level by value.
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Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information. For example, entering “++” on an SQL line will
cause this detail window to pop up:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ---------------+ |
| | → S0011
3179 SELECT
0.93
| |
| +----------------------------------------------------------------------+ |
|
|
| Calculation Details
|
|
The 0.93% quantification represents 93 measurements
|
|
during which DB2 was servicing the SQL SELECT request
|
|
in program PFSAMPC at precompiler statement number 3179.
|
|
The percentage is the portion of the total session time
|
|
of 10,000 samples.
|
|
|
| SQL Statement Information
|
|
Subsystem name DSN1
Attach type
SASS
|
|
Plan name
PFSAMPA
Plan BIND time Nov-28-04 14:11:17|
|
|
|
DBRM name
PSSAMPC
DBRM token
17859595 06957A24 |
|
DBRM date/time Nov-25-04 14:49:42
|
|
|
|
Package ID
PFSAMPC
Location
CABNETDB24
|
|
Collectn name
PFSAMPX2
Pkg BIND time
no data
|
|
|
|
SQL function
SELECT
Static/dynamic Static
|
|
Precmplr stmt# 3179
DBRM section#
21
|
|
CSECT/module
PFSAMPC in PFSAMPC
Offset of call 000085D8
|
|
Sample count
93
SQL req count
172
|
|
SQL CPU time
0.28
Service time
0.43
|
|
|
|
SQL Statement:
SELECT * INTO : H , : H , : H : H , : H FROM VDEPT
|
|
WHERE DEPTNO = : H
|
|
|
+---------------------------------------------------------------------------+

SETUP options
The following SETUP option can be selected with the SETUP primary command.
Minimum Percentage of Time
You can set this option to eliminate reporting of SQL activity where the
percentage of time is below a certain threshold.

F06 - DB2 SQL statement attributes
Usage
Use this report to see detailed information about each of the measured SQL
statements. This is useful as a reference report when working with printed copies
of other DB2 reports that do not show full SQL statement details. (When browsing
online, the pop-up detail windows show this information.) The following
information is shown for each SQL statement for which activity was observed.
Under Heading

This is Displayed

SQL Statement ID

A unique sequence number assigned by Application
Performance Analyzer to the SQL statement. This is shown in
other DB2 reports that display SQL statement information.
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Under Heading

This is Displayed

Subsystem name

The name of the DB2 subsystem under which the SQL statement
was executed.

Attachment type

The type of DB2 attachment for the thread under which the SQL
statement was executed.

Plan name

The name of the DB2 plan under which the SQL statement was
executed.

Plan Bind Time

The date and time of the BIND of the plan.

DBRM Name

The name of the DBRM under which the SQL statement was
executed.

DBRM Token

The DBRM consistency token. This is an 8 byte hexadecimal
value that identifies the DBRM.

DBRM Date/Time

The date and time of the DBRM. This is the time at which the
precompiler created the DBRM.

Package ID

The package ID. This is omitted if there was no package bound
for the DBRM.

Location

The location name associated with the package. This is omitted
if there was no package bound for the DBRM.

Collection Name

The collection name for the package. This is omitted if there was
no package bound for the DBRM.

Package Bind Time

The date and time of the BIND of the package. This is omitted if
there was no package bound for the DBRM.

SQL Function

The SQL function (SELECT, UPDATE, FETCH, etc.)

Precmplr Stmt#

The statement number assigned by the precompiler to the SQL
statement.

Static/Dynamic

This indicates if the SQL request was Static or Dynamic.

DBRM Section#

The section number assigned by the precompiler to the SQL
statement. Groups of related statements (such as OPEN, FETCH,
CLOSE) are correlated using the section number.

PREPARE Stmt#

The statement number of the corresponding PREPARE
statement. This field only applies to dynamic SQL statement that
operate on SQL text processed by a corresponding PREPARE
statement. In order for this information to appear, it is required
that execution of the corresponding PREPARE was sampled.

CSECT/Module

The name of the load module and CSECT in which the SQL call
was issued.

Offset of Call

The offset of the SQL call return address in the CSECT or
module.

SQL Req Count

The number of SQL calls counted for the indicated statement.
This information is available only if the DB2+ measurement
option was active. It indicates the number of calls counted at the
indicated SQL statement number for the duration of the
measurement. Counting begins when the first SQL call is
sampled.

Sample Count

The number of Samples in which execution of the indicate
statement was measured.
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Under Heading

This is Displayed

Total CPU Time

The total CPU time consumed by processing of the indicated
statement in the measured region. This information is available
only if the DB2+ measurement option was active. It indicates the
accumulated CPU time used by the indicated SQL statement
number for the duration of the measurement. Accumulation
begins when the first SQL call is sampled.

Total Service Time

The total service time for processing of the indicated statement.
This information is available only if the DB2+ measurement
option was active. It indicates the accumulated service time used
by the indicated SQL statement number for the duration of the
measurement. Accumulation begins when the first SQL call is
sampled.

SQL Statement

The SQL statement text. A maximum of 4000 characters can be
displayed. SQL statements exceeding this limit are truncated.

Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------F06: DB2 SQL Statement Attributes (1623)
Row 00001 of 00324
Command ===> __________________________________________________ Scroll ===> CSR

SQL Statement Id 00001
Subsystem name DSN1
Plan name
PFSAMPA

Attach type
Plan BIND time

SASS
Nov-28-04 14:11:17

DBRM name
DBRM date/time

PSSAMPA
Nov-25-04 14:50:15

DBRM token

17859595 050DCBBC

Package ID
Collectn name

PFSAMPA
PFSAMPX1

Location
Pkg BIND time

CABNETDB24
no data

SQL function
Precmplr stmt#
CSECT/module
Sample count
SQL CPU time

SELECT
816
PFSAMPA in PFSAMPA
324
0.91

Static/dynamic
DBRM section#
Offset of call
SQL req count
Service time

Static
1
000007FA
342
1.72

SQL Statement:

SELECT NEXTLIM INTO : H FROM MRATE WHERE CURATE = :
H

SQL Statement Id 00002
Subsystem name DSN1
Plan name
PFSAMPA

Attach type
Plan BIND time

SASS
Nov-28-04 14:11:17

DBRM name
DBRM date/time

PFSAMPC
Nov-25-04 14:49:42

DBRM token

17859595 06957A24

Package ID
Collectn name

PFSAMPC
PFSAMPX1

Location
Pkg BIND time

CABNETDB24
no data

SQL function
Precmplr stmt#

SELECT
1316

Static/dynamic
DBRM section#

Static
6
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F07 - DB2 SQL wait time by DBRM
Usage
Use this report to see information about WAIT time that occurred during the
processing of SQL requests. The percentage of time is reported for each module
(DBRM) that issued SQL requests and is expressed as the percentage of the total
measurement interval.
In addition, a SETUP option lets you choose to see the WAIT time expressed as a
percentage of SQL service time. The two quantification options help answer these
questions about SQL processing wait time:
v For how much of the overall measurement interval was the address space in a
WAIT during SQL processing?
v For how much of the SQL processing time was the address space in a WAIT?
You can further expand each module line to see a further breakdown and
quantification by individual SQL statements.

Quantification
Each report line quantifies wait time for all SQL requests issued by a module
(DBRM). This is further broken down by SQL request.
Depending on a report SETUP option, the quantities are expressed as a percentage
of the overall measurement interval or as a percentage of the overall service time
for the DBRM.
Keep in mind that quantification applies only to the region being measured. DB2
executes in multiple address spaces and a WAIT in the measured address space
could indicate the region was suspended while part of the SQL processing was
being serviced by another region.

Detail line hierarchy
An unexpanded F07 report shows a line for each module that issued SQL requests.
You can expand each line to reveal two additional hierarchical levels of detail
(using the + line command).
The hierarchy is illustrated here:
Level 1 Module (DBRM)
Level 2 SQL Request
Level 3 SQL Statement Text
Level 2 SQL Request
Level 3 SQL Statement Text
...

Detail line descriptions
SQL DBRM (Module) detail line
This is the first-level detail line. Each line shows information about a DBRM
(Module) for which SQL request measurement data was recorded.
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Under Heading

This is Displayed

Name

The DBRM name.
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Under Heading

This is Displayed

Percent

Either Percent of Total Time or Percent of DBRM SQL Time
depending on SETUP option. This is the percentage of time that
SQL processing for the indicated DBRM was observed to be in
WAIT state.

SQL request detail line
This is the second-level detail line shown directly under the DBRM/Module detail
line. It quantifies the wait time for a specific SQL request.
Under Heading

This is Displayed

Name

A sequence number assigned, by Application Performance
Analyzer, to the SQL statement. The first character is either S or
D indicating static or dynamic SQL.

Stmt#

The precompiler statement number of the SQL statement.

SQL Function

The SQL function.

Percent

The percentage of the total time or of the DBRM time
(depending on SETUP option) for which SQL processing for the
indicated statement was in WAIT state.

SQL statement text detail line
This is third-level detail line shown directly under the SQL request detail line. It
shows the SQL statement text. If necessary, more than one line is displayed in
order to show the full SQL text. A maximum SQL statement length of 4,000
characters is shown after which truncation occurs.

Sample reports
This shows the report with one DBRM expanded to the second level (SQL
statement):
File View Navigate Help
-------------------------------------------------------------------------------F07: SQL WAIT Time by DBRM (0611)
Row 00001 of 00009
Command ===> __________________________________________________ Scroll ===> CSR
Name
PFSAMPD
→ S0001
→ S0003
→ S0004
→ S0002
→ S0005
→ S0008
→ S0006
→ S0007

Stmt#

435
541
465
455
485
462
481
451

SQL Function

FETCH
UPDATE
FETCH
FETCH
FETCH
OPEN
CLOSE
CLOSE

Percent of Total Time * 10.00% ±2.5%
*....1....2....3....4....5....6.....7.
25.49 =============
12.05 =======
7.50 ===
3.95 ==
1.91 =
0.06
0.00
0.00
0.00

You can use the + command to expand an SQL statement and show the SQL text
as shown here:
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File View Navigate Help
-------------------------------------------------------------------------------F07: SQL WAIT Time by DBRM (0611)
Row 00001 of 00009
Command ===> __________________________________________________ Scroll ===> CSR
Name
PFSAMPD
→ S0001
→ S0003
→ S0004
→ S0002
→
→
→
→

S0005
S0008
S0006
S0007

Stmt#

435
541
465
455
>
485
462
481
451

SQL Function

Percent of Total Time * 10.00% ±2.5%
*....1....2....3....4....5....6.....7.
25.49 =============
FETCH
12.05 =======
UPDATE
7.50 ===
FETCH
3.95 ==
FETCH
1.91 =
DECLARE RATE2 CURSOR FOR SELECT * FROM CUSTAMTS
FETCH
0.06
OPEN
0.00
CLOSE
0.00
CLOSE
0.00

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

DBRM, SeqNo

Display context help info.

++

DBRM, SeqNo

Show additional details.

+

DBRM, SeqNo

Expand to reveal next level.

–

DBRM, SeqNo

Collapse to hide next level.

M

DBRM, SeqNo

Display load module information.

P

DBRM, SeqNo

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Percent of Total Time

Display context help info.

+

Name

Expand to reveal all entries.

+

Percent of Total Time

Zoom in scale.

–

Name

Collapse to show only first level.

–

Percent of Total Time

Zoom out scale.

SV

SeqNo

Sort next level by value.

SETUP options
Enter the SETUP primary command to select options for this report. The following
option is available:
/ Quantify wait time as a percentage of total measurement interval.
Unselect to quantify as a percentage of the SQL service time for the DBRM.
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F08 - DB2 SQL wait time by statement
Usage
Use this report to see information about WAIT time that occurred during the
processing of SQL requests. The percentage of time is reported for each SQL
statement sampled during the measurement.
In addition, a SETUP option lets you choose to see the WAIT time expressed as a
percentage of SQL service time. The two quantification options help answer these
questions about SQL processing wait time:
v For how much of the overall measurement interval was the address space in a
WAIT during SQL processing?
v For how much of the SQL processing time was the address space in a WAIT?

Quantification
Each report line quantifies wait time for an SQL request observed during the
measurement.
Depending on a report SETUP option, the quantities are expressed as a percentage
of the overall measurement interval or as a percentage of the overall service time
for the SQL statement.
Keep in mind that quantification applies only to the region being measured. DB2
executes in multiple address spaces and a WAIT in the measured address space
could indicate the region was suspended while part of the SQL processing was
being serviced by another region.

Detail line hierarchy
An unexpanded F08 report shows a line for each observed SQL statement. You can
expand each line to reveal one additional hierarchical level of detail (using the +
line command).
The hierarchy is illustrated here:
Level 1 SQL Request
Level 2 SQL Statement Text
Level 1 SQL Request
Level 2 SQL Statement Text
...

Detail line descriptions
SQL request detail line
This is the first-level detail line. It quantifies the wait time for a specific SQL
request.
Under Heading

This is Displayed

SeqNo

A sequence number. This is a 4 digit sequence number assigned
by Application Performance Analyzer to uniquely identify the
SQL request. Either “S” or “D” precedes the sequence number
indicating if the SQL statement is static or dynamic.

Program

The DBRM name for the program that issued the SQL request.

Stmt#

The precompiler statement number. This is the statement
number assigned by the precompiler to the SQL request.
Chapter 6. DB2 performance analysis reports

183

Under Heading

This is Displayed

SQL Function

The SQL function. The is the name of the SQL function (SELECT,
FETCH, UPDATE, etc.).

Percent of Total Time

The percentage of the total time or of the SQL statement service
time (depending on SETUP option) for which processing for the
indicated statement was in WAIT state.

SQL statement text detail line
This is second-level detail line shown directly under the SQL request detail line. It
shows the SQL statement text. If necessary, more than one line is displayed in
order to show the full SQL text. A maximum SQL statement length of 4,000
characters is shown after which truncation occurs.

Sample reports
This shows the report with one of the SQL statements expanded to show the next
level, which is SQL text.
File View Navigate Help
-------------------------------------------------------------------------------F08: SQL WAIT Time by Statement (0611)
Row 00001 of 00010
Command ===> __________________________________________________ Scroll ===> CSR
SeqNo

Program

S0001
S0003
S0004
S0002

PFTESTD
PFTESTD
PFTESTD
PFTESTD
>

S0005
S0007
S0008
S0006

PFTESTD
PFTESTD
PFTESTD
PFTESTD

Stmt#

SQL Function Percent of Total Time * 10.00% ±2.5%
*....1....2....3....4....5....6....7...
435 FETCH
12.05 ======
541 UPDATE
7.50 ===
465 FETCH
3.95 ==
455 FETCH
1.91 =
DECLARE RATE2 CURSOR FOR SELECT * FROM CUSTAMTS
485
451
462
481

FETCH
CLOSE
OPEN
CLOSE

0.06
0.00
0.00
0.00

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

SeqNo

Display context help info.

++

SeqNo

Show additional details.

+

SeqNo

Expand to reveal next level.

–

SeqNo

Collapse to hide next level.

M

SeqNo

Display load module information.

P

SeqNo

Display source program mapping.

on headings
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Cmd

When Applied To Object

Action

?

Name, Percent of Total Time

Display context help info.
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Cmd

When Applied To Object

Action

+

SeqNo

Expand to reveal all entries.

+

Percent of Total Time

Zoom in scale.

–

SeqNo

Collapse to show only first level.

–

Percent of Total Time

Zoom out scale.

SV

Percent of Total Time

Sort next level by value.

SS

SeqNo

Sort next level by program and
statement number.

SETUP options
Enter the SETUP primary command to select options for this report. The following
option is available:
/ Quantify wait time as a percentage of total measurement interval.
Unselect to quantify as a percentage of the SQL service time for the SQL statement.

F09 - DB2 SQL wait time by plan
Usage
Use this report to see information about WAIT time that occurred during the
processing of SQL requests. The percentage of time is reported for each observed
DB2 Plan under which SQL requests were issued. It is expressed as the percentage
of the total measurement interval.
In addition, a SETUP option lets you choose to see the WAIT time expressed as a
percentage of SQL service time. The two quantification options help answer these
questions about SQL processing wait time:
1. For how much of the overall measurement interval was the address space in a
WAIT during SQL processing?
2. For how much of the SQL processing time was the address space in a WAIT?
You can further expand each DB2 Plan line to see a further breakdown and
quantification by individual SQL statements. The SQL statements can be expanded
to show the SQL text.

Quantification
Each report line quantifies wait time for all SQL requests issued under a DB2 Plan.
This is further broken down by SQL request.
Depending on a report SETUP option, the quantities are expressed as a percentage
of the overall measurement interval or as a percentage of the overall service time
under the Plan.
Keep in mind that quantification applies only to the region being measured. DB2
executes in multiple address spaces and a WAIT in the measured address space
could indicate the region was suspended while part of the SQL processing was
being serviced by another region.
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Detail line hierarchy
An unexpanded F09 report shows a line for each module that issued SQL requests.
You can expand each line to reveal two additional hierarchical levels of detail
(using the + line command).
The hierarchy is illustrated here:
Level 1 DB2 Plan
Level 2 SQL Request
Level 3 SQL Statement Text
Level 2 SQL Request
Level 3 SQL Statement Text
...

Detail line descriptions
DB2 plan detail line
This is the first-level detail line. Each line shows information about a DB2 Plan
under whose execution SQL request measurement data was recorded.
Under Heading

This is Displayed

SeqNo

A sequence number assigned, by Application Performance
Analyzer, to the DB2 plan.

Plan/Pgm

The name of a DB2 plan.

Percent of Total Time

The percentage of the total time or of the SQL processing time
for the PLAN (depending on SETUP option) for which SQL
processing under the plan was in WAIT state.

SQL request detail line
This is the second-level detail line shown directly under the Plan detail line. It
quantifies the wait time for a specific SQL request.
Under Heading

This is Displayed

SeqNo

A sequence number assigned, by Application Performance
Analyzer, to the DB2 plan.

Plan/Pgm

The name of a DB2 plan.

Stmt#

The precompiler statement number. This is the statement
number assigned by the precompiler to the SQL request.

SQL Function

The SQL function. The is the name of the SQL function (SELECT,
FETCH, UPDATE, etc.).

Percent of Total Time

The percentage of the total time or of the SQL processing time
for the PLAN (depending on SETUP option) for which
processing for the indicated statement was in WAIT state.

SQL statement text detail line
This is third-level detail line shown directly under the SQL request detail line. It
shows the SQL statement text. If necessary, more than one line is displayed in
order to show the full SQL text. A maximum SQL statement length of 4,000
characters is shown after which truncation occurs.
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Sample reports
In this sample, the P0001 plan line has been expanded to the second level (SQL
statement), and one of the statements has been expanded to the third level to show
the SQL text.
File View Navigate Help
-------------------------------------------------------------------------------F09: SQL WAIT Time by Plan (0611)
Row 00001 of 00010
Command ===> __________________________________________________ Scroll ===> CSR
SeqNo
P0001
→ S0001
→ S0001
→ S0001
→ S0001

→ S0001

Plan/Pgm

Stmt#

PFTESTD

485

SQL Function

Percent of Total Time * 10.00% ±2.5%
*....1....2....3....4....5....6....7...
PFPLN022
25.49 =============
PFTESTD
435 FETCH
12.05 =======
PFTESTD
541 UPDATE
7.50 =====
PFTESTD
465 FETCH
3.95 ==
PFTESTD
455 FETCH
1.91 =
> DECLARE RATE2 CURSOR FOR SELECT * FROM CUSTAMTS
FETCH

0.06

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

Plan SeqNo, SQL SeqNo

Display context help info.

++

Plan SeqNo, SQL SeqNo

Show additional details.

+

Plan SeqNo, SQL SeqNo

Expand to reveal next level.

–

Plan SeqNo, SQL SeqNo

Collapse to hide next level.

M

SQL SeqNo

Display load module information.

P

SQL SeqNo

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

SeqNo,Percent of Time

Display context help info.

+

SeqNo

Expand to reveal all entries.

+

Percent of Time

Zoom in scale.

–

SeqNo

Collapse to show only first level.

–

Percent of Time

Zoom out scale.

SV

SeqNo

Sort next level by value.

SS

SeqNo

Sort next level by program and
statement number.

SETUP options
Enter the SETUP primary command to select options for this report.
The following option is available:
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/ Quantify wait time as a percentage of total measurement interval.
Unselect to quantify as a percentage of the SQL service time for the Plan.

F10 - DB2 SQL CPU/Svc time by DBRM
Usage
A prerequisite for this report is activation of the DB2+ option during the
measurement. This option records exact SQL call counts, total SQL service time and
total SQL processing CPU time by embedded SQL statement. This report shows
quantification by DBRM. You can further expand each DBRM line to see a further
breakdown and quantification by individual embedded SQL statement.

Quantification
Each report line shows the following for each DBRM and, when expanded, for
each SQL statement observed in the DBRM.
v Number of SQL calls.
v Total CPU time for the SQL call processing.
v Mean SQL call CPU time.
v Total service time for the SQL call processing.
v Mean SQL call service time.
Keep in mind that measured CPU time applies only to the region being measured.
DB2 executes in multiple address spaces and CPU could also be consumed in other
DB2 regions not reflected in this report.

Detail line descriptions
SQL DBRM (Module) detail line
This is the first-level detail line. Each line shows information about a DBRM
(Module) for which SQL request measurement data was recorded.
Under Heading

This is Displayed

Name

The DBRM name.

Nbr of Calls

The number of SQL calls counted for this DBRM.

CPU Time: Total

The total CPU time for all SQL calls counted for this DBRM.

CPU Time: Mean

The mean CPU time per SQL call.

Svc Time: Total

The total service time for all SQL calls for this DBRM.

Svc Time: Mean

The mean service time per SQL call.

SQL request detail line
This is the second-level detail line shown directly under the DBRM/Module detail
line. It quantifies an individual SQL statement.
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Under Heading

This is Displayed

Name

A sequence number. This is a 4 digit sequence number assigned
by Application Performance Analyzer to uniquely identify the
SQL request. Either “S” or “D” precedes the sequence number
indicating if the SQL statement is static or dynamic.

Stmt#

The precompiler statement number. This is the statement
number assigned by the precompiler to the SQL request.
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Under Heading

This is Displayed

SQL Function

The SQL function. The is the name of the SQL function (SELECT,
FETCH, UPDATE, etc.).

Nbr of Calls

The number of SQL calls counted for this SQL statement.

CPU Time: Total

The total CPU time for all SQL calls counted for this statement.

CPU Time: Mean

The mean CPU time per SQL call.

Svc Time: Total

The total service time for all SQL calls for this statement.

Svc Time: Mean

The mean service time per SQL call.

SQL statement text detail line
This is third-level detail line shown directly under the SQL request detail line. It
shows the SQL statement text. If necessary, more than one line is displayed in
order to show the full SQL text. A maximum SQL statement length of 4,000
characters is shown after which truncation occurs.

Sample reports
This sample shows the report expanded to the second level (SQL statement), and
one of the statements has been expanded to the third level to show the SQL text.
File View Navigate Help
-------------------------------------------------------------------------------F10: SQL CPU/Service Time by DBRM (1286)
Row 00001 of 00014
Command ===> __________________________________________________ Scroll ===> CSR

Name

Stmt#

SQL Function

Nbr of
--CPU Time-SQL Calls Total
Mean

--Svc Time-Total
Mean

PFSAMPC
± S0003
→ S0006
→ S0005

1,204
1466 FETCH
516
1316 SELECT
172
1347 SELECT
172
> SELECT CUSACCT INTO : H FROM
> : H AND INDX01 = ’01’

3.08
0.00256
5.57
2.27
0.00441
3.86
0.39
0.00227
1.01
0.25
0.00150
0.40
ACTINFO WHERE SPCRATE =

0.00462
0.00749
0.00588
0.00232

→ S0008
→ S0007
PFSAMPB
→ S0002
→ S0004
PFSAMPA
→ S0002

1443
1562

OPEN
CLOSE

672
810

SELECT
UPDATE

815

SELECT

0.11
0.04
1.04
0.69
0.34
0.84
0.84

0.00122
0.00045
0.00331
0.00332
0.00331
0.00511
0.00511

172
172
514
342
172
342
342

0.00064
0.00026
0.00203
0.00204
0.00201
0.00246
0.00246

0.21
0.07
1.70
1.13
0.56
1.74
1.74

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

DBRM, SeqNo

Display context help info.

++

DBRM, SeqNo

Show additional details.

+

DBRM, SeqNo

Expand to reveal next level.

–

DBRM, SeqNo

Collapse to hide next level.

M

SeqNo

Display load module information.
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Cmd

When Applied To Object

Action

P

SeqNo

Display source program mapping.

SV

DBRM

Sort next level entries by value.

SS

DBRM

Sort lines by program and stmt
number.

on headings
Cmd

When Applied To Object

Action

?

Name

Display context help info.

+

Name

Expand to reveal all entries.

–

Name

Collapse to show only first level.

SV

SeqNo

Sort next level by value.

F11 - DB2 SQL CPU/Svc time by stmt
Usage
A prerequisite for this report is activation of the DB2+ option during the
measurement. This option records exact SQL call counts, total SQL service time and
total SQL processing CPU time by embedded SQL statement.

Quantification
Each report line shows the following for each SQL statement:
v Number of SQL calls.
v Total CPU time for the SQL call processing.
v Mean SQL call CPU time.
v Total service time for the SQL call processing.
v Mean service time per SQL call.
Mean SQL call service time. Keep in mind that measured CPU time applies only to
the region being measured. DB2 executes in multiple address spaces and CPU
could also be consumed in other DB2 regions not reflected in this report.

Detail line hierarchy
An unexpanded F11 report shows a line for each measured SQL request. You can
expand each line to reveal one additional hierarchical level of detail (using the +
line command).
The hierarchy is illustrated here:
Level 1 SQL Request
Level 2 SQL Statement Text
Level 2 SQL Request
Level 3 SQL Statement Text
...

Detail line descriptions
SQL request detail line
This is the first-level detail line. It quantifies an individual SQL statement.
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Under Heading

This is Displayed

SeqNo

A sequence number. This is a 4 digit sequence number assigned
by Application Performance Analyzer to uniquely identify the
SQL request. Either “S” or “D” precedes the sequence number
indicating if the SQL statement is static or dynamic.

Name

The DBRM name.

Stmt#

The precompiler statement number. This is the statement
number assigned by the precompiler to the SQL request.

SQL Function

The SQL function. The is the name of the SQL function (SELECT,
FETCH, UPDATE, etc.).

Nbr of Calls

The number of SQL calls counted for this SQL statement.

CPU Time: Total

The total CPU time for all SQL calls counted for this statement.

CPU Time: Mean

The mean CPU time per SQL call.

Svc Time: Total

The total service time for all SQL calls for this statement.

Svc Time: Mean

The mean service time per SQL call.

SQL statement text detail line
This is second-level detail line shown directly under the SQL request detail line. It
shows the SQL statement text. If necessary, more than one line is displayed in
order to show the full SQL text. A maximum SQL statement length of 4,000
characters is shown after which truncation occurs.

Sample reports
This sample shows the report with one of the lines expanded to the second level to
show SQL text.
File View Navigate Help
-------------------------------------------------------------------------------F11: SQL CPU/Service Time by Statement (1300)
Row 00001 of 00017
Command ===> __________________________________________________ Scroll ===> CSR

SeqNo Name

Nbr of
--CPU Time-Stmt# SQL Function SQL Calls Total
Mean

--Svc Time-Total
Mean

S0007 PFSAMPC
1466 FETCH
344
1.48
0.00432
2.35
S0001 PFSAMPA
816 SELECT
342
0.88
0.00258
1.70
> SELECT NEXTLIM INTO : H FROM MRATE WHERE CURATE = : H

0.00685
0.00497

S0009
S0003
S0004
S0010
S0002
S0005
S0014
S0012
S0011
S0008
S0006
S0013
S0015

0.00066
0.00221
0.00446
0.00441
0.00211
0.00282
0.00243
0.00277
0.00221
0.00170
0.00181
0.00048
0.00034

PFSAMPC
PFSAMPB
PFSAMPC
PFSAMPB
PFSAMPB
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC

3054
678
1316
816
408
1347
3155
3179
2989
3046
1443
1562
3065

FETCH
SELECT
SELECT
UPDATE
SET HOST VAR
SELECT
SELECT
SELECT
SELECT
OPEN
OPEN
CLOSE
CLOSE

1,720
342
172
172
342
172
172
172
172
172
172
172
172

0.74
0.47
0.42
0.39
0.38
0.27
0.27
0.27
0.22
0.20
0.11
0.04
0.03

0.00043
0.00137
0.00249
0.00231
0.00112
0.00161
0.00160
0.00158
0.00130
0.00121
0.00067
0.00028
0.00021

1.15
0.75
0.76
0.75
0.72
0.48
0.41
0.47
0.38
0.29
0.31
0.08
0.05

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)
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on objects
Cmd

When Applied To Object

Action

?

SeqNo

Display context help info.

++

SeqNo

Show additional details.

+

SeqNo

Expand to reveal next level.

–

SeqNo

Collapse to hide next level.

M

SeqNo

Display load module information.

P

SeqNo

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

SeqNo

Display context help info.

+

SeqNo

Expand to reveal all entries.

–

SeqNo

Collapse to show only first level.

SV

SeqNo

Sort next level by value.

F12 - DB2 SQL CPU/Svc time by plan
Usage
A prerequisite for this report is activation of the DB2+ option during the
measurement. This option records exact SQL call counts, total SQL service time and
total SQL processing CPU time by embedded SQL statement. This report shows
quantification by DB2 Plan. You can further expand each DB2 Plan line to see a
further breakdown and quantification by individual embedded SQL statement.

Quantification
Each report line shows the following for each DB2 Plan and, when expanded, for
each SQL statement observed under the Plan.
v Number of SQL calls.
v Total CPU time for the SQL call processing.
v Mean SQL call CPU time.
v Total service time for the SQL call processing.
v Mean SQL call service time.
Keep in mind that measured CPU time applies only to the region being measured.
DB2 executes in multiple address spaces and CPU could also be consumed in other
DB2 regions not reflected in this report.

Detail line hierarchy
An unexpanded F12 report shows a line for each DB2 Plan under which SQL
request were issued. You can expand each line to reveal two additional hierarchical
levels of detail (using the + line command).
The hierarchy is illustrated here:
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Level 1 DB2 Plan
Level 2 SQL Request
Level 3 SQL Statement Text
Level 2 SQL Request
Level 3 SQL Statement Text
...

Detail line descriptions
DB2 Plan detail line
This is the first-level detail line. Each line shows information about a DB2 Plan
under which SQL request measurement data was recorded.
Under Heading

This is Displayed

SeqNo

A sequence number assigned, by Application Performance
Analyzer, to the DB2 plan.

Plan/Pgm

The DB2 Plan name.

Nbr of Calls

The number of SQL calls counted for this DB2 Plan.

CPU Time: Total

The total CPU time for all SQL calls counted for this statement.

CPU Time: Mean

The mean CPU time per SQL call.

Svc Time: Total

The total service time for all SQL calls for this statement.

Svc Time: Mean

The mean service time per SQL call.

SQL request detail line
This is the second-level detail line shown directly under the DB2 Plan detail line. It
quantifies an individual SQL statement.
Under Heading

This is Displayed

SeqNo

A sequence number assigned, by Application Performance
Analyzer, to the SQL statement. The first character is either S or
D indicating static or dynamic SQL.

Plan/Pgm

The DBRM name.

Stmt#

The precompiler statement number of the SQL statement.

SQL Function

The SQL function.

Nbr of Calls

The number of SQL calls counted for this statement.

CPU Time: Total

The total CPU time for all SQL calls counted for this statement.

CPU Time: Mean

The mean CPU time per SQL call.

Svc Time: Total

The total service time for all SQL calls for this statement.

Svc Time: Mean

The mean service time per SQL call.

SQL statement text detail line
This is third-level detail line shown directly under the SQL request detail line. It
shows the SQL statement text. If necessary, more than one line is displayed in
order to show the full SQL text. A maximum SQL statement length of 4,000
characters is shown after which truncation occurs.

Sample reports
This sample shows the report with the plan expanded to the second level and one
of the SQL statement lines expanded to the third level to show SQL text.
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File View Navigate Help
-------------------------------------------------------------------------------F12: SQL CPU/Service Time by Plan (1300)
Row 00001 of 00018
Command ===> __________________________________________________ Scroll ===> CSR

SeqNo Plan/PGM

Nbr of
--CPU Time-Stmt# SQL Function SQL Calls Total
Mean

--Svc Time-Total
Mean

00001 PFSAMPA
4,810
6.25
0.00130
10.73
→ S0007 PFSAMPC
1466 FETCH
344
1.48
0.00432
2.35
→ S0001 PFSAMPA
816 SELECT
342
0.88
0.00258
1.70
> SELECT NEXTLIM INTO : H FROM MRATE WHERE CURATE = : H

0.00223
0.00685
0.00497

→
→
→
→
→
→
→
→
→
→
→
→
→

0.00066
0.00221
0.00446
0.00441
0.00211
0.00282
0.00243
0.00277
0.00221
0.00170
0.00181
0.00048
0.00034

S0009
S0003
S0004
S0010
S0002
S0005
S0014
S0012
S0011
S0008
S0006
S0013
S0015

PFSAMPC
PFSAMPB
PFSAMPC
PFSAMPB
PFSAMPB
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC
PFSAMPC

3054
678
1316
816
408
1347
3155
3179
2989
3046
1443
1562
3065

FETCH
SELECT
SELECT
UPDATE
SET HOST V
SELECT
SELECT
SELECT
SELECT
OPEN
OPEN
CLOSE
CLOSE

1,720
342
172
172
342
172
172
172
172
172
172
172
172

0.74
0.47
0.42
0.39
0.38
0.27
0.27
0.27
0.22
0.20
0.11
0.04
0.03

0.00043
0.00137
0.00249
0.00231
0.00112
0.00161
0.00160
0.00158
0.00130
0.00121
0.00067
0.00028
0.00021

1.15
0.75
0.76
0.75
0.72
0.48
0.41
0.47
0.38
0.29
0.31
0.08
0.05

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

Plan SeqNo, SQL SeqNo

Display context help info.

++

Plan SeqNo, SQL SeqNo

Show additional details.

+

Plan SeqNo, SQL SeqNo

Expand to reveal next level.

–

Plan SeqNo, SQL SeqNo

Collapse to hide next level.

SV

Plan SeqNo

Sort next level entries by value.

SS

Plan SeqNo

Sort lines by program and stmt
number.

M

SQL SeqNo

Display load module information.

P

SQL SeqNo

Display source program mapping.

on headings
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Cmd

When Applied To Object

Action

?

SeqNo

Display context help info.

+

SeqNo

Expand to reveal all entries.

–

SeqNo

Collapse to show only first level.

SV

SeqNo

Sort next level by value.
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F13 - DB2 SQL threads analysis
Usage
Use this report to see information about DB2 threads observed during the
sampling of SQL call activity.

Quantification
Each report line represents a range of REQCT values for one DB2 thread. A new
line is reported each time a reset of the REQCT value occurs for the thread (when
the value reaches 32767 and is reset to 1).

Detail line hierarchy
Report F13 shows only one level. The detail lines cannot be expanded.

Detail line descriptions
Thread detail line
Under Heading

This is Displayed

SeqNum

A unique sequence number assigned to the DB2 thread.

Thread Addr

An address of the DB2 ’ACE’ control block.

Attach

The type of attachment to DB2 for the thread. This can be: CAF,
SSRF, CICS, IMS or CIB.

REQCT Range

This is the range of REQCT values observed. The lower value is
the first REQCT value observed during any measurement
sample. Lower values might have occurred during the
measurement which were not sampled. The higher value is the
last REQCT value observed during a measurement sample.
Higher values might have occurred during the measurement
which were not sampled. In the case where the range is a
continuation after a REQCT reset, a lower value of 1 will be
reported. In the case where the range is followed by another
detail line after a REQCT reset, an upper value of 32768 will be
reported.

SQL Calls Executed

The number of SQL calls executed. This number is derived from
the REQCT values.

SQL Calls Sampled

This is the number of unique REQCT values within the reported
range for which samples occurred. This number will often be
significantly lower than the Calls Executed number because the
rate of SQL call processing is typically much higher than the
measurement sampling rate. Hence, not all SQL calls are
sampled.
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Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------F13: DB2 Threads Analysis (3398)
Row 00001 of 00020
Command ===> __________________________________________________ Scroll ===> CSR
--- SQL Calls --Executed Sampled

SeqNum

Thread Addr

Attach

REQCT Range

000035

167CCAD0

CAF

00003-04003

4,001
844
________ ______
Thread Totals
4,001
844

000036

167CCCA8

CAF

00003-04002

4,000
866
________ ______
Thread Totals
4,000
866

000037

172B61F8

CAF

00003-04001

3,999
908
________ ______
Thread Totals
3,999
908

F14 - DB2 CPU by plan/stored Proc
Usage
Use this report to see how CPU resource was consumed by each stored procedure
measured during the sampling interval. The percentage of time is reported for each
DB2 plan under which measured stored procedure activity was recorded. Expand a
plan line to see a further breakdown of time consumption by category.

Quantification
Each report line quantifies CPU usage as a percentage. Each percentage represents
the ratio of CPU consumption observed for the reported item to the total CPU
consumption measured in the address space.

Detail line hierarchy
An unexpanded F14 report shows a line for each plan that was measured in the
stored procedure address space. You can expand each line to reveal additional
hierarchical levels of detail (using the + line command).
Only the DB2SQL Category hierarchy is shown here. Activity for the Stored
Procedure which is not related to SQL processing will be shown in the SYSTEM,
APPLCN, or NOSYMB categories. For information about these other categories, see
“C01 - CPU usage by category” on page 53. The hierarchy is illustrated here:
Level 1 DB2 Plan
Level 2 DB2SQL Category
Level 3 DB2 DBRM
Level 4 DB2 Load Module

Detail line descriptions
DB2 Plan detail line
This is the first-level detail line. Each line shows information about a DB2 Plan for
which stored procedure measurement data was recorded.

196

IBM Application Performance Analyzer for z/OS: User’s Guide

Under Heading

This is Displayed

Seqno

A sequence number assigned to the DB2 plan.

Description

The plan name.

Percent of Time

The percentage of the measurement interval duration during
which stored procedure requests under the indicated DB2 Plan
were being processed.

Category detail line
This is a second-level detail line. This line shows one of five categories to which
CPU time has been attributed:
APPLCN
Application Code
SYSTEM
System/OS Services
DB2SQL
SQL Processing
DATAMG
Data Management (DASD) Requests
NOSYMB
No Module Name Found, any execution measured at locations for which
no load module name could be determined is attributed to this category.
As F14 is used for analyzing CPU consumption in DB2 Store Procedures, the
category DB2SQL is the one where you should see the majority of the activity. This
category and the detail lines under it are described here. For detailed information
on the other categories, see “C01 - CPU usage by category” on page 53.
Under Heading

This is Displayed

Seqno

The category name “DB2SQL.”

Description

The category description “SQL Processing.”

Percent of Time

The percentage of the measurement interval duration during
which SQL requests under the indicated DB2 Plan were being
processed.

DB2 DBRM detail line
This is a third-level detail line shown directly under the DB2 Plan detail line. It
quantifies the percentage CPU time for a specific SQL request.
Under Heading

This is Displayed

Seqno

A sequence number assigned, by Application Performance
Analyzer, to the SQL statement.

Description

The DBRM name, DBRM statement number and SQL function.

Percent of Time

The percentage of the measurement interval duration during
which the indicated SQL Request was being processed.

DB2 load module detail line
This is a fourth-level detail line showing activity for DB2 load modules used in the
SQL request processing.
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Under Heading

This is Displayed

Seqno

The DB2 Load Module name.

Description

If a DPA functional description is found for the module name, it
is reported under this heading.

Percent of Time

The percentage of the measurement interval duration during
which the indicated SQL Request being processed was in this
module.

Sample reports
A sample report is shown here, it has been expanded to the second level.
File View Navigate Help
-------------------------------------------------------------------------------F14: DB2 CPU by Plan/Stored Proc (0888)
Row 00001 of 00019
Command ===> __________________________________________________ Scroll ===> CSR
Seqno

Description

P0001
→ DB2SQL
→ SYSTEM
→ APPLCN
→ NOSYMB
→ DATAMG

Percent of CPU time * 10.00% ±2.3%
*....1....2....3....4....5....6....7....8.
DB2MAIN
39.68 ====================
SQL Processing
38.41 ===================
System/OS Services
1.16 =
Application Code
0.05
No Module Name
0.05
Data Mgmt Processin 0.00

P0002
→ DB2SQL
→ SYSTEM
→ NOSYMB
→ APPLCN
→ DATAMG

TRSAMP
35.29 =================
SQL Processing
34.07 ================
System/OS Services
1.11 =
No Module Name
0.11
Application Code
0.00
Data Mgmt Processin 0.00

P0003
→ DB2SQL
→ SYSTEM
→ APPLCN
→ DATAMG

WLSAMP1M
24.79 ==========
SQL Processing
24.45 ==========
System/OS Services
0.33
Application Code
0.00
Data Mgmt Processin 0.00

Line commands
on objects
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Cmd

When Applied To Object

Action

?

Plan Seqno, Category, SQL Seqno,
Load Module

Display context help info.

++

Plan Seqno, Category, SQL Seqno,
Load Module

Show additional details.

+

Plan Seqno, Category, SQL Seqno,
Load Module

Expand to reveal next level.

–

Plan Seqno, Category, SQL Seqno,
Load Module

Collapse to hide next level.

SV

Plan Seqno, Category, SQL Seqno

Sort next level entries by value.

SN

Plan Seqno, Category, SQL Seqno

Sort next level entries by name.

M

Load Module

Display load module information.

P

SQL Seqno

Display source program mapping.
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on headings
Cmd

When Applied To Object

Action

?

Seqno, Description, Percent of CPU

Display context help info.

+

Seqno

Expand to reveal all entries.

+

Description

Expand description field size

+

Percent of CPU

Zoom in scale.

–

Seqno

Collapse to show only first level.

–

Description

Reduce description field size.

–

Percent of CPU

Zoom out scale.

SV

Seqno

Sort next level by value.

SN

Seqno

Sort next level by name.

DB2SQL category in C01 report
More DB2 measurement data is presented in the C01 CPU Usage by Category
report, under the category DB2SQL. If you expand the DB2SQL with the “+” line
command, SQL Statement items will be displayed.
A sample is shown here:
File View Navigate Help
-------------------------------------------------------------------------------C01: CPU Usage by Category (0645)
Row 00001 of 00014
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

SYSTEM
DB2SQL
→ 00008
→ 00003
→ 00010
→ 00004
→ 00006
→ 00002
→ 00001
→ 00007
→ 00009

System/OS Services
SQL Processing
PFSAMPC(1466) FETCH
PFSAMPB(408) SET HOS
PFSAMPB(816) UPDATE
PFSAMPC(1316) SELECT
PFSAMPC(1347) SELECT
PFSAMPB(678) SELECT
PFSAMPA(816) SELECT
PFSAMPC(1443) OPEN
PFSAMPC(1562) CLOSE

APPLCN

Application Code

Percent of CPU time * 10.00% ±2.6%
*....1....2....3....4....5....6....7....8.
76.39 ======================================
17.02 ========
8.00 ====
2.10 =
2.03 =
1.56 =
0.94
0.67
0.67
0.61
0.40
6.58 ===

You can enter the “+” command to further expand each SQL statement one more
level to display a breakdown by load module.
SQL Statement
This item attributes measured activity to a DB2 SQL statement.
Name Column
A sequence number is assigned by Application Performance
Analyzer to each unique SQL statement observed during the
measurement. This sequence number is shown in the name field. It
is possible for some sequences numbers to be missing (sequence
gaps) from the report. This will occur if a sequence number was
assigned to SQL statements but no CPU activity was measured for
these statements.
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Description Column
The name of the program that issued the SQL request followed by
the precompiler statement number (enclosed in parentheses) is
shown here. This is followed by the SQL function (e.g. SELECT,
INSERT, COMMIT).
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Chapter 7. MQSeries performance analysis reports
This section describes the MQSeries Performance Analysis Reports.
For information about

See

The MQSeries data extractor

“Overview of MQSeries data extractor”

Q01 MQSeries Activity Summary

“Q01 - MQSeries activity summary” on page
202

Q02 MQSeries CPU Usage by Queue

“Q02 - MQSeries CPU usage by queue” on
page 204

Q03 MQSeries CPU Usage by Request

“Q03 - MQSeries CPU usage by request” on
page 207

Q04 MQSeries CPU Usage by Txn

“Q04 - MQSeries CPU usage by Txn” on
page 209

Q05 MQSeries Serv Time by Queue

“Q05 - MQSeries service time by queue” on
page 212

Q06 MQSeries Serv Time by Request

“Q06 - MQSeries service time by request” on
page 215

Q07 MQSeries Serv Time by Txn

“Q07 - MQSeries service time by Txn” on
page 217

Q08 MQSeries Wait Time by Queue

“Q08 - MQSeries wait time by queue” on
page 220

Q09 MQSeries Wait Time by Request

“Q09 - MQSeries wait time by request” on
page 223

Q10 MQSeries Wait Time by Txn

“Q10 - MQSeries wait time by Txn” on page
225

Overview of MQSeries data extractor
In order to use the MQSeries Performance Analysis Reports, the MQSeries data
extractor must be turned on when the Observation Request is entered. You must
select the MQS data extractor in the Enter an Observation Request panel.
This data extractor provides the ability to observe/sample and report on MQSeries
interface calls (both dynamic and static) in Batch, IMS and CICS programs. More
specifically, to show the CPU and wait time spent in MQSeries interface calls and
to attribute the time spent to a particular MQSeries interface call.
When the MQSeries data extractor is selected, Application Performance Analyzer
will record the following information in the sample file for each MQSeries call that
it observes:
v Environment (Batch, IMS or CICS)
v Load module that issued the call
v Offset within the load module of the return address from the MQ call
v Type of MQI call (MQOPEN, MQGET, etc.)
v Queue Manager name
v Object name (e.g. the queue name)
© Copyright IBM Corp. 2005
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v
v
v
v

Message size (actual length for MQPUT/MQPUT1, buffer length for MQGET)
MQ Options (for MQOPEN, MQGET, MQPUT MQCLOSE)
Message type, priority and persistence
Transaction ID (CICS and IMS)

Note: In an IMS environment, Application Performance Analyzer might not be
able to determine the default Queue Manager name for some samples if the
Application Performance Analyzer task has not previously sampled any.
This might result in the MQ object name being unknown for the first few
calls. Subsequent sampling runs will obtain the MQ object name for each
sample.

Q01 - MQSeries activity summary
Usage
Use this report to see a summary of the MQSeries requests (Calls) issued during
the observation session and a list of the MQSeries objects referenced by these
requests.

Detail line descriptions
Access to the following MQSeries objects observed
Each referenced object is described under this heading. For each object, the
following information is reported:

202

Under Heading

This is Displayed

Object Seq. Nbr

A unique sequence number assigned by Application
Performance Analyzer to each unique object.

Object Manager Name

The name of the MQSeries Queue Manager – usually four
characters. This name is combined with the object name to fully
qualify the name.

Object Name

A one to 48 character MQSeries object name. Some functions do
not reference an object. In this case, Application Performance
Analyzer shows an entry with ’n/a’ in this field.

IBM Application Performance Analyzer for z/OS: User’s Guide

Under Heading

This is Displayed

Object Type

The type of object. One of the following is shown:
v Queue
v Namelist
v Process
v Storage Class
v Queue Manager
v Channel
v Auth Info
v CF Structure
v Alias Queue
v Model Queue
v Local Queue
v Remote Queue
v Sender Channel
v Server Channel
v Reqstr Channel
v Recvr Channel
v Current Channel
v Saved Channel
v SVRCON Channel
v CLNTCON Channel

MQSeries calls observed
Each observed MQSeries request is listed under this heading. For each request, the
following information is reported:
Under Heading

This is Displayed

Module

The name of the load module that issued the MQSeries request.

CSECT

The name of the CSECT in the module containing the MQSeries
CALL.

Offset

The hexadecimal offset in the CSECT of the return address to the
CALL.

Object Type

The type of object. One of the following is shown:
v CONNECT
v DISCONN
v OPEN
v CLOSE
v GET
v PUT
v PUT1
v COMMIT
v BACKOUT
v INQUIRE
v SET

Queue Mgr

The Queue Manager name.

Object Name

The object name.
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Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------Q01: MQSeries Activity Summary (0643)
Row 00001 of 00023
Command ===> __________________________________________________ Scroll ===> CSR
Access to the Following MQSeries Objects Observed
Object Sequence Number 0001
Queue Manager Name
CSQ1
Object Name
n/a
Object Sequence Number
Queue Manager Name
Object Name
Object Type

0002
CSQ1
SYSTEM.DEFAULT.ALIAS.QUEUE
Queue

MQSeries Calls Observed
Module

CSECT

Offset

Function

Queue Mgr

MQBCS01
MQBCS01
MQBCS01
MQBCS01
MQBCS01
MQBCS01
MQBCS01

MQBCS01
MQBCS01
MQBCS01
MQBCS01
MQBCS01
MQBCS01
MQBCS01

0030A4
00313E
00334C
0033DC
0033DC
003452
0034c8

CONNECT
OPEN
PUT
CLOSE
CLOSE
COMMIT
DISCONN

CSQ1
CSQ1
CSQ1
CSQ1
CSQ1
CSQ1
CSQ1

Object Name

SYSTEM.DEFAULT.ALIAS.Q
SYSTEM.DEFAULT.ALIAS.Q
SYSTEM.DEFAULT.ALIAS.Q

Q02 - MQSeries CPU usage by queue
Usage
Use this report to see how CPU resources were consumed by MQSeries Requests.
The percentage of CPU usage is reported by MQSeries Queue Name. Expand the
Queue Name detail lines to see a further breakdown by individual MQSeries
Request.

Quantification
Each report line quantifies CPU usage for an MQSeries Queue Name. This is
further broken down by MQSeries Request.

Detail line hierarchy
An unexpanded Q02 report shows a line for each MQSeries Queue. You can
expand each line to reveal one additional hierarchical level of detail.
The hierarchy is illustrated here:
Level 1 MQSeries Queue
Level 2 MQSeries Request
Level 2 MQSeries Request
...

Detail line descriptions
MQSeries queue detail line
This is the first-level detail line. Each line shows information about an MQSeries
Queue for which measurement data was recorded.

204

IBM Application Performance Analyzer for z/OS: User’s Guide

Under Heading

This is Displayed

Name

The MQSeries Queue Manager name. This name, in combination
with the Queue Name, uniquely identifies the MQSeries Queue.

Description

The MQSeries Queue Name. This name, in combination with the
Queue Manager Name, uniquely identifies the MQSeries Queue.

Percent of CPU Time

The percentage of CPU time consumed while executing
MQSeries Requests for the indicated MQSeries Queue Name.

MQSeries request detail line
This is a second-level detail line shown directly under the MQSeries Queue detail
line. It quantifies CPU usage for a specific MQSeries Request.
Under Heading

This is Displayed

Name

The MQSeries Request function. This is the MQSeries function
specified by the MQSeries Request.

Description

Program name and offset. This is the name of the program in
which the MQSeries CALL was issued and the hexadecimal
offset of the CALL return address.

Percent of CPU Time

The percentage of CPU time consumed while executing the
indicated MQSeries Request.

Sample reports
A sample report is shown here. It has been fully expanded by entering “+” on the
Name field.
File View Navigate Help
-------------------------------------------------------------------------------Q02: MQSeries CPU Usage by Queue (0643)
Row 00001 of 00010
Command ===> __________________________________________________ Scroll ===> CSR
Name
CSQ1
→ PUT
→ OPEN
→ CLOSE

Description

Percent of CPU time * 10.00% ±2.8%
*....1....2....3....4....5....6....7.
SYSTEM.DEFAULT.ALIAS.QUEUE 75.90 ====================================
MQBCS01+334C
75.50 ====================================
MQBCS01+313E
0.32
MQBCS01+33DC
0.08

CSQ1
No Object Name
→ CONNECT
MQBCS01+30A4
→ DISCONN
MQBCS01+34C8
→ CLOSE
MQBCS01+33DC
→ COMMIT
MQBCS01+3452

8.83 ===
7.06 ===
1.60 =
0.08
0.08

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

Queue, Request

Display context help info.

++

Queue, Request

Show additional details.

+

Queue

Expand to reveal next level.
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Cmd

When Applied To Object

Action

–

Queue

Collapse to hide next level.

SV

Queue

Sort next level by value.

SN

Queue

Sort next level by name.

P

Request

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size

+

Percent of CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent of CPU

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| | → PUT
MQBCS01+334C
75.50 ============
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The 75.50% quantification represents 940 measurements
|
|
of CPU usage consumed while MQSeries was servicing
|
|
the indicated request, from a total of 1,245 CPU usage
|
|
measurements.
|
|
|
|
|
| MQSeries Request Details
|
|
Calling Module
MQBCS01
|
|
CSECT
MQBCS01
|
|
Offset
00334C
|
|
Request Type
PUT
|
|
Queue Manager
CSQ1
|
|
Object Name
SYSTEM.DEFAULT.ALIAS.QUEUE
|
|
Object Type
Queue
|
|
|
+---------------------------------------------------------------------------+
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Q03 - MQSeries CPU usage by request
Usage
Use this report to see how CPU resources were consumed by MQSeries Requests.
The percentage of CPU usage is reported by MQSeries Request. Expand the
MQSeries Request lines to see a further breakdown by MQSeries Queue.

Quantification
Each report line quantifies CPU usage for an MQSeries Request. This is further
broken down by MQSeries Queue Name.

Detail line descriptions
MQSeries request detail line
This is a first-level detail line shown directly under the MQSeries Queue detail
line. It quantifies CPU usage for a specific MQSeries Request.
Under Heading

This is Displayed

Name

The MQSeries Request function. This is the MQSeries function
specified by the MQSeries Request.

Description

Program name and offset. This is the name of the program in
which the MQSeries CALL was issued and the hexadecimal
offset of the CALL return address.

Percent of CPU Time

The percentage of CPU time consumed while executing the
indicated MQSeries Request.

MQSeries queue detail line
This is the second-level detail line. Each line shows information about an MQSeries
Queue for which measurement data was recorded.
Under Heading

This is Displayed

Name

The MQSeries Queue Manager name. This name, in combination
with the Queue Name, uniquely identifies the MQSeries Queue.

Description

The MQSeries Queue Name. This name, in combination with the
Queue Manager Name, uniquely identifies the MQSeries Queue.

Percent of CPU Time

The percentage of CPU time consumed while executing
MQSeries Requests for the indicated MQSeries Queue Name.
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Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------Q03: MQSeries CPU Usage by Request (0643)
Row 00001 of 00007
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

PUT
CONNECT
DISCONN
OPEN
CLOSE
CLOSE
COMMIT

MQBCS01+334C
MQBCS01+30A4
MQBCS01+34C8
MQBCS01+313E
MQBCS01+33DC
MQBCS01+33DC
MQBCS01+3452

Percent of CPU time * 10.00% ±2.8%
*....1....2....3....4....5....6....7.
75.50 ====================================
7.06 ===
1.60 =
0.32
0.08
0.08
0.08

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

Request, Queue

Display context help info.

++

Request, Queue

Show additional details.

+

Request

Expand to reveal next level.

–

Request

Collapse to hide next level.

P

Request

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size

+

Percent of CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent of CPU

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| | → PUT
MQBCS01+334C
75.50 ============
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The 75.50% quantification represents 940 measurements
|
|
of CPU usage consumed while MQSeries was servicing
|
|
the indicated request, from a total of 1,245 CPU usage
|
|
measurements.
|
|
|
|
|
| MQSeries Request Details
|
|
Calling Module
MQBCS01
|
|
CSECT
MQBCS01
|
|
Offset
00334C
|
|
Request Type
PUT
|
|
Queue Manager
CSQ1
|
|
Object Name
SYSTEM.DEFAULT.ALIAS.QUEUE
|
|
Object Type
Queue
|
|
|
+---------------------------------------------------------------------------+

Q04 - MQSeries CPU usage by Txn
Usage
Use this report to see how CPU resources were consumed by MQSeries Requests.
The percentage of CPU usage is reported by CICS or IMS transaction. Expand the
transaction detail lines to see a further breakdown by MQSeries Queue and by
individual MQSeries Request.

Quantification
Each report line quantifies CPU usage for a CICS or IMS transaction under which
MQSeries Requests were serviced. This is further broken down by MQSeries
Queue and by MQSeries Request.

Detail line hierarchy
An unexpanded Q04 report shows a line for each CICS or IMS transaction. You can
expand each line to reveal one additional hierarchical level of detail.
The hierarchy is illustrated here:
Level 1 CICS/IMS Transaction Level
Level 2 MQSeries Queue
Level 3 MQSeries Request
Level 3 MQSeries Request
...

Detail line descriptions
CICS/IMS transaction detail line
This is the first-level detail line. Each line shows information about a CICS or IMS
transaction under which MQSeries requests were issued.
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Under Heading

This is Displayed

Name

A CICS or IMS transaction code. This is the transaction under
which measured MQSeries Requests were issued. “Batch” is
shown here for request not issued under control of a CICS or
IMS transaction.

Description

“CICS Transaction” or “IMS Transaction”. “Not in IMS/CICS
Txn” is shown here if the request was not issued under control
of a CICS or IMS transaction.

Percent of CPU Time

The percentage of CPU time consumed while executing
MQSeries Requests under control of the indicated transaction.

MQSeries queue detail line
This is the second-level detail line. Each line shows information about an MQSeries
Queue for which measurement data was recorded.
Under Heading

This is Displayed

Name

The MQSeries Queue Manager name. This name, in combination
with the Queue Name, uniquely identifies the MQSeries Queue.

Description

The MQSeries Queue Name. This name, in combination with the
Queue Manager Name, uniquely identifies the MQSeries Queue.

Percent of CPU Time

The percentage of CPU time consumed while executing
MQSeries Requests for the indicated MQSeries Queue Name.

MQSeries request detail line
This is a third-level detail line shown directly under the MQSeries Queue detail
line. It quantifies CPU usage for a specific MQSeries Request.
Under Heading

This is Displayed

Name

The MQSeries Request function. This is the MQSeries function
specified by the MQSeries Request.

Description

Program name and offset. This is the name of the program in
which the MQSeries CALL was issued and the hexadecimal
offset of the CALL return address.

Percent of CPU Time

The percentage of CPU time consumed while executing the
indicated MQSeries Request.

Sample reports
A sample report is show here. It has been fully expanding by entering “+” on the
Name heading.
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File View Navigate Help
-------------------------------------------------------------------------------Q04: MQSeries CPU Usage by Txn/Queue (0025)
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

MQS1
CICS Transaction
→ CSQ1
CSQ1.DEFXMIT.QUEUE
→ GET
MQSAMP1+2DF2
→ OPEN
MQSAMP1+2C2C
→ CLOSE
MQSAMP1+31A0
→ CSQ1
No Object Name
→ CLOSE
MQSAMP1+31A0
MQDR
CICS Transaction
→ CSQ1
CSQ1.DEFXMIT.QUEUE
→ PUT
CSQ4CVK1+284E
→ OPEN
CSQ4CVK1+277E
→ CLOSE
CSQ4CVK1+29E2
→ CSQ1
No Object Name
→ CLOSE
CSQ4CVK1+29E2

Percent of CPU time * 10.00% ±2.8%
*....1....2....3....4....5....6....7.
13.71 ======
13.20 ======
10.92 ====
1.94 =
0.34
0.50
0.50
8.03
7.80
5.65
1.86
0.28
0.23
0.12

====
====
===
=

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

Transactions, Queue, Request

Display context help info.

++

Transactions, Queue, Request

Show additional details.

+

Transactions, Queue

Expand to reveal next level.

–

Transactions, Queue

Collapse to hide next level.

SV

Transactions, Queue

Sort next level by value.

SN

Transactions, Queue

Sort next level by name.

P

Request

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size

+

Percent of CPU

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent of CPU

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.
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Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information. A sample detail window for this report is shown
here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| | → PUT
MQBCS01+334C
75.50 ============
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The 75.50% quantification represents 940 measurements
|
|
of CPU usage consumed while MQSeries was servicing
|
|
the indicated request, from a total of 1,245 CPU usage
|
|
measurements.
|
|
|
|
|
| MQSeries Request Details
|
|
Calling Module
MQBCS01
|
|
CSECT
MQBCS01
|
|
Offset
00334C
|
|
Request Type
PUT
|
|
Queue Manager
CSQ1
|
|
Object Name
SYSTEM.DEFAULT.ALIAS.QUEUE
|
|
Object Type
Queue
|
|
|
+---------------------------------------------------------------------------+

Q05 - MQSeries service time by queue
Usage
Use this report to see how time was consumed by MQSeries Requests. The
percentage of time is reported by MQSeries Queue Name. Expand the Queue
Name detail lines to see a further breakdown by individual MQSeries Request.

Quantification
Each report line quantifies service time for an MQSeries Queue Name. The service
time is the actual time measured during which MQSeries requests were being
processed. This is further broken down by MQSeries Request.

Detail line hierarchy
An unexpanded Q05 report shows a line for each MQSeries Queue. You can
expand each line to reveal one additional hierarchical level of detail.
The hierarchy is illustrated here:
Level 1 MQSeries Queue
Level 2 MQSeries Request
Level 2 MQSeries Request
...

Detail line descriptions
MQSeries queue detail line
This is the first-level detail line. Each line shows information about an MQSeries
Queue for which measurement data was recorded.
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Under Heading

This is Displayed

Name

The MQSeries Queue Manager name. This name, in combination
with the Queue Name, uniquely identifies the MQSeries Queue.

Description

The MQSeries Queue Name. This name, in combination with the
Queue Manager Name, uniquely identifies the MQSeries Queue.

Percent of CPU Time

The percentage of the measurement interval duration during
which MQSeries Requests for the indicated Queue Name were
being processed.

MQSeries request detail line
This is a second-level detail line shown directly under the MQSeries Queue detail
line. It quantifies time consumed during executions of a specific MQSeries Request.
Under Heading

This is Displayed

Name

The MQSeries Request function. This is the MQSeries function
specified by the MQSeries Request.

Description

Program name and offset. This is the name of the program in
which the MQSeries CALL was issued and the hexadecimal
offset of the CALL return address.

Percent of CPU Time

The percentage of the measurement interval duration during
which the indicated MQSeries request was being processed.

Sample reports
A sample report is show here. It has been fully expanded by pressing “+” on the
Name heading.
File View Navigate Help
-------------------------------------------------------------------------------Q05: MQSeries Service Time by Queue (0025)
Row 00001 of 00010
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

CSQ1
→ GET
→ PUT
→ OPEN
→ OPEN
→ CLOSE
→ CLOSE

CSQ1.DEFXMIT.QUEUE
MQSAMP1+2DF2
CSQ4CVK1+284E
CSQ4CVK1+277E
MQSAMP1+2C2C
CSQ4CVK1+29E2
MQSAMP1+31A0

CSQ1
→ CLOSE
→ CLOSE

No Object Name
MQSAMP1+31A0
CSQ4CVK1+29E2

Percent of CPU time * 10.00% ±0.9%
*....1....2....3....4....5....6....7.
29.71 ==============
14.79 =======
8.56 ===
2.64 =
2.54 =
0.61
0.55
0.90
0.50
0.39

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

Queue, Request

Display context help info.

++

Queue, Request

Show additional details.
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Cmd

When Applied To Object

Action

+

Queue

Expand to reveal next level

–

Queue

Collapse to hide next level

SV

Queue

Sort next level by value.

SN

Queue

Sort next level by name.

P

Request

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size

+

Percent of Time

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent of Time

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| | → PUT
MQBCS01+334C
60.38 ============
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The 60.38% quantification represents 1,102 samples during
|
|
which the indicated MQSeries request was being serviced
|
|
The percentage is the portion of the total session elapsed
|
|
time of 1,825 samples.
|
|
|
|
|
| MQSeries Request Details
|
|
Calling Module
MQBCS01
|
|
CSECT
MQBCS01
|
|
Offset
00334C
|
|
Request Type
PUT
|
|
Queue Manager
CSQ1
|
|
Object Name
SYSTEM.DEFAULT.ALIAS.QUEUE
|
|
Object Type
Queue
|
|
|
+---------------------------------------------------------------------------+
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Q06 - MQSeries service time by request
Usage
Use this report to see how time was consumed by MQSeries Requests. The
percentage of time is reported by MQSeries Request. Expand the MQSeries Request
lines to see a further breakdown by MQSeries Queue.

Quantification
Each report line quantifies service time for an MQSeries Request. This is further
broken down by MQSeries Queue Name.

Detail line hierarchy
An unexpanded Q06 report shows a line for each MQSeries Request. You can
expand each line to reveal one additional hierarchical level of detail.
The hierarchy is illustrated here:
Level 1 MQSeries Request
Level 2 MQSeries Queue
Level 2 MQSeries Queue
...

Detail line descriptions
MQSeries request detail line
This is a first-level detail line shown directly under the MQSeries Queue detail
line. It quantifies consumption of time for a specific MQSeries Request.
Under Heading

This is Displayed

Name

The MQSeries Request function. This is the MQSeries function
specified by the MQSeries Request.

Description

Program name and offset. This is the name of the program in
which the MQSeries CALL was issued and the hexadecimal
offset of the CALL return address.

Percent of Time

The percentage of the measurement interval duration during
which the indicated MQSeries request was being processed.

MQSeries queue detail line
This is the second-level detail line. Each line shows information about an MQSeries
Queue for which measurement data was recorded.
Under Heading

This is Displayed

Name

The MQSeries Queue Manager name. This name, in combination
with the Queue Name, uniquely identifies the MQSeries Queue.

Description

The MQSeries Queue Name. This name, in combination with the
Queue Manager Name, uniquely identifies the MQSeries Queue.

Percent of Time

The percentage of the measurement interval duration during
which MQSeries Requests for the indicated Queue Name were
being processed.

Chapter 7. MQSeries performance analysis reports

215

Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------Q06: MQSeries Service Time by Request (0643)
Row 00001 of 00007
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

PUT
CONNECT
DISCONN
COMMIT
OPEN
CLOSE
CLOSE

MQBCS01+334C
MQBCS01+30A4
MQBCS01+34C8
MQBCS01+3452
MQBCS01+313E
MQBCS01+33DC
MQBCS01+33DC

Percent of CPU time * 10.00% ±2.3%
*....1....2....3....4....5....6....7.
60.38 ==============================
10.84 ====
1.42 =
1.09 =
0.21
0.05
0.05

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

Request, Queue

Display context help info.

++

Request, Queue

Show additional details.

+

Request

Expand to reveal next level

–

Request

Collapse to hide next level

P

Request

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size

+

Percent of Time

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent of Time

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| | → PUT
MQBCS01+334C
60.38 ============
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The 60.38% quantification represents 1,102 samples during
|
|
which the indicated MQSeries request was being serviced
|
|
The percentage is the portion of the total session elapsed
|
|
time of 1,825 samples.
|
|
|
|
|
| MQSeries Request Details
|
|
Calling Module
MQBCS01
|
|
CSECT
MQBCS01
|
|
Offset
00334C
|
|
Request Type
PUT
|
|
Queue Manager
CSQ1
|
|
Object Name
SYSTEM.DEFAULT.ALIAS.QUEUE
|
|
Object Type
Queue
|
|
|
+---------------------------------------------------------------------------+

Q07 - MQSeries service time by Txn
Usage
Use this report to see how time was consumed by MQSeries Requests. The
percentage of time is reported by CICS or IMS transaction. Expand the transaction
detail lines to see a further breakdown by MQSeries Queue and by individual
MQSeries Request.

Quantification
Each report line quantifies time consumed by MQSeries requests in a CICS or IMS
transaction. This is further broken down by MQSeries Queue and by MQSeries
Request.

Detail line hierarchy
An unexpanded Q07 report shows a line for each CICS or IMS transaction. You can
expand each line to reveal one additional hierarchical level of detail.
The hierarchy is illustrated here:
Level 1 CICS/IMS Transaction
Level 2 MQSeries Queue
Level 3 MQSeries Request
Level 3 MQSeries Request
...

Detail line descriptions
CICS/IMS transaction detail line
This is the first-level detail line. Each line shows information about a CICS or IMS
transaction under which MQSeries requests were issued.
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Under Heading

This is Displayed

Name

A CICS or IMS transaction code. This is the transaction under
which measured MQSeries Requests were issued. “Batch” is
shown here for request not issued under control of a CICS or
IMS transaction.

Description

“CICS Transaction” or “IMS Transaction.” “Not in IMS/CICS
Txn” is shown here if the request was not issued under control
of a CICS or IMS transaction.

Percent of Time

The percentage of the measurement interval duration during
which MQSeries Requests under control of the indicated
transaction were being processed.

MQSeries queue detail line
This is the second-level detail line. Each line shows information about an MQSeries
Queue for which measurement data was recorded.
Under Heading

This is Displayed

Name

The MQSeries Queue Manager name. This name, in combination
with the Queue Name, uniquely identifies the MQSeries Queue.

Description

The MQSeries Queue Name. This name, in combination with the
Queue Manager Name, uniquely identifies the MQSeries Queue.

Percent of Time

The percentage of the measurement interval duration during
which MQSeries Requests for the indicated Queue Name were
being processed.

MQSeries request detail line
This is a third-level detail line shown directly under the MQSeries Queue detail
line. It quantifies time consumption for a specific MQSeries Request.

218

Under Heading

This is Displayed

Name

The MQSeries Request function. This is the MQSeries function
specified by the MQSeries Request.

Description

Program name and offset. This is the name of the program in
which the MQSeries CALL was issued and the hexadecimal
offset of the CALL return address.

Percent of Time

The percentage of the measurement interval duration during
which the indicated MQSeries request was being processed.
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Sample reports
A fully expanded report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------Q07: MQSeries Service Time by Txn/Queue (0025)
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

MQS1
CICS Transaction
→ CSQ1
CSQ1.DEFXMIT.QUEUE
→ GET
MQSAMP1+2DF2
→ OPEN
MQSAMP1+2C2C
→ CLOSE
MQSAMP1+31A0
→ CSQ1
No Object Name
→ CLOSE
MQSAMP1+31A0

Percent of CPU time * 10.00% ±0.9%
*....1....2....3....4....5....6....7.
18.40 =========
17.89 =========
14.79 =======
2.54 =
0.55
0.50
0.50

MQDR
CICS Transaction
→ CSQ1
CSQ1.DEFXMIT.QUEUE
→ PUT
CSQ4CVK1+284E
→ OPEN
CSQ4CVK1+277E
→ CLOSE
CSQ4CVK1+29E2
→ CSQ1
No Object Name
→ CLOSE
CSQ4CVK1+29E2

12.21
11.82
8.56
2.64
0.61
0.39
0.39

====
====
===
=

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

Transaction, Queue, Request

Display context help info.

++

Transaction, Queue, Request

Show additional details.

+

Transaction, Queue

Expand to reveal next level.

–

Transaction, Queue

Collapse to hide next level.

SV

Transaction, Queue

Sort next level by value.

SN

Transaction, Queue

Sort next level by name.

P

Request

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size

+

Percent of Time

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent of Time

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.
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Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ------------------|
| | → PUT
MQBCS01+334C
60.38 ============
|
| +-------------------------------------------------------------------------|
|
|
| Calculation Details
|
|
The 60.38% quantification represents 1,102 samples during
|
|
which the indicated MQSeries request was being serviced
|
|
The percentage is the portion of the total session elapsed
|
|
time of 1,825 samples.
|
|
|
|
|
| MQSeries Request Details
|
|
Calling Module
MQBCS01
|
|
CSECT
MQBCS01
|
|
Offset
00334C
|
|
Request Type
PUT
|
|
Queue Manager
CSQ1
|
|
Object Name
SYSTEM.DEFAULT.ALIAS.QUEUE
|
|
Object Type
Queue
|
|
|
+---------------------------------------------------------------------------+

Q08 - MQSeries wait time by queue
Usage
Use this report to see how much wait time occurred during processing of
MQSeries Requests. The percentage of time is reported by MQSeries Queue Name.
Expand the Queue Name detail lines to see a further breakdown by individual
MQSeries Request.

Quantification
Each report line quantifies wait time attributed to requests for an MQSeries Queue
Name. This is further broken down by MQSeries Request.

Detail line hierarchy
An unexpanded Q08 report shows a line for each MQSeries Queue. You can
expand each line to reveal one additional hierarchical level of detail.
The hierarchy is illustrated here:
Level 1 MQSeries Queue
Level 2 MQSeries Request
Level 2 MQSeries Request
...
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Detail line descriptions
MQSeries queue detail line
This is the first-level detail line. Each line shows information about an MQSeries
Queue for which measurement data was recorded.
Under Heading

This is Displayed

Name

The MQSeries Queue Manager name. This name, in combination
with the Queue Name, uniquely identifies the MQSeries Queue..

Description

The MQSeries Queue Name. This name, in combination with the
Queue Manager Name, uniquely identifies the MQSeries Queue.

Percent of Time

The percentage of the measurement interval duration during
which MQSeries Requests for the indicated Queue Name were
being processed.

MQSeries request detail line
This is a second-level detail line shown directly under the MQSeries Queue detail
line. It quantifies wait time during executions of a specific MQSeries Request.
Under Heading

This is Displayed

Name

The MQSeries Request function. This is the MQSeries function
specified by the MQSeries Request.

Description

Program name and offset. This is the name of the program in
which the MQSeries CALL was issued and the hexadecimal
offset of the CALL return address.

Percent of Time

The percentage of the measurement interval duration during
which the indicated MQSeries request was being processed.

Sample reports
A fully expanded report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------Q08: MQSeries Wait Time by Queue (0025)
Row 00001 of 00011
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

CSQ1
→ GET
→ PUT
→ OPEN
→ OPEN
→ CLOSE
→ CLOSE

CSQ1.DEFXMIT.QUEUE
MQSAMP1+2DF2
CSQ4CVK1+284E
CSQ4CVK1+277E
MQSAMP1+2C2C
CSQ4CVK1+29E2
MQSAMP1+31A0

Percent of CPU time * 10.00% ±0.9%
*....1....2....3....4....5....6....7.
5.80 ===
3.01 ==
1.60 =
0.59
0.38
0.18
0.01

CSQ1
→ CLOSE
→ CLOSE

No Object Name
MQSAMP1+31A0
CSQ4CVK1+29E2

0.10
0.08
0.01

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)
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on objects
Cmd

When Applied To Object

Action

?

Queue, Request

Display context help info.

++

Queue, Request

Show additional details.

+

Queue

Expand to reveal next level.

–

Queue

Collapse to hide next level.

SV

Queue

Sort next level by value.

SN

Queue

Sort next level by name.

P

Request

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size

+

Percent of Time

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent of Time

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ---------------+ |
| | → COMMIT
MQBCS01+3452
1.04 =
| |
| +----------------------------------------------------------------------+ |
|
|
| Calculation Details
|
|
The 1.04% quantification represents 19 samples during
|
|
which the step was in a wait state while processing.
|
|
the indicated MQSeries request.
|
|
The percentage is the portion of the total session elapsed
|
|
time of 1,825 samples.
|
|
|
|
|
| MQSeries Request Details
|
|
Calling Module
MQBCS01
|
|
CSECT
MQBCS01
|
|
Offset
003452
|
|
Request Type
COMMIT
|
|
Queue Manager
CSQ1
|
|
Object Name
n/a
|
|
|
+---------------------------------------------------------------------------+
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Q09 - MQSeries wait time by request
Usage
Use this report to see how much wait time occurred during processing of
MQSeries Requests. The percentage of wait time is reported by MQSeries Request.
Expand the MQSeries Request lines to see a further breakdown by MQSeries
Queue.

Quantification
Each report line quantifies wait time for an MQSeries Request. This is further
broken down by MQSeries Queue Name.

Detail line hierarchy
An unexpanded Q09 report shows a line for each MQSeries Request. You can
expand each line to reveal one additional hierarchical level of detail.
The hierarchy is illustrated here:
Level 1 MQSeries Request
Level 2 MQSeries Queue
Level 2 MQSeries Queue
...

Detail line descriptions
MQSeries request detail line
This is a first-level detail line shown directly under the MQSeries Queue detail
line. It quantifies wait time for a specific MQSeries Request.
Under Heading

This is Displayed

Name

The MQSeries Request function. This is the MQSeries function
specified by the MQSeries Request.

Description

Program name and offset. This is the name of the program in
which the MQSeries CALL was issued and the hexadecimal
offset of the CALL return address.

Percent of Time

The percentage of the measurement interval duration during
which the indicated MQSeries request was being processed.

MQSeries queue detail line
This is the second-level detail line. Each line shows information about an MQSeries
Queue for which measurement data was recorded.
Under Heading

This is Displayed

Name

The MQSeries Queue Manager name. This name, in combination
with the Queue Name, uniquely identifies the MQSeries Queue.

Description

The MQSeries Queue Name. This name, in combination with the
Queue Manager Name, uniquely identifies the MQSeries Queue.

Percent of Time

The percentage of the measurement interval duration during
which MQSeries Requests for the indicated Queue Name were
being processed.
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Sample reports
A sample report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------Q09: MQSeries Wait Time by Request (0643)
Row 00001 of 00003
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

COMMIT
CONNECT
DISCONN

MQBCS01+3452
MQBCS01+30A4
MQBCS01+34C8

Percent of CPU time * 10.00% ±2.3%
*....1....2....3....4....5....6....7.
1.04 =
0.38
0.21

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)

on objects
Cmd

When Applied To Object

Action

?

Request, Queue

Display context help info.

++

Request, Queue

Show additional details.

+

Request

Expand to reveal next level.

–

Request

Collapse to hide next level.

P

Request

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size

+

Percent of Time

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent of Time

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information. A sample detail window for this report is shown
here:
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File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ---------------+ |
| | → COMMIT
MQBCS01+3452
1.04 =
| |
| +----------------------------------------------------------------------+ |
|
|
| Calculation Details
|
|
The 1.04% quantification represents 19 samples during
|
|
which the step was in a wait state while processing.
|
|
the indicated MQSeries request.
|
|
The percentage is the portion of the total session elapsed
|
|
time of 1,825 samples.
|
|
|
|
|
| MQSeries Request Details
|
|
Calling Module
MQBCS01
|
|
CSECT
MQBCS01
|
|
Offset
003452
|
|
Request Type
COMMIT
|
|
Queue Manager
CSQ1
|
|
Object Name
n/a
|
|
|
+---------------------------------------------------------------------------+

Q10 - MQSeries wait time by Txn
Usage
Use this report to see how much wait time occurred during processing of
MQSeries Requests. The percentage of wait time is reported by CICS or IMS
transaction. Expand the transaction detail lines to see a further breakdown by
MQSeries Queue and by individual MQSeries Request.

Quantification
Each report line quantifies wait time in MQSeries requests in a CICS or IMS
transaction. This is further broken down by MQSeries Queue and by MQSeries
Request.

Detail line hierarchy
An unexpanded Q10 report shows a line for each CICS or IMS transaction. You can
expand each line to reveal one additional hierarchical level of detail (using the +
line command).
The hierarchy is illustrated here:
Level 1 CICS/IMS Transaction
Level 2 MQSeries Queue
Level 3 MQSeries Request
Level 3 MQSeries Request
...

Detail line descriptions
CICS/IMS transaction detail line
This is the first-level detail line. Each line shows information about a CICS or IMS
transaction under which MQSeries requests were issued.
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MQSeries queue detail line
This is the second-level detail line. Each line shows information about an MQSeries
Queue for which measurement data was recorded.
Under Heading

This is Displayed

Name

The MQSeries Queue Manager name. This name, in combination
with the Queue Name, uniquely identifies the MQSeries Queue.

Description

The MQSeries Queue Name. This name, in combination with the
Queue Manager Name, uniquely identifies the MQSeries Queue.

Percent of Time

The percentage of the measurement interval duration during
which MQSeries Requests for the indicated Queue Name were
being processed.

MQSeries request detail line
This is a third-level detail line shown directly under the MQSeries Queue detail
line. It quantifies wait time for a specific MQSeries Request.
Under Heading

This is Displayed

Name

The MQSeries Request function. This is the MQSeries function
specified by the MQSeries Request.

Description

Program name and offset. This is the name of the program in
which the MQSeries CALL was issued and the hexadecimal
offset of the CALL return address.

Percent of Time

The percentage of the measurement interval duration during
which the indicated MQSeries request was being processed.

Sample reports
A fully expanded report is shown here:
File View Navigate Help
-------------------------------------------------------------------------------Q10: MQSeries Wait Time by Transaction (0025)
Row 00001 of 00015
Command ===> __________________________________________________ Scroll ===> CSR
Name

Description

MQS1
CICS Transaction
→ CSQ1
CSQ1.DEFXMIT.QUEUE
→ GET
MQSAMP1+2DF2
→ OPEN
MQSAMP1+2C2C
→ CLOSE
MQSAMP1+31A0
→ CSQ1
No Object Name
→ CLOSE
MQSAMP1+31A0

Percent of CPU time * 2.5% ±0.9%
*....1....2....3....4....5....6....7.
3.64 =======
3.62 =======
3.01 ======
0.59 =
0.01
0.01
0.01

MQDR
CICS Transaction
→ CSQ1
CSQ1.DEFXMIT.QUEUE
→ PUT
CSQ4CVK1+284E
→ OPEN
CSQ4CVK1+277E
→ CLOSE
CSQ4CVK1+29E2
→ CSQ1
No Object Name
→ CLOSE
CSQ4CVK1+29E2

2.25
2.17
1.60
0.38
0.18
0.08
0.08

====
====
===
=

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)
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on objects
Cmd

When Applied To Object

Action

?

Transaction, Queue, Request

Display context help info.

++

Transaction, Queue, Request

Show additional details.

+

Transaction, Queue

Expand to reveal next level.

–

Transaction, Queue

Collapse to hide next level.

SV

Transaction, Queue

Sort next level by value.

SN

Transaction, Queue

Sort next level by name.

P

Request

Display source program mapping.

on headings
Cmd

When Applied To Object

Action

?

Name, Description, Percent CPU

Display context help info.

+

Name

Expand to reveal all entries.

+

Description

Expand field size

+

Percent of Time

Zoom in scale.

–

Name

Collapse to show only first level.

–

Description

Reduce field size.

–

Percent of Time

Zoom out scale.

SV

Name

Sort next level by value.

SN

Name

Sort next level by name.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+---------------------------------------------------------------------------+
|
|
| +--------------- The following report line was selected ---------------+ |
| | → COMMIT
MQBCS01+3452
1.04 =
| |
| +----------------------------------------------------------------------+ |
|
|
| Calculation Details
|
|
The 1.04% quantification represents 19 samples during
|
|
which the step was in a wait state while processing.
|
|
the indicated MQSeries request.
|
|
The percentage is the portion of the total session elapsed
|
|
time of 1,825 samples.
|
|
|
|
|
| MQSeries Request Details
|
|
Calling Module
MQBCS01
|
|
CSECT
MQBCS01
|
|
Offset
003452
|
|
Request Type
COMMIT
|
|
Queue Manager
CSQ1
|
|
Object Name
n/a
|
|
|
+---------------------------------------------------------------------------+
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Chapter 8. Source program mapping
This section describes the Source Program Mapping feature.
For information about

See

Entering source mapping details

“A01 - Source program mapping panel”

The Source Program Attribution report

“P01 - Source program attribution” on page
232

Introduction to source program mapping
When you specify source program mapping files, many reports allow you to enter
a “P” line command to view the program source associated with that entry in the
report. The “P” line command is available on many object types: CSECTs, DB2 SQL
statements, CICS commands, etc. The data is displayed in the P01: Source Program
Attribution report. This report can also be included in a print request.

A01 - Source program mapping panel
Overview
This panel allows you to specify and manage associations between Source Program
Mapping (SPM) files and Observation Sessions. Application Performance
Analyzer’s SPM feature allows measured addresses to be mapped to their
corresponding source program statements. You must identify SPM files for each of
the observation sessions that use this feature. An SPM file can be sequential or a
member in a partitioned data set.
It
v
v
v

can be one of the following file types:
A listing produced by the compiler (COBOL)
An ADATA (Associated Data) file produced by High Level Assembler
A side file member produced by the IDILANGX utility

Note: For PL/I source mapping, a LANGX side file must be used.
The SPM files can be retrieved from:
v A PDS(E) or sequential file
v A third party listing (if your installation has enabled support for this)
This panel consists of two sections:
1. An input area in which you can specify an SPM file name and type.
2. A report area in which existing SPM file associations are listed.
A sample Source Program Mapping panel is shown here:
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File View Navigate Help
-------------------------------------------------------------------------------A01: Source Program Mapping (1972)
Row 00001 of 00058
Command ===> __________________________________________________ Scroll ===> CSR
Enter the following information to specify a source mapping file to be
used in the analysis of this measurement information.
File type . . . .
Data set name . .
Member name . . .
Seqn
0001
0002
0003
0004

ID-ReqNum
FF21-0002
DEMO-0003
DEMO-0004
DEMO-0005

_
(L=listing, A=ADATA, S=LANGX SideFile)
_________________________________________________
___________

Load
NO
NO
Auto
Auto

Type/Status
L-Inact
L-Inact
L-Inact
L-Inact

Lang
ASM
ASM
COB
COB

Member
CAZC0010
BKNC0120
CAZCOB01
SAMCAZ03

DSN
BNPF.FF2100B.LISTINGS
BN00.TSTP.LISTINGS
USER1.TSTP.LISTINGS
USER2.CICS.LISTINGS

Another sample Source Program Mapping panel is shown here. Support for
third-party listings has been enabled.
File View Navigate Help
-------------------------------------------------------------------------------A01: Source Program Mapping (1971)
Row 00001 of 00058
Command ===> __________________________________________________ Scroll ===> CSR
Enter the following information to specify a source mapping file to be
used in the analysis of this measurement information.
File type . .
Repository. .
Data set name
Member name .
Seqn
0001
0002
0003
0004

ID-ReqNum
FF21-0002
DEMO-0003
DEMO-0004
DEMO-0005

.
.
.
.

.
.
.
.

_
(L=listing, A=ADATA, S=LANGX SideFile)
_
(T=Third Party, O=Other)
_________________________________________________
___________

Load
NO
NO
Auto
Auto

Type/Status
L-Inact
L-Inact
L-Inact
L-Inact

Lang
ASM
ASM
COB
COB

Member
CAZC0010
BKNC0120
CAZCOB01
SAMCAZ03

DSN
BNPF.FF2100B.LISTINGS
BN00.TSTP.LISTINGS
USER1.TSTP.LISTINGS
USER2.CICS.LISTINGS

Another sample Source Program Mapping Panel is shown here:

File specification input area
In this area you enter information about an SPM file to be associated with the
current observation session. The fields are described below, but these might vary
depending on your installation.

File type
Specify L for a compiler listing file, A for an assembler ADATA file, or S for a
LANGX SideFile.
Listing files are supported for the following versions of COBOL: PP5668-958
COBOL II, PP 5688-197 COBOL for MVS/VM, PP 5648-A25 COBOL for
OS/390/VM, PP 5655-G53 Enterprise COBOL, OS/VS COBOL PP 5740, PL/I: PP
5655-H31 Enterprise PL/I for z/OS, PP 5668-910 IBM OS PL/I OPTIMIZING
COMPILER (PL/I support using LANGX side files only).

Repository
T for a third party repository, or O for any other type such as a PDS or sequential
data set.
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Data set name
Specify the name of the sequential or partitioned data set containing the SPM file.
Your TSO Prefix will be added as the first qualifier if you enter a name without
quotes.

Member name
Include the member name if the data set is partitioned.

List of existing SPM file associations
This section shows a scrollable list of existing associations between SPM files and
observation sessions. These SPM associations are “private” to your own TSO
userid and are recorded in your TSO profile. Each TSO user needs to set up his or
her own SPM information.
Any entries for file associations applicable to the current observation session will
appear at the top of the list. The value under the ID-ReqNum field will be
displayed in red to indicate this.
Fields displayed in the File Association List are described here:
Seqn

This is simply the line number of the entry. Line commands can be entered
to this field.

ID-ReqNum
This shows the observation session request number with which the SPM
file is associated. The request number is prefixed by the Application
Performance Analyzer identifier.
Load

Either “Auto” or “NO” is displayed here to indicate if the SPM file is to be
loaded automatically when a reporting session is started. The A line
command toggles AutoLoad on and off.

Type/Status
This indicates the type of SPM file and whether the mapping information
has been “loaded” (available for use). L indicates a compiler listing file, A
indicates an assembler ADATA file, and S indicates a LANGX SideFile.
Lang

The source program language is shown here: ASM, COB or PLI.

Member
The member within a partitioned data set is shown here. This field is blank
if the data set is non-partitioned.
DSN

The data set name of the SPM file is shown here.

MAP ALL primary command
Once you have selected an observation request, you can enter a MAP ALL primary
command from any panel. The MAP ALL primary command will search your
entire list of existing SPM entries, and when a match is found for any module, it
will load the source mapping data.

Line commands
The line commands available in this report, and the objects and headings to which
they apply, are summarized below. (You can always enter a “/” on any input field
to open a menu of line commands available for that field.)
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on objects
Cmd

When Applied To Object

Action

?

Seqn

Display context help info.

++

Seqn

Show additional details.

C

Seqn

Copy this SPM file association to the
current observation session.

D

Seqn

Delete this entry.

L

Seqn

Load this SPM file and bind it to the
current observation session.

A

Seqn

Toggle on/off autoload map file.

P01 - Source program attribution
Overview
This report maps measured CPU activity to its corresponding source program
statements. You use the P line command, on an eligible line command field, to
launch this report. (See the individual Performance Analysis reports to determine
which lines allow the P command, there are many of them). Source statements
from a single compile (or assembly) unit are shown. Depending on the selected
SETUP options, all or part of the source program is shown. A count value is shown
for statements in which CPU activity was measured; each count value indicates the
number of times execution in the statement was observed. Optionally (depending
on a SETUP option) the counts are also shown graphically.
This report also shows attribution of CPU usage measured in system modules
referred back to the points of invocation in application modules (“Referred
Attribution”). This referred attribution line is displayed directly under the source
statement, and is displayed in pink.
A sample report is shown here with the graphics option turned off.
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File View Navigate Help
-------------------------------------------------------------------------------P01: Source Program Attribution (0453)
Row 00001 of 00043
Command ===> __________________________________________________ Scroll ===> CSR
LineNo Offset Count Source Statement
000120
000121
000122 00034A
000123
000124 00036C
000128
000129
000130 000388
000131
000132
000167
000168
000169
000170
000171
000186
000187
000188
000189
000190
000193
000194
000195
000196
000197
000229
000230
000231

*_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _
Open Input
DataFile1
9 <- CPU time attributed to above statement
If DataFile1-file-status-ok
End-If
Open Output DataFile2
7 <- CPU time attributed to above statement

0003A6

0004B0

If DtaFile2-file-status-ok
*_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _
2

Read DataFile1
At End
Set DataFile1-eof To True
Move dataRecord to dataRecordCopy

8

Perform until Char-Column > 80

0004F4
00050A
000510
000524
00056C
000582

If dataChar(Char-Column) Not = Space
Move 1 to Word-Length(Word-Count)
6

0005AE
00066A
000688

735

Perform until dataChar(Char-Column) = Spac
or Char-Column > 80
Add 1 to Char-Column
Move Word-Length(Word-Subscript1) to ws-WordPerform until Word-Updated or
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File View Navigate Help
-------------------------------------------------------------------------------P01: Source Program Attribution (0453)
Row 00001 of 00043
Command ===> __________________________________________________ Scroll ===> CSR
LineNo
000169
000170
000171
000186
000187
000188
000189
000190
000193
000194
000195
000196
000197
000229
000230
000231
000232
000233
000235
000236
000237
000238
000239
000249
000250
000251
000252
000253

Offset Count Source Statement
0004B0
2
Read DataFile1
At End
0004F4
Set DataFile1-eof To True
00050A
Move dataRecord to dataRecordCopy
000510

8

000524
00056C
000582

If dtaChar(Char-Column) Not = Space
Move 1 to Word-Length(Word-Count)
6

Perform until dataChar(Char-Column) = Spac
or Char-Column > 80
Add 1 to Char-Column
Move Word-Length(Word-Subscript1) to ws-Word-

735

Perform until Word-Updated or
Word-Subscript2 > Total-Word-Co

0005AE
00066A
000688

Perform until Char-Column > 80

0006D0

Move Word-Length(Word-Subscript1) to ws-Wo

0006EE

49

000730
00079E
0007A8
0007C2

15

If All-Word-Value(Word-Subscript2) =
dataRecordCopy(ws-Word-Column:ws-Word-L
Add 1 to All-Word-Count(Word-Subscript2
Move Total-Word-Count to Word-Subscript2
Move 1 to All-Word-Count(Word-Subscript2)
Move dataRecordCopy(ws-Word-Column:ws-Word
to All-Word-Value(Word-Subscript2)
End-If

Code segments
The reported CPU activity depends on the item upon which the P line command
was entered to launch this report. Only the CPU activity which was aggregated to
quantify that item is included in the source mapping report. If, for example, this
report was launched from an item on the “CPU Usage by Code Slice” report, then
only activity for the range of addresses in the selected “slice” is reflected in the
source statement counts. Statements outside such a selected address range are
displayed in BLUE, while those within the range appear in GREEN.

Detail line descriptions
LineNo
This field displays a 6 digit sequence number corresponding to the source
statement line position. The sequence values begin at 000001 and increase by 1 for
each statement. Gaps in the sequence occur if SETUP options are chosen resulting
in some statements being omitted from the report. This field is also an input field
and accepts line commands.

Offset
This field contains the hexadecimal offset of the object code associated with the
source statement. The offset is relative to the beginning of the CSECT (Control
Section). Blanks are shown here if there is no object code address associated with
the statement (comments, continuations, non-procedural statements, etc.).

234

IBM Application Performance Analyzer for z/OS: User’s Guide

Count
The number of times execution was observed at the statement is shown here, or
blank if no execution was measured. The maximum value is 9999. Values
exceeding 9999 are shown as 9999+.

Source statement
The source program statement is shown here. For an assembler program, you can
select a SETUP option to choose whether to show only the 80 byte source
statement or to show the full assembly listing format (including offset, object code
etc.)

Header information
A SETUP option can be selected to display information about the mapped program
in the heading section of each page. This information includes: load module name,
load library name, CSECT name, source mapping file name, compile date/time,
and code segment address range (when applicable). It is usually preferable to turn
off this option as it occupies several lines at the top of the screen.

SETUP options
Enter the SETUP primary command to select options for this report. The following
pop-up window will be displayed:
File View Navigate Help
- +----------------------------------------------------------------------+ -----------P | Options for Source Program Mapping
| 001 of 00068
C |
| ll ===> CSR
| Nbr of adjacent lines to display . . . .
2
|
L |
This specifies the number of statements
|
|
without measured activity to be displayed
|
0 |
before/after lines with activity.
| - - - - - 0 |
|
0 | Enter "/" to select an option
|
0 |
_ Display ALL statements of the source program.
|
0 |
(otherwise only those at or near statements
|
0 |
with measured activity are displayed.)
|
0 |
_ Include assembler object code.
|
0 |
/ Show statement count graphically.
|
0 |
_ Show detailed information in heading.
|
0 |
|
0 |
| pace
0 +----------------------------------------------------------------------+

Number of adjacent lines to display
Use this parameter to control how many adjacent source lines you would like to
see on either side on a source line with activity. This is used to give context to the
active source lines displayed. This parameter is ignored if you turn on the Display
ALL statements option.

Display ALL statements
Choose this option if you would like to see the entire source program. Otherwise,
only source statements with activity, or statements adjacent to statements with
activity are included.

Include assembler object code
Use this option to choose whether to show only the 80 byte source statement or to
show the full assembly listing format (including offset, object code etc.)

Show statement count graphically
This option will cause a graph to be displayed on top of the source statements,
indicating how much activity each active source statement has.
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Show detailed information in heading
This option will cause detailed information about the source program to be
displayed. This includes the load module, name of library it was loaded from, the
CSECT, the source mapping file name, compiler name, and compile date and time.

Detail window
You can enter “++” (or the Enter key) on any line to display a pop-up window
containing additional information.
A sample detail window for this report is shown here:
File View Navigate Help
+----------------------------------------------------------------------+
|
|
|
|
| Source Statement Information
|
|
Perform until Char-Column > 80
|
| CSECT Name:
COB01
|
| Offset:
000510
|
| Object Code Size:
20 bytes
|
| Activity Count:
8 times
|
|
|
| Module Information for COB01
|
| Load Address
08B00B38 to 08B01FFF
|
| Module Size
5,320
|
| Attributes
REUS,NORENT,APFLIB
|
| Module Loation
JPA
|
| Loadlib DDNAME
STEPLIB
|
| Load Library
BNPF.UTIL.LOADLIB
|
|
|
| ESD Information for COB01
|
|
External Offset Length Start Addr End Addr
|
|
COB01 000000
4152
08B00B38
08B01B6F
|
|
IGZEBST
001038
1168
09B01B70
08B01FFF
|
|
|
+----------------------------------------------------------------------+
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Chapter 9. Printing performance analysis reports
This section explains how to produce Application Performance Analyzer
performance analysis reports suitable for printing. You generate a printable report,
in batch, by submitting JCL. In most situations, you can use Application
Performance Analyzer’s ISPF-based report request facility which will generate and
submit the JCL for you. This facility is discussed in the first two sections of this
chapter. The remaining sections explain the JCL and control statements; these
sections are of interest only if you intend to prepare the JCL and control statements
manually.
For information about

See

The available options, and overall capabilities “About Application Performance Analyzer’s
of the report printing facility
report printing feature”
Using Application Performance Analyzer’s
ISPF-based report request facility

“Using the ISPF report request facility” on
page 238

How to prepare JCL to produce reports

“Preparing JCL to print reports” on page 241

Control statements to specify report options

“Specifying control statements” on page 243

Producing, viewing and printing high-quality “Reports in PDF format” on page 246
reports in PDF format
The sections that you can include in a
performance analysis report and how to
specify them in SECTION control statements

“Report SECTION descriptions” on page 246

About Application Performance Analyzer’s report printing feature
Most of the Application Performance Analyzer’s interactive performance analysis
reports are available in format suitable for printing. Application Performance
Analyzer allows you to generate reports by submitting JCL that executes the
program CAZPRINT. You can use Application Performance Analyzer’s ISPF-based
report request facility to build the necessary JCL and CAZPRINT control statements.
Alternatively, you can manually prepare and submit your own JCL. CAZPRINT can
produce report output in two different formats:
Line printer
The traditional FBA 121 character-per-line SYSOUT format.
PDF

Adobe™ Portable Document Format.

Line printer format
You would typically route line printer format as a JES SYSOUT file. You produce
this by specifying a PRINT control statement. You specify a DD name in the PRINT
statement and supply a DD statement for that name. This is the most direct (and
convenient) way of producing report output, but formatting is constrained by
inherent line printer device limitations.

PDF format
PDF is the preferable format because it offers high quality printed output as well
as advanced viewing capabilities. You produce a PDF file by specifying a CONVERT
control statement. You specify a DD name in the CONVERT statement and supply a
© Copyright IBM Corp. 2005
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DD statement for that name which defines the output file. You then need to
transfer the file to a PC platform on which you can view and print the report.

Report sections
A single performance analysis report is comprised of a number of report Sections.
A report section typically has a counterpart report in the ISPF reporting
environment. For example, C01: CPU Analysis by Category is implemented as a
single report in the ISPF environment and can be included as one section of a
printed report. The same 3- character identifiers used to denote ISPF reports are
used to denote report sections. You specify that a report section is to be included
by supplying a SECTION control statement.

Using the ISPF report request facility
To request a batch performance analysis report using Application Performance
Analyzer’s ISPF facility, select an observation session item in the usual way – enter
the R line command on the observation session list screen. Then, from the report
selection menu, select A02.
A screen will then be displayed listing the available report sections that you can
select to be included in the report.
An example of the A02 dialog is shown here.
File View Navigate Help
-------------------------------------------------------------------------------A02: Fequest Printed Reports (0464)
Row 00001 of 00030
Command ===> __________________________________________________ Scroll ===> CSR
Enter / to include a section in the rpoert, blank to exclude the section,
S to include the section and set formatting options. Use UP/DOWN (PF7/PF8)
to scroll the list of report sections. After entering your selections,
press ENTER to generate the report JCL.
Select

Report Section

/
/
/
/
/
/
/

S01
S02
S03
S04
S05
S06
S07

Session Statistics
Load Module Attributes
Load Module Summary
TCB Summary
Memory Usage Timeline
Data Space Usage Timeline
TCB Execution Summary

/
/
/
/

C01
C02
C03
C04

CPU
CPU
CPU
CPU

Usage
Usage
Usage
Usage

by Category
by Module
by Code Slice
Timeline

You simply make your selections, press ENTER, and Application Performance
Analyzer will build and submit the JCL. The selectable report sections—as
illustrated above—include only those applicable to the selected measurement file.
DB2 report sections, for example, will not appear as available selections if no DB2
data exists in the measurement file.

Specifying formatting options
You can modify the format of some report sections by specifying formatting
options. To do so, select the report section with the S line command instead of a
slash (/) character. A pop-up window will appear in which you can modify the
current option values.
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If you enter more than one S line command, the formatting option pop-up window
for only the first one encountered will appear; you should enter S line commands
one at a time. The following illustrates the formatting options pop-up window,
which will appear if you enter the S line command on the C01: CPU Usage by
Category report section.
File View Navigate Help
+------------------------------------------------------------------------------+
| A02: Report Parameters (0464)
|
| Command ===> _____________________________________________ Scroll ===> CSR
|
|
|
| The following are options for C01: CPU Usage by Category
|
| Modify the option values and press ENTER.
|
|
|
| Value
Description
|
|
|
| 9
Number of levels (1 to 9) of report line
|
|
hierarchical expansion.
|
|
|
| VALUE
Report sort sequence: NAME or VALUE
|
|
|
|
/
/ to categorize modules by "Group".
|
|
Unselect to categorize by "SubGroup"
|
|
|
| 1.00
Minimum percentage of CPU activity measured
|
|
for which an item is to be included in the
|
|
report.
|
|
|
+------------------------------------------------------------------------------+

Modify the values and press the ENTER key and you will be returned to the
report section selection dialog.
Application Performance Analyzer will “remember” the option values you specify.
These will become your new default values and will be used for future printed
report requests.

The JCL submission/EDIT dialog
Pressing ENTER to the report section selection dialog will take you to the JCL
submission dialog – if you did not modify any input fields prior to pressing
ENTER. The report section selection dialog will continue to display until you have
pressed ENTER without having modified any input fields.
The JCL submission dialog is illustrated below. Pressing the ENTER key will cause
the generated JCL to be submitted directly, or will launch EDIT for the generated
JCL member. This dialog is illustrated here.
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File View Navigate Help
+------------------------------------------------------------------------------+
| A02: Report JCL Submission (0464)
|
| Command ===> _____________________________________________ Scroll ===> CSR |
|
|
| Specify the following and press ENTER to either SUBMIT the print
|
| JCL or to launch EDIT for the generated JCL.
|
|
|
| Enter "/" to select options
|
|
/ produce PDF (Portable Document Format) file
|
|
/ generate JES-managed report file (SYSOUT=*)
|
|
_ EDIT the generated JCL member, otherwise SUBMIT
|
|
|
| Job Statement - edit if necessary
|
|
==> //USER1P____JOB_(),’CAZRPT01’,CLASS=A,MSGCLASS=T,NOTIFY=&SYSUID
|
|
==> //*____________________________________________________________
|
|
==> //*____________________________________________________________
|
|
|
| PDF File DSN (if applicable) must be cataloged FB 80
|
|
==> USER1.FB80’’
|
|
|
| Location where generated JCL is to be saved
|
|
JCL Library ==> ’USER1.JCLLIB’
|
|
JCL Member ==> CAZRPT1
|
+------------------------------------------------------------------------------+

Input to the JCL submission/EDIT dialog
Produce PDF file
Enter a slash (/) to select this option or a space to deselect it. CAZPRINT will
write a file in downloadable PDF (Portable Document Format) file.
Generate JES-managed report file
Enter a slash (/) to select this option or a space to deselect it. CAZPRINT will
write a standard SYSOUT format report file.
EDIT the generated JCL
Enter a slash (/) if you want EDIT to be launched for the generated JCL
member when you press the ENTER key. Blank in this field will cause the
JCL to be SUBMITted immediately when you press the ENTER key.
Job Statement
The generated JOB statement is shown in three lines. You can modify the
statement to suit your preferences or to comply with your installation. Be
aware, however, that no validation is done on your input; an input error
can cause a JCL error when the job is submitted.
PDF File DSN
If you have specified that a PDF file is to be written, you must specify the
DSN of the file in this field. The file must already be cataloged as a
non-partitioned sequential data set with fixed length 80 byte records.
JCL Library
Enter the DSN of a JCL library. This a partitioned data set in which the
generated JCL member will be stored before it is submitted (or EDITed).
JCL Member
Enter the name of the JCL member here.

Source program mapping
The report section selection dialog will display one selectable line for the P01
Source Program Attribution report section for each applicable program. But first
you must either load the source mapping data (using the A01 Source Program
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Mapping facility) or have specified the source mapping files as autoload. Each P01
selection line will show the name of the source mapped program.
File View Navigate Help
-------------------------------------------------------------------------------A02: Request Printed Reports (0464)
Row 00031 of 00035
Command ===> __________________________________________________ Scroll ===> CSR
Enter / to include a section in the report, blank to exclude the section,
S to include the section and set formatting options. Use UP/DOWN (PF7/PF8)
to scroll the list of report sections. After entering your selection,
press ENTER to generate the report JCL.
Select
/
/
/
/

Report Section
P01
P01
P01
P01

Source
Source
Source
Source

Program
Program
Program
Program

Attribution
Attribution
Attribution
Attribution

for
for
for
for

SAMPFINQ
PFSAMPA
PFSAMPB
PFSAMPC

Preparing JCL to print reports
You have the option of manually preparing and submitting your own report JCL.
The ISPF report request facility will meet most requirements, but by preparing
your own JCL and control statements you can use the full formatting flexibility of
the CAZPRINT program.
The following CAZPRINT capabilities that are not available directly by using the ISPF
report request facility are available if you prepare your own JCL and control
statements:
v Include multiple instances of the same report section in a single report. For
example, you can include two instances of C01: CPU Usage by Category in your
report. Having multiple instances allows you to sort reports using more than
one category. For example, one can be sorted by VALUE (most intense CPU
activity at the top) and another sorted by program NAME.
v Include report sections from different measurement files in a single report.
v Customize the sequence in which report sections appear in the report.
The following illustrates an example of JCL and control statements to produce a
performance analysis report:
//CAZRPT01 JOB (job parameters)
//*
//STEP1
EXEC PGM=CAZPRINT
//STEPLIB DD
DISP=SHR,DSN=hlq.SCAZAUTH
//SFILE01 DD
DISP=SHR,DSN=measurement.file.name
//CAZLOG
DD
SYSOUT=*
//PRINT1
DD
SYSOUT=*
//PDFFILE DD
DISP=SHR,DSN=any.cataloged.fb80.file
//*
//* Instream control statements.
//*
//CAZCTL
DD
*
*
PROFILE 01 Input=SFILE01
*
SECTION S01 Profile=01
SECTION S02 Profile=01
SECTION S03 Profile=01
SECTION S04 Profile=01
SECTION S05 Profile=01
SECTION S06 Profile=01
SECTION S07 Profile=01
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*
SECTION
SECTION
SECTION
SECTION
SECTION

C01
C02
C03
C04
C05

Profile=01
Profile=01
Profile=01
Profile=01
Profile=01

*
SECTION W01 Profile=01
*
SECTION
SECTION
SECTION
SECTION

D01
D02
D03
D04

Profile=01
Profile=01
Profile=01
Profile=01

*
CONVERT Format=PDF DDNAME=PDFFILE
PRINT DDNAME=PRINT1
*
/*

The above illustrates JCL and control statements that produce output in both line
printer format and in PDF format. A brief explanation of the JCL statements is
presented below. Detailed descriptions of each of the DD statements are then
presented later in this section. For detailed descriptions of the control statements
(ddname CAZCTL) see, “Specifying control statements” on page 243.
STEPLIB
The load library containing Application Performance Analyzer components.
This can be omitted if Application Performance Analyzer is installed in a
linklist library.
SFILE01
The measurement file.
CAZLOG
Output file for error and informational message.
PRINT1
Output file for the line printer report.
PDFFILE
Output file for the PDF report.
CAZCTL
Control statements.

The input measurement file
You must provide a DD statement for the file (the “sample file”) containing the
Application Performance Analyzer measurement data. You can choose any DD
name for this file; the DD name is referred to in a PROFILE control statement. The
DSN of the measurement file can be determined by displaying the ISPF report S01:
Session Statistics or by entering the ++ line command to the item in the
Observation Session List ISPF dialog.

Multiple measurement files
Typically you will produce a report to analyze data from a single measurement
file. Application Performance Analyzer also allows you to produce multiple reports
in a single job step. You can even include report sections from separate
measurement files in a single report. In either event, you need to specify a separate
DD statement and a separate PROFILE control statement for each measurement
file.
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The CAZLOG log file
You must supply a DD statement for DD name CAZLOG. Application Performance
Analyzer reports any errors or informational messages to this file. Typically, you
will route this as a JES file.

The report output file
If you include a PRINT control statement to produce a line printer format report,
you must also supply a DD statement for this output. Typically you will specify a
JES output file. If you prefer to write this to a permanent file, specify a FB or FBA
file with LRECL=121. If your job step is to produce multiple line printer reports,
you must supply a DD statement (and a corresponding PRINT statement) for each
one.

The PDF output file
If you include a CONVERT control statement to produce a report in PDF format,
you must also supply a DD statement for this file. This must be a FB, LRECL=80
file. It can also be a member of a partitioned data set. If your job step is to produce
multiple PDF reports, you must supply a DD statement (and a corresponding
CONVERT statement) for each report.

Downloading and viewing a PDF file
In order to view or print aPDF file you must perform a file transfer operation to
download the file to a PC. When downloading (using IND$FILE or FTP) be sure to
download in binary. Do not specify ASCII translation or CRLF. Once you have
download the file you can use any version of the Adobe PDF Viewer (Acrobat)
program capable of displaying PDF version 1.3.

Specifying control statements
The CAZCTL DD statement specifies a file containing a sequence of control
statements. These control statements can be included as instream data or the DD
statement can allocate a SYSIN-type member. The DD statement and the control
statements are mandatory.

General syntax rules
The syntax rules for control records are as follows:
v An asterisk (*) in column 1 indicates a comment record.
v Double slashes (//) and any characters to the right are ignored. This can be
used to include comment text to the right of the statement text.
v Data in columns 73 to 80 is ignored.
v A statement consists of a verb followed by positional and keyword parameters.
The allowable verbs are: PROFILE, SECTION, MAP, CONVERT, PRINT. If there are
positional parameters, they must be coded before any keyword parameters.
v The verb and the positional and keyword parameters must be separated from
each other by a comma and/or at least one space.
v A value containing embedded spaces must be enclosed in quotes.
v A statement can span multiple records, but a single parameter expression must
be on a single record.
v Unless otherwise noted, commands are not case sensitive.
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The PROFILE statement
The PROFILE statement specifies a measurement file. An example of a PROFILE
statement is shown here:
PROFILE 01 INPUT=SFILE01

The PROFILE statement requires two parameters. The first mandatory parameter is
positional and specifies a numeric value from 01 to 99. This effectively labels the
PROFILE statement.
In most cases, you will only specify one PROFILE statement and this value will be
01. Specify multiple PROFILE statements if you want to report on input from more
than one measurement file in a single CAZPRINT step. When you specify more
than one PROFILE statement, each must specify a unique value in this parameter.
The INPUT keyword parameter specifies the DD name of the input measurement
file. There must be a corresponding DD statement in the JCL.

The MAP statement
The MAP statement specifies source program mapping information. This statement
is required if you want the report to include mapping of addresses to application
source statements.
An example of a MAP statement is shown here:
MAP TYPE=L FILE=TEST1.PGM.LISTINGS MEMBER=COBTEST1 PROFILE=01

MAP statements are optional and must be placed after their corresponding
PROFILE statement(s) and before PRINT or CONVERT statements. Each MAP
statement specifies a file that contains information enabling Application
Performance Analyzer to map sampled addresses to source program statements.

MAP statement parameters
TYPE

FILE

This keyword parameter is mandatory and specifies the type of source
mapping input data. You must specify one of the following values:
L

To specify that the input file is a compiler listing.

S

To specify that the input file is a LANGX SideFile.

A

To specify that the input file is an assembler ADATA file.

This keyword parameter is mandatory and specifies the data set name of
the file containing source mapping information.

MEMBER
This keyword parameter is optional and specifies the member name of the
file. You must include the MEMBER parameter if the FILE parameter
specifies a partitioned data set.
PROFILE
This keyword parameter is optional. Specify the profile number here – a
numeric value between 01 and 99. The value must match a value specified
in the first parameter of a PROFILE statement. If omitted, a value of 01 is
assumed.

The SECTION statement
The SECTION statement specifies a section to be included in the report. At least
one SECTION statement is required. SECTION statements must be placed after
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their corresponding PROFILE statement(s) and before PRINT or CONVERT
statements. An example of a SECTION statement is shown here:
SECTION C01 PROFILE=01 Levels=9 Minimum=2.5 MLD=Y

The above example specifies that the C01 section (CPU Analysis by Category) be
included in the report. PROFILE=01 refers to the PROFILE statement that specifies
the measurement file from which the report section is to be produced.
Each SECTION statement can specify common parameters (those that apply to all
report sections) and section-specific parameters (those that apply to specific section
types). The common parameters are described here. Descriptions of the
section-specific parameters are presented in “Report SECTION descriptions” on
page 246.

SECTION statement common parameters
Section code
This is the first (and only) positional parameter and is mandatory. It
specifies a code identifying the type of report section. It is always 3
characters in length. The first character is alphabetic and the second and
third characters are numeric.
PROFILE
This keyword parameter is optional. Specify the profile number here – a
numeric value between 01 and 99. The value must match a value specified
in the first parameter of a PROFILE statement. If omitted, a value of 01 is
assumed. By referring to a PROFILE statement, this parameter specifies the
measurement file from which the report section is to be built.

The PRINT statement
The PRINT statement tells CAZPRINT to write the report in conventional line
printer format – a sequential file with ANSI carriage control characters. The report
will contain each of the sections specified in SECTION statements. The sections are
arranged in the report in the same sequence in which the SECTION statements
appeared.
An example of a PRINT statement is shown here:
PRINT DDNAME=PRINT1 MLD=N

PRINT statement parameters
DDNAME
The DDNAME keyword parameter is mandatory. This specifies the DD
name for the report output. A corresponding DD statement must be
provided in the JCL.
MLD

The MLD keyword parameter is optional, if omitted it defaults to Y. This
specifies whether or not Multi-Line Descriptions should be printed (Y=Yes,
N=No). This is similar to the PREF option in Application Performance
Analyzer ISPF: “Show long descriptions on multiple lines,” and when
generating JCL with Application Performance Analyzer ISPF, the PREF
setting will be used to set MLD.

The CONVERT statement
A CONVERT statement can be specified instead of or in addition to a PRINT
statement. Like PRINT, CONVERT tells CAZPRINT to write the report and
specifies the output destination. Instead of writing the report in conventional line
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printer format, the CONVERT statement creates a report file in an alternate format.
At present, PDF is the only format that can be specified to the CONVERT
statement.
An example of a CONVERT statement is shown here.
CONVERT DDNAME=PDF1 FORMAT=PDF MLD=N

CONVERT
statement parameters DDNAME This mandatory parameter specifies the DD name
of a file to which the converted report is to be written. A corresponding DD
statement must be included in the JCL. The file must be in FB format with 80 byte
records.
FORMAT
This mandatory parameter specifies the format to which the report is to be
converted. It must specify PDF.
MLD

The MLD keyword parameter is optional, if omitted it defaults to Y. This
specifies whether or not multi-line descriptions should be printed (Y=Yes,
N=No). This is similar to the PREF option in Application Performance
Analyzer ISPF: “Show long descriptions on multiple lines,” and when
generating JCL with Application Performance Analyzer ISPF, the PREF
setting will be used to set MLD.

Reports in PDF format
Application Performance Analyzer can produce a report in the form of a PDF
(Portable Document Format) file. On the mainframe, this is written to a sequential
file with fixed-length 80 byte records. To view or print the file you will need to
download it to a PC using either IND$FILE file transfer or FTP. No data
conversion is required, so be sure to specify a binary file transfer. The content in a
Application Performance Analyzer PDF report is essentially the same as a
corresponding SYSOUT report. However, PDF’s advanced formatting capabilities
make this format more readable than a SYSOUT report.

Report SECTION descriptions
This section describes the report sections that you can include in a performance
analysis report and the parameters that can be specified on the corresponding
SECTION statements.

SECTION statement parameter summary
Each section requires a SECTION statement. SECTION statements for some report
sections accept (or require) certain keyword parameters that allow you to set
formatting options. The following table summarizes the available report sections,
their parameters, and their default values.
These defaults only apply until you change them by selecting the report in A02:
Request Printed Reports, after that Application Performance Analyzer will
“remember” your selections.
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Section ID

Session Statistics

S01
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Parameters and default values

Report section

Section ID

Parameters and default values

Load Module Attributes

S02

Sequence=NAME
OmitESD=N
OmitNUC=N
OmitPLPA=N

Load Module Summary

S03

TCB Summary

S04

Memory Usage Timeline

S05

Intervals=45

Data Space Usage Timeline

S06

Intervals=45

TCB Execution Summary

S07

Processor Utilization
Summary

S08

CPU Usage by Category

C01

Levels=9
Sequence=VALUE
DPAGroup=Y
ShowDB2=Y
Minimum=0.00
MLD=Y

CPU Usage by Module

C02

Levels=9
Sequence=VALUE
Minimum=0.00
MLD=Y

CPU Usage by Code Slice

C03

Levels
Sequence=VALUE
SliceSize=64
Minimum=0.00

CPU Usage Timeline

C04

Intervals=45

CPU Usage by
Task/Category

C05

Levels=9
Sequence=VALUE
DPAGroup=Y
ShowDB2=Y
ShowInact=Y
MLD=Y

CPU Usage by Task/Module C06

Levels=9
MLD=Y

CPU Usage by Procedure

C07

CPU Usage Referred
Attribution

C08

Levels=9
MLD=Y

DASD Usage by Device

D01

Levels=9
Minimum=0.00

DASD Usage by DDNAME

D02

Levels=9
Minimum=0.00

DASD Usage by data set

D03

Levels=9
Minimum=0.00

Data set Attributes

D04

DASD EXCP Summary

D05

DASD VSAM Statistics

D06

DASD Activity Timeline

D07

DASD I/O Wait Time

D08

VSAM Buffer Pool Usage

D09

Levels=9
MLD=Y
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Report section

Section ID

Parameters and default values

Wait Time by Category

W01

Levels=9
Sequence=VALUE
DPAGroup=Y
ShowInact=Y
MLD=Y

Wait Time by Task/Module

W02

Levels=9
MLD=Y

Wait Referred Attribution by
Task

W03

Levels=9
MLD=Y

IMS DL/I Call CPU Time

I01

Levels=9

IMS DL/I Call Service Time

I02

Levels=9

CICS Session Statistics

E01

CICS CPU Usage by Txn

E03

Levels=9
Minimum=0.00
MLD=Y

CICS Mean Service Time by
Txn

E04

Levels=9

CICS Total Service Time by
Txn

E05

Levels=9

CICS Service Time by Task
ID

E06

Levels=9

DB2 Measurement Profile

F01

DB2 SQL Activity Timeline

F02

Levels=9
Sequence=THREAD

DB2 SQL Activity by Module F03

Levels=9
Sequence=VALUE
Minimum=0.00

DB2 SQL Activity by
Statement

F04

Levels=9
Minimum=0.00

DB2 SQL Statement by Plan

F05

Levels=9
Minimum=0.00

DB2 SQL Statement
Attributes

F06

DB2 SQL Wait Time by
DBRM

F07

Levels=9
Sequence=VALUE
OfTotal=Y

DB2 SQL Wait Time by
Statement

F08

Levels=9
Sequence=VALUE
OfTotal=Y

DB2 SQL Wait Time by Plan

F09

Levels=9
Sequence=VALUE
OfTotal=Y

DB2 SQL CPU/Svc Time by
DBRM

F10

Levels1
Sequence=VALUE

DB2 SQL CPU/Svc Time by
Stmt

F11

Levels=2
Sequence=VALUE

DB2 SQL CPU/Svc Time by
Plan

F12

Levels=2
Sequence=VALUE

DB2 Threads Analysis

F13
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Report section

Section ID

Parameters and default values

CPU Usage by Plan/Stored
Proc

F14

Levels=9
Sequence=VALUE
DPAGroup=Y
ShowDB2=Y

Coupling Facility Summary

G01

Coupling Facility Mean
Times

G02

Levels=9

Coupling Facility Total Times G03

Levels=9

MQSeries Activity Summary

Q01

MQSeries CPU Usage by
Queue

Q02

Levels=9

MQSeries CPU Usage by
Request

Q03

Levels=9

MQSeries CPU Usage by
Txn

Q04

Levels=9

MQSeries Service Time by
Queue

Q05

Levels=9

MQSeries Service Time by
Request

Q06

Levels=9

MQSeries Service Time by
Txn

Q07

Levels=9

MQSeries Wait Time by
Queue

Q08

Levels=9

MQSeries Wait Time by
Request

Q09

Levels=9

MQSeries Wait Time by Txn

Q10

Levels=9

Source Program Attribution

P01

Program=pgmname (no default value)
AdjLines=4
AllSource=N
AsmObj=Y
Header=Y

SECTION parameter descriptions
The SECTION statement parameters are described in the following list. They are
presented in alphabetical keyword sequence.
AdjLines
Specifies the number of adjacent source lines. This applies to the reporting
of source program lines and attribution of system activity to source
statements. Source statements for which system activity is measured will
be reported, but those statements for which no activity is measured are
normally omitted. The value of this parameter specifies the number of
source lines immediately preceding and following any line with measured
activity that are also to be included in the report. This helps provide some
context for isolated source lines with measured activity.
AllSource
This applies to the reporting of source program lines. A value of Y specifies
that all source lines are to be shown in the report, including those for
which no system activity is attributed. A value of Y in this parameter
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overrides any value specified in the AdjLines parameter. Specify N to
control which lines are reported using the AdjLines parameter.
AsmObj
This applies to the reporting of source program lines for an assembler
program. Specify Y to include object code (from the assembly listing) in
each source line. Specify N to omit object code.
DPAGroup
This parameter applies to report sections that attribute measured system
activity to program categories. This attribution can be done to Groups or
Subgroups. A group is a higher level (more inclusive) categorization than a
subgroup. For example, activity in DB2 modules can be attributed to the
group “DB2 Subsystem” or, alternatively, to subgroups such as “Buffer
Manager,” “Call Attachment Facility,” “Data Manager,” etc. Specify
DPAGroup=Y to attribute to group and DPAGroup=N to attribute to
subgroup.
Header This applies to the P01 source program report. A value of Y specifies that
detailed information about the source program is to appear in the heading
area in each page in the report section. This information includes: source
mapping file name and type, compile date and time, compiler product and
version.
Intervals
This applies to “timeline” report sections in which measurement
information is reported in equal time intervals. It specifies the number of
intervals into which the report section is to be divided, which is generally,
one line per interval. The value must be between 2 and 256.
Levels
This applies to report sections in which lines are arranged in a hierarchy.
The value, a single numeric digit: 0 to 9, specifies the number of
hierarchical levels to be included in the report. These are equivalent to the
ISPF report line items in which the + line command is used to expand the
hierarchy.
Minimum
This applies to report sections that allow you to exclude measurements of
objects when those measurement values are below the specified minimum.
The unit is percentage and is expressed as two digits, followed by an
optional decimal point and up to two decimal places.
MLD

This applies to report sections where DPA descriptions are reported. The
MLD=Y parm is used to specify that Multi Line Descriptions should be
printed, so that you can see all of the description text. MLD=N specifies
that Multi Line Descriptions should not be printed, in which case only one
line per module/csect will be printed, and the description will be
truncated if it does not fit on one line.

OmitESD
This applies to report sections in which detailed information about load
modules is reported. A value of Y specifies that ESD (External Symbol
Dictionary) information is not to be reported.
OmitNUC
This applies to report sections in which load modules are reported. A value
of Y specifies that Nucleus modules are to be excluded from the report.
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OmitPLPA
This applies to report sections in which load modules are reported. A value
of Y specifies that PLPA (Pageable Link Pack Area) modules are to be
excluded from the report.
Program
This applies to the source mapping report section (P01). It specifies the
name of the source program to reported.
Sequence
This specifies the sequence in which items in the report are to be sorted.
Values for this parameter are: VALUE to sort in descending sequence by
amount of measured activity; NAME to sort in ascending sequence by item
name. These values apply to most sections. The additional values: SIZE,
ADDRESS and LIBRARY are allowed for reports S02 and S03. These values
specify: sort by load module size, load module address and load library
name.
ShowInact
This parameter is generally applicable to report sections that present
information by TCB (Task). A value of Y (normally the default) specifies
that information for inactive tasks is to be included in the report. An
inactive task is one which was observed to be in a wait state for the full
duration of the observation session.
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Chapter 10. Batch interface commands
Application Performance Analyzer has a command language which allows you to
submit requests using JCL. The command language can be used to create the same
types of requests available in Application Performance Analyzer/ISPF.
For information about

See

General syntax, types of commands and
examples

“Command syntax”

Command summary diagram

“Command summary diagram” on page 254

Setting up the JCL

“Sample JCL” on page 255

Coding the NEW command, with keyword
descriptions and examples

“NEW” on page 255

Coding the DELETE command

“DELETE” on page 259

Coding the KEEP command

“KEEP” on page 259

Command syntax
The batch interface command format consists of a single high level command
keyword (NEW, DELETE, or KEEP) followed by a series of keywords and
parameters in the format: KEYWORD=(parameter1, parameter2,...).
If there is only one parameter specified for a keyword, then the parentheses “(... )”
are optional. For example, DURATION=120 and DURATION=(120) are both
acceptable.
When a list of parameters is specified, the parentheses “(... )” are mandatory. For
example, FEATURES=(CICS,IMS,DB2).
A semicolon must be present at the end of the command string.

Example of NEW command
The following example create a new observation request. It requests that job
CAZTEST01 be measured for 60 seconds and 10000 samples, with the IMS and
DB2 features turned on.
NEW JOBNAME=CAZTEST01
ACTIVE=NO
SAMPLES=10000 DURATION=60
FEATURES=(IMS,DB2)
;

Example of DELETE command
The following example deletes observation 0985.
DELETE REQNUM=0985
;
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Example of KEEP command
Example of KEEP Command The following example applies the KEEP command to
observation 0985. This means the request will be kept until it is manually deleted,
no expiration date will apply.
KEEP REQNUM=0985
;

Command summary diagram
This diagram shows a summary of the parameters allowed in a NEW command,
they are described in detail on the following pages.
 NEW JOBNAME=(jobname)


DURATION=(

ssssss
mmmm :
ss



SAMPLES=(nnnnnn)

ASID=(nnnnn)

SYSTEMS=(sysname)



DESCR=(’free form text description’)




,
ACTIVE=(
 STEP=(

stepnum
,pgmname
,,stepname
,,stepname.procstep
NO
ALLSTEPS=( YES )

NO
YES

)

)




,

,

LIBS=(  loadlib

FEATURES=( 

)

CICS
IMS
DB2
MQS

)




,
CTRAN=(  cicstxn

EXPDAYS=(nnnn)
)
SYSCTRAN=(

NO
YES

)



NOTIFY=(tsoid)

RUNAGAIN=(mmm,FOR=nn)



,
 SCHDDATE=(yyyy/mm/dd@hh:mm)
RETRYAFTER=(mm,FOR=nn)
SCHDSPAN=(mmmm)
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;
DELAYSAMPLING=(ssssss)
RUNTOEOS=(

NO
YES



)

Sample JCL
The following illustrates an example of how to set up the Batch Interface JCL and
create a basic measurement request. There is a sample template of this JCL
supplied in hlq.SCAZSAMP in member CAZBATCH.
//SAMPJOB1 JOB (job parameters)
//*
//CAZBATCH EXEC PGM=CAZBATCH,PARM=’STCID=CAZ0’
//STEPLIB DD DISP=SHR,DSN=hlq.SCAZAUTH
//SYSPRINT DD SYSOUT=*
//SYSIN DD *
NEW JOBNAME=APPJOB01
ACTIVE=NO
SAMPLES=5000 DURATION=30
DESCR=’Sample request for APPJOB01’
;
/*
//

The above example uses the Application Performance Analyzer started task named
CAZ0 as specified on the EXEC statement as PARM=’STCID=CAZ0’. You must specify
your Application Performance Analyzer started task name here.
In STEPLIB, replace hlq with the high-level qualifier used for Application
Performance Analyzer in your installation.
The commands in the above example create a NEW request to measure job
APPJOB01, which is not yet active, for 5000 samples with a duration of 30 seconds.
A user composed description is also specified.

Command descriptions
NEW
The NEW command is used to create a new Observation Request.
NEW
Mandatory.
Indicates that this is a NEW request.
JOBNAME
Mandatory.
Specifies the name of the job (or started task or TSO user) to be measured.
ACTIVE
Mandatory.
Specify YES if the job is active, or NO if the job is not active.
Example: ACTIVE=YES
DURATION
Optional.
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If omitted, the default duration will be used. Specifies the duration of the
measurement in seconds.
Example: DURATION=120
SAMPLES
Optional.
If omitted, the default number of samples will be used. Specifies the number of
samples to take during the measurement.
Example: SAMPLES=10000
ASID
Optional.
If omitted, Application Performance Analyzer will measure the first job it finds
with the JOBNAME. Specifies the ASID, in decimal, of the job to be measured.
Only applies when ACTIVE=YES.
Example: ASID=1023
SYSTEMS
Optional.
Specifies a target system within a Sysplex.
Example: SYSTEM=SYS3
DESCR
Optional.
Specifies a free form text description for this observation request. The text must
be within single quotes.
Example: DESCR= ’Any user text goes here’
STEP
Optional.
If omitted, the first step will be measured.
Multiple STEP keywords can be specified. Specifying multiple STEP keywords
creates a multistep request. A maximum of 20 STEP keywords is allowed.
Each STEP can have multiple positional parameters:
1. stepnum specifies the step number. If stepnum is specified, none of the
other 3 step specification parameters can be included.
2. pgmname specifies the program name. If pgmname is specified, none of the
other 3 step specification parameters can be included.
3. stepname specifies the step name. It can be specified as just a step name, or
in the format stepname.procstep. If this parameter is specified, the stepnum
and pgmname parameters must not be specified. If stepname is specified
without .procstep, it identifies an EXEC statement that contains a PGM
parameter, not one that invokes a procedure.
If the format stepname.procstep is coded, then stepname identifies an EXEC
statement that invoked a procedure, and procstep identifies the EXEC
statement containing a PGM parameter within that procedure.
This parameter can not be specified when selecting an active job.
Example 1: STEP=3
This indicates that the third step in the job should be measured.
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Example 2: STEP=(,TESTPGM1)
This indicates that the first step that runs the program TESTPGM1
should be measured.
Example 3: STEP=(,,STEP007)
This indicates that the step named STEP007 should be measured,
where STEP007 is the step name on and EXEC statement that executes
a program (not an EXEC statement that invokes a procedure).
Example 4: STEP=(,,PROC02.STEP007)
This indicates that the step named STEP007 within the procedure
invoked by step PROC02 should be measured.
Example 5:STEP=3 STEP=5 STEP=6 STEP=(,,STEP012)
This shows STEP being repeated to create a multistep measurement.
ALLSTEPS
Optional.
Specify ALLSTEPS=YES to create a multi-step request which measures all steps
in the job. When ALLSTEPS=YES is specified, the STEP keyword is
meaningless, and will be ignored if coded.
Example: ALLSTEPS=YES
ACTIVE
Mandatory.
Specify YES if the job is active, or NO if the job is not active.
Example: ACTIVE=YES
LIBS
Optional.
Specifies additional load libraries to be searched. A list of data set names is
separated by commas. A maximum of 10 data set names is allowed.
Example: LIBS=(USER1.LOADLIB,TEST1.LOADLIB)
FEATURES
Optional.
Specifies which data extractors, if any, need to be turned on for this
measurement. The data extractor values are: CICS, IMS, DB2, DB2+, MQS. A
list of data extractors is separated by commas.
Example: FEATURES=(CICS,DB2)
CTRAN
Mandatory when CICS is specified in FEATURES, otherwise does not apply.
Specifies one or more CICS trancodes to measure. For all transactions, use
CTRAN=*. A list of transactions is separated by commas. A maximum of 16
transactions is allowed.
Example 1: CTRAN=(TRNA,TRNB,TRNC)
Example 2: CTRAN=*
SYSCTRAN
Optional, if omitted the default of NO will be used.
Specify YES if you want to measure the CICS system transactions.
EXPDAYS
Optional.
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If omitted the installation default will be used.
Specifies the number of days the measurement data for this observation
request should be retained on before being automatically deleted. To keep the
measurement data indefinitely, use EXPDAYS=0.
Example: EXPDAYS=30
NOTIFY
Optional.
Specifies a TSO userid to notify when the measurement ends.
Example: NOTIFY=USER01
SCHDDATE
Mandatory if this is a Future Schedule request, otherwise does not apply.
Multiple SCHDDATE keywords can be specified to schedule future requests on
multiple dates and times. Date/time is specified in the format:
yyyy/mm/dd@hh:mm.
Example:
SCHDATE=2004/12/03@16:00
SCHDATE=2004/12/10@16:00
SCHDATE=2004/12/17@16:00
SCHDATE=2004/12/24@16:00

This creates a future schedule request to run a measurement on each of the
four dates and times specified.
RETRYAFTER
Optional.
This is only used for future schedule requests (one or more SCHDDATE
keywords must be present), where the job is expected to be active
(ACTIVE=YES specified). Specifies that Application Performance Analyzer
should retry the request if the target job was not active on the first attempt.
Also specifies how many times to retry.
Specified in the format: (mm, FOR=nn), where mm is the number of minutes
between retry attempts, and nn is the number of times to retry.
Example: RETRYAFTER=(15,FOR=3)
SCHDSPAN
Optional.
This is only used for future schedule requests (one or more SCHDDATE
keywords must be present), where the measurement is to begin when the job
becomes active (ACTIVE=NO specified). Specifies the number of minutes that
this request will wait for the job to become active before Application
Performance Analyzer expires the request.
Example: SCHDSPAN=120
DELAYSAMPLING
Optional.
This indicates that sampling should be delayed for the specified amount of
time (in seconds). After the target job step starts, Application Performance
Analyzer will delay the start of the measurement for the number of seconds
specified.
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RUNTOEOS
Optional.
Specify YES to indicate that the measurement should continue to run until the
job step has completed, even if the target number of observations has been
reached.
RUNAGAIN
Optional.
This indicates that for a specified time interval, if the target job runs again, the
measurement should be run again. The For= parm indicates how many times
the measurement should potentially be repeated. The time interval is reset after
each rerun of the target job.
Example: RUNAGAIN=(60,FOR=3)
This means that for 60 minutes after the target job starts, Application
Performance Analyzer will run the measurement again, if the job starts again.
It will do this up to three times.

DELETE
The DELETE command is used to delete an observation request.
REQNUM
Mandatory.
Specifies the request number to be deleted.

KEEP
The KEEP command is used to override the expiration date on an observation
request, and keep it until it is manually removed.
REQNUM
Mandatory.
Specifies the request number to be kept.

Chapter 10. Batch interface commands
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Chapter 11. Realtime Monitor
The Realtime Monitor facility lets you view information about an in-progress
measurement. Start this facility by selecting an active measurement from
Observation Session List using the R line command. You can also choose to have
the Realtime Monitor launched automatically when you start a measurement for an
active job. Use SETUP in the Observation Session List to select this option.

Auto-refresh mode
In this mode the panel is refreshed automatically to show changing data as it is
measured. In auto-refresh mode the keyboard is locked. To halt auto-refresh mode,
and unlock the keyboard, press the Attention key. You can then refresh the panel
manually by repeatedly pressing the ENTER key.
To re-activate the auto-refresh mode, enter the PULSE primary command. You can
abbreviate this as P.

Monitor views
The Realtime Monitor facility offer various views of the measurement data. The
upper portion of the screen shows a menu of the available monitor views. To select
a view, either enter its code on the command line or use point-and-shoot to select
the item from the menu.

ACCUM and CURRENT modes
Some monitor views display data based on either all the accumulated (ACCUM)
data for the measurement, or for the last measured “time slice” (CURRENT).
“(ACCUM)” or “(CURRENT)” is displayed on the heading line of views affected
by this mode setting.
Enter the ACCUM command to set the mode to report accumulate data. You can
abbreviate this as A. Enter the CURRENT command to set the mode to report on
the most recent time slice. You can abbreviate this as C. Use the SETUP command
to adjust the size of the time slice (expressed as number of samples). The default
value is 100 samples.

SETUP command
Use the SETUP command to change various default options. You can change the
following:
v Panel displayed at startup
v Display auto-refresh enabled
v Auto-refresh interval
v Length of current time slice
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View 1. Measurement overview
View 1. Measurement Overview shows an at-a-glance summary of the
measurement status and shows a very high level overview of observed resource
usage. If in ’autorefresh’ mode, data in this screen will refresh automatically at the
specified rate. Otherwise press ENTER to refresh the data.
A sample report is shown here:
File View Navigate Help
-----------------------------------------------------------------------------M01: IBM APA for z/OS Realtime Monitor (2132)
Row 00001 of 00025
Command ===> _________________________________________________Scroll ===> PAGE
1. Overview
3. Environment
5. Data Mgmt
2. CPU Util. 4. CPU/Modules
______________________________________________________________________________
View 1. Measurement Overview
+Measurement Progress -------------------------------------------------------+
| Requested
90,000 100.0% ’’’’’’’’’’’’’’’’’’’’’’’
|
| Samples Done 39,673
44.0% -------------------|
| CPU Active
4,314
10.8% ----|
| WAIT
34,393
86.6% --------------------------------------|
| Queued
966
2.4% |
+----------------------------------------------------------------------------+
+System Resource Usage----------------+--------------------------------------+
| CPU time TCB
21.96 sec
| No.of TCBs
9
|
| CPU time SRB
3.50 sec
| EXCPs
0
|
| Storage frames
6,611
| Dataspace frames
0
|
| Pages in
0
| Pages out
0
|
+-------------------------------------+--------------------------------------+
+DB2 Activity-------------------------+--------------------------------------+
| SQL call count
7,809
| DB2 plan
PFSAMPA
|
| SQL samples
2,287
| DB2 DBRM
PFSAMPC
|
+-------------------------------------+--------------------------------------+
+CICS Transactions--------------------+--------------------------------------+
| Active txns
0
| Current TranId
n/a
|
| Suspended txns
8
| CICSTaskId
1,672
|
+-------------------------------------+--------------------------------------+

Measurement progress
This section shows the progress of the measurement by reporting the total number
of samples completed. The sample counts are further subdivided by CPU Active
samples, TCB WAIT samples, and Queued samples.
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Under heading

This is displayed

Requested

The number of samples requested. A fixed percentage value of
100 percent is shown here as this number of samples represents
the entire measurement. The actual number of samples
performed could exceed this value if the “run to end of step”
option was selected. Similarly the measurement could terminate
before the indicated number of samples is done if the measured
step terminates first.

Samples Done

The number of samples done. This is the number of samples
performed so far. A percentage value and histogram indicate the
ratio of samples completed to the number of requested samples.

CPU Active

The number of samples done in which one or more CPUs were
executing instructions in the measured region. A percentage
value and histogram indicate the ratio of the number of CPU
Active samples to the total number of samples completed so far.
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Under heading

This is displayed

WAIT

The number of samples done in which all TCBs were in WAIT
(non dispatchable) state. A percentage value and histogram
indicate the ratio of the number of WAIT samples to the total
number of samples completed so far.

Queued

The number of samples done in which no TCBs were CPU
active and at least one TCB was dispatchable. This indicates a
state in which work was not being done in the measured region
because no CPU (or memory) was available. A percentage value
and histogram indicates the ratio of the number of Queued
samples to the total number of samples completed so far.

System resource usage
This section shows various aspects of general resource usage observed during the
measurement interval. Resources quantified here are: CPU time, storage usage,
EXCPs, and paging.
Under heading

This is displayed

CPU Time TCB

The number of CPU seconds consumed by all TCBs in the
measured region for the duration of the measurement interval.

No. of TCBs

The number of TCBs in existence at the time of the last data
refresh.

CPU Time SRB

The number of CPU seconds consumed in SRB mode in the
measured region for the duration of the measurement interval.

EXCPs

The number of EXCPs (Execute Channel Program) performed
during the measurement interval.

Storage Frames

The number of 4K byte page frames (real storage) for virtual
storage assigned to the address space at the time of the last data
refresh.

Data Space Frames

The number of 4K byte page frames (real storage) for Data
Space storage assigned to the address space at the time of the
last data refresh.

Pages in

The number of page in operations performed during the
measurement interval.

Pages out

The number of page out operations performed during the
measurement interval.

DB2 activity
This section shows information about DB2 activity observed during the
measurement interval.
Under heading

This is displayed

SQL call count

The number of SQL calls counted during the measurement
interval. This information is available only if the DB2+ feature
was enabled for the measurement.

SQL samples

The number of samples in which SQL call processing was in
progress.

DB2 Plan

The name of the DB2 Plan for the last SQL request whose
execution was sampled. This information is available only if the
DB2 feature was enabled for the measurement.
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Under heading

This is displayed

DB2 DBRM

The name of the DB2 DBRM for the last SQL request whose
execution was sampled. This information is available only if the
DB2 feature was enabled for the measurement.

CICS transactions
This section shows information about CICS transactions that are currently active.
This information is available only if the address space being measured is a CICS
region and the CICS measurement feature is enabled.
Under heading

This is displayed

Active txns

The number of CICS transactions currently active (includes
suspended transactions).

Current TranId

The transaction ID of the currently executing CICS transaction.

Suspended txns

The number of CICS transactions currently suspended. This
number is also included in the Active txns value.

CICSTaskId

The task number of the CICS transaction currently executing.

View 2. CPU utilization
View 2. CPU Utilization quantifies distribution of CPU usage. The quantifications
are reported in two modes: Overall and Current.
Overall mode appears on the left side of the screen and shows accumulated
quantifications based on the overall measurement. Each quantity is an overall
sample count. It is also expressed as a percentage and illustrated by a histogram.
Current mode appears on the right side of the screen and shows quantifications
representing the last measured time slice. Each quantity is a sample count for the
time slice and is also illustrated by a histogram. (Use the SETUP command to
adjust the size of the time slice.)
If in “auto-refresh” mode data in this screen will refresh automatically at the
specified rate. Otherwise press ENTER to refresh the data.
A sample report is shown here:
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File View
Navigate
Help
-----------------------------------------------------------------------------M01: IBM APA for z/OS Realtime Monitor (2132)
Row 00001 of 00028
Command ===>_________________________________________________ Scroll ===> PAGE
1. Overview
3. Environment
5. Data Mgmt
2. CPU Util.
4. CPU/Modules
______________________________________________________________________________
View 2. CPU Utilization
+Overall CPU Activity 7 min 7.81 sec --------------+
| Samples
64,179
71.3% -------------| CPU Active
5,597
8.7% | WAIT
57,303
89.2% ----------------| Queued
1,279
1.9% +--------------------------------------------------+

+Current 0.66 sec ------+
| | 100 ’’’’’’’’
|
| | 39 =======
|
| | 52 =========
|
| | 9 =
|
+-----------------------+

+CPU Usage Distribution ---------------------------+
| CPU Active
5,597
8.7% |
| Application
104
1.8% |
| System
2,119
37.8% ------|
| DB2 SQL
217
3.8% |
| Data Mgmt
0
0.0%
|
| Unresolved
3,164
56.4% ----------|
+--------------------------------------------------+

+Current ---------------+
|
39 ’’’’’’’’
|
|
1 =
|
|
18 ========
|
|
0
|
|
0
|
|
20 =========
|
+-----------------------+

+CPU Modes ----------------------------------------+
| CPU Active
5,604
8.7% |
| Supv Mode
3,828
68.3% ------------|
| Prob Mode
1,776
31.6% -----|
| In SVC
424
7.5% |
| AMODE 24
0
0.0%
|
| AMODE 31
5,604 100.0% -------------------- |
| AMODE 64
0
0.0%
|
| User key
1,887
33.6% -----|
| System key
3,717
66.3% ------------|
+--------------------------------------------------+

+Current ---------------+
| 39 ’’’’’’’’
|
| 23 ==========
|
| 16 =======
|
| 2 =
|
| 0
|
| 39 ==================|
| 0
|
| 16 =======
|
| 23 ==========
|
+-----------------------+

CPU activity
This section shows sample counts for the overall measurement and for the current
time slice. These are categorized as CPU Active, WAIT and Queued.
Under heading

This is displayed

Samples

The number of samples performed in the overall measurement
and in the time slice. The percentage shown in the Overall CPU
Activity section represents the ratio of the number of samples
completed to the number of samples requested.

CPU Active

The number of samples done in which one or more CPUs were
executing instructions in the measured region. The percentage
value indicates the ratio of the total number of CPU Active
samples to the total number of samples completed so far. The
first histogram represents this percentage and shows the
proportion of the overall measurement time in which CPU
activity was observed. The second sample count shows the
number of CPU Active samples in the current time slice. The
second histogram shows the proportion of the current time slice
in which CPU activity was observed.
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Under heading

This is displayed

CPU WAIT

The number of samples done in which all TCBs were in WAIT
(non dispatchable) state. The percentage value indicates the ratio
of the total number of CPU WAIT samples to the total number
of samples completed so far. The first histogram represents this
percentage and shows the proportion of the overall
measurement time in which all TCBs were in WAIT state. The
second sample count shows the number of CPU WAIT samples
in the current time slice. The second histogram shows the
proportion of the current time slice in which all TCBs were
observed to be in WAIT state.

Queued

The number of samples done in which no TCBs were CPU
active and at least one TCB was dispatchable. This indicates a
state in which work was not being done in the measured region
because no CPU (or memory) was available. The percentage
value indicates the ratio of the total number of Queued samples
to the total number of samples completed so far. The first
histogram represents this percentage and shows the proportion
of the overall measurement time in which a TCB was
dispatchable and not serviced. The second sample count shows
the number of Queued samples in the current time slice. The
second histogram shows the proportion of the current time slice
in which one or more TCBs was dispatchable and not serviced.

CPU usage distribution
This section shows a breakdown of CPU active TCB observations. CPU active
observations are broken down by categories: Application code, System services,
DB2 and Data management.
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Under heading

This is displayed

CPU Active

The number of observations of CPU Active TCBs. This value
could be higher than the number of CPU Active samples
because each CPU Active TCB is counted. Two or more TCBs
could be serviced concurrently by separate CPUs. The
percentage value indicates the ratio of the total number of CPU
Active samples to the total number of samples completed so far.
The first histogram represents this percentage and shows the
proportion of the overall measurement time for which CPU
activity was observed. The second sample count shows the
number of CPU Active TCB observations in the current time
slice.

Application

The number of CPU Active TCB observations in which execution
was observed in application programs. This is a subset of the
CPU Active observation count. The percentage value indicates
the ratio of the number of application program observations to
the number of CPU Active observations. The first histogram
represents this percentage and shows the proportion of the
overall CPU time for which CPU activity was observed in
application code. The second count shows the number of
application code CPU Active observations in the current time
slice. The histogram represents the proportion of CPU time in
application code in this time slice.
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Under heading

This is displayed

System

The number of CPU Active TCB observations in which execution
was observed in system services. This is a subset of the CPU
Active observation count. The percentage value indicates the
ratio of the number of system services observations to the
number of CPU Active observations. The first histogram
represents this percentage and shows the proportion of the
overall CPU time for which CPU activity was observed in
system routines. The second count shows the number of system
services CPU Active observations in the current time slice. The
histogram represents the proportion of CPU time in system
services in this time slice.

DB2 SQL

The number of CPU Active TCB observations in which execution
was in DB2 routines servicing SQL requests. This is a subset of
the CPU Active observation count. The percentage value
indicates the ratio of the number of DB2 observations to the
number of CPU Active observations. The first histogram
represents this percentage and shows the proportion of the
overall CPU time for which CPU activity was observed to be
processing SQL requests. The second count shows the number of
DB2 services CPU Active observations in the current time slice.
The histogram represents the proportion of CPU time in DB2
services in this time slice.

Data management

The number of CPU Active TCB observations in which execution
was in the servicing of Data Management requests. This is a
subset of the CPU Active observation count. The percentage
value indicates the ratio of the number of Data Management
service observations to the number of CPU Active observations.
The first histogram represents this percentage and shows the
proportion of the overall CPU time for which CPU activity was
observed to be processing Data Management requests. The
second count shows the number of Data Management services
CPU Active observations in the current time slice. The histogram
represents the proportion of CPU time in Data Management
services in this time slice.

Unresolved

The number of CPU Active TCB observations in which execution
was in object code in storage locations for which no load
module information could be obtained. This can occur for
modules fetched into CSA by a region other than the one being
measured. This quantity is a subset of the CPU Active
observation count. The percentage value indicates the ratio of
the number of unresolved location observations to the number
of CPU Active observations. The first histogram represents this
percentage and shows the proportion of the overall CPU time
for which CPU activity was observed to be in unresolved
storage locations. The second count shows the number of
unresolved storage location CPU Active observations in the
current time slice. The histogram represents the proportion of
CPU time in unresolved storage locations in this time slice.

CPU modes
This section shows a breakdown of CPU active TCB observations by mode of CPU
execution. These modes are not all mutually exclusive. For example, execution in
Problem State could also be counted as execution in AMODE 31.
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Under heading

This is displayed

CPU Active

The number of observations of CPU Active TCBs. This value
could be higher than the number of CPU Active samples
because each CPU Active TCB is counted. Two or more TCBs
could be serviced concurrently by separate CPUs. The
percentage value indicates the ratio of the total number of CPU
Active samples to the total number of samples completed so far.
The first histogram represents this percentage and shows the
proportion of the overall measurement time for which CPU
activity was observed. The second sample count shows the
number of CPU Active TCB observations in the current time
slice.

Supv Mode

The number of CPU Active TCB observations in which execution
was in Supervisor Mode. The percentage value indicates the
ratio of the number of Supervisor Mode observations to the
number of CPU Active observations. The first histogram
represents this percentage and shows the proportion of the
overall CPU time for which CPU activity was observed to be in
Supervisor Mode. The second count shows the number of
Supervisor Mode CPU Active observations in the current time
slice. The histogram represents the proportion of CPU time in
Supervisor Mode in this time slice.

Prob Mode

The number of CPU Active TCB observations in which execution
was in Problem Mode. The percentage value indicates the ratio
of the number of Problem Mode observations to the number of
CPU Active observations. The first histogram represents this
percentage and shows the proportion of the overall CPU time
for which CPU activity was observed to be in Problem Mode.
The second count shows the number of Problem Mode CPU
Active observations in the current time slice. The histogram
represents the proportion of CPU time in Problem Mode in this
time slice.

In SVC

The number of CPU Active TCB observations in which execution
was in a Supervisor Call. The percentage value indicates the
ratio of the number of SVC execution observations to the
number of CPU Active observations. The first histogram
represents this percentage and shows the proportion of the
overall CPU time for which CPU activity was observed to be in
a Supervisor Call. The second count shows the number of
Problem Mode CPU Active observations in the current time
slice. The histogram represents the proportion of CPU time in
SVC execution in this time slice.

AMODE 24

The number of CPU Active TCB observations in which execution
was in 24 bit addressing mode. The percentage value indicates
the ratio of the number of AMODE 24 observations to the
number of CPU Active observations. The first histogram
represents this percentage and shows the proportion of the
overall CPU time for which CPU activity was observed to be in
AMODE 24. The second count shows the number of AMODE 24
CPU Active observations in the current time slice. The histogram
represents the proportion of CPU time in AMODE 24 in this
time slice.
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Under heading

This is displayed

AMODE 31

The number of CPU Active TCB observations in which execution
was in 31 bit addressing mode. The percentage value indicates
the ratio of the number of AMODE 31 observations to the
number of CPU Active observations. The first histogram
represents this percentage and shows the proportion of the
overall CPU time for which CPU activity was observed to be in
AMODE 31. The second count shows the number of AMODE 31
CPU Active observations in the current time slice. The histogram
represents the proportion of CPU time in AMODE 31 in this
time slice.

AMODE 64

The number of CPU Active TCB observations in which execution
was in 64 bit addressing mode. The percentage value indicates
the ratio of the number of AMODE 64 observations to the
number of CPU Active observations. The first histogram
represents this percentage and shows the proportion of the
overall CPU time for which CPU activity was observed to be in
AMODE 64. The second count shows the number of AMODE 64
CPU Active observations in the current time slice. The histogram
represents the proportion of CPU time in AMODE 64 in this
time slice.

User key

The number of CPU Active TCB observations in which execution
was in user storage key (Key 8). The percentage value indicates
the ratio of the number of user key observations to the number
of CPU Active observations. The first histogram represents this
percentage and shows the proportion of the overall CPU time
for which CPU activity was observed to be in user key. The
second count shows the number of user key CPU Active
observations in the current time slice. The histogram represents
the proportion of CPU time in user key in this time slice.

System key

The number of CPU Active TCB observations in which execution
was in system storage key (not key 8). The percentage value
indicates the ratio of the number of system key observations to
the number of CPU Active observations. The first histogram
represents this percentage and shows the proportion of the
overall CPU time for which CPU activity was observed to be in
system key. The second count shows the number of system key
CPU Active observations in the current time slice. The histogram
represents the proportion of CPU time in system key in this time
slice.
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View 3. Measurement environment
The data reported here is static and shows the measurement request parameters
and information about the measurement environment.
A sample report is shown here:
File View Navigate
Help
-----------------------------------------------------------------------------M01: IBM APA for z/OS Realtime Monitor (2132)
Row 00001 of 00028
Command ===>_________________________________________________ Scroll ===> PAGE
1. Overview
3. Environment
5. Data Mgmt
2. CPU Util.
4. CPU/Modules
______________________________________________________________________________
View 3. Measurement Environment
+Request Parameters----------------------------------------------------------+
| Request number
2132
|
| Description
CICS region
|
| Data extractors
CICS,DB2,DB2+
|
+-------------------------------------+--------------------------------------+
| Requesting user
USR01
| Nbr of samples
90,000
|
| Time of request
09:53:34
| Duration
600 sec
|
| Date of request
Tue May-31-2005 | Active/pending
Active
|
| Job name
CICS22A
| Proc step name
n/a
|
| Step name/number
n/a
| Delay time
none
|
| Step program
n/a
|
|
+-------------------------------------+--------------------------------------+
+Measurement Environment--------------+--------------------------------------+
| Job name
CICS22A
| Region size <16MB
1,712,128K
|
| Job number
STC02108
| Region size >16MB
4K
|
| Step name
CICS22A
| Step program
DFHSIP
|
| ASID
71
| Region type
CICS TS 2.2
|
| DB2 Attach type
CICS
|
|
+-------------------------------------+--------------------------------------+
| System ID
X235
| IBM APA Version
1.100A
|
| SMFID
X235
| O/S level
z/OS 01.06.00
|
+-------------------------------------+--------------------------------------+
| Nbr of CPUs
2
| CPU model
1247
|
| CPU rate factor
6,015
| CPU version
0A
|
| MIPS per CPU
54
| SUs per second
2660.0
|
+-------------------------------------+--------------------------------------+

Request parameters
These values were established when the measurement was requested.
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Under heading

This is displayed

Request number

The unique four-digit identifier assigned to the measurement.

Description

A description specified when the measurement was requested.

Data extractors

The specified data extractors (DB2, CICS, etc.)

Requesting user

The TSO user ID of the user that requested the measurement.

Time of request

The time of day the request was made.

Date of request

The date upon which the request was made.

Job name

The name of the job that was specified to be measured.

Step name/number

The step name or step number that was specified to be
measured, if applicable.

Step program

The name of the step program that was specified to be
measured, if applicable.

Number of samples

The number of samples specified.
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Under heading

This is displayed

Duration

The specified measurement duration.

Active/pending

Indicates whether the measurement request specified an active
job (an immediate measurement) or one that was to run later
when execution of the job step is detected.

Proc step name

The procedure step name, if specified.

Delay time

The number of seconds specified for which the start of the
measurement was to be delayed from the start of the job step.

Measurement environment
Values relating to the environment in which the measurement took place are
reported here.
Under heading

This is displayed

Job name

The name of the measured job.

Job number

The job number of the measured job assigned by JES.

Step name

The name of the measured step.

ASID

The ASID (address space ID) of the measured job.

DB2 attach type

The type of DB2 attachment, if DB2 data recorded.

Region size

The region size in the 24 bit address range.

Region size > 16MB

The region size above the 24 bit address range.

Step program

The name of the measurement step program (specified in the
EXEC JCL statement).

Region type

The type of region (Batch, TSO, IMS, CICS, etc.) measured.

System ID

The system identifier of the system on which the measurement
took place.

SMFID

The SMF ID assigned to the system on which the measurement
took place.

IBM APA vers.

The version of IBM Application Performance Analyzer for z/OS
that performed the measurement.

O/S Level

The operating system and level.

Nbr of CPUs

The number of CPUs in the system on which the measurement
took place.

CPU rate factor

The factor used to determine CPU performance.

MIPS per CPU

The speed, in machine instructions per second, of one CPU. This
is derived using the CPU rate factor.

CPU model

The CPU model number.

CPU version

The CPU version.

SUs per second

The number of service units per CPU second.
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View 4. CPU active modules
Overall CPU activity
A sample report is shown here:
File View Navigate Help
------------------------------------------------------------------------------M01: IBM APA for z/OS Realtime Monitor (2132)
Row 00001 of 00034
Command ===>__________________________________________________ Scroll ===> PAGE
1. Overview
3. Environment
5. Data Mgmt
2. CPU Util.
4. CPU/Modules
_______________________________________________________________________________
View 4. CPU Active Modules (CURRENT)
+Overall CPU Activity 8 min 14.33 sec --------------+ +Current 0.66 sec ------+
| Samples
74,159
82.3% ---------------| | 100 ’’’’’’’’
|
| CPU Active
7,584
10.2% -| | 42 =======
|
+---------------------------------------------------+ +-----------------------+
Name
Description
Percent of CPU Time * 10.00% ±15.6%
*....1....2....3....4....5....6....7....8....9
DFHSIP CICS Services
11.90 ======
DFHPGDM PG domain - initi
7.14 ====
185C6xxx Unresolved Addres
4.76 ==
152D3xxx Unresolved Addres
4.76 ==
186E3xxx Unresolved Addres
2.38 =
17AEFxxx Unresolved Addres
2.38 =
17D88xxx Unresolved Addres
2.38 =
DFHMCX
BMS fast path mod
2.38 =
18227xxx Unresolved Addres
2.38 =
18542xxx Unresolved Addres
2.38 =
17848xxx Unresolved Addres
2.38 =
-------------------------------------------------------------------------------

Under heading

This is displayed

Samples

The number of samples performed in the overall measurement.
The percentage shown section represents the ratio of the number
of samples completed to the number of samples requested. This
percentage is also represented by a histogram.

CPU Active

The number of samples done in which one or more CPUs were
executing instructions in the measured region. The percentage
value indicates the ratio of the total number of CPU Active
samples to the total number of samples completed so far. The
histogram represents this percentage and shows the proportion
of the overall measurement time in which CPU activity was
observed.

Current
This shows the number of samples in the current time slice and the number of
these samples in which CPU activity was observed. The heading shows the elapsed
time of the time slice.
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Under heading

This is displayed

Samples

The number of samples performed in the current time slice.

CPU Active

The number of samples in the current time slice in which one or
more CPUs were executing instructions in the measured region.
The histogram represents the proportion of the time slice in
which CPU activity was observed.
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Module attribution
Each detail line in this section shows a load module name and the percentage of
observed CPU activity attributed to the module. The quantifications shown in this
section apply to the full measurement if in ACCUM mode and to the last time slice
if in CURRENT mode. Enter the ACCUM command or the CURRENT command to
switch between these two modes.
Under heading

This is displayed

Name

The name of the module in which CPU activity was observed.
Use the + line command to expand this line to show CSECT
information. For an address range for which a module name
could not be determined, this shows a hexadecimal address
range.

Description

A functional description of the module if one is available.

Percent of CPU Time

The percentage of CPU time consumed while executing in the
module. This is the ratio of the number of CPU Active TCB
observations in the module to the total number of CPU Active
observations.

View 5. Data mgmt service time
In ACCUM mode, files for which EXCPs were processed during the measurement
are shown. In CURRENT mode, files for which EXCPs were processed since the
last data refresh are shown. In both cases the detail lines are sorted in descending
sequence by EXCP count since the last data refresh.
A sample report is shown here:
File View Navigate
Help
-----------------------------------------------------------------------------M01: IBM APA for z/OS Realtime Monitor (2133)
Row 00001 of 00004
Command ===>_________________________________________________ Scroll ===> PAGE
1. Overview
3. Environment
5. Data Mgmt
2. CPU Util.
4. CPU/Modules
______________________________________________________________________________
View 5. Data Mgmt Service Time (ACCUM)
DDNAME
Type
EXCPs
CPU-Wait-Queued
Dataset Name
VSAM1
VSAM
4,568
=======
USR01.DATA.TESTPF
INFILE
QSAM
45
USR01.TESTPF2.INFILE
OUTFILE
QSAM
20
USR01.TESTPF2.OUTFILE
STEPLIB
2
APL1.RTEST.LOADLIB
------------------------------------------------------------------------------

Under heading

This is displayed

DDNAME

The DDNAME to which the file is allocated. A separate line
appears for each OPEN of the DDNAME. A separate line also
appears for each data set in a concatenation.

Type

The type of file access (QSAM, BSAM, etc.) is reported if this
information was determined. Measurement of execution in a
data management routine for the file must have taken place for
this to be reported.

EXCPs

In ACCUM mode, the number of EXCPs since the first file
activity measurement. In CURRENT mode, the number of
EXCPs since the last data refresh.
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Under heading

This is displayed

CPU-Wait-Queued

A histogram showing the proportion of samples in which
execution was observed in data management routines servicing
access of the file. The colors green, red and yellow indicate CPU
active, Wait and Queued respectively. The width of the field
represents 100 percent of the measurement interval for ACCUM
mode and 100 percent of the last time slice for CURRENT mode.

Data set Name

The name of the data set.
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Appendix A. Creating side files using CAZLANGX
You can use a program named CAZLANGX (which is hte same as IDILANGX
shipped in the IBM Fault Analyzer product) to create a side file from a compiler
listing.
The sample JCL below:
v Allocates a new data set yourhlq.CAZLANGX to hold the side file, which will be
created in the next step.
v Compiles a COBOL program.
Note: You can only compile one program per compile step in order to name the
compiler listing PDS(E) member (if using a partitioned data set), and to
ensure that only one compiler listing is written to the output file.
v Executes CAZLANGX to process the listing and store it as a side file where
Application Performance Analyzer can access it.
v Writes the listing as part of the job output.
The sample JCL is provided as member CAZSCMPS in the hlq.SCAZSAMP data
set.
//CAZSCMPS JOB <JOB PARAMETERS>
//
JCLLIB ORDER=(IGY.V3R3M0.SIGYPROC) <== INSTALLATION
//*
IGYWC PROC
//****************************************************************
//*
Licensed Materials - Property of IBM
*
//*
5697-N37
*
//*
(C) Copyright IBM Corp. 2005
*
//*
*
//*
All Rights Reserved
*
//*
US Government Users Restricted Rights - Use, duplication *
//*
or disclosure restricted by GSA ADP Schedule Contract
*
//*
with IBM Corp.
*
//****************************************************************
//*
*
//*
IBM Application Performance Analyzer for z/OS
*
//*
Version 1 Release 1 Modification 0
*
//*
*
//* This JCL compiles a COBOL program and produces a side file *
//* from the program listing that Application Performance
*
//* Analyzer uses to obtain the source information.
*
//* The compiled output is then written to SYSUT2 in the
*
//* IEBGENER step.
*
//*
*
//* CAUTION: This is neither a JCL procedure nor a complete
*
//* job. Before using this job step, you will have to
*
//* make the following modifications:
*
//*
*
//* 1) Add the job parameters to meet your system requirements. *
//* 2) This job invokes the COBOL procedure IGYWC.
*
//*
Update the procedure library name on the JCLLIB
*
//*
statement as appropriate.
*
//* 3) Change "#hlq" to the appropriate high-level qualifier.
*
//* 4) Change "#yourhlq" to the appropriate high-level
*
//*
qualifier.
*
//*
*
//****************************************************************
//*
//* Pre-allocate data set CAZLANGX to which the side file
© Copyright IBM Corp. 2005
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//* will be written.
//*
//ALLOC
EXEC PGM=IEFBR14
//CAZLANGX DD DSN=#yourhlq.CAZLANGX,DISP=(NEW,CATLG),
//
UNIT=SYSALLDA,SPACE=(TRK,(20,20,10)),
//
DCB=(RECFM=VB,LRECL=1562,BLKSIZE=0)
//*
//* Compile a COBOL program.
//*
//CBLRUN
EXEC IGYWC,PARM.COBOL=’LIST,MAP,SOURCE,XREF’
//COBOL.SYSIN DD DATA,DLM=’##’
CBL APOST,NOOPT,DYNAM,SSRANGE,RENT
IDENTIFICATION DIVISION.
PROGRAM-ID. CAZSCBL1
ENVIRONMENT DIVISION.
INPUT-OUTPUT SECTION.
FILE-CONTROL.
DATA DIVISION.
FILE SECTION.
WORKING-STORAGE SECTION.
01 FILLER
PIC X(20) VALUE ’WORKING-STORAGE’.
01 NUMBERX PIC 999999 COMP-3.
01 ERROR-FLD.
05 ERROR-COUNT PIC 999999 COMP-3.
05 FLDY REDEFINES ERROR-COUNT.
07 FLDZ PIC XXXX.
01 BAD-RESULT PIC 99 COMP-3.
PROCEDURE DIVISION.
MAIN SECTION.
DISPLAY ’*** CAZSCBL1 - START OF PROGRAM’.
LOOP SECTION.
START000.
MOVE 3 TO ERROR-COUNT.
ADD 986885 TO ERROR-COUNT GIVING NUMBERX.
MOVE ’ABCD’ TO FLDZ.
IF NUMBERX > 0 THEN PERFORM CLEAR.
DISPLAY ’*** CAZSCBL1 - END OF PROGRAM’.
GOBACK.
CLEAR SECTION.
START001.
DIVIDE NUMBERX BY ERROR-COUNT GIVING BAD-RESULT.
EXIT.
END PROGRAM CAZSCBL1.
##
//COBOL.SYSPRINT DD DSN=&&COBLIST(CAZSCBL1),
//
DISP=(,PASS),SPACE=(TRK,(10,5,5),RLSE),
//
DCB=(RECFM=FBA,LRECL=133,BLKSIZE=0)
//*
//* Create a side file.
//*
//CAZLANGX EXEC PGM=CAZLANGX,REGION=4096K,
// PARM=’CAZSCBL1 (COBOL ERROR ’
//STEPLIB DD DISP=SHR,DSN=#hlq.SCAZAUTH
//LISTING DD DISP=(OLD,PASS),DSN=&&COBLIST
1
//IDILANGX DD DISP=SHR,DSN=#yourhlq.CAZLANGX
//SYSUDUMP DD SYSOUT=*
//*
//* Print the COBOL listing.
//*
//IEBGENER EXEC PGM=IEBGENER,REGION=4096K
//SYSUT1
DD DISP=OLD,DSN=&&COBLIST(CAZSCBL1)
//SYSUT2
DD SYSOUT=*
//SYSPRINT DD SYSOUT=*
//SYSIN
DD *
//*
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Note: 1 DDname must be LISTING for all types of compiler listings, or
SYSADATA for an assembler SYSADATA file.
After you have created and stored a side file, there is no benefit to Application
Performance Analyzer in retaining the listing.
If you already have listings, you can turn them into side files. Here is sample JCL
to do this:
//CAZLANGX JOB <JOB PARAMETERS>
//*************************************************************
//* This job produces a side file from a program listing
//* that Application Performance Analyzer can use
//* for obtaining source information.
//* This particular example is set up for a COBOL extraction
//* from CAZ.LISTING.COBOL(COBOLA) to CAZ.CAZLANGX
//*************************************************************
//CAZLANGX EXEC PGM=CAZLANGX,REGION=4096K,
// PARM=’COBOLA (COBOL ERROR’
//STEPLIB DD DISP=SHR,DSN=hlq.SCAZAUTH
//LISTING DD DISP=SHR,DSN=yourhlq.LISTING.COBOL 1
//IDILANGX DD DISP=SHR,DSN=yourhlq.CAZLANGX
//SYSUDUMP DD SYSOUT=*

Note: 1 DDname must be LISTING for all types of compiler listings, or
SYSADATA for an assembler SYSADATA file.

CAZLANGX parameters
The PARM string passed to CAZLANGX should contain:
 PARM=’


mbr_name

 ( language 

)



ERROR
64K
,
(1)
PermitLangx (  msgid

)

Notes:
1

Either a comma or a blank character is permitted as a delimiter.

Parameters
mbr_name (Optional)
The compiler listing or ADATA file member name in the input data set
identified by the LISTING DD name (for a compiler listing) or the SYSADATA
DD name (if an ADATA file). If this parameter is omitted, the JCL must specify
for the compiler listing or ADATA file, either a sequential data set, or a PDS(E)
data set with member name. Also, the output CAZLANGX member will be
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named according to the input program name. In the case of COBOL, for
example, this is the name found on the PROGRAM-ID source line.
language (Required)
The language of the compiler listing or ADATA file. The options are:
v COBOL
v PLI
v ASM
ERROR (Optional)
A parameter that provides additional diagnostics on variables for which
information is incomplete.
64K (Optional)
A parameter that provides side file compatibility with Debug Tool for z/OS.
For more information see, “Side file compatibility with Debug Tool for z/OS.”
PermitLangx (msgid, ...) (Optional)
A parameter that specifies message IDs for compiler error messages that
should be ignored.

Side file compatibility with Debug Tool for z/OS
If using Debug Tool for z/OS, the 64K option should be included as stated for
Debug Tool EQALANGX when generating side files with the Debug Tool
EQALANGX or the Application Performance Analyzer CAZLANGX utilities. This
option is also recognized by CAZLANGX, and the side file produced by
EQALANGX or CAZLANGX, will then be usable by both Debug Tool and
Application Performance Analyzer.
For details of how to specify the 64K option, see “CAZLANGX parameters” on
page 277.

Including a CAZLANGX step in your SCLM translator
If you use the ISPF/PDF Software Configuration and Library Manager (SCLM) to
manage your application software, then you might want to include a CAZLANGX
step in your SCLM translator, since Application Performance Analyzer side files
generally take up less disk space than compiler listings. Shown in the following are
examples of a CAZLANGX step inserted into a High Level Assembler and a
COBOL SCLM translator.

High Level Assembler SCLM example
*
*

SYSADATA DDNAME used in HLASM step.
(* SYSADATA *)
FLMALLOC IOTYPE=W,DDNAME=SYSADATA,RECFM=VB,RECNUM=9000,
LRECL=8188,BLKSIZE=8192,PRINT=Y

*
*
* CAZLANGX BUILD TRANSLATOR
*
FLMTRNSL CALLNAM=’CAZLANGX’,
FUNCTN=BUILD,
COMPILE=CAZLANGX,
DSNAME=CAZ.SCAZMOD1,
VERSION=3.5.2,
GOODRC=0,
PORDER=1,
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C

C
C
C
C
C
C
C

OPTIONS=’@@FLMMBR(ASM ERROR OFT CAZLANGX FAULT’
*
*
*
*

(* SYSADATA *)
FLMALLOC IOTYPE=U,DDNAME=SYSADATA
(* CAZLANGX *)
FLMALLOC IOTYPE=P,DDNAME=IDILANGX,DFLTTYP=IDILANGX,
KEYREF=OUT2,BLKSIZE=27998,LRECL=1562,RECFM=VB,
RECNUM=10000,DIRBLKS=50,DFLTMEM=*

C
C

COBOL SCLM example
***********************************************************************
*
--COPY SYSPRINT FILE TO LISTING
* The COPYFILE EXEC, in dataset PDFTDEV.PROJDEFS.EXEC contains the
* following:
*
* /* REXX */
* /**********************************************************************/
* /* Copy file I to file O. Both are assumed to be pre-allocated.
*/
* /**********************************************************************/
* PARSE UPPER ARG I","O .
* "EXECIO * DISKR "I" (STEM R. FINIS "
* "EXECIO * DISKW "O" (STEM R. FINIS "
* RETURN
*
***********************************************************************
*
FLMTRNSL
CALLNAM=’COPY FILES
’,
C
FUNCTN=BUILD,
C
COMPILE=COPYFILE,
C
DSNAME=PDFTDEV.PROJDEFS.EXEC,
C
CALLMETH=TSOLNK,
C
VERSION=1.0,
C
PORDER=1,
C
OPTIONS=(SYSPRINT,LISTING),
C
GOODRC=0
FLMALLOC IOTYPE=W,RECFM=VBA,LRECL=133,
C
RECNUM=90000,DDNAME=LISTING
*
FLMTRNSL CALLNAM=’CAZLANGX’,
C
FUNCTN=BUILD,
C
COMPILE=CAZLANGX,
C
DSNAME=CAZ.SCAZMOD1,
C
VERSION=3.5.2,
C
GOODRC=0,
C
PORDER=1,
C
OPTIONS=’@@FLMMBR(COBOL ERROR OFT CAZLANGX FAULT’
*
*
(* LISTING *)
FLMALLOC IOTYPE=U,DDNAME=LISTING
*
*
(* CAZLANGX *)
FLMALLOC IOTYPE=P,DDNAME=CAZLANGX,DFLTTYP=CAZLANGX,
C
KEYREF=OUT2,BLKSIZE=27998,LRECL=1562,RECFM=VB,
C
RECNUM=10000,DIRBLKS=50,DFLTMEM=*

COBOL Report Writer Precompiler
If you are using the COBOL Report Writer Precompiler (program number
5798-DYR), it is important that you run it as a stand-alone precompiler as opposed
to invoking it via the COBOL compiler EXIT option. Otherwise, information that is
required by Application Performance Analyzer to identify the point of failure
source code statement might be missing from the compiler listing.
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Symptoms that you might experience if using the COBOL Report Writer
Precompiler as a COBOL compiler exit are:
v Return code 3114 from CAZLANGX if trying to convert the COBOL compiler
listing file to a side file.
v The following messages issued during fault analysis:
– IDISF8100S COBOL LISTING file contains NO recognized records
– IDISF8132S Input or Output file format invalid
v Failure to determine point of failure source line.

Required compiler options
The following are the compiler options needed to produce listings or side files
suitable for Application Performance Analyzer:
OS/VS COBOL:
v DMAP
v NOCLIST
v NOLST
v NOOPT (Note 1)
v PMAP
v SOURCE
v VERB
v XREF
COBOL compilers (other than OS/VS COBOL):
v LIST,NOOFFSET (Note 2)
v NOOPT (Note 1)
v MAP
v SOURCE
v XREF(SHORT) (Note 3)
VisualAge® PL/I:
v AGGREGATE
v ATTRIBUTES(FULL)
v LIST
v NEST
v OPTIONS
v SOURCE
v XREF(FULL)
Enterprise PL/I:
v AGGREGATE
v ATTRIBUTES(FULL)
v LIST
v MAP
v NEST
v SOURCE
v STMT
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v
v
v
v
v

NONUMBER
OFFSET
XREF(FULL)
OPTIONS
NOBLKOFF

PL/I compilers (other than VisualAge PL/I and Enterprise PL/I):
v AGGREGATE
v
v
v
v
v
v
v
v
v

ATTRIBUTES(FULL)
ESD
LIST
MAP
NEST
OPTIONS
SOURCE
STMT
XREF(FULL)

Assembler:
v ADATA
Notes:
1. Although NOOPT is recommended, the use of OPTIMIZE is allowed (including
OPT(1) or OPT(2) for C) , in which case the compiler merges and rearranges
statement numbers in the compiled code. The Application Performance
Analyzer analysis will be limited to what can be determined from the
optimized compiler listing, which can vary from having no effect on the
Application Performance Analyzer report, to inaccurate identification of the
source line that failed. The source line number will usually be close, but not
necessarily accurate with OPTIMIZE. It is dependent on the compiler’s
rearrangement or elimination of source statements during its optimization
processing.
2. Although LIST and NOOFFSET are recommended, the use of NOLIST and
OFFSET is allowed, in which case Application Performance Analyzer will not
be able to warn the user if the compiler listing is not a good match with what
is in storage.
3. XREF(SHORT) is a minimum requirement; XREF(FULL) is permitted and has
no detrimental effect.
4. ATTRIBUTES is a minimum requirement; ATTRIBUTES(FULL) is permitted and
has no detrimental effect.

TEST option considerations
With all compilers, the additional use of the TEST option may provide program
information in addition to what is available via the side files.
If TEST(,,SEPARATE) is used when compiling a COBOL program, then a COBOL
SYSDEBUG file is written.
If the SYSDEBUG file is to be used instead of a compiler listing, or a CAZLANGX
side file created from a compiler listing, then it should be retained for use by
Debug Tool for z/OS and Application Performance Analyzer.
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The COBOL SYSDEBUG side file typically uses about 30 percent less DASD space
than an Application Performance Analyzer CAZLANGX side file.

Naming compiler listings or side files
Store compiler listings or side files in sequential data sets, or as members of
PDS(E) data sets.
If stored in PDS(E) data sets, then the member name must be equal to the primary
entry point name or CSECT name of your application program. If the application
program contains multiple CSECTs, then they must be compiled separately in
order to create separate compiler listing or side file members. If you store with any
other name, Application Performance Analyzer will be unable to find the side file
or listing.
Note: The PL/I compiler typically renames CSECTs according to an internal
compiler algorithm. Therefore, it is not recommended to store PL/I compiler
listings or side files using CSECT names as they might not be found by
Application Performance Analyzer. Instead, use the primary entry point
name.
If compiler listings or side files are stored in sequential data sets, and the data set
names follow a convention that permits the program name to be part of the data
set name, then the specification of these data sets in the DataSets option can be
done easily using variable substitution.

Naming CSECTs for Application Performance Analyzer
To facilitate source code information, Application Performance Analyzer must be
able to match CSECT names with the compiler listings or side files provided, For
this to be possible, all CSECTs must be named. Whereas the names of CSECTs in
programs written in most high-level languages are automatically assigned, special
requirements apply to programs written assembler, as explained in the following.
Failure to follow these requirements will prevent source code information from
being determined for these types of programs.

Assembler programs
It is a requirement that CSECTs in assembler programs are named using either:
v csect_name CSECT
v csect_name START
If using a PDS(E), the csect_name must match the SYSADATA or side file data set
member name.

Compiler listings and side file attributes
Compiler listings and side files must be allocated using the following attributes:
DDname Attributes:
CAZADATA
Sequential data set or PDS(E), RECFM=VB, LRECL=8188
CAZLC
Sequential data set or PDS(E), and either:
v RECFM=VB or VBA and LRECL=137
v RECFM=FB or FBA and LRECL=133
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CAZLCOB
Sequential data set or PDS(E), RECFM=FBA, LRECL=133
CAZLCOBO
Sequential data set or PDS(E), RECFM=FBA, LRECL=121
CAZSYSDB
Sequential data set or PDS(E), RECFM=FB, LRECL=1024
CAZLANGX
Sequential data set or PDS(E), RECFM=VB, LRECL=1562
CAZLPLI
Sequential data set or PDS(E), RECFM=VBA, LRECL=125
CAZLPLIE
Sequential data set or PDS(E), RECFM=VBA, LRECL=137
For variable length records, the indicated record lengths (LRECL) are minimum
values.
In order for Application Performance Analyzer to read the compiler listings or side
files, they must not be allocated as temporary data sets (for example, using
&&dsname-type data set names in your JCL).
For the purpose of conserving disk space, compiler listings can be stored in ISPF
packed format. This is done by using the PACK ON option from within ISPF edit
of the file. The ISPF packed format is not permitted for IDILANGX or IDIADATA
data sets.
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Appendix B. Accessibility
Accessibility features help a user who has a physical disability, such as restricted
mobility or limited vision, to use software products successfully. The accessibility
features in z/OS provide accessibility for IBM Application Performance Analyzer.
The major accessibility features in z/OS enable users to:
v Use assistive technology products such as screen readers and screen magnifier
software
v Operate specific or equivalent features by using only the keyboard
v Customize display attributes such as color, contrast, and font size

Using assistive technologies
Assistive technology products work with the user interfaces that are found in
z/OS. For specific guidance information, consult the documentation for the
assistive technology product that you use to access z/OS interfaces.

Keyboard navigation of the user interface
Users can access z/OS user interfaces by using TSO/E or ISPF. Refer to the
following publications:
v z/OS TSO/E Primer
v z/OS TSO/E User’s Guide
v z/OS ISPF User’s Guide Volume 1
These guides describe how to use TSO/E and ISPF, including the use of keyboard
shortcuts or function keys (PF keys). Each guide includes the default settings for
the PF keys and explains how to modify their functions.

Accessibility of this document
The XHTML format of this document that will be provided in the IBM Problem
Determination Tools information center at
http://publib.boulder.ibm.com/infocenter/pdthelp/index.jsp is accessible to
visually impaired individuals who use a screen reader.
To enable your screen reader to accurately read syntax diagrams, source code
examples, and text that contains the period or comma picture symbols, you must
set the screen reader to speak all punctuation.
When you use JAWS for Windows, the links to accessible syntax diagrams might
not work. Use IBM Home Page Reader to read the accessible syntax diagrams.

© Copyright IBM Corp. 2005

285

286

IBM Application Performance Analyzer for z/OS: User’s Guide

Appendix C. Notices
References in this publication to IBM products, programs, or services do not imply
that IBM intends to make these available in all countries in which IBM operates.
Any reference to an IBM product, program, or service is not intended to state or
imply that only that IBM product, program, or service may be used. Subject to
IBM’s valid intellectual property or other legally protectable rights, any
functionally equivalent product, program, or service may be used instead of the
IBM product, program, or service. The evaluation and verification of operation in
conjunction with other products, except those expressly designated by IBM, are the
responsibility of the user.
IBM may have patents or pending patent applications covering subject matter in
this document. The furnishing of this document does not give you any license to
these patents. You can send license inquiries, in writing, to:
IBM Director of Licensing
IBM Corporation
500 Columbus Avenue
Thornwood, NY 10594
U.S.A.
Licensees of this program who want to have information about it for the purpose
of enabling (1) the exchange of information between independently created
programs and other programs (including this one) and (2) the mutual use of the
information that has been exchanged, should contact:
IBM Corporation, Department HHX/H3
555 Bailey Avenue
San Jose, CA 95141-1099
U.S.A.
Such information might be available, subject to appropriate terms and conditions,
including in some cases, payment of a fee.

Trademarks
The following terms are trademarks and/or registered trademarks of the IBM
Corporation in the United States or other countries or both:
BookManager
CICS
DB2
Hiperspace
IBM
IMS

MQSeries
MVS
OS/390
VisualAge
z/OS

Other company, product, and service names, which may be denoted by a double
asterisk (**), may be trademarks or service marks of others.
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Glossary
A

E

abend. Abnormal end of a task. The termination of a
task before its completion because of an error condition
that cannot be resolved by recovery facilities while the
task is executing.

explain. To capture detailed information about the
access plan that was chosen by the SQL compiler to
resolve an SQL statement.

access plan. The set of access paths that are selected
by the optimizer to evaluate a particular SQL
statement.
APF. Authorized program facility. A facility that
permits the identification of programs that are
authorized to use restricted functions.
authorized program. A system program or user
program that is allowed to use restricted functions.

B
batch. A processing mode in which a predefined series
of actions are performed with little or no interaction
between the user and the system.
bind. To convert the output from the SQL compiler to
a usable control structure.

C

I
ISPF. Interactive system productivity facility. An IBM
licensed program that serves as a full-screen editor and
dialog manager.

J
JCL. Job control language. A control language that is
used to identify a job to an operating system and to
describe the job’s requirements.

M
monitor. To collect data about an application from the
running agents that are associated with the application.

P
panel. An area of the screen that displays formatted
information and that can include entry fields.

checkpoint. A place in a program at which a check is
made, or at which data is recorded, to provide
real-time monitoring.
checkpoint data set. A data set that contains
checkpoint records.
connection authorization exit. An exit that approves
or disapproves requests for a connection to another
program.

D
data set. The major unit of data storage and retrieval,
consisting of a collection of data in one of several
prescribed arrangements and described by control
information to which the system has access.
dynamic. Pertaining to events that occur at run time
or during processing.
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Company or Organization
Phone No.

Address

SC18-9601-01
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