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Warp speed
ahead!
Exploring the z/OS galaxy

Letter from the Editors

Somewhere in a galaxy far, far
away, a captain aboard a starship is weeping.
His crack team of space-suit-sporting system administrators
just got z/OS® up and running on the control deck, but the inﬁnite
volumes of product documentation have left them still with unanswered
questions. What if the messenger space monkey forgets to tell them about newly
changed system settings? What if they’re all tazed and their memories are wiped of how
to administer the system, and they need to count on the young ensign to handle things?
What about all the space dust that’s bound to gunk up their cables?
Where...could ... the answers... be?
Suddenly, a crew member discovers something mixed in with the packing materials... it’s a copy of
the z/OS Hot Topics Newsletter Issue 13! They’re saved!!!
Within, they ﬁnd a bunch of articles that answer their questions and give them other important
information that they didn’t even know they needed! “An apple a day... keeps the PMRs away! An overview
of IBM Health Checker for z/OS” by Geoff Miller and Debbie Beatrice covers how that fabulous new function
dynamically introduces and manages software checks for their system components. “Building a foundation for
sysplex availability” by Ed Mekeel and Kevin Kelley describes fantastic new console enhancements that make
the crew’s eyes light up! “One, two, buckle my shoe; three, four, Internet opens the door” by Debbie Beatrice and
Lucy Miller expounds on the joys of ServerPac Internet software delivery. “Attack of the clones: GDPS solutions
for your heterogeneous environment” by Noshir Dhondy, David Petersen and David Raften describes how
GDPS® can simplify their disaster recovery environment. “Filling Big Blue’s shoes” by Don Resnik and Mike
Todd lays out IBM’s plan to motivate students to learn about mainframes and z/OS, which is reassuring
as some of the crew hope to catch a shuttle pod to the planet Floridian sometime soon. Plus, there are
articles on a ton of other great topics, and, as always, the ever-popular zFavorites CD!
And so the crew aboard the starship read through the z/OS Hot Topics Newsletter Issue 13, and it
was good. They learned so much more about their z/OS system and got it running so much better
than ever before that the captain gave them all a day off in the holodeck.
Now it’s your turn! Start those engines and go warp speed ahead into the
constellation of z/OS tidbit-rich articles that await!
The Editors
newsletr@us.ibm.com
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An apple a day... keeps the PMRs away!
An overview of IBM Health Checker for z/OS
BY GEOFF MILLER AND DEBBIE BEATRICE

You’ve been up all night recovering from a
problem on your systems; restoring system
service for your applications and checking
how your applications are doing. You
gather a set of diagnostic documentation
and open up a problem record with the
IBM support center. You cross your ﬁngers,
hoping that the problem does not happen
again. You enter the problem in your
own problem management system and
write yourself a reminder to prepare the
inevitable presentation for management

You mumble under your breath, “if I had
only known this yesterday.”
We’ve got your apple a day; it’s IBM
Health Checker for z/OS! It’s a new
function of z/OS® that provides the
framework to dynamically introduce
and manage the software checks for
system components. The active settings
and resource usage on a system can be
compared with known best practices and
recommendations, alerting you to potential
problems. As the framework runs on

. . . a new function of z/OS that provides
the framework to dynamically introduce
and manage the software checks for
system components.
that explains the painful details. Working
with IBM®, the problem is debugged. The
analysis identiﬁes the root cause of the
problem to be an conﬁguration setting;
a setting not changed for literally years.
How could this be? The setting hadn’t
caused a problem all these years. At last,
you ﬁnd the needle in the haystack. The
recommended setting was changed in the
latest manual, documented in a single line
of text, in a 400 page book.
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your actual system, and the checks look
at in-storage or live values, you’ll only
see information that is pertinent to your
executing environment.
Outage analysis

The z/OS development team reviews
problems that have caused outages. Our
analysis looks beyond root cause to identify
trends. The team attempts to address the
trends with enhancements to z/OS so that
the potential for that type of problem is
eliminated.
Another aspect of our analysis is to
determine if the problem was avoidable.
Was there a conﬁguration that didn’t reﬂect
a best practice recommendation? Why was
the best practice not implemented? We
document these in many places, but know
that:
• Some recommendations can change
over time based on additional IBM and
customer experiences.
• Recommendations can change based
on other changes introduced in the
system. The new recommendation might
be identiﬁed after you have already
implemented a prior recommendation.
• A “bad” setting may have been in
place for a very long time, but it
never surfaced as a problem until new
functions were enabled or a number of
events occurred at the “wrong” time.

z/OS HOT TOPICS Newsletter, Issue 13

The solution

What if we were able to programmatically
check for the adherence of best practices,
and to do so in real time? On the system
itself? Even better, what if we provided
a common, standard way for all software
on the z/OS stack to check their best
practices or recommendations? What if
installations could add their own checks?
Hence, we sowed the seeds for IBM
Health Checker for z/OS.
IBM Health Checker for z/OS consists
of the:
• Framework: provides the services
for the checks and the externals for
operators and system programmers. It is
also called the backbone, and runs on
the system as a started task.
• Checks: are the mechanisms identifying
best practices, thresholds, and single
points of failure.
The architecture of the framework and
the checks is open, enabling IBM, ISVs,
and you to create new checks.
The framework

The framework schedules the execution
of the checks at the appropriate times,
manages the status of the checks,
processes the output of the checks,
and issues a WTO if a check ﬁnds an
exception. It also oversees the addition
of new checks.
The framework gives you the ability to
control checks in very powerful ways. For
example, you can group multiple checks
into named categories and then process
them as if they were a single entity. You
could create a category of checks named
BATCHRUN speciﬁc to nightly batch
processing, then deactivate this category of
checks when you cut-over to your daytime
transaction environment.
Of course, there are a number of
additional functions and services provided
by the framework. IBM Health Checker for
z/OS User’s Guide, SA22-7994, provides
a description and explanation of all of its
capabilities. “Check” it out.
The checks

Although the framework is very robust,
it does not provide value by itself —no

framework does. The real value comes
from the checks. A large number of
checks are available in September 2005,
with many more on the way. IBM Health
Checker for z/OS is designed to support
an ongoing stream of new checks. So, what
are these checks?
In general, the checks look for things
that are known to have caused avoidable
outages if they are not addressed in a

written by IBM, you, or ISVs are registered
in the same manner. This provides the
ability to dynamically add checks to a
running system.
A check also lets the framework know
what software component “owns” the
check (such as IBMGRS) and the name
of the check (GRS_SYNCHRES). This
combination of the owner and name
provide unique identiﬁcation. Both are

. . . what if we provided a common,
standard way for all software on the z/OS
stack to check their best practices or
recommendations? What if installations
could add their own checks?
timely manner. Checks are typically very
small routines that look for speciﬁc items
on a running system. The items can range
from a static value set during the IPL
to resource utilization checks that can
change frequently. A check determines
if a situation exists on a system contrary
to a recommendation (an exception) that
should be addressed by operations, systems
programmers, or automation routines. If an
exception is identiﬁed, a WTO identifying
the exception and severity is issued.
Checks “register” themselves with
the framework to provide all identifying
details about themselves. This check selfidentiﬁcation through registration is the
foundation for the independence between
the framework and the checks; checks

found. The output from an iteration of a
check is held in buffers of the framework
and optionally written to a log stream. A
print utility, is included in IBM Health
Checker for z/OS, can be used to write the
check reports to a data set or sysout. You
have lots of control over what you do with
the output. To view the output online, you
can use the function provided by SDSF.
Checks can be provided with a product
or element as part of a release, or they
can be delivered in PTFs. Checks can be
provided between z/OS releases, providing
an ongoing stream of new checks.
SDSF support

required in commands performing actions
on a check or its attributes. z/OS is using
this convention to make it easier to identify
and manage its checks.
Some of the information provided
by the check to the framework includes
details about how the check expects to be
managed. These attributes can be different
for each check. Some examples are:
• Frequency of execution – INTERVAL
• Urgency if exception is found –
SEVERITY
• Default values that will be checked
– PARMS.
In addition to the WTOs issued for
exceptions, checks also produce report
messages that describe details of what they

SDSF provides the new CK panel to make
it easy to manage checks and display their
output. It supports all the standard SDSF
functions (SORT, BROWSE, PRINT, etc.).
In addition, you can overtype highlighted
ﬁelds to alter values, issue IBM Health
Checker for z/OS commands, and use
ﬁlters to reﬁne your display. The CK
panel support is provided in z/OS V1R7
and with APAR PK00561 for prior z/OS
releases, down to z/OS V1R4.
Suggested implementation

IBM Health Checker for z/OS and the
checks that exploit it can help you improve
the availability characteristics of your
systems. And it’s easy to implement! But
there are better ways than others to roll
out this function. Let’s look at an approach
we recommend.
First, after installing the code and
reviewing the documentation, the ﬁrst step
is to “play.” Spend time getting to know
the checks and, more importantly, how to
read and understand their output. Focus
on the ones that raise exceptions.
Next, learn the steps and procedures
available to you to address the exceptions.
You will have a few options, and the one
you pick may be different from check
exception to check exception.
One option, and hopefully the
one you use the most, is to follow the
recommendation detailed in the check
output and make the change to eliminate
the situation that triggered the exception.
In an ideal world, you would do this
for every exception. There may be valid
reasons why you would not want to make
the change suggested by the check. If this
happens, you can either disable the check
(so it doesn’t get scheduled in the future)
or override the check’s default parameters.

Figure 1 - SDSF IBM Health Checker for z/OS display example
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Hint: You can use the MODIFY
command to make temporary changes and
verify the results for all exceptions. When
all of your checks run “clean,” update IBM
Health Checker for z/OS parmlib member,
HZSPRMxx, to make the changes
permanent.
At this stage, you are almost ready
to roll out to production. By far the
most important way to use IBM Health
Checker for z/OS is to have exceptions be
exactly that, exceptions. You do not want
your operators seeing them frequently;
you especially do not want them getting
immune to exceptions. Finally, review the
three WTO message IDs used by IBM
Health Checker for z/OS to communicate
an exception. You can then use your
normal mechanisms to alert the exception

to your operators and document response
procedures to those alerts. Over time, you
may even wish to consider automating
some actions for certain exceptions. The
three messages are:

The IBM Health Checker for z/OS is
a new component for z/OS V1R7. The
SDSF CK panel support is also part of
z/OS V1R7. We haven’t neglected those
HZS0001I CHECK(checkowner,checkname). of you on lower releases. We’ve made the
framework, most of the checks, and the
– Issued for low severity exceptions.
SDSF CK panel support also available for
HZS0002E CHECK(checkowner,checkname). z/OS releases down to V1R4.
The framework is available from the
– Issued for medium severity exceptions.
z/OS Downloads page: ibm.com/servers/
HZS0003E CHECK(checkowner,checkname). eserver/zseries/zos/downloads.
The checks are available as z/OS
– Issued for high severity exceptions.
element and component PTFs. To easily
Again, IBM Health Checker for z/OS
identify checks that are provided as PTFs,
User’s Guide, SA22-7994, describes
you can use the new Enhanced Preventive
these messages, their format, and how to
Service Planning Tool, available at:
techsupport.services.ibm.com/390/psp_
determine which checks they came from.
main.html.
Identify checks by selecting a type of
“Function” and a Category of “Health
06/08/2005 09:49:17.410704
20040816 CHECK SEVERITY: LOW
Checker.”

START TIME:
CHECK DATE:

* LOW SEVERITY EXCEPTION *
CNZHF0003I ONE OR MORE CONSOLES ARE CONFIGURED WITH A COMBINATION OF
MESSAGE SCOPE AND ROUTING CODE VALUES THAT ARE NOT REASONABLE.
EXPLANATION: ONE OR MORE CONSOLES HAVE BEEN CONFIGURED TO HAVE A
MULTI-SYSTEM MESSAGE SCOPE AND EITHER ALL ROUTING CODES OR ALL
ROUTING CODES EXCEPT ROUTING CODE 11. NOTE: FOR ACTIVE MCS AND SMCS
CONSOLES, ONLY THE CONSOLES ACTIVE ON THIS SYSTEM ARE CHECKED. FOR
INACTIVE MCS AND SMCS CONSOLES, ALL CONSOLES ARE CHECKED. ALL EMCS
CONSOLES ARE CHECKED.
SYSTEM ACTION:

THE SYSTEM CONTINUES PROCESSING.

OPERATOR RESPONSE:

REPORT THIS PROBLEM TO THE SYSTEM PROGRAMMER.

SYSTEM PROGRAMMER RESPONSE: TO VIEW THE ATTRIBUTES OF ALL CONSOLES,
ISSUE THE FOLLOWING COMMANDS:
DISPLAY CONSOLES,L
DISPLAY EMCS,FULL,STATUS=L
UPDATE THE MSCOPE OR ROUTCODE PARAMETERS OF MCS AND SMCS CONSOLES
ON THE CONSOLE STATEMENT IN THE CONSOLXX PARMLIB MEMBER BEFORE THE
NEXT IPL. FOR EMCS CONSOLES (OR TO HAVE THE UPDATES TO MCS/SMCS
CONSOLES IN EFFECT IMMEDIATELY), YOU MAY UPDATE THE MESSAGE SCOPE
AND ROUTING CODE PARAMETERS BY ISSUING THE VARY CN SYSTEM COMMAND
WITH EITHER THE MSCOPE, DMSCOPE, ROUT OR DROUT PARAMETERS. IF AN
EMCS CONSOLE IS NOT ACTIVE, FIND OUT WHICH PRODUCT ACTIVATED IT AND
CONTACT THE PRODUCT OWNER. IF THE EMCS CONSOLE IS NO LONGER
NEEDED, USE THE EMCS CONSOLE REMOVAL SERVICE (IEARELEC) TO REMOVE
THE EMCS CONSOLE DEFINITION.
PROBLEM DETERMINATION:
SOURCE:

N/A

CONSOLES (SC1CK)

REFERENCE DOCUMENTATION:
Z/OS MVS INITIALIZATION AND TUNING REFERENCE
Z/OS MVS SYSTEM COMMANDS
Z/OS MVS PLANNING: OPERATIONS
AUTOMATION:

N/A

CHECK REASON: REDUCES THE NUMBER OF MESSAGES SENT TO A CONSOLE IN
THE SYSPLEX
END TIME: 06/08/2005 09:49:17.451937 STATUS: EXCEPTION-LOW

Figure 2 - IBM Health Checker for z/OS message example
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Where to ﬁnd your apple
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Improving availability

The goal of IBM Health Checker for z/OS
is to help you avoid avoidable outages.
Because checks are easily added to the
system, the capability of IBM Health
Checker for z/OS to meet that goal will
continuously improve. We’re excited about
this technology, and see great opportunities
for it to provide more advantages as it
matures.
So eat these apples; they’ll keep PMRs
away!

•

Check-up or check-out!

Storage management for IBM Health Checker for z/OS
BY MARIAMA NDOYE AND ELPIDA TZORTZATOS

Is there a doctor in the house? If you have
upgraded to the latest release of z/OS,
the answer is Yes! IBM Heath Checker for
z/OS is now integrated into z/OS V1R7
to give installations greater ﬂexibility in
managing system checks.
Those of you who have “met the
doctor” are already familiar with the
ability of IBM Health Checker for
z/OS to provide runtime surveillance of
PARMLIB-speciﬁed system control data.
Let’s look at how the storage management
components are taking advantage of the
monitoring capabilities of IBM Health
Checker for z/OS to provide storage health
alerts that could literally save your system’s
life! And if you haven’t tried IBM Health
Checker for z/OS yet, you will want to
make an appointment to visit the doctor
soon, and let your system start enjoying
the beneﬁts of a healthier runtime
environment.
For the z/OS real storage manager
(RSM), a “routine physical” by IBM Health
Checker for z/OS includes checks on:
• AFQ thresholds
• V=R areas
• Reconﬁgurable storage
• Common area dataspaces
• High virtual memory limits
• High virtual shared storage.
And for the z/OS virtual storage
manager (VSM), IBM Health Checker for
z/OS includes checks on:
• Common storage thresholds
• Storage limits
• Storage changes.
Once you supply IBM Health Checker
for z/OS with recommended values or
ranges for these storage parameters,
(based, perhaps, on a “baseline physical”
of your system during normal operations),
it will issue messages to alert you if the
system deviates from them.
AFQ thresholds

To have a healthy paging subsystem, z/OS
needs to work with two available frame
queue (AFQ) threshold values, the
AFQ-low and AFQ-ok:
• The AFQ-low value indicates the lowest
allowable number of frames on the
available frame queue, which, if gone

below, causes page steal processing to
replenish the queue.
• The AFQ-ok value indicates when the
AFQ is sufﬁciently replenished, so that
page steal processing can be stopped.

IBM Health Checker for z/OS will
monitor the ratio of in use to available
CAD slots, so it can alert the user to
increasing system use of CADS at a
percentage value of their choosing.

The initial settings for these values may
be either the IBM-supplied default values,
or your settings in the MCCAFCTH
parameter in IEAOPTxx. SRM will
automatically adjust the actual threshold
values based on measurements of central
storage usage. Now, IBM Health Checker
for z/OS will alert you when these values
fall outside its recommended value ranges,
as well.

High virtual memory limits

V=R areas

The REAL parameter in IEASYSxx
indicates the maximum amount of central
storage that can be allocated concurrently
for V=R jobs. Specifying a large value for
the REAL parameter can degrade system
performance. If a V=R area is deﬁned to
the system with any non-zero value for the
REAL parameter, IBM Health Checker for
z/OS alerts you to this condition.

The MEMLIMIT statement in SMFPRMxx
provides the system with a default
MEMLIMIT value for address spaces that
do not otherwise set their MEMLIMIT
using JCL or IEFUSI statements. If a
MEMLIMIT statement is not explicitly
coded in SMFPRMxx, and is not otherwise
set in SMF using the SETSMF or SET
SMF commands, the default MEMLIMIT
is zero. IBM Health Checker for z/OS
detects when MEMLIMIT is set to zero
either explicitly or implicitly in SMF.

Reconﬁgurable storage

The RSU parameter in IEASYSxx
indicates the amount of reconﬁgurable
central storage. Since reconﬁgurable
storage may go ofﬂine, RSM will not put
long term ﬁxed pages into that kind of
central storage. IBM Health Checker for
z/OS will inform you about reconﬁgurable
storage use on your system.
Common area dataspaces (CADS)
The MAXCADS parameter in IEASYSxx
indicates the maximum number of
SCOPE=COMMON dataspaces. If this
value is set too high, space reserved for
building CADs is wasted. However, if it is
set too low, the result could be a system or
application failure when the CADS limit is
reached and additional SCOPE=COMMON
dataspaces are required. IBM Health
Checker for z/OS can monitor:
• Total number of available CAD slots
• Number of common area dataspaces
that are in-use at the time of the check
• Highest number of common area
dataspaces that have been in use at any
given time during the current IPL.

August 2005
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It will also detect if the MEMLIMIT
value in SMF is set to NOLIMIT, which
allows for unlimited high virtual storage
allocations above the bar.
High virtual shared storage

The HVSHARE parameter in IEASYSxx
speciﬁes the size of the high virtual
shared area. This value can also be set
by responding to IEA101A during IPL.
However, if it is not explicitly coded, it
defaults to 510 terrabytes (TB). If the
high virtual shared area is too large, high
private areas may be too small. However, if
the high virtual shared area is too small, it
may not be sufﬁcient for the system’s high
virtual data sharing workloads. IBM Health
Checker for z/OS can monitor and report
on the amount of shared high virtual
storage:
• Deﬁned
• Currently in use
• Maximum amount allocated during the
life of the system (the high water mark,
or HWM).
The IBM Health Checker for z/OS
recommended size is 510 TB by default,
but this value can be tailored to ﬁt the
needs of the installation. IBM Health
Checker for z/OS will also monitor the
current and HWM percentages of high
virtual storage allocated, so it can alert you
to increasing system use of high virtual
storage at a percentage value of your
choosing.
Common storage threshold

The over-utilization or exhaustion of
common storage below 2 gigabytes can
cause performance degradation and
system outages. To help prevent these
system problems, IBM Health Checker
for z/OS will alert you when CSA and
SQA allocations reach a user-speciﬁed
threshold, or percentage of the total
available common storage. IBM Health
Checker for z/OS will also report the
HWM for (E)CSA and (E)SQA allocations
and create a storage map and a utilization
report.

8
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Storage limit

Choosing sizes for (E)CSA and (E)SQA
that are sufﬁcient for the system’s needs
for data in the common area and that
still allow private regions to be large
enough for application workloads can be
tricky. IBM Health Checker for z/OS can
help monitor this delicate balance. The
actual conﬁgured sizes of these areas are
compared against IBM Health Checker for
z/OS recommended minimum sizes, or
IBM default values, if not user speciﬁed.
It also produces a storage map and a
utilization report.
Storage change

Given the difﬁculties of ﬁne tuning
(E)CSA, (E)SQA, and private area sizes
for optimal system performance, once you
have a balance in prior system operations,
it is often useful to know if the current
IPL is conforming (within an acceptable
range established by the user), to these
speciﬁcations. Yes, you guessed it! IBM
Health Checker for z/OS can provide this
information; it compares the current sizes
of (E)CSA, (E)SQA and private storage to
those of the prior IPL. It also produces a
storage map and a utilization report.
Learn how to stay healthy

If you would like to enjoy the many
beneﬁts of a healthier storage management
system, you can learn more about how
to set up and run IBM Health Checker
for z/OS with IBM Health Checker for
z/OS User’s Guide, SA22-7994, a new
publication in the z/OS V1R7 library. In
this guide, you will also discover many
other aspects of system health monitored
by IBM Health Checker for z/OS.
To learn more about how to establish
your desired system installation values
in your parmlib, check out z/OS MVS
Initialization and Tuning Reference,
SA22-7592.
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“Check, please!”

RACF and IBM Health Checker for z/OS
BY MARK NELSON

IBM Health Checker for z/OS provides
a wonderful framework into which IBM
components can plug their product speciﬁc
checks. RACF® is just one of the many
z/OS elements that are taking advantage of
this framework to help ensure the proper
conﬁguration of your z/OS environment.
RACF now provides two checks
for the IBM Health Checker for z/OS
environment:
• RACF_GRS_RNL looks at the global
resource serialization resource name list
(RNL) that is in use to ensure that they
won’t affect RACF’s serialization. This
check is available with APAR OA11833
for z/OS V1R6 and later.
• RACF_SENSITIVE_RESOURCES
examines the RACF deﬁnitions for your
APF-authorized data sets and your
RACF database for a proper baseline set
of protections. This check is available
with be APAR OA11833 for z/OS V1R4
and later.

RACF_GRS_RNL

When RACF accesses its database, it has
to ensure that its data retrieval and update
process is not affected by accesses to the
RACF database from other systems that
are sharing the database. RACF does this
by serializing its database access using
global resource serialization’s RESERVE,
ENQ, and DEQ services. Global resource
serialization provides many facilities for
installations to monitor, control, and even
modify these serialization requests. For
example, you can change the scope of an
ENQ from one that is for all of the systems
in your sysplex (SCOPE=SYSTEMS
ENQ) to one that affects only the
system on which the ENQ is issued
(SCOPE=SYSTEM). You change the scope
of an ENQ with an entry in an RNL.
RACF is critically dependent on the
proper serialization of its activities. In
many cases, changing the scope of an
ENQ is a good thing to do, but you have
to be careful when specifying an RNL
because you may experience undesirable

results, such as a corruption of your
RACF database. Database damage caused
by improper serialization is often hard
to debug because the symptoms of the
corruptions depend on factors such as:
• What type of serialization was being
used?
• What else was occurring on each of the
systems that were sharing the RACF
database?
The RACF_GRS_RNL check compares
your RNLs to the ENQs that RACF
performs. If the check ﬁnds an RNL
entry that affects a RACF ENQ, the check
raises a SEVERITY(HIGH) exception. The
output of the check includes the major and
minor name of the RACF ENQ, the type
of serialization, and the QNAME, RNAME,
and type of the RNL entry.
The check is marked as “not
applicable” in a system running with
GRS=NONE.
Figure 1 shows a sample output of the
RACF_GRS_RNL check when the check
has found an exception.

1CHECK(IBMRACF,RACF_GRS_RNL)
START TIME: 04/14/2005 08:53:27.899234
CHECK DATE: 20040703 CHECK SEVERITY: HIGH
RACF_GRS_RNL Report
S
E
E
E

Major
-------SYSZRACF
SYSZRAC2
SYSZRAC2

Minor
-------------------SETROPTS
IRRCRV05
IRRCRV05

Type
----SERNL
SERNL
SIRNL

QName
-------SYSZRACF
SYSZRAC2
SYSZRAC2

Rname
----------------SETROPTS
IRRCRV05
IRRCRV05

Type
--SPEC
SPEC
SPEC

* High Severity Exception *
…

Figure 1 - RACF_GRS_RNL check output
RACF_SENSITIVE_RESOURCES

RACF_SENSITIVE_RESOURCES check
examines your current APF libraries and
the data sets that make up your RACF
database. For each data set, the check will:
• Determine if the data set is on the
expected volume
• Find the RACF proﬁle covering the
data set
• Examine the proﬁle to see if it provides
a minimal protection for the data set.
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You can optionally supply a user ID to
the check. If you do, the check tests the
speciﬁed user’s access to each data set.
The check indicates an exception by
placing a “V” or “E” in the status (“S”)
column. An exception occurs if:
• The data set is not on the indicated
volume (a “V” exception)
• There is no RACF proﬁle protecting
the resource and PROTECTALL(FAIL)
is not in effect (an “E” exception)
• There is a RACF proﬁle protecting
the resource and one or more of the
following is true:
- UACC of the proﬁle is greater than
that which is recommended
- The user ID “*” is on the access list
with an access greater than what is
recommended
- The user ID that you speciﬁed has
more access authority than what is
recommended
- The proﬁle is in WARNING mode.
If the check ﬁnds an undeﬁned or
unprotected data set, the check raises a
SEVERITY(HIGH) exception. Figure 2
shows the output of the check.
Activating the checks

During RACF initialization, RACF
automatically registers these checks with
IBM Health Checker for z/OS. These
checks run when you start IBM Health
Checker for z/OS. This is the time
when you can change the SEVERITY,
INTERVAL, and other check attributes
using IBM Health Checker for z/OS
parmlib or commands.
For further information on the RACF
checks and on how to write a check,
“check out” IBM Health Checker for z/OS
User’s Guide, SA22-7994.

•

CHECK(IBMRACF,RACF_SENSITIVE_RESOURCES)
START TIME: 06/30/2005 10:33:35.278967
CHECK DATE: 20040703 CHECK SEVERITY: HIGH
CHECK PARM: GENUSER
APF Dataset Report
S Data Set Name
- --------------------------------------ASM.SASMMOD1
V CBC.SCBCCMP
CBC.SCCNCMP
CBC.SCLBDLL
CBC.SCLBDLL2
CEE.SCEERUN
CEE.SCEERUN2
E CSF.SCSFMOD0
EOY.SEOYLOAD
E GDDM.SADMMOD
GIM.SGIMLMD0
IOE.SIOELMOD
ISF.SISFLINK
ISF.SISFLOAD
ISP.SISPLOAD
ISP.SISPLPA
ISP.SISPSASC
E MARKN.DB2810.LOAD
V MARKN.NOSUCH.VOLUME
RACFDRVR.ATC.AUTHLIB
RACFL2.LINKLIB
RACFTEST.RRSF.LOAD
RACF317.MIGLIB
SYS1.CMDLIB
SYS1.DFQLLIB
SYS1.DGTLLIB
SYS1.LINKLIB
SYS1.SBDTLINK
SYS1.SCBDHENU
SYS1.SERBLINK
V SYS1.SHASLINK
SYS1.SHASLNKE
SYS1.SHASMIG
SYS1.SVCLIB
SYS1.VTAMLIB
TCPIP.SEZADSIL
V TCPIP.SEZALINK
TCPIP.SEZALNK2
TCPIP.SEZALOAD
TCPIP.SEZATCP

Vol
-----ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
D94RF1
TEMP99
D79PK5
D94RF1
D94RF2
D97107
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17
ZDR17

UACC Warn ID* User
---- ---- ---- ---None
None
None
None
None
None

No
No
No
No
No
Yes

****
****
****
****
****
**** >Read

Updt No

**** >Read

None
None
None
None
None
None

****
****
****
****
****
Updt >Read

No
No
No
No
No
No

None No
None No

****
****

None
None
None
None
None
None
None

No
No
No
No
No
No
No

****
****
****
****
****
****
****

None
None
None
None
Read

No
No
No
No
No

****
****
None
****
****

Read No
Read No
Read No

****
****
****

RACF Dataset Report
S Data Set Name
Vol
UACC Warn ID* User
- --------------------------------------- ------ ---- ---- ---- ---RACFDRVR.RACF317
RDB317 None No
****
* High Severity Exception *
IRRH204E The RACF_SENSITIVE_RESOURCES check has found one or more
potential errors in the security controls on this system.
END TIME: 06/30/2005 10:33:58.588174

STATUS: EXCEPTION-HIGH

Figure 2 - RACF_SENSITIVE_RESOURCES check output
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Hufﬁng and pufﬁng allowed

Building a foundation for sysplex availability
BY ED MEKEEL AND KEVIN KELLEY

Take a second to visualize some of the
more notable man-made structures in
history, especially those known for their
longevity. Consider the structures that have
endured the ravages of time — the Pyramids
of Egypt, Peru’s Machu Pichu, and the
Great Wall of China. You’d have to agree
that they all have one common trait — a
strong foundation. The master crafters
directed the cutting of stones, the laying
of blocks, and the stacking of courses in
perfect alignment to provide a ﬁrm base
upon which to build the structure’s ﬂoors
and walls. Similarly, the console strategy
that we’ve embarked on to enhance
message production and consumption
architecture will help to build a sturdy
foundation for high sysplex availability.
We began to execute this strategy with
the Consoles Enhancements Feature for
z/OS V1R4. With z/OS V1R7, our own
consoles master artisans have ﬁnished
cementing the next set of building blocks
in place, adding to an already sound
foundation.
We’ve also made changes to set the
stage for the next level of the consoles
structure. Because some of these changes
might require you to make adjustments to
prepare for the future, here’s a heads up.
We’ll take a look at the newest consoles
enhancements and see how they are like
the mortar between the building blocks
holding the foundation together. Put your
hard-hat on; it’s time to start laying the
blocks in.

Laying the ﬁrst block

An important new function we’re providing
in z/OS V1R7 is the capability to delete
unneeded extended multiple console

An additional wildcard character (“?”)
is also allowed, so use “?” to match any
character in the same position within the
console name.

Make sure you’re ready when the wolf
comes hufﬁng and pufﬁng at your door.
support (EMCS) — something we know
you’ve been asking for. We’re providing
a utility that you can invoke through a
batch job. Here’s an example of the JCL
statements to invoke IEARELEC, the new
program interface:
//jjj
JOB …
//sss EXEC PGM=IEARELEC,
//
PARM=’CONSNAME(CONSOL01)’
//SYSPRINT DD SYSOUT=A

If you want to remove a sequence of
consoles, use a console name speciﬁcation
with wildcards. For example, if you have a
large number of consoles with the name
NETVnnnn, where “nnnn” represents
some generated sequence of characters,
remove all of the consoles by invoking
IEARELEC as follows:
//jjj
JOB …
//sss EXEC PGM=IEARELEC,
//
PARM=’CONSNAME(NETV*)’
//SYSPRINT DD SYSOUT=A

In the past, the way the list of EMCS
consoles was managed internally allowed
the list to grow but not shrink; now it can
do both. This new delete mechanism helps
avoid a sysplex-wide IPL to reduce the
EMCS console deﬁnitions. The ability to
manage the number of EMCS deﬁnitions
can also have a performance beneﬁt.
Deleting unneeded EMCS consoles and
keeping the number of deﬁnitions low
helps improve IPL time and can reduce
the time required to add a system to a
sysplex. To help you manage your EMCS
consoles, we are providing an IBM Health
Checker for z/OS check tailored to warn
you when you have too many inactive
EMCS consoles.
Next block please

Another important enhancement to
consoles has to do with MONITOR
command message production (IEF403I,
IEF404I, and others). For the system to
receive messages from the MONITOR
command, the command has to be issued
at least once to start the message ﬂow to a
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console and SYSLOG. Some of you have
expressed an interest in having the ability
to initiate the ﬂow of MONITOR messages
for automation regardless of whether the
messages are to be queued to a console
or written to SYSLOG. In z/OS V1R7,
we’ve added a new MONITOR keyword to
the SETCON command to help with this
ﬂexibility. Use this keyword to selectively
enable or disable all of the MONITOR
message types.
See the syntax in Figure 1 for the
SETCON command and MONITOR
keyword.
This new function can help avoid the
clutter of extra messages on an operator
console or in the system log, and help to
simplify what an operator has to review on
a regular basis.
Let’s trowel in some mortar
In z/OS V1R7 we eliminate the TRACK

command. The command is unused for
the most part, and its elimination paves
the way for future enhancements related to
console status information. Functions that
were provided by the TRACK command
can be duplicated by using the JES2 $T
automatic commands.
Since the z/OS V1R4 Consoles
Enhancements Feature, we’ve been
telling you that our strategy includes the
movement away from one-byte console
IDs to four byte IDs. z/OS V1R7 is the
last release to allow the speciﬁcation of
one-byte console IDs. This change sets the
stage for the ability to deﬁne more consoles
in a sysplex.
Even though z/OS V1R7 will support
one-byte IDs, we are shipping the macros
WTO/WTOR with the ability to specify
one-byte ID removal. These macros will
work as they do today in your business
applications until the applications are
recompiled.

12
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SETCON {{TRACKING|TR}={ON|OFF|ONWITHABEND}]}
{{MONITOR|MN}
},
{JOBNAMES={ON|(ON)|(ON,LOG)|(ON,NOLOG)|OFF|(OFF)}}
{SESS= {ON|(ON)|(ON,LOG)|(ON,NOLOG)|OFF|(OFF)}}
{STATUS= {ON|(ON)|(ON,LOG)|(ON,NOLOG)|OFF|(OFF)}}
{T=
{ON|(ON)|OFF|(OFF)}
}

Figure 1 - SETCON command and MONITOR keyword

Attempting to recompile with the
changed macros causes the compilation to
fail. Starting with the z/OS V1R4 Consoles
Enhancements Feature, we provide a
facility to point out uses of one-byte IDs
on your systems.
For more information on this tracking
facility, see z/OS MVS Planning:
Operations, SA22-7601. There’s also a
related info APAR available (II13752) that
describes how to obtain the latest list of
products that might have instances of
one-byte IDs. Use the exclusion list when
you run the tracking tool to help limit your
results to programs that aren’t identiﬁed as
having one-byte IDs yet.
z/OS V1R7 is the last release that
will support migration IDs. These
accommodations are for programs that
only accept one-byte IDs. The MCSOPER
macro, which allows you to activate and
deactivate EMCS consoles, is changed to
warn you that migration IDs will no longer
be supported.
What can we expect in the next
course of building blocks?

There are many solid availability building
blocks in place, but we’re not done yet. We
want to make sure you’re ready when the
wolf comes hufﬁng and pufﬁng at your
door.
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Future enhancements from our consoles
masons will include the capability to
deﬁne more than the 99 MCS/SMCS
consoles per sysplex that you’re limited to
today. We’ll also be looking to improve the
way console status and message attributes
are synchronized across systems in a
sysplex.
To prepare for these enhancements,
z/OS V1R7 will be the last release to
support the notion of a master console and
the associated console switch mechanism.
We’ve learned that all of the consoles in
a multisystem environment need to have
the same attributes as the master console.
Today, the master console designation
goes to the ﬁrst full capability console
that activates at IPL time. Very often,
it’s not the console you want designated,
so you have to take the time to switch
it. Not relying on a console to have
the master console designation relieves
the requirement to switch it once IPL
completes.
All of these factors will have a
positive effect on sysplex availability. It’s
all about stability for the future with
enhancements to help reduce the potential
for outages related to console and message
management.

•

Long live TSAR!

RACF administration improved
BY JULIE BERGH

Want to improve the look and feel of
RACF administration? IBM Tivoli®
Security Administrator for RACF (TSAR)
provides a directory-centric approach to
RACF security management functions. By
leveraging a standards-based
client/server interface, TSAR makes
RACF appear just like any other
enterprise directory. It empowers new
administrators to use existing skills to
manage the powerful security functions
of RACF — without having to master
RACF commands or learn RACF ﬁelds.
Meanwhile, experienced administrators
can be more productive, and help-desk
personnel can quickly research and solve
security-related problems.
TSAR makes RACF administration
more efﬁcient and effective with an
easy-to-use Java™-based graphical user
interface (GUI) to one or more RACF
databases. You can also make use of new
panels through the ISPF interface.
Consider the following ways to ﬁnd and
maintain RACF data:
• Using TSAR’s tree view of the RACF
database, administrators can drill down
through user IDs, groups, data sets, and
resources to ﬁnd the information they
need. For example, an administrator
can quickly navigate the tree to ﬁnd
which segments belong to a speciﬁc
user.
• Using or creating customizable views,
which also function as interactive
reports, administrators can ﬁnd
and view RACF data, based upon
any combination of RACF ﬁelds.
When a list of matching entries is
displayed, administrators can view
or modify entries, based on their
RACF authorizations. For example, an
administrator can:
- Search for users by ﬁelds in the
Installation Data
- Find groups based on the OMVS
group-ID
- Search for resources based on owner
- Search for discrete data sets based
on volume.
• Administrators can modify RACF ﬁelds
through an easy-to-use Java-based
GUI or new ISPF panels. All updates
to RACF from TSAR are done under
the authority of an authenticated

RACF administrator. TSAR
also provides detailed,
comprehensive pop-up help
explaining RACF ﬁelds, and
ﬁeld validation routines check
the format and content of
modiﬁcations before sending the
change to RACF.
• Administrators can manage
multiple RACF databases.
Consolidated searches across multiple
RACF databases and copying user
proﬁles between databases are all part
of TSAR’s multi-database capabilities.
Figure 1 is an example of a view
executed on multiple databases.
• You can use tools to perform speciﬁc
tasks that previously required multiple
steps or commands to complete. For
example, you can copy:
- Groups
- Resources
- Data sets
- Proﬁles, both within a single RACF
database and from one RACF
database to another
- Users (also known as cloning),
including segments, group connects,
and permissions. This includes
options to copy transparently without
further prompting or changes, or to
copy interactively, which prompts
you for changes as each attribute is
copied. Figure 2 is an example of
cloning a user.

Administrators can easily clone all
information concerning a user, group, or
resource into a new proﬁle in the RACF
database. You can clone a user through the
following steps:
1. Select the user proﬁle you wish to
clone, and right click on the proﬁle.
2. Select the ‘Copy Entry’ for the user
proﬁle.
3. Select the target database for the new
user proﬁle.
4. Check the ‘clone entry’ check box to
copy the user proﬁle and all the group
connections as well as the access
permissions.
5. Enter the new user ID.
When the process is completed, the
View Results window displays the

resource deﬁnitions that were included
in the cloning of the original user ID. To
make changes to one of the listed entries,
double click on the appropriate line in the
View Results.

Figure 1 - View executed against multiple RACF databases

Figure 2 - Example of cloning a user ID
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TSAR consists of the following
components:
• TSAR Server: Running as a started
task under z/OS UNIX System Services,
the TSAR server makes the entire
RACF database available to ISPF and
Windows™ clients.
• GUI Client: Running on Windows
and communicating through TCP/IP
with the TSAR server, the GUI client
provides a Java-based interface for
RACF administration.
• ISPF Client: Running under TSO/E on
z/OS — The ISPF client provides a set
of ISPF panels that access the TSAR
server.
The following key concepts are used
within the TSAR client interface.
Database: A TSAR server includes
a database that contains a mirror image
of one RACF database and a database
that stores conﬁguration information
for required clients. Each TSAR server
supports one RACF database. One
conﬁguration database can support
multiple TSAR servers (and thus multiple
RACF databases). The conﬁguration
database can be stored on the same
TSAR server as one of the mirror RACF
databases, or it can be stored on a separate
TSAR server.
The client database contains the
TCP/IP and server information required to
connect to a TSAR server. Each client has
one database deﬁnition stored locally to
acquire conﬁguration data from the server.
Entry: An entry is an entity containing
either RACF information or TSAR
conﬁguration data. All entries consist
of a unique name and any number of
attribute-value pairs. The permitted
types of attributes and value formats are
determined by the server schema that
resides on the TSAR server.
Attribute: An attribute is the name of
a ﬁeld used by the TSAR server to store
information as part of an entry. Each entry
has one or more attributes associated with
it. Attribute deﬁnitions, such as user ID,
name, and data, are stored as entries in
the conﬁguration database , and can be
maintained using the TSAR client GUI or
ISPF interface.
View: A view (or interactive report)
represents a particular query against the
TSAR server. It consists of:
• Selection criteria, which are either
deﬁned within a default view, or
speciﬁed using a search ﬁlter
14
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• Display ﬁelds, which determine the
ﬁelds included in the result set
• Sort ﬁelds and sort order, which control
the display of the result set.
The result set of a view is displayed as
a list of entries, which can be modiﬁed if
the user is authorized. View deﬁnitions are
stored as entries on the TSAR server, and
can be customized, copied, and more using
the client GUI or ISPF interface.
Tool: A tool performs a particular set of
operations against the RACF database. It
consists of:
• A program executed against the server
database
• A view that displays the result set
following execution of the program.

Whenever a change is made to the
RACF database, RACF2LDAP intercepts
the system message generated by the
RACF command (SMF 80 record). The
RACF command is then translated into an
equivalent server modify command that
updates the mirror database accordingly.
How it works: TSAR Server to
RACF (LDAP2RACF)

The results of a tool action are
displayed as a list of entries, and tool
deﬁnitions are stored as entries on the
TSAR server.

The LDAP2RACF process modiﬁes the
RACF database to reﬂect changes initiated
within TSAR (GUI client or ISPF).
Whenever users make a change to
the RACF database using TSAR,
LDAP2RACF translates the server
modify command into an equivalent
RACF command to update the RACF
database accordingly. When the change
has been made to the RACF database,
RACF2LDAP processes and reﬂects the
change within the mirror database using
the RACF2LDAP process above.

TSAR server

Conﬁguration database

The server provided with TSAR runs
under z/OS UNIX System Services. One
TSAR server is required for each RACF
database that is to be maintained by
TSAR. Both the Java-based Windows
client and the ISPF client included with
TSAR can interact with multiple TSAR
servers, providing administrators the
ability to manage multiple RACF databases
from one client session.
The TSAR server maintains a
synchronized image of the RACF database.
The TSAR server consists of the following
components:
• Database that mirrors the RACF
database
• RACF to TSAR server (RACF2LDAP)
• TSAR server to RACF(LDAP2RACF)
• Conﬁguration database.
Mirror database

The mirror database represents a realtime image of the RACF database as it
resides on the host z/OS system. The
RACF database and mirror database
are automatically synchronized by the
RACF2LDAP and LDAP2RACF
processes.
How it works - RACF to TSAR
Server (RACF2LDAP)

The RACF2LDAP process updates
the mirror database to reﬂect the
current status of the RACF database.
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The conﬁguration database acts as a
central repository of conﬁguration data for
all components of the TSAR server.
Security Administration on the GUI
client

When you have successfully connected
to a server using the GUI client, a list of
available RACF databases is displayed
in what is deﬁned as the TSAR Tree
View screen. You must connect to and
authenticate to a RACF database in order
to view or modify its RACF data. The
Tree View screen allows you to drill down
through a database’s entries, create or
delete entries, view the ﬁeld information
for selected entries, and execute
views and queries.
Summary

IBM Tivoli Security Administrator for
RACF provides a ﬂexible, easy-to-use
interface to view and maintain all types of
proﬁles in the RACF database. Whether
the administrator uses traditional
interfaces to RACF or the new interfaces
provided by TSAR, the underlying security
features and controls of RACF
are maintained. So long live
TSAR!
For more information
on IBM Tivoli Security Administrator
for RACF, visit: ibm.com/software/tivoli/
products/security-admin-racf/.

•

Tales from de-crypt

How secure is your DB2 data?
BY JEFFREY BERGER AND JEFF NOVAK

In many industries encryption is a growing
requirement to satisfy the need for data
security. In some industries, government
regulations, such as the Health Insurance
Portability and Accountability Act of
1996, might actually impose a security
requirement that is best met by encrypting
data. A common misconception about
DB2® and security concerns the value of
encryption versus the traditional methods
that DB2 uses to keep data secure from
unauthorized usage. A combination
of encryption and the more traditional
methods of DB2 and RACF is the best
defense.
DB2 and RACF work together to
ensure that only authorized users can
access DB2 data, but those security
measures are ineffective against a person
who can circumvent the operating system.
For example, disposing of defective disks or
obsolete control units can create a security
exposure if the data on the disks is not
encrypted. On the other hand, encryption
itself is not a protection against somebody
who illicitly gains access to a password
because DB2 will happily decrypt data
on behalf of an authorized user. Thus,
encryption and userid/password controls
are complementary aspects of security,
helping to protect against different types of
security exposures. In any case, it is always
important to remember that dumps of the
DBM1 address space be kept secure as it
can contain information about encryption
keys as well as unencrypted data in
working storage.
Encryption methods for DB2

The technical challenges associated with
encryption include application changes,
performance overhead, and the difﬁculties
of managing the encryption keys. The
zSeries® platform provides the basis for
meeting these challenges with the help of
both hardware and software.
Consider these two fundamentally
different methods to encrypt DB2 data on
z/OS:
• The encryption method that requires
Version 8 of DB2 for z/OS
(column-level encryption)
• A separately purchased tool called the
IBM Encryption Tool for IMS and DB2
Databases (row-level encryption).

There are advantages and disadvantages
to either method. For example, the data
encryption supported by DB2 Version 8
requires extensive application changes,
and the encryption is done at the column
level. This method also requires that the
SQL users supply the encryption key. The
chief advantage of DB2’s column-level
encryption over the tool is that the index is
encrypted with the columns; however, DB2
does not support encryption of numeric
columns, and the DB2 Load Utility does
not support column-level encryption.
The IBM Encryption Tool for IMS
and DB2 Databases (IET) uses row level
encryption. This tool works on any version
of DB2, and all DB2 utilities work with
the encryption tool. The tool relies on
the Integrated Cryptographic Service
Facility (ICSF) to provide its centralized
key management. An ICSF administrator
manages the ICSF environment where
the keys are built, stored and maintained.
As a result, when you use this tool, DB2
applications do not need any awareness of
keys.

Here’s how it works. The tool uses DB2
Editprocs, and a key label is stored in the
Editproc. The assignment of an Editproc
to a table determines which key label to
use for the table. ICSF itself determines
the key and associates the master key with
a key label as well as keeps track of these
associations in its own CKDS data set.
Thus, the security of the RACF-protected
CKDS becomes the very important for
encryption security.
Encryption and processor
performance
Before the IBM ^™ zSeries

890 and 990 models, IBM processors
supported “secure keys,” which used the
Cryptographic Coprocessor Facility (CCF).
CCF has introduced the notion of secure
coprocessor and master key. With a secure
coprocessor, the application keys are kept
outside the coprocessor encrypted under
a master key. The only instance of the
master key is inside the coprocessor. When
invoking data encryption, the application
passes to the secure coprocessor a copy of
the application key to use, encrypted under
the master key. The coprocessor decrypts
the application key inside its physically
secure enclosure and proceeds with data
encryption. “Secure” in the phrase “secure
coprocessor” means that nobody will see
the actual value of the application key
anywhere outside the coprocessor, whether
it is in system storage or on a disk device.
Because CCFs were limited to CP 0 and
CP 1, any application requiring encryption
services needed to be dispatched on either
CP 0 or 1. Thus, if many threads required
encryption services, contention for these
coprocessors could result in signiﬁcant
delays while the majority of the CPs
remained underutilized.
CPACF, PCIXCC, and Crypto
Express 2

The z990 processor introduced a new
facility called CPACF, which does not
carry the concept of master key and deals
only with keys provided in clear (“clear
keys”). This is why the IBM Encryption
Tool for IMS and DB2 Databases uses the
PCIXCC or Crypto Express2 coprocessors
to secure the key with the master key, then
use proprietary logic to invoke CPACF.
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The PCIX Cryptographic Coprocessor
(PCIXCC) and Crypto Express2 are new
cards that provide sophisticated functions
beyond those that the CCF provides.
CPACF helps reduce both the CP time
and elapsed time for encryption. CPACF
consists of a new instruction, called KMC,
which can execute on any CP. The KMC
instruction uses “clear keys” instead of
“secure keys” and is considerably faster
than the older cryptographic instructions
that CCF uses. Further, you don’t need to
redispatch an application on a different CP,
and because the KMC instruction lends
itself to direct use by database subsystems
and access methods, KMC enables
zSeries to reduce the software overhead of
encryption. Bringing that instruction closer
to the application is critical to minimizing
the performance cost of encryption,
especially with small rows.
Single DES and triple DES

ICSF and the IBM Encryption Tool for
IMS and DB2 Databasess support both
single DES and Triple DES using clear key
encryption. The performance cost of clear
key encryption consists of two components.
The ﬁrst component is the overhead, which
is largely a software cost, and the second
component is a function of the data length,
which can be called the hardware cost.
Triple DES encrypts the data three times.
It takes longer for a hacker to decode
Triple DES than Single DES, measured
in terms of years or decades, but keep in
mind that the hardware performance cost
of Triple DES is triple the cost of Single
DES. Think of the choice between Single
and Triple DES as a tradeoff between
performance and security requirements.
Security considerations should take into
account the shelf life of the data. If the
data becomes obsolete by the time that a
hacker can break the code of Single DES,
there is little or no value to using Triple
DES.
Although the IBM Encryption Tool for
IMS and DB2 Databases has existed for
some time and supports secure keys, in
order to use clear key functionality on the
z890 or z990 processor, you must install
PTF UK00049.
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You also need to upgrade ICSF to FMID HCR770A, HCR770B or HCR7720, with one
of the following PTFs:
PTF numbers and FMIDs:

• UA15677 HCR770A
• UA15678 HCR770B
• UA15679 HCR7720.
Hardware requirements for the IBM Encryption Tool
for IMS and DB2 Databases

• A z890 or z990 server
• CP Assist for Cryptographic Functions (CPACF) DES/TDES Enablement
(feature code 3863)
• Either PCIX Cryptographic Coprocessor (PCIXCC) (feature code 0868)
or Crypto Express2 (feature code 0863).
Hardware requirements for CCF, CPACF, and PCIXCC or Crypto Express2

The following table summarizes the hardware requirements for CCF, CPACF, and
PCIXCC or Crypto Express2:
Cryptographic Coprocessor Feature (CCF)
(feature code 0800)

z800 and z900 models and lower

CP Assist for Cryptographic Functions (CPACF) z890 and z990 models and higher
DES/TDES Enablement (feature code 3863)
PCI X Cryptographic Coprocessor (PCIXCC)
(feature code 0868)

z890 and z990 models and higher

Crypto Express2
(feature code 0863)

z890 and z990 models and higher

The following table summarizes the use of secure keys, clear keys, and DES levels
on z800, z900, z890, or z990 processors that use CCF, CPACF, and PCIXCC or Crypto
Express2:
Z800 or z900 and CCF

Z890 or z990 and
PCIXCC or Crypto
Express2

Single-DES (8-byte key)
or Triple-DES (TDES
24-byte key)

Single-DES (8-byte key) or Single-DES (8-byte key) or
Triple-DES (TDES
Triple-DES
24-byte key)
(TDES 24-byte key)

Secure Key Encryption
using ICSF services
CSNBENC / CSNBDEC

Secure Key Encryption
using ICSF services
CSNBENC / CSNBDEC

z/OS HOT TOPICS Newsletter, Issue 13

Z890 or z990 and CPACF

Clear Key Encryption using
ICSF services CSNBSYE/
CSNBSYD (IMS™ only) or
KMC instruction (DB2 only)
PCIXCC or Crypto Express2
feature is required because
encryption keys are stored
in CKDS and maintained by
ICSF.

An example of performance
overhead using IBM Encryption
Tool (row-level encryption)

In most cases the performance of the IBM
Encryption Tool is expected to be superior
to DB2’s column level encryption. (An
exception is the case in which you only
want to encrypt one or two small columns
out of a very large row.) The performance
cost can be characterized in terms of the
overhead and hardware per-byte costs. The
“overhead” includes the cost of invoking
the Editproc plus the cost of encrypting at
most 8 bytes. To compute the “per-row”
cost, you would multiply the “per-byte”
cost times the row length and add the
overhead.
For example, on the z990 processor,
the Triple DES “per-byte” cost is 0.0062
microseconds. The overhead of the IBM
Encryption Tool is 0.84 microseconds per
row. In addition, because the clear key
architecture operates on chunks of 8-byte

blocks, another 0.22 microseconds of
overhead exists if the row size is greater
than 8 bytes but not a multiple of 8 bytes.
Consider a 164-byte row: you would
estimate the total per-row CP cost of
encryption to be 0.84+0.22+164x0.0062
= 2.08 microseconds. The overall effect
of encryption on the CP time of an
application will vary greatly depending on
the complexity of the SQL. For an insert
adding, two microseconds has the effect
of adding 10% (if there are no indexes) or
less to the CP time. On the other hand,
for a “SELECT COUNT(*)” doing a
table space, adding two microseconds per
row may add 500% to the CP time. The
relative cost of row processing typically lies
somewhere between these two extremes.
The performance characteristics of the
IBM Encryption Tool for IMS and DB2
Databases are similar to those of DB2
table space compression. In both cases, the
performance impact is much less for online

transaction processing (OLTP) than for
queries and utilities. The magnitude of CP
cost is similar, and the row size can affect
the cost.
The only disadvantage of the tool
compared to DB2 column level encryption
is that indexes are not encrypted. If it is
essential that indexes be encrypted, you
should probably choose another tool or
security method.
Another problem is common to both
the IBM Encryption Tool and DB2 column
level encryption — namely that you cannot
effectively compress encrypted data.
Challenges remain for DB2 to merge
the functional advantages for IMS DB2
Databases column level encryption and
the IBM Encryption Tool for IMS and
DB2 Databases, as well as to allow us to
effectively compress encrypted tables. So
stay tuned for more DB2 tales from
de-crypt.

•

POP quiz for extra credit!

Identify RMF FICON channel types and generations
BY MARGARET PHILLIPS

Remember when all FICON® channels in an RMF™ channel path activity report looked very much alike? Well no longer. You might say
that FICON channels have evolved into a few more types and generations than the last time you took this quiz.
The following ﬁgure shows a typical RMF channel path activity report. Can you correctly identify the two types of FICON channels
shown? Four possible answers are provided below the ﬁgure. Choose the correct channel types and you win. “What do I win,” you ask?
Well, you win pride in being a channel type ace!
---------------------------------------------------------------C H A N N E L

P A T H

A C T I V I T Y

a. FICON Express2 at 2 Gbit link speed
b. FICON Express2 at 1 Gbit link speed
c. FICON Express at 2 Gbit link speed

CHANNEL PATH
ID TYPE
G SHR

UTILIZATION(%)
PART TOTAL
BUS

FE FC
FF FC

4.83
4.48

4
1

Y
Y

9.02
8.47

0.80
9.11

READ(MB/SEC) WRITE(MB/SEC)
PART TOTAL
PART TOTAL
2.40
2.35

2.69
2.64

0.80
0.78

d. FICON Express at 1 Gbit link speed

0.88
0.85

----------------------------------------------------------------

In summary, the Generation (G) ﬁeld tells you a combination of which generation FICON channel is being used and the speed of the
ﬁbre link for this channel.
For the second line in the report, if you chose (d) to indicate that generation 1 is a FICON Express channel auto-negotiated to 1 gigabit
per second, you are correct. Had it been a generation 2, it would have been the same channel running with a 2 gigabits per second link
speed.
Answers: For the ﬁrst line in the report, if you chose (a) to indicate that generation 4 was a FICON Express2 running with a 2 gigabits
per second link speed, you are correct. If it had been generation 3, that would indicate a FICON Express2 channel auto-negotiated to 1
gigabit per second.
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One, two, buckle my shoe; three, four, Internet opens the door
BY DEBBIE BEATRICE AND LUCY MILLER

The simpliﬁcation of ordering and
installation has evolved over the last
several years with the integration of
ShopzSeries and Internet delivery of
service and the Customized Offerings. In
January 2005, the most ambitious addition
to software delivery became available
with support for the Internet delivery of
ServerPac. The ServerPac implementation
provides the highest degree of integration
for software ordering, delivery, and
installation of any of the z/OS platform
deliverables. You’ll see that the elimination
of tape handling has its most dramatic
impact with the ServerPac support.
For automation of service, it just doesn’t
get any easier than the latest capabilities
provided with “Set it and forget it!” on
page 24.
We think you’ll agree that Internet
delivery can be easier than saying, “Peter
Piper picked a peck of pickled peppers”
three times, quickly. At least, that was the
message that we received from some of our
early customers.
Little Boy Blue,
come blow your
horn, ServerPac is
electronic, you need
tapes no more!

You must use ShopzSeries
(ibm.com/software/
shopzseries) to order an electronic
delivery ServerPac. Additionally, you can
specify Internet delivery as your preferred
media, or that you require 100% Internet
delivery for your orders. The ShopzSeries
product catalogs identify whether products
are fully, partially, or not supported for
Internet delivery.
Pussycat, pussycat, where have
you been? I’ve been setting up
Internet ServerPac, once and
never again.

To use the Internet Delivery option for
ServerPac you must have the following
setup on your driving system:

provide enhanced
ﬁle support,
including support
for all ﬁle types
in a ServerPac.
• SMP/E V3.3 is
included as part
of z/OS V1R6
and SMP/E V3.4
is included with
z/OS V1R7. You can also order SMP/E
as a separate product (5655-G44), and
as a Web deliverable available from

ibm.com/servers/eserver/zseries/zos/
downloads.

z/OS Integrated Cryptographic
Services Facility (ICSF) or SMP/E V3.4
SMP/E V3.3 uses ICSF to calculate
SHA-1 hash values. The GIMGTPKG
service calculates the hash values for
ﬁles in the GIMZIP package to verify the
integrity. You must have ICSF conﬁgured
and active, as described in z/OS ICSF
System Programmer’s Guide, SA22-7520,
“Steps for installation and initialization”
and “MK initialization for SMP/E only
– CCF systems only.”
SMP/E V3.4 uses an alternate method
to calculate SHA-1 hash values if ICSF
is not available for use. Although ICSF
is the preferred method, for performance
advantages, SMP/E no longer requires it.
If SMP/E detects that ICSF is not
available, it automatically uses an
SMP/E Java application class to calculate
SHA-1 hash values as an alternative. See
z/OS SMP/E User’s Guide, SA22-7773, for
the required setup.
Download ﬁlesystem
Your order comes in a downloaded
ﬁlesystem. The size of this ﬁlesystem
should be approximately twice the
compressed size of your order to
accommodate the order and workspace to
process it.

SMP/E V3.3 level 33.05 (or higher)
• The ServerPac dialog uses the
GIMGTPKG utility to manage the
download of your order.
• The GIMZIP/GIMUNZIP utilities
18
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Firewall conﬁguration
If your enterprise requires speciﬁc
commands to allow the download of
your order using FTP through a
local ﬁrewall, you must identify
these commands for later use
in the ServerPac dialog,
which manages the download of
your order.
Humpty Dumpty sat on a wall,
remember to migrate and avoid a
support call.

Don’t forget to migrate your ServerPac
dialog; it must be at a level that supports
Internet Delivery. You’ll know that it is
at the right level if you see, “This dialog
supports electronic delivery” on the
primary dialog page. If you need to update
the dialog, execute the EUPDATE job
found on the ShopzSeries download page
before your generate the RECEIVE job.
Jack be nimble, Jack be quick.
Your order is ready, what a nifty
trick.

With Internet delivery, there is no IBM
overhead for tape creation, packaging, and
shipping of your order. ServerPac “orders”
delivered physically have an average
turnaround of 14 business days, in contrast
with Internet orders, which average seven
business days.
Hint: If your ServerPac order includes
unlicensed products, take care of licensing
and entitlement (with the Sales Center)
before placing your order. This speeds the
ServerPac processing.
Three
little
kittens
lost their
ServerPac
order and
they began
to cry, Oh
mother dear,
we sadly fear,
our ServerPac
order has died!

IBM retains your ServerPac order on the
IBM server for 14 days. Your “Ready for
Download” e-mail and the ShopzSeries
download pages indicate the expiration

date for your order. If you do not download
your order within the 14 days, you will
need to submit another order. Perhaps,
you are going on vacation or will not be
available for a period, ShopzSeries allows
you to specify a requested delivery date for
your order. This can be helpful to work
within the 14-day limit.
There was an old woman who
lived in a shoe, she had so many
tapes, she didn’t know what to do!

You can get a “mountain” of
tapes with your ServerPac
order (60 or more tapes,
depending on the size of
your order and the tape media
selected).
You’ve told us that there is
quite a bit of overhead dealing
with tapes. For example, there’s
the lost time in sending your tapes
to the appropriate group, and delays
in simply handling of the tapes... the
mounting and sometimes remounting.
Some of you have told us there are
accounting charges for each tape mount as
well. Our early customers
saw tangible beneﬁts
in the elimination
of tapes with
ServerPac
Internet
delivery.

Jack and Jill went up the
hill. Jack downloaded his
order to his workstation
and Jill downloaded hers to z/OS.

It might not rhyme, but the point is that
you have a choice. You can download
directly to your z/OS host using
FTP, which many customers prefer.
Alternatively, you can download the order
to your workstation, and then upload it to
your z/OS host system (called Store and
Forward). You can still take advantage
of automation for the RECEIVE of your
order by optionally conﬁguring your

workstation as an FTP server. Easily
direct the ServerPac dialog to IBM servers
or to your workstation FTP server. The
generated RECEIVE job will retrieve
the order from your workstation into the
ﬁlesystem on your z/OS host system. If you
choose an alternate approach for the store
and forward scenario, you can use the
ServerPac Dialog “Filesystem” option to
generate the RECEIVE job.
Old King Cole was a
merry old soul, and a
merry old soul was he.
Just cut-and-paste some
data, and now he’s home free!

When the order is ready, you’ll
receive an e-mail from IBM. Your
customized download pages
have information for the
ServerPac Dialog. One
customer described it as
“just cut, paste, and submit.”
The generated RECEIVE job
downloads your order to your
download ﬁlesystem. During
the remainder of the install, the dialog
simply accesses the download ﬁle system.
No waiting for the “box” to be received,
routed, and handled…a thought that bears
repeating.

phase, the dialog automatically starts the
download of your order content. While
the download is taking place, you can
also update your conﬁguration. When the
download is complete, you can generate
your installation jobs and complete the
installation.
Sing a song of
sixpence. A pocket
full of rye; why
not give Internet
delivery a try?

Customers have said that
Internet delivery of ServerPac
was “a real productivity
improvement.” Whether
your motivation is increased
efﬁciency, the need to shrink schedules,
or the requirements for full electronic
delivery, the time is right to try getting
your next ServerPac electronically. Once
you try it, you will never go back to tapes.

•

Mary, Mary quite contrary,
ServerPac downloads aren’t so
slow.

Yes, we’ve heard the remarks. “Download a
ServerPac, how many days is that going to
take?” During our early support program,
customers saw download durations ranging
from two to six hours. Some orders
downloaded with no restarts, some with
a several restarts. If a problem
occurs, the download restarts
automatically at the data
set that was incomplete. By
working with your ﬁrewall
support team, you can ensure that
you receive large packets and don’t
experience timeouts.
Hickory, dickory, dock, no need to
watch the clock.

The design of the dialog process allows
you to be more efﬁcient by enabling you to
perform conﬁguration tasks in the dialog
while receiving your order content. After
your RECEIVE job is submitted, you must
exit the dialog because the ﬁrst phase
of RECEIVE updates the dialog. Upon
completion of the ﬁrst phase, you’ll use the
updated dialog. Now, during the second
August 2005
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Don’t wait... automate!

z/OS service meets the future
BY BILL SPENCER

Over the years, electronic capabilities
have been used to improve manual and
often cumbersome processes such as
physical handling of documents. IBM
has recently extended direct electronic
capabilities in the area of service delivery
with SMP/E Internet Service Retrieval
and improvements to ShopzSeries to
make the functions more efﬁcient. These
changes help to simplify and automate
what Expanded Services Option (ESO) and
Service Only CBPDO previously provided.
Therefore, as IBM continues to leverage
functions and technologies that support
an ondemand environment, plan to exploit
these new capabilities.
SMP/E Internet Service Retrieval can
help simplify the cumbersome process
of ordering, delivery and installation of
service. It also eliminates the complexity
of having to manage a mountain of service
tapes, and the delays in shipping them to
you. The automation available with SMP/E
Internet Service Retrieval puts you in
control — you can obtain the right service
at the right time.
Your transition to SMP/E Internet
Service Retrieval or ShopzSeries can be
staged over time, but it needs to take into
account the following schedules:
• New ESO and Service Only CBPDO
physical media service subscriptions
will be accepted through March 2006.
Existing physical media subscriptions
will remain in effect until September
2006.
• Individual Service Only CBPDO will
continue to be available until June
2006. Individual ESO orders will
remain orderable through ServiceLink.
• CBPDO product orders will continue
to include service for the products
contained in the order, but as of June
2006 will no longer contain service for
the entire system release (SREL).
To assist your transition to electronic
service ordering and delivery, the following
list helps you identify which of the new
options best meets your service objectives.
You can:
• Use an SMP/E Internet Service
Retrieval batch job as an electronic
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delivery replacement of an ESO
or Service Only CBPDO physical
subscription to run at whatever
frequency you need (daily, weekly, and
so forth). This ensures that you have the
latest service available, and it is based
on your SMP/E installed inventory.
Using automation, you can ensure the
service you have available to install is
as current as you want it to be.
You can use ShopzSeries as a
replacement for a physical subscription
by selecting the Internet delivery
subscription option. With this option,
you can select the months and SRELs
for which you want to receive service.
Alternatively, you can select e-mail
notiﬁcation of new monthly service
levels. The e-mail will serve as a
reminder to place an individual order,
and the order can use your SMP/E
installed inventory. After you receive
the e-mail notiﬁcation, you can use
any service acquisition tool.
• Use ShopzSeries to select e-mail
notiﬁcation of new monthly service
levels as a physical delivery replacement
of an ESO or Service Only CBPDO
subscription. The e-mail serves as a
reminder to place an individual order
for physical delivery and ShopzSeries
can use your SMP/E installed
inventory.
• Use ShopzSeries and select the ‘service
for all licensed products in one or more
SRELs (new and improved)’ option as
a replacement for the service-only
CBPDO. Alternatively, you
could use an installed
service inventory to
tailor your service
order using SMP/E
Internet Service
Retrieval,
ShopzSeries, or
one of the fee
service offerings*.
*Fee service offerings:
• US - SoftwareXcel, Resolve
• EMEA: Enhanced Technical Support
• Canada: SupportLine
• Latin America: SupportLine
• AP/S: SupportLine.
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• Use ShopzSeries to place a separate
service order to obtain service for all
licensed products in the same SREL
at the time that you order one or more
products. You can use a job scheduler
to automate service acquisition using
SMP/E's Internet Service Retrieval,
so a subsequent service order isn’t
necessary.
Additional fee service offerings are
available to provide both electronic and
physical delivery of service.
IBM continues to emphasize electronic
rather than physical shipment of service
and will continue to simplify the ordering,
delivery and installation of z/OS service.
So what are you waiting for? Start using
SMP/E Internet Service Retrieval,
ShopzSeries, or one of the fee service
offerings prior to the above changes.
References:
• “SMP/E internet service retrieval” on
page 24
• ShopzSeries Web site at: ibm.com/
software/shopzseries.

•

“If I Had Only Known!”

Rewriting the script for ISV products
(A story with a happy ending)

Written by:

Judy Washo Harris
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ACT I - SCENE
ONE

Narrator: The
scene, a typica
l IT shop. The
system programm
players, a mana
ers trying to
ger and
up
grade a z/OS sy
or more ISV pr
atem that uses
oducts. Let’s
thirty
look at a typi
cal scenario.
Manager:
We’re upgradin
g the operatin
g system. Woul
of the ISV prod
d you check al
ucts to see if
l
they need to be
upgraded?
System programm
er:
But we’re stil
l working with
the last group
products. Most
of vendor
of the new feat
ures have not
exploited.
yet been

Manager:
That will have
to wait. We ne
ed

to get on this
right away.

System programm
er:
OK. Well team,
let’s start re
questing z/OS
information fr
compatibility
om the vendors
and order the
upgrades.

One week later,
the ISV produc
ts start to ar
to see if ever
rive and the te
ything is corr
am checks
ect.
Team member:
Uh oh, we orde
red some of th
e ISV products
level. We need
at the wrong
to reorder thes
e right away.
[CUT TO A WEEK
LATER]
System programm
er:
The vendor soft
ware is here.
Since we have
test system wi
to share the
th programming,
we need to work
schedule. Can
out a
any of you work
weekends?
Team:
*groans*
[AUDIENCE SYMP
ATHY]
Narrator: Over
the next severa
l weeks, the te
tapes, CDs, an
am is busy load
d e-mail attach
ing
ments. Delays
problems requir
oc
cu
r when tape re
e that the prod
ad
uct tapes be re
email attachme
ordered or when
nts are too la
rge and have to
attachments, or
be resent as mu
as tapes or CD
ltiple
s. Multiple SM
are being buil
P/
E environments
t. The builds
compete with sy
and are droppe
stem resources
d to the bottom
of the producti
Incompatibilit
on batch queue.
ies between th
e vendors’ code
appearing duri
an
d the z/OS code
ng the SMP/E bu
start
ild process an
and listings ar
d
du
ring testing.
e sent to the
Logs
vendors so that
Waiting for th
they can send
e ﬁxes delays
ﬁxes.
the team more.
takes priority
A
pr
oduction proble
and the team is
m ﬁx
dropped from th
Eventually, te
e test environm
sting continue
ent.
s. As other er
process is repe
rors are found,
ated. Finally,
the
all products ar
e tested.
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System programmer:
ures to
time to check any of the new feat
no
We still had
any’s
comp
our
on
ct
effe
see if they would have a positive
business.
Manager:
more staff or contractors to do
oy
empl
to
We may need
that.

ing and operational resources
Narrator: Valuable system programm
repetitive and time consuming,
are being used for tasks which are
ady fully occupied hardware and
and put an unnecessary load on alre
the case. Let’s look at a very
staff. This does not have to be
different scenario.
ACT II - SCENE ONE
Manager:
operating system. I ordered a z/OS
the
g
We’re upgradin
products included.
SystemPac® with many of our ISV
System programmer:
as the
going to save us a lot of work,
’s
Great! That
our
on
ted
emen
impl
vendor products come ready to be
to
ISVs
the
by
rmed
test environment and have been conﬁ
in
red
orde
we
em
syst
be at the right level for the z/OS
SystemPac.
Team member:
orted?
supp
What ISVs are
System programmer:
n Systems Group, BMC Software, Inc,
Alle
Well, there’s
more. SystemPac has a
Levi, Ray & Shoup, Inc. and so many
see all of the vendors
Web site that you can look at to
-5.ibm.com/services/uk/isv/
and products that we can order(www
update.html).
Manager:
one stop shopping!
–
like
I
That’s what
[AUDIENCE APPLAUSE]
System programmer:
Now we
save us a lot of time and effort.
will
This upgrade
to
ware
soft
new
the
oit
can better utilize our time to expl
are
that
s
tion
func
and
take advantage of the new features
.
ness
busi
our
critical to
Manager:
f are going to be a lot happier.
staf
and
s
Our customer
We should have done this long ago.

our story. For more information
Narrator: A happy conclusion to
ustompac.
about SystemPac, visit ibm.com/ca/c
SCENE END
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Set it and forget it!

SMP/E Internet Service Retrieval
BY SUZANNE MCHUGH AND KURT QUACKENBUSH

If you currently order and take delivery of
z/OS platform service over the Internet,
you already enjoy some of the beneﬁts such
as speed and not handling tapes. However,
are you frustrated by the manual steps?
Do you have to create and manage the
software inventory ﬁles required for some
options? Do you submit multiple requests
to ensure you have all of the requisite
service you need? What happens if you
want an automated method to obtain PTF
service?
Well, just set it and forget it with
SMP/E V3.4 Internet Service Retrieval!
A new form of the SMP/E RECEIVE
command allows you to request a PTF
service order from an IBM server,
download a service package to z/OS, and
process the PTF and HOLDDATA contents
of that package all in one simple step. And
guess what? It’s available with z/OS V1R7!
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You can request corrective service by
specifying individual PTFs or by naming
the APARs for which you want ﬁxing
PTFs. As well as the following three ﬂavors
of preventive service you can even request
HOLDDATA:
• Critical PTFs
• Recommended PTFs (RSU)
• All PTFs.
Customize your PTF service order to
your SMP/E environment using a software
inventory ﬁle. You receive only the PTFs
you request plus any requisites you don’t
already have on hand. Your order will not
include any of the PTFs you already have
installed. The result is a quick download
and install of an order that is as complete
and as small as possible.
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With SMP/E Internet Service Retrieval,
you can request service on demand, and
even automate the service delivery process.
For example, you can schedule an SMP/E
job to run once a week, or even every
night, to order and download the latest
HOLDDATA and critical PTFs to have
these service updates available exactly
when you want. So remember, just set it
and forget it!

•

Attack of the clones

GDPS solutions for your heterogeneous environment
BY NOSHIR DHONDY, DAVID PETERSEN, AND DAVID RAFTEN

Because the data center environment has
become more complex, with applications
spanning multiple platforms and operating
systems, there’s a lot of attention on
simplifying your infrastructure. Most data
centers are not there yet, so managing
a disaster recovery environment can be
daunting, especially with the requirement
to coordinate database recovery between
the z/OS and UNIX® systems data. GDPS,
the zSeries premier continuous availability/
disaster recovery solution, can provide this
coordination and move you closer to the
goal of infrastructure simpliﬁcation.

There are two ﬂavors of GDPS:
• Synchronous GDPS/PPRC (peerto-peer remote copy) that uses IBM
TotalStorage® Metro Mirror technology
• Asynchronous GDPS/XRC that uses
z/OS Global Mirror technology.
Common to both synchronous and
asynchronous GDPS solutions, is the
ability to provide consistent data in the
recovery site for z/OS and non-z/OS data.
Without this ability to maintain dependent
write sequences, an installation cannot, for
example, guarantee data integrity where
log records need to match the database
content. To avoid data integrity problems,
you might need to restore from the last
image copy and apply the log records, a

process that can take several hours or
even days. Instead, with GDPS, all you
might need to do is restart the database
managers, which takes a matter of
minutes.
Management of zSeries operating
systems

In addition to managing images within
the base or Parallel Sysplex® cluster, both
GDPS/PPRC and GDPS/XRC can manage
other zSeries production operating systems,
including z/OS, Linux for zSeries, z/VM®,
and VSE/ESA™. For example, if the
volumes associated with the Linux images
are mirrored using PPRC, GDPS can
restart these images as part of a planned
or unplanned site reconﬁguration. The
Linux for zSeries images can either run
as a logical partition (LPAR) or as a guest
under z/VM.
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GDPS/PPRC management for open
systems logical unit number (LUN)

You can use GDPS/PPRC to manage a
heterogeneous environment of z/OS and
open systems data. If installations share
their disk subsystems between the z/OS
and open systems like UNIX or Linux
platforms, or other operating systems
like Windows, GDPS/PPRC can manage
the Metro Mirror and FlashCopy® for
open systems and other system storage.
GDPS/PPRC is also designed to provide
data consistency across both z/OS and
open systems data. This allows GDPS to
be a single point of control to manage
remote copy across multiple tiers in the
infrastructure, improving cross-platform
systems management and business
processes.
GDPS/PPRC multi-platform
resiliency for zSeries

GDPS/PPRC provides a function called
GDPS/PPRC Multi-Platform Resiliency for
zSeries. This function is especially valuable
for customers who share data and storage
subsystems between z/OS and z/VM
Linux guests on zSeries, for example, an
application server that runs Linux on
zSeries and a database server running on
z/OS.
With a multi-tiered architecture,
you need to provide a coordinated near
continuous availability and disaster
recovery solution for both z/OS and
Linux on zSeries, and GDPS/PPRC
provides just that. z/VM 5.1 includes a
HyperSwap™ function, so that the virtual
device associated with one real disk can
be swapped transparently to another
disk. HyperSwap is designed to allow
you to switch to secondary disk storage
subsystems mirrored by PPRC, or Metro
Mirror. If there is a hard failure of a
storage device, GDPS coordinates the
HyperSwap with z/OS for continuous
availability spanning the multi-tiered
application. For site failures, GDPS invokes
the Freeze function for data consistency
and rapid application restart without the
need for data recovery. HyperSwap can
also be helpful in data migration scenarios
to allow applications to migrate to new
disk volumes without requiring them to be
quiesced.
GDPS/PPRC provides the
reconﬁguration capabilities for the Linux
on zSeries servers and data in the same
manner as for z/OS systems and data. To
support planned and unplanned outages,
26
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GDPS is able to provide the following
recovery actions:
• Re-IPL in place of failing operating
system images
• Site takeover/failover of a complete
production site
• Coordinated planned and unplanned
HyperSwap of disk subsystems,
transparent to the operating system
images and applications using the disks.
• Handling of Linux node or cluster
failures
• Transparent disk maintenance or failure
recovery with HyperSwap across z/OS
and Linux applications
• Data consistency with Freeze functions
across z/OS and Linux.

GDPS is based on PPRC and XRC
standards and is supported by all the
enterprise storage vendors. Therefore,
it is able to cover the comprehensive
heterogeneous application environment
with applications touching multiple
operating systems. Moreover, because
GDPS has the ability to keep the data
consistent in the remote site across the
platforms, it can enable rapid restart rather
than extensive database recovery.
The ease of planned system, disk,
Remote Copy and site reconﬁgurations
offered by GDPS can help your business
reduce the skill required for these
functions. GDPS can enable a business to
control its own near continuous availability
and disaster recovery goals.

GDPS can move you closer to the goal of
infrastructure simpliﬁcation.
A look to the future

In February 2005, we previewed plans for
GDPS support for the IBM TotalStorage
Global Mirror asynchronous remote copy
technology. Global Mirror is designed to
enable a two-site disaster recovery and
backup solution for the zSeries and open
systems environments. Using asynchronous
technology, Global Mirror operates over
high speed communication links and is
designed to maintain a consistent and
restartable copy of the data at a recovery
site that can be located at virtually
unlimited distance from the application
site. This provides another option for
customers requiring a disaster recovery
solution beyond 100 km for open systems
and zSeries data that can accept a recovery
time objective of less than two hours, with
a recovery point objective of seconds.
With GDPS/Global Mirror, GDPS
manages the Global Mirror remote copy
function and automates the restart of the
workload in the recovery site in case of a
disaster in the application site.
Summary

GDPS is designed to provide not only
resource sharing, workload balancing, and
near continuous availability beneﬁts of
a Parallel Sysplex environment, but also
enhance the capability of an enterprise
to recover from disasters and other
failures and to manage planned exception
conditions.

z/OS HOT TOPICS Newsletter, Issue 13

For more information on GDPS, visit
our Web site: ibm.com/servers/eserver/
zseries/gdps.

•

Enhancements to
ServiceLink Preventive
Service Planning (PSP)
There are new enhancements to ServiceLink Preventive Service Planning (PSP). You can order all the PTFs, including
the PTFs of all closed APARs referenced in the subset, AS IS or streamlined, based on your SMP/E Consolidated Software
Inventory (CSI proﬁle). APARs referenced in the PE APAR LIST are excluded. Click Order all at the bottom of the View
subset page. The extracted PTFs are transferred to the Submit PTF Order page in Service Request and Delivery (SRD)
where you can add or delete PTFs before submitting the order.
To use a CSI proﬁle, click Upload CSI proﬁle in the SRD Order OS/390 z/OS option to upload your proﬁle to IBM
and get the CSI proﬁle name to specify. Plus, you can now download a list of these PTFs to your workstation to see which
apply to your system and order them at your convenience. Click PTF list at the bottom of the View subset page to make
them available for download through your browser’s pop-up download window.

zFavorites!

It’s the zFavorites for zSeries credit card CD!
You’re gonna love this! It has all sorts of
helpful Web links, like those for:
• Hardcopy
• Operating systems
• Software
• Language and tools
• ISV development and
applications
• Product documentation
• Marketing information
• Education
• Support
• Links to FREE downloads
• Redbooks™ sampler
• WebSphere® Application Server
• XML

To use the CD: Insert it in any
standard CD-ROM and it should start
automatically. If it does not, click on the
Start button, choose Run... and then
type x:\index.htm (where x is your
CD-ROM drive letter) and press Enter.
Additional copies of zFavorites
CD-ROM (GK3T-4331-07) are
separately orderable.
August 2005
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Doctor, Doctor give me the news
Can you cure my recovery blues?
BY TARUN CHOPRA AND TARIQ HANIF

XRC+ is a new solution that aids disaster
recovery by enhancing the combination of
system logger and XRC. Let’s look at how
XRC and system logger work today and
why we need a new solution.
System logger uses structures in the
coupling facilities to log consolidated
information across the Parallel Sysplex.
Typical users include syslog, CICS®
recovery logs, and recovery data for the
shared IMS message queue.
The basic system logger conﬁguration
(see Figure 1) stores the data in
chronological order. When the structure is
full, the data moves to the ofﬂoad data set
on disk for archiving.

with minimal data loss. Following every
write to the coupling facility is another
write that mirrors duplexed data to the
disk off-site.
There is a tradeoff, however, to this
backup approach in regards to response
time. Because of the high cost of using
disk back-up to synchronously mirror
the coupling facility content, you increase
the response time for the application.
The peer-to-peer remote copy (PPRC),
synchronous remote based copy, further
delays the response time because it
requires two disk I/Os for the write to
complete. The bottom line is that XRC is
an asynchronous remote based copy

coupling facility. Instead of the immediate
synchronous DASD write for each log
block to the staging data set, system logger
will buffer multiple log blocks and issue
an asynchronous I/O whenever the buffer
ﬁlls or after a certain period has passed
(0.25 milliseconds). You specify a new XRC
keyword, LOGPLUS, to add a DRXRC
staging data set volume to an XRC session.
Figure 2 shows asynchronous I/O to the
staging data sets.

Staging
Data set

CICS

Appl
Server

IXGLOGR

IMS CQS

z/OS R7

Write to CF

System
Logger

Coupling Facility

CF

Log Structure
IMS CQS

Appl
Server

Log Stream 1

IXGLOGR

CICS

Offload
Data set

Staging
Data set

Log Stream 2

New

Write to staging data set
asynchronous to z/OS task

(XRC to recovery site)

Performance
Improvements
Response Time
Throughput
Only with XRC

Staging
Data set

Figure 1 - Basic system logger conﬁguration

Optionally, after a copy of the application
data writes to the structure, you can
conﬁgure a staging data set for system
logger to write synchronously a copy of the
data to disk. This usually avoids a single
point of failure for the system logger image
and structure instance.
When you conﬁgure a remote copy
recovery solution in an environment with
z/OS system logger structures, it is a
good idea to use staging data sets so that
updates can propagate to the remote site
28
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Figure 2 - Asynchronous I/O to the staging data sets

solution, but it doesn’t solve the throughput
problem of the system logger writer.
Rx
So how do we treat this problem? The
prescription calls for log streams with a
new staging data set conﬁguration. Deﬁne
the log stream with a new system logger
option, DRXRC, to indicate the use of
staging data sets only for disaster recovery.
With this new conﬁguration, system logger
will perform the log data writes to the
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Setting up your system for XRC+

When designing and conﬁguring an
XRC based disaster recovery system, it’s a
good idea to be aware of the architectural
rules, performance requirements, and
the sysplex conﬁguration where the
application runs. Let’s take a brief look
at how the IBM System Veriﬁcation Test
(SVT) environment implemented an XRC+
solution. Figure 3 shows the IBM SVT
conﬁguration.

set. Each log stream DRXRC staging data
set volume must add a unique storage
control session (scsession), so you may need
single cylinder ﬁxed utility devices on the
primary ESS. For each separate scsession,
you need a utility device to read updates
to primary volumes belonging to that
particular scsession.

Mirrored logger infrastructure data set volumes
Primary logger infrastructure data set volumes
XRC Control Data Sets
Data flow path for I/O for logger infrastructure data-set volumes
SDM system reads I/O from primary volumes, process it into records,
write to XRC journal data set and then write to secondary volumes

Setting up the independent system
XRC+
IBM SVT set up the independent system as
follows:
• IPL the independent system with z/OS
V1R7.
• Authorize XRC commands by adding
them to the IKJTSOxx member of
SYS1.PARMLIB.
• Allocate XRC control data sets and
make sure there is connectivity to the
recovery system and the independent
system.
• Determine which primary and
secondary volumes have application data
that must be mirrored.
• Create a parmlib control data set to
provide a single method to specify
parameters for each system in a multisystem environment.

Primary/Recovery System

N64
z/OS V1R7
RRS/DB2
SYS1

N64
z/OS V1R7
RRS/DB2
SYS3
CF 1

N64
z/OS V1R7
RRS/DB2
SYS2

N64
z/OS V1R7
RRS/DB2
SYS4
CF 2

Ficon

Primary ESS

Secondary ESS

N64
z/OS V1R7
XRC/SDM
SYS

CF
Storage Controller

CONTIME is a new parmlib parameter
for XRC+:

Independent System

Figure 3 - The IBM SVT conﬁguration for testing XRC+

System logger and log stream
conﬁguration for XRC+
You can use XRC+ on systems with z/OS
V1R7 or later with the primary LOGR
couple data set at z/OS V1R2 or later.
The primary system is IPLed with z/OS
V1R7 where system logger and application
workloads are running with the primary
TotalStorage Enterprise Storage Server®
(ESS). In the SVT environment, after an
outage is simulated, the primary sysplex is
IPLed as a recovery sysplex using mirrored
copies of system logger infrastructure data
set volumes.
To use the enhancement that XRC+
offers, Resource Recovery Services (RRS)
uses log streams deﬁned to system logger
with a new option to indicate DRXRC
staging data sets. Use the following duplex
parameters to conﬁgure the log stream:
STG_DUPLEX(YES)
DUPLEXMODE(DRXRC)

SVT predeﬁned an SMS storage class
and group with automatic class selection
(ACS) routines to manage the log stream
DRXRC type staging data sets. In addition,
the staging data set volume on which the
staging data set resides needs be part of an
XRC pair. Use the appropriate log stream
option, STG_xxxxCLAS(value), to deﬁne
the data to the correct volume.
Primary storage subsystem
All of the system and application volumes
that are designated for copy to a secondary
site should be part of a primary storage
subsystem and XRC capable. SVT used
an XRC enabled ESS Model 800 device
as the primary storage subsystem in
the XRC+ system setup. Conﬁgure one
logical subsystem (LSS) on the primary
ESS according to the required sizes of
the system logger infrastructure data set
volumes. Conﬁgure DRXRC staging data
set volumes to allow one DRXRC-type
staging data set per volume. You must
ensure that no other data sets are on a
volume with a DRXRC type staging data

CONTIME DefaultHlq(D10) DefaultSessionId(TEST)
The DefaultSessionId parameter
indicates the XRC session ID. The
DefaultHlq parameter indicates the highlevel qualiﬁer of the state data set. The
recovery system must have the CONTIME
information on it. When system logger
issues an ANTRQST XCONTIME request
to XRC on the recovery system, it can get
the XRC session consistency time.
When adding a DRXRC staging data set
volume to an XRC session, you must add
it as a unique scsession using the new
LOGPLUS keyword. This indicates that
the volume pair has timestamps controlled
by system logger instead of storage control
and establishes a unique session for the
pair. The LOGPLUS and SCSESSION
keywords are mutually exclusive.
Important pieces
System Data Mover (SDM) is one of the
important pieces of an XRC-based disaster
recovery system. SDM is part of the
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DFSMSdfp™ element that interacts with
data storage subsystems and with various
advanced copy functions. When updates
occur on primary volumes, SDM manages
the process of copying those updates
asynchronously to secondary volumes.
In the SVT setup, SDM was on the
independent site because the primary
and recovery systems were in one sysplex.
This setup was speciﬁc for testing the
function offered in XRC+, and is not a
production setup. The independent system
(separate from the primary sysplex) is
IPLed using z/OS V1R7 software. For
speciﬁc information on SDM requirements,
see z/OS V1R7 DFSMS Advanced Copy
Services, SC35-0428.
Recovery on the independent system
When the primary sysplex suffers
an outage (simulated in the SVT
environment), the system administrator
needs to enter either XEND or
XSUSPEND before entering an
XRECOVER to bring the data on the
secondary volumes into a consistent,
recoverable state so that they are
equivalent to the primary volumes, as of
the given timestamp. The SDM system
must have access to the appropriate
journal, control, and state data sets that
were in use at the time of the failure, or
when the XRC session ended. In this case,
when entering the XRECOVER command,
it adds valid, non-applied journal data to
the secondary volumes.
Secondary storage subsystem
The secondary storage subsystem can
be any subsystem supported by SDM, as
long as it provides volumes with the same
track capacity, same number of tracks per
cylinder, and at least the same capacity as
its corresponding primary volume. The
secondary site needs the same number
of XRC volumes as the primary site. The
SVT scenario uses the XRC capable Model
F20 ESS as a secondary storage subsystem.
The secondary storage subsystem also
has connectivity to SDM running on the
independent site. Conﬁgure secondary site
storage controls to handle all of the writes
to primary volumes, journals, controls, and
state data sets.
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Recovery system
In the SVT environment, one system in
the sysplex serves the dual role of being
a primary and a recovery system. After
an outage (systems and coupling facilities
failures) is simulated on the primary
sysplex, the ﬁrst system is IPLed with
a new IPL parameter, DRMODE=YES
in the IEASYSxx parmlib member.
This new option indicates the IPL of
a recovery system as part of a disaster
recovery scenario and special handling
of certain resources are required. When
DRMODE=NO is speciﬁed or defaulted,
the z/OS system is IPLed without
requesting special resource handling for
disaster recovery purposes. The ‘YES’
option along with a ‘Y’ response to the
conﬁrmation message IXG068D causes
system logger to include DRXRC-type
staging data sets in its log data recovery
for coupling facility structure-based log
streams that were connected prior to the
IPL. When DRMODE=YES, system logger
will take into account the consistency time
obtained through XRC while recovering
data from system logger data sets.
For more information on conﬁguring
and managing system logger in a XRC+
disaster recovery environment, see z/OS
V1R7 MVS Setting up a Sysplex, SA227625. Detailed conﬁguration information
for XRC-based disaster recovery systems
is provided in z/OS DFSMS Advanced
Copy Services, SC35-0428, and IBM
TotalStorage Enterprise Storage Server
Implementing ESS Copy Services with
IBM eServer zSeries, SG24-5680.

z/OS HOT TOPICS Newsletter, Issue 13

•

Jazz up your JES2
BY TOM WASIK AND CHIP WOOD

Thinking about migrating to the latest
release of JES2? When you consider the
substantial beneﬁts of such a move, you’ll
realize it’s a good idea. Here are some
functions in z/OS V1R7 that will whet
your appetite:
• An API exists to access data collected
by the JES2 health monitor.
• You can use all the space available on
large volumes (up to 64K cylinders)
for SPOOL.
• The SYSOUT API (SAPI) can access
SYSOUT data sets using JESSPOOL
read authority.
• The extended status API returns more
data about jobs and information on
individual SYSOUT data sets.
• SYSIN data set support allows records
with lengths up to 32K designed to
improve support of variable length
records and carriage control.
• Job and output related commands allow
the ﬁltering of more attributes.
• Performance improvements are
expected to include reading and writing
SYSIN/SYSOUT, multi-tasking writes
to SPOOL, internal reader processing,
JES2 $TRACE processing, and much
more.
• NJE over TCP/IP includes IPv6,
TLS/SSL, secure signon, and more.
JES2 NJE for TCP/IP

JES2 now implements NJE over TCP/IP,
which includes support for IPv6 (larger
IP addresses) and enhanced security
(SSL/TLS). Implementation of this
deliverable required a redesign of JES2’s
basic NJE support and input processing
(HASPRDR). Internal reader support was
also redesigned to take advantage of the
new capabilities in input processing.
The design of the TCP/IP deliverable
includes the creation of a NETSERV
address space to manage TCP/IP
connections. Most processing for NJE over
TCP/IP occurs in the NETSERV address
space, including work, such as input
processing, traditionally done in the JES2
address space.
A separate address space for
TCP/IP processing isolates the JES2 and
NETSERV address spaces from many of
each other’s errors. One concern users
had with the prior NJE implementation

was that when the JES2 address space
ABENDed all NJE connections were
lost. With this release, TCP/IP’s use
of a separate address space can allow
connections to remain active when the
JES2 address space terminates. As a result,
availability and performance are expected
to improve.
JES2 internal reader changes

The z/OS V1R7 ability to perform input
processing outside the JES2 address space
has enabled changes to internal reader
processing. The internal reader design
prior to z/OS V1R7 had performance
as well as functional limitations. Like
NJE, processing for internal readers was
performed by the single main task in the
JES2 address space. With a large batch
workload, internal reader processing was
the second largest consumer of JES2 main
task CPU. Additionally, when JES2 was hot
started, any job on an internal reader was
lost.
The JES2 internal reader redesign
moved job input processing from the
JES2 address space to the user’s address
space. As a result, internal reader overhead
is attributed to the submitter and the
processing occurs at the submitter’s
priority. The current internal reader is
also designed to include better messages,
improved SYSIN processing, and enhanced
exit interfaces.
JES2 installation exit changes

Because of this redesign, processing that
moved out of the JES2 address space has
made it impossible to call the traditional
main task exits; therefore, some installation
exits will require an update. The available
data areas and services are now so different
with this release that a new set of exits is
needed. Fortunately, these new exits get
control at the same points of processing
as the traditional main task exits and are
passed the same job-related data areas
such as JCT, IOT, JQE, or NHD. However,
exits running in the user environment
cannot access main task data areas such
as HCT, PCE, or DCT. The new exits are
called in the user environment in the
NETSERV or INTRDR address space.
To help manage cases where main task
data areas are needed, exit 51 was added

in the main task when jobs change phase,
such as exiting input or receive processing.
You can pass data to exit 51 from the new
user environment exits and the traditional
main task exits. Exit 51 acts as the
ultimate end of input exit in the main task.
Not all JES2 installation exits are affected
by these changes. The new exits are
used for NJE/TCP and internal readers.
Existing exits are used for all other input
sources. See Figure 1 for a list of the
affected installation exits.
New exit numbers are deﬁned for exits
called outside the main task. All listed
existing exits are passed exit parameter
lists (XPLs), which are control blocks that
serve as formal interfaces to JES2 exits.
The XPLs passed to the existing and new
exits will have the same data but separate
mappings. The XPL will formalize some
of the interfaces and simplify some of the
tasks commonly performed in each exit.
You can use the $D EXIT(nn) command
to display the routines associated with
a particular exit. If there are routines
associated with the exit, you have either a
local exit that you must modify, a vendor
product that might need a new version, or
one of a number of vendor products that
provides some level of dynamic exits for
JES2. If no routines are listed, the exit is
not in use.
PCE and the user environment

The PCEs, which are basic control blocks
for JES2 dispatchable units, are not
available outside the JES2 main task.
However, many PCE ﬁelds are applicable
to processing in the user environment. To
manage this, ﬁelds in the affected PCEs
are divided into three categories:
• Fields that are common to all NJE/TCP
or INTRDR devices
($NJEWORK macro)
• Fields common to a particular type of
device ($JRW, $JTW, $SRW and $STW
macros)
• Fields that are needed only in the main
task (traditional PCE macros).
The result is two DSECTs and three
macros. For example, ﬁelds that were in
the $RDRWORK PCE work area are now
in either $RDRWORK (ﬁelds only needed
by the main task), $JRW (ﬁelds needed
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Existing exit

New exit

Impact

Function

20

50

New USER environment

Input processing - end of input

N/A

51

New JES2 environment

$QMOD - job phase change

2

52

New USER environment

Input processing - JOB card

3

53

New USER environment

Input processing - accounting ﬁeld

4

54

New USER environment

Input processing - JCL/JECL

39

55

New USER environment

NJE SAF rejection

46

56

New USER environment

NJE header/trailer transmit

47

57

New USER environment

NJE header/trailer receive

7/8

N/A

Different exit called

Control block I/O

13

N/A

Deleted - use exit 40

TSO/E NETMAIL notify

36/37

N/A

Different address space

Pre- and post-SAF exit

40

N/A

Exit 13 function added

Output processing - JOE creation

49

N/A

New caller

$QGET - veto exit

Figure 1 - Affected installation exits

for main task and user environments), or
$NJEWORK (ﬁelds common to all NJE
devices and internal readers). The preﬁx
for ﬁelds in the $JRW is JRW. Most of the
time, you can translate RDWxxxxx ﬁelds
directly to JRWxxxxx ﬁelds.
New assembly environment

When implementing NJE/TCP, many
existing service routines, including
services for input processing, needed
attention to make them usable in the new
NETSERV address space. To simplify
this, a new JES2 assembly environment
called USER,ANY was created. In this
environment, the $SAVE and $RETURN
macros use either the main task or
user save services based on the caller’s
environment. This gives the common
services access to the PCE and the ability
to use services such as $WAIT when called
from the main task. In this way, you can
write general purpose code to run in either
environment, thus minimizing the effort
required to implement a single exit routine
that can run in multiple environments. A
number of the supplied sample exits use
this technique.

2. Use a common routine from both exits.
Use the “glue” routine to get from
the main task routine to the common
routine. You can place the exit in
the same load module as the
common routine. Locate the
common routine using the
LOCENTRY service, then
use XPLID or TCB/ASCB
addresses and $ENVIRON to
isolate the environment-speciﬁc
code.
3. Use $EXIT to invoke common
routines. All routines must
support multiple environments.
4. Use COPY or a macro to include
common code from a single
source. Use conditional
assembler logic to isolate
environment-speciﬁc code.

Technique for writing common
exits

Here are four approaches you can use to
implement the new exits. Which one you
use will depend on the size and complexity
of the exit function.
1. Replicate the code in two places. For
example, in exit 2 and exit 52. You must
maintain two sets of code.
32

August 2005

z/OS HOT TOPICS Newsletter, Issue 13

Samples

z/OS V1R7 JES2 ships samples
for all new exits. You can use
these samples as examples or,
in some cases, use the samples
themselves to implement common
exit functions. (Note that these
samples are provided ‘as-is’ and do
not carry the level of support normally
provided for JES2 code.)
Summing it up

The new JES2 release boasts the most
signiﬁcant set of changes made to JES2
since OS/390® V2R4—over 25 user
requirements were addressed! This
article has described just some jazzy
highlights—you can ﬁnd more details in
z/OS Migration, GA22-7499.
We believe the JES2 changes in z/OS
V1R7 will jazz up your JES2 by providing
a noticeable improvement in your JES2
processing. It’s true that signiﬁcant change
can impact customer exits, but every effort
has been made to minimize that impact
and the beneﬁts will be well worth it!

•

Incredible shrinking IODF
IODF size reduction
BY FRIEDRICH BEICHTER

What would you say if the I/O Deﬁnition
File (IODF) shrunk by an order of
magnitude or more? What if Hardware
Conﬁguration Deﬁnition (HCD) tasks
completed in a fraction of time they take
now? You’d probably say — way to go, IBM!
The task of conﬁguring z/OS becomes
more difﬁcult with the introduction of
systems that are capable of supporting tens
of thousands of channels, switches, control
units, and devices. Part of this difﬁculty
is the size of the IODF required to deﬁne
the accessible I/O devices and the I/O
topology to a system.
The number of devices is increasing
rapidly within the IODF. This increase
is from the requirement for more device
deﬁnitions to satisfy the increased DASD
space of large systems and the pressure to
consolidate several data centers into one.
This causes a strong increase in the size
of the IODF, approaching the maximum
size of two gigabyte. A large IODF requires
more virtual storage and the increase
in processing time results in lower
performance.
To help reduce the negative effects of
more device deﬁnitions, the IODF groups
devices rather than keeping individual
device deﬁnitions.
In HCD, a device group has the
following characteristics:
• The (two-byte) device numbers of
all devices are listed in consecutive
sequence.
• All devices of the group have the same
device type unit, model, volume serial,
description, and serial number.
• All devices in the group attach to the
same control units.

• All devices in the group connect to the
same processors/channel subsystems
and have the same corresponding
processor-speciﬁc attributes.
• All devices of the group are connected
to the same operating systems and have
the same corresponding OS-speciﬁc
attributes (device type, parameters,
features, console deﬁnition).
• For each operating system, all devices of
the group connect to the same esoteric
device group. Esoteric device group
is an installation-deﬁned and named
grouping of I/O devices of usually the
same device group. Eligible device
tables deﬁne the esoteric and generic
relationship of these devices. The name
you assign to an esoteric is used in
the JCL DD statement. The job then
allocates a device from that group
instead of a speciﬁc device number or
generic device group.

Device groups that adhere to the above
rules can contain the maximum number
of devices. After performing a change on a
device deﬁnition, a post-processing phase
veriﬁes that the updated group can be
merged with one or both of the neighbor
groups and then consolidated into a single
group.
The introduction of device groups
makes deﬁning and managing the IODF
much easier and more concise for you
to use. When accompanied by the IODF
size reduction through the new device
groups, the performance of processing
large conﬁgurations can be signiﬁcantly
improved.
For more details, see z/OS V1R7
Hardware Conﬁguration Deﬁnition (HCD)
User’s Guide, SC33-7988.
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Boldly go where no sysprog has gone before
z/OS V1R7 subchannel set support

BY BOB FUGA, MARY LINKSTROM, RUSSELL NALICK, AND KEN TROWELL

In September 2005, IBM presents its
newest mainframe, IBM System z9™
109 (z9109). The z9109 architecture
helps relieve the device addressing
limitations that have become more
prevalent with enterprise storage growth
and the introduction of products such
as HyperSwap and peer-to-peer remote
copy (PPRC). The z9109 allows up to two
subchannel sets per channel subsystem
(CSS). When you use the additional
subchannel set to deﬁne alias devices, you
free device address numbers. That enables
your environment to grow the number of
physical devices, per CSS, equal to the
number of alias devices moved into the
new subchannel set.
Let’s look at the rules
Let’s take a quick look at the rules before
we go over some of the possible migration
paths:
• The z9109 supports four CSS
• Up to two subchannel sets (SS) per CSS
• Up to 63.75K subchannels in
subchannel set 0 (SS0)
• Up to 64K subchannels in SS1
• Each LPAR can only access devices in
its CSS subchannel sets
• Only alias devices in SS1
• SS1 devices are only accessible from
z/OS V1R7
• Duplicate logical device numbers across
the SS is allowed
• Deﬁning a SS1 size at a later time is
disruptive and requires reset proﬁle
activation
• Placeholder (*) logical partitions are
deﬁned as needed.
Caution...
A word of caution on mixed releases: to
deﬁne subchannel sets, you must install all
toleration APARs.
34
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Migration to z9109

Now that you know about subchannel sets
and see the advantages they provide, we’ll
look at migration.
You will take one of the following
migration paths:
• All z/OS LPARs on the z9109 processor
support subchannel sets.
• Some z/OS LPARs on the z9109
processor are pre-z/OS V1R7.
All z/OS LPARs support subchannel
sets
Adding subchannel set support to a z9109,
when all z/OS LPARs are IPLed on a
release that supports subchannel sets is the
easier of the two migration methods. Alias
devices that are currently in subchannel
set 0 (SS0) are moved into subchannel
set 1 (SS1), through your normal dynamic
conﬁguration change method. After all the

CSS, it will be an ideal staging ground to
introduce subchannel sets.
With z/OS V1R7 and the z9109
becoming available at nearly the same
time, the question arises, what comes ﬁrst,
the processor or the z/OS release? Your
speciﬁc needs answer this question. When
the processor is in the environment prior
to z/OS V1R7, an effective migration path
with a vacant CSS is as follows:
1. Deﬁne a z/OS LPAR into a vacant CSS.
2. Span channels to the new LPAR in the
IODF.
3. Write the IOCDS out to the processor.
4. Dynamically activate the new IODF if
all releases are at z/OS V1R6. Releases
prior to z/OS V1R6 require a power-on
reset (POR).
5. Activate the LPAR and IPL z/OS V1R7.
6. Convert the current IODF to IODF
Version 5.

. . . allow for storage growth in the years
to come.
changes to the I/O Deﬁnition File (IODF)
are complete and it is active on the z9109,
you have successfully reassigned your alias
devices from SS0 to SS1. This will free the
number of device addresses in SS0 equal
to the number of alias devices moved into
SS1.
What if some LPARs are running
pre-z/OS V1R7?
The migration path is slightly more
involved when some z/OS releases support
subchannel sets and some do not. Each
environment will fall into one of two
sub-categories, at least one CSS vacant
or no CSS is vacant. If there is a vacant
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7. Deﬁne the desired subchannel sets size
for every CSS:
After adding the maximum devices in
SS1 for all four-channel subsystems,
the IODF size increase is approximately
350M.
8. Create an IODF with a second OS
conﬁguration as a copy of the ﬁrst.
9. Move the targeted alias devices
from SS0 to SS1 in the second OS
conﬁguration.
10. Write the IOCDS out to the CP.
11. Update the LOADxx member to specify
the new OSCONFIG.
12.POR with the new IOCDS.

If there is not a vacant CSS, take the
above action starting with step 5.
A word of caution
Any pre-z/OS V1R7 LPAR that is IPLed
in the same CSS that exploits subchannel
sets will not have access to any SS1 alias
devices.
Tips for a successful migration

It’s beneﬁcial to plan for subchannel sets
from the onset by deﬁning a subchannel
set size in the IODF. This will allow for
dynamic future growth and helps decrease
outages when introducing the subchannel
set function.
The following actions are key tasks in a
successful migration:
1. Determine how you are staging your
migration.
2. Develop a migration plan that identiﬁes
the order in which to perform migration
actions, who will perform them, and
when to perform them.
3. Verify that your installation plan
includes the resolution of all target
system requisites and cross-system
coexistence requisites.
4. Ensure that either your installation plan
or migration plan covers contacting
your vendors and making the necessary
upgrades. (This depends on whether
you consider contacting vendors to be
an installation task, or a migration task.)
5. Implement a software maintenance
strategy. For information about the
IBM service strategy, see “zSeries
Maintenance Suggestions to Help
Improve Availability in a Parallel
Sysplex Environment,” which is
available at: ibm.com/servers/
eserver/zseries/library/whitepapers/
psos390maint.html.

How do you like your latte?

z/OS Java SDKs come in three ﬂavors
BY NORM AARONSON

IBM offers its z/OS Java software developer
kit (SDK) products without charge. These
products are Sun Java compliant, and are
available in both SMP/E and non-SMP/E
formats.
This article brieﬂy describes the Java
SDK products for z/OS, and offers some
tips for application migration.
IBM Developer Kit for OS/390, Java
2 Technology Edition (5655-D35)

Introduced in 2000, this product provides
the SDK1.3.1 APIs. Ignore the ofﬁcial
name; this product runs on z/OS as well
as OS/390! And, while it does not run
on a zSeries Application Assist Processor
(zAAP), this product includes a projection
tool that can help you estimate the
potential value your installation might
derive from a zAAP.
IBM SDK for z/OS, Java 2
Technology Edition, Version 1.4
(5655-I56)

Initially delivered as SDK1.4.0, this 31-bit
product is now at the SDK1.4.2 level. It’s
especially useful for Java applications that
run on zAAP processors.
IBM 64-Bit SDK for z/OS, Java 2
Technology Edition, Version 1.4
(5655-M30)

Applications previously constrained by
31-bit addressing limitations can break
that barrier with this 64-bit SDK, plus
take advantage of zAAP processing.

Growing your environment

The additional device addresses that
you can deﬁne will help alleviate device
constraint issues as well as allow for
storage growth in the years to come.
By keeping the key rules in mind and
considering the migration paths, the
introduction of subchannel sets will be an
effective way to help a device-constrained
environment.
Go forth, live long, and prosper.
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Migrating from one z/OS Java SDK
product to another

z/OS Java SDKs are independent of each
other. You can order and concurrently run
one, two, or all three in your installation
and each can be serviced separately. There
are, however, some considerations for
migrating your Java applications. Let’s take
a look at them.
Compatibility considerations
Thanks to Java having matured, most
SDK1.3 Java applications can run on
SDK1.4 SDKs. Some applications,
however, cannot. See the Sun Web site for
compatibility considerations, for example:
• java.sun.com/j2se/1.4.2/compatibility.
html

• java.sun.com/j2se/1.4/compatibility.html
• java.sun.com/j2se/1.3/compatibility.html.
Deprecated APIs
A deprecated API, even if it is supported,
is not recommended and might soon be
obsolete. Use an improved API to replace
the deprecated one.
Should you care? Yes. There is no
guarantee that a future version of Java
will contain a deprecated API. In fact,
deprecated APIs might not work the same
way as in previous releases.
Java applications using deprecated
APIs will receive a warning. Don’t
ignore it! Determine whether to change
your application now or when the API
disappears in a future release.
You can ﬁnd deprecated APIs listed in
Java-related Web sites, such as:
java.sun.com/j2se/1.4.2/docs/api/
deprecated-list.html.

z/OS-unique considerations
For considerations unique to z/OS Java,
see the product content pages at the z/OS
Java Web site: ibm.com/servers/eserver/
zseries/software/java/.
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Get a head start on Java 5

To prepare for Java 5, you can:
• Review the Java 5 compatibility
guide: java.sun.com/j2se/1.5.0/
compatibility.html

• Review the deprecated APIs:
java.sun.com/j2se/1.5.0/docs/api/
deprecated-list.html.
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Save the cables!

Stop the ﬂapping links phenomenon
BY JOSEPH TURNER, KENNETH TROWELL, AND HARRY YUDENFRIEND

For many years, the multi-mode cables
used for ESCON® technology have stood
up well. The need to use dust covers on
the connectors and general handling of
the cables wasn’t that critical. The optical
ﬁber inside those cables is 60 microns in
diameter and the average dust particle is
only nine microns in size. If you leave the
dust covers off the cables, it’s unlikely that
there is a reliability problem. The cables
are generally robust, so even as they drag
under ﬂoors and twist around corners,
there is little impact to reliability.
However, with the introduction of
higher I/O rates and the requirement
for distances up to ten kilometers the
use of single mode ﬁber is mandatory.
These cables typically use nine micron
optical ﬁbers, so if dust covers are left
off, a typical dust particle can now block
a signiﬁcant portion of the signal. Single
mode cables are more susceptible to
problems from twisting and bending,
which could cause loss of signal strength
and result in frequent intermittent errors.
That means cable treatment has more
impact on the reliability of single mode
ﬁbers used on FICON as compared to the
multimode ﬁber used for ESCON.
So, what’s all this about ﬂapping links?
Flapping links are essentially a timing
condition that occurs based on the
frequency of intermittent link errors
and recovery time of the given channel
path. Intermittent errors caused by the
manner in which cables are treated will
sometimes cause the host to recognize a
link failure. When an ESCON or FICON
link experiences a “link failure” because
of an error detected in the frames or
protocols, the logical paths established by
the host channel for communicating to
the control units is lost and the devices
reset over those logical paths. If an
operation was active when this occurred,
the system terminates it with an error
status indicating an “interface control
check” has occurred. The operating
system will typically log the error and
issue a message to alert the operations
staff of the faulty hardware (IOS050I or
IOS051I message from MVS™). Then, the
I/O operation is typically retried by the
device error recovery procedures (ERP).
36
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If the error doesn’t get
corrected by the hardware
before the operating system
attempts the retry, or another
operation starts and accesses
the device, a “not operational”
condition is recognized by the
operating system and the logical
device path is marked ofﬂine
to avoid repeated failures. If
the link recovers before the next
I/O operation to the device, the
operating system is notiﬁed that a
“reset event” has occurred on the
link to the control unit.
Next, various recovery procedures
follow to make sure that the
conﬁguration is still valid. For example,
the path still goes to the same device as
the other paths; device dependent state
information is still intact; path groups are
intact, and so on.
If the hardware does recover, the
channel automatically reestablishes the
logical path between the channel and
the control unit. If the path previously
encountered a “not operational” condition,
the operating system has taken the
device path logically ofﬂine. To avoid
requiring manual intervention to bring
the resources back online, the channel
subsystem signals the operating system of
recovery of the logical paths by signaling
an “I/O Resource Accessibility Event.”
The operating system automatically
varies the affected device paths online,
performs device dependent initialization
procedures, and veriﬁes the conﬁguration.
The “ﬂapping link” is the condition noted
when these link failures and recoveries
occur repetitively and the system is
spending a signiﬁcant amount of time in
recovery.
Today, we understand this phenomenon
and zSeries is taking steps to detect and
mitigate the sensitivity that affect both
z/OS and hardware microcode.
First, z/OS has made improvements
to its recovery algorithms for reset event
processing and varying paths online to
speed up the processing. The changes
help minimize the elapsed time of the
recovery processing. IBM provides these
software enhancements in small program
enhancements (SPEs) that roll back to
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z/OS V1R4. These are release dependent,
so search on APARs OA09050, OA09732,
and OA10626.
The second step is to provide a
microcode threshold in the channel
subsystem that keeps track of the number
of times it reestablishes a logical path over
a period. If the number of events exceeds
the ﬂapping links threshold, the logical
path from the channel to the control unit
will not be reestablished. This design is to
prevent the operating system from either
encountering a reset event, or the I/O
resource accessible report. Only after the
system operator explicitly varies the ﬁrst
path back online, will the logical path be
reestablished and brought back online.
This is done after a repair action ﬁxed the
failing link. To help you recognize when
device paths are not operational because
of a threshold event, or any other not
operational condition, the IOS messages
and the display matrix command for
devices (D M=DEV(dddd)) are updated to
explicitly indicate why a device path is not
operational.
Examples of non-operational reasons
include:
• No resource available
• Designated control unit does not exist
• Logical path is precluded by
conﬁguration at the control unit
• Link recovery threshold exceeded.
This support is available on the new
IBM zSystem 9 with enabling z/OS
software provided through SPEs.

•

“Someone’s in the kitchen with Dynamic VIPA…”
Sysplex Distributor in z/OS V1R7
BY MIKE FITZPATRICK AND GUS KASSIMIS

Since its introduction in OS/390 V2R10,
Sysplex Distributor has been deployed by
many businesses seeking high availability
and scalability for their sysplex workloads.
In the last few releases of z/OS, Sysplex
Distributor has received a number of
enhancements, described in previous
issues of z/OS Hot Topics Newsletter.
In z/OS V1R7, new enhancements
give your installation more ﬂexibility
in operating and conﬁguring Sysplex
Distributor. These enhancements also
continue to improve on the information
and algorithms that Sysplex Distributor
uses for load balancing decisions.
Distributed DVIPA

Built on the popular DVIPA (dynamic
virtual IP address) function, Sysplex
Distributor extends the dynamic recovery
capabilities of DVIPAs by introducing
the notion of distributed DVIPAs. With
distributed DVIPAs, groups of equivalent
IP applications residing anywhere in
the sysplex can be viewed as a single IP
address from a client perspective, thus
providing a single system view for the
entire sysplex. As client TCP connection
requests for a distributed DVIPA are
received, the Sysplex Distributor routing
TCP/IP stack acts as a load balancer,
routing the incoming requests to Sysplex
Distributor target TCP/IP stacks where

the applications reside. Because the Sysplex
Distributor routing stack is part of TCP/IP
and resides within the sysplex, it has near
real-time awareness of application status
and system status. Sysplex Distributor
also uses z/OS Workload Manager (WLM)
to obtain system capacity and utilization
information for all of the target systems. If
a network Quality of Service (QoS) policy
has been deﬁned, Sysplex Distributor
also obtains recommendations on network
capacity and performance.
Armed with all of this information,
Sysplex Distributor can improve
availability not only by routing work to
systems that have capacity, but also by
diverting new TCP connections away from
systems and applications that are no longer
available.
Easier operation

The current Sysplex Distributor and
DVIPA functions are quite ﬂexible
from an operational perspective, as
most conﬁguration options can be
dynamically modiﬁed without
any impact to applications.
You can move deﬁnitions
for DVIPAs and
distributed DVIPAs
from

one TCP/IP
stack to another by
modifying the TCP/IP
conﬁguration ﬁle and
entering V TCPIP,,OBEY
commands on the
appropriate stacks.
While very ﬂexible,
this approach has some
drawbacks if it is to be
used for normal day to day
operations. For example,
it requires that you have
access to the TCP/IP
conﬁguration ﬁles and are
familiar with the syntax and
semantics of TCP/IP DVIPA
conﬁguration statements. In many
installations, operators lack access to the

conﬁguration ﬁles. As a result, a system
programmer or network programmer must
be involved when these operations take
place.
z/OS V1R7 offers several enhancements
to improve the operational aspects for
Sysplex Distributor and DVIPAs and
eliminate the need to enter
V TCPIP,,OBEY commands. These
enhancements are described in the
sections that follow.
Allow the TCP/IP stack to join the
sysplex
In z/OS V1R6, Communications Server
introduced the Sysplex Autonomics
function, which allows TCP/IP to
automatically monitor the health
of TCP/IP sysplex functions
and initiate recovery
actions if problems
are detected. The
recovery actions
typically involve
removing the TCP/IP
stack from the TCP/IP sysplex
group to allow other TCP/IP stacks
to take over ownership responsibilities
for any DVIPAs and distributed DVIPAs
owned by that stack.
After a recovery action was taken in
releases before V1R7, users could correct
the problem condition and then have the
TCP/IP stack rejoin the sysplex group by
entering the command V TCPIP,,OBEY
and providing a conﬁguration ﬁle with the
needed DVIPA deﬁnitions.
In z/OS V1R7, this processing has been
improved in two key ways:
• The new SYSPLEXMONITOR
AUTOREJOIN conﬁguration option
allows TCP/IP to monitor the
conditions that caused it to initiate
the recovery action and have itself
automatically rejoin the sysplex when
the problem condition has been
relieved. This option eliminates the
need for manual intervention for this
recovery action.
• If you choose to manually control
when TCP/IP rejoins the sysplex
after a recovery action, a new operator
command, V TCPIP,,JOINGROUP,
is provided to allow you to cause
TCP/IP to rejoin the sysplex without
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requiring you to provide a conﬁguration
ﬁle. Sysplex Distributor now saves its
conﬁguration when leaving the sysplex
and uses the saved conﬁguration when
rejoining the sysplex.
New operator commands to control
DVIPA ownership
Two new commands are provided to
allow you to control the activation and
deactivation of a DVIPA that has been
deﬁned to the TCP/IP stack through
the VIPADEFINE or VIPABACKUP
statements in the TCP/IP proﬁle.
These commands are:
• VARY TCPIP,,SYSPLEX,DEACTIVATE.
This command allows you to deactivate
a DVIPA so that a backup TCP/IP
stack can take over ownership of the
DVIPA. You can also use this command
to inactivate a DVIPA backup, to
remove it as a backup candidate.
• VARY TCPIP,,SYSPLEX,REACTIVATE.
This command allows you to reactivate
a DVIPA on a TCP/IP stack to restore
the original ownership.
New operator command to enable or
disable workload balancing
In z/OS V1R7, a new quiesce command is
provided to allow you to enable or disable
Sysplex Distributor workload distribution
for speciﬁc application instances and target
TCP/IP stacks. The command is:
V TCPIP,,SYSPLEX,QUIESCE/RESUME.

This command is useful in performing
planned maintenance operations for
applications and systems. For example,
if an application that is a target for
distributed DVIPA requests must be
recycled for maintenance, you can
use this new command to quiesce the
application ﬁrst. After the application is
quiesced, Sysplex Distributor no longer
routes new TCP connection requests to
the application. Existing TCP connections
to the application are not affected so the
application can complete any current
work prior to shutdown, thus minimizing
disruption to end users.
This scenario can also be applied to
maintenance operations for an entire
system.
Improved load balancing decisions

As we’ve mentioned, Sysplex Distributor
already has a lot of information at its
disposal for making load balancing
decisions. In z/OS V1R7, this processing is
enhanced even further to allow for a more
38
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comprehensive examination of a target
application’s health and ability to process
new work requests.
These enhancements have two major
components:
• Server speciﬁc WLM recommendations
• Improved TCP/IP health monitoring of
target applications and systems.
Server speciﬁc WLM
recommendations
Before z/OS V1R7, the WLM
recommendations used by Sysplex
Distributor indicated the relative available
capacity for each target system in the
sysplex. For highly utilized systems, this
relative capacity provided an indication
of how well the systems could absorb
new work by displacing work of lower
importance levels.
In z/OS V1R7, this processing has
been signiﬁcantly enhanced to allow for
more customized recommendations on
an application speciﬁc basis. Using new
WLM interfaces, Sysplex Distributor can
now obtain recommendations on how
well individual application instances are
performing. These recommendations not
only provide a customized relative capacity
recommendation for a speciﬁc application,
but they also provide an indication of how
well an application is performing relative

and systems from a TCP/IP perspective
and automatically adjust workload
distribution if it detects problems.
This enhancement covers two main
areas:

• Network connectivity status for target
systems and applications

In z/OS V1R7, Sysplex Distributor
monitors the health of the network path
for distributed TCP connections to
determine whether any problems exist.
This includes monitoring the network
path between the Sysplex Distributor
routing stack and the target stacks,
and also includes the network path
between the target stacks and the end
user clients. Monitoring of the network
path to the client involves monitoring
the progress of TCP connection
establishment, which requires a 3-way
handshake to be performed between
the client and server systems.
If Sysplex Distributor detects
problems in either of these network
paths, the recommendations for those
target applications are appropriately
reduced so that Sysplex Distributor can
divert new requests away from these
applications and direct more requests to
other application instances that are not
experiencing these problems.

Sysplex Distributor extends the
dynamic recovery capabilities of
DVIPAs by introducing the notion of
distributed DVIPAs.
to the WLM policy goals speciﬁed for
that application. For example, if a speciﬁc
application instance on one system is not
meeting the WLM policy goals, it will
receive a lower recommendation from
WLM, thus allowing Sysplex Distributor to
send new workload requests to applications
that are meeting their WLM policy goals.
This processing can help improve an
installation’s ability to meet its service level
agreement (SLA) objectives.
Improved TCP/IP health monitoring of
target applications and systems
A follow-on to the Sysplex Autonomics
support introduced in z/OS V1R6, this
enhancement allows Sysplex Distributor to
monitor the health of target applications

z/OS HOT TOPICS Newsletter, Issue 13

• Ability of target application ability to
process new TCP connection requests

When new TCP connection requests
are received by the target TCP/IP stack
and reach the established state (that is,
the three-way handshake completes),
the server application is notiﬁed and
the connection is placed on a backlog
queue, where it usually resides for a
very short period of time. However, if
for some reason the application is slow
in accepting these new connections,
the backlog queue can ﬁll up and new
TCP connection requests start to get
dropped.
In z/OS V1R7, Sysplex Distributor
monitors the depth of the backlog
queue and the application’s ability to
process new TCP connection requests.

If the application begins to fall behind
in accepting new TCP connections, the
recommendation for that application
instance will be reduced and Sysplex
Distributor diverts new requests away
from the application.
More ﬂexible conﬁguration options

When doing load balancing for
connections, the Sysplex Distributor
routing stack uses one of the following
interface types (conﬁgured through
dynamic XCF) to forward IP packets
originating from the client application to
the selected target stack:
• Same Host link (IUTSAMEH) is
selected when both the routing stack
and target stack reside on the same
system image.
• HiperSockets™ is selected when the
routing stack and target stack reside on
different system images within the same
CEC, provided that HiperSockets is
conﬁgured properly.
• XCF interface (CTC or coupling facility
link) is selected when the routing stack
and target stack reside on different
system images on different CECs, or
the same CEC if HiperSockets is not
conﬁgured.
Several subsystems use these same

XCF interfaces for routing XCF messages
or signals that might be critical for sysplex
operations. By adding IP trafﬁc to these
links, it may affect how well other XCF
messages and signals are processed. In
addition, using high bandwidth, low latency
interfaces, such as OSA Gigabit Ethernet,
can result in improved performance, lower
latency and lower CPU cost.
For these reasons, it might be desirable
to route IP packets being sent from the
routing stack to a target stack using
external network interfaces instead of XCF
interfaces.
In z/OS V1R7, Sysplex Distributor is
enhanced to allow a routing stack to select
an interface to a target stack, based on the
current network routing topology. Rather
than using the interface created through
Dynamic XCF, the routing stack performs
a lookup in the IP routing table to select
the optimal interface to route IP trafﬁc to
the target stack. This route can be either
statically generated (through the TCPIP
proﬁle conﬁguration) or dynamically
discovered (through the OMPROUTE
daemon).
In Figure 1, if Stack1 was conﬁgured
as the routing stack, and the remaining
stacks were conﬁgured as target stacks,
by default, Stack1 forwards IP packets

to Stack2 across IUTSAMEH, to Stack3
across HiperSockets, and to Stack4 and
Stack5 across XCF links.
With the latest enhancements, Stack1
can be conﬁgured to use the IP routing
table to select an interface to forward IP
packets to Stack4 and Stack5, in which
case a static route or dynamic route could
be conﬁgured so that the OSA Gigabit
Ethernet interface is preferred. This can
help reduce the load on the XCF interfaces
and improve the performance of the
distributed TCP connections.
Note that the selected interface to
Stack2 and Stack3 should remain the
default, as IUTSAMEH and HiperSockets
are the preferred interfaces for the routing
stack in this scenario.
Conclusion

z/OS V1R7 includes important new
enhancements to Sysplex Distributor.
If you already use Sysplex Distributor,
consider how these enhancements might
beneﬁt your installation.
If you haven’t used Sysplex Distributor
yet, now is a good time to evaluate the
potential beneﬁts it can bring to your
sysplex environment.
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Got the world on your shoulders?

AT-TLS and CS IPSec can help lighten the load for security administrators
BY LIN OVERBY

As security concerns continue to increase,
more enterprises are deploying network
security protocols, such as IP Security
(IPSec) and Transport Layer Security
(TLS) on z/OS to protect their missioncritical data as it crosses the network.
However, the programming changes
needed to enable applications for

To help you implement these new
functions, z/OS V1R7 includes a new
conﬁguration tool, the Network Security
Conﬁguration Assistant (NSCA). This
tool combines the conﬁguration activities
for AT-TLS and IPSec into a single
administrative task. (See Figure 1)

Application
Transparent
TLS policy

Applications

Policy
Agent

IPSec policy

Sockets

Network Security
Configuration
Assistant

System SSL calls

TCP
TLS
Encrypted

IPSec

IP Networking Layer

IPSec
Encrypted

Network Interfaces

Figure 1 - Policy-driven network security that is transparent to the application

security, and the complexity of security
conﬁguration can increase the cost and
deployment time for network security.
In z/OS V1R7, we add the following
new functions to z/OS Communications
Server to address these issues by
simplifying the requirements for
implementing network security on z/OS:
• Application Transparent Transport
Layer Security (AT-TLS). This function
provides TLS for TCP applications
without requiring application
modiﬁcation for TLS enablement.
• Communications Server IPSec
(CS IPSec). This function provides
an alternative to z/OS Firewall
Technologies for host-based IPSec
and IP ﬁltering.
Both AT-TLS and CS IPSec feature a
policy-based conﬁguration that:
• Requires less deﬁnition
• Uses existing z/OS Communications
Server infrastructure, such as the
policy agent
• Is optimized for host-based security
scenarios.
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What is Application
Transparent TLS?

Traditionally, you
needed to enable your
applications to use
TLS services and
these changes
incurred
programming
costs. For an
application, you
would usually
need to add:
• TLS service
calls
• Dual path
application logic
to support both
TLS and non-TLS
paths
• New conﬁguration for
parameters to control TLS.
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As a result, the traditional TLS model
created more administrative complexity
where each application typically had
a separate, application-speciﬁc TLS
conﬁguration.
In z/OS V1R7, AT-TLS lowers the
cost of TLS on z/OS by transparently
performing TLS in the TCP layer of the
TCP/IP stack. A z/OS application using
AT-TLS can interoperate with any partner
TLS-enabled application (even one that
is not using AT-TLS), because AT-TLS
exchanges standard TLS protocols with the
TLS partner. AT-TLS is available to z/OS
applications using all supported socket
APIs, except the PASCAL API.
Many existing applications need only
basic TLS services and can take advantage
of AT-TLS without requiring application
code changes. Applications that use
advanced TLS functions might require
changes. For example, some applications
need to execute application-deﬁned

negotiations for TLS prior to TLS session
initialization, or might require access to
the TLS partner’s client certiﬁcate.
To support these applications, a new
ioctl service is provided to control and
request information about the TLS session.
Using ioctl, an application can direct

in the application. With AT-TLS the data
is “in the clear,” that is, not encrypted, at
the sockets layer. AT-TLS policy speciﬁes
whether the application data is to be traced
if tracing is active. This action preserves
data conﬁdentiality at the sockets layer
unless otherwise speciﬁed in the policy.

In z/OS V1R7 a new IPSec solution for z/OS,
CS IPSec, is included in z/OS Communications
Server and provides an alternative to z/OS
Firewall Technologies.
AT-TLS to start TLS after a negotiation, or
can request AT-TLS to provide the client
certiﬁcate to the application after TLS
session initialization.
The decision to TLS-protect a
particular TCP connection is based
on an AT-TLS policy. Mapping a TCP
connection to policy is done in the TCP
layer at predeﬁned points. For outbound
connections, the policy is checked by
the TCP/IP stack when the outbound
TCP connect is processed. For inbound
connections initiated from a remote
connection partner, the policy is checked
after the connection is established,
during the process of the ﬁrst inbound
or outbound data transfer. When the
connection is mapped to a policy, the TLS
session initialization is handled based
on the TLS policy action. If the policy
indicates that the TLS session should be
controlled by the application, the TLS
session initialization is deferred until the
application issues a new ioctl to requesting
TLS. Otherwise, the TLS session is started
when the connection is mapped to a policy.
Although AT-TLS is implemented in
the TCP/IP stack, the security endpoint
afﬁnity is with the application as though
the application were enabled with
traditional TLS. For example, the keyring
that contains the digital certiﬁcate that
represents an application during TLS
authentication must be accessed under the
correct user identity. Before accessing the
keyring, AT-TLS replicates the application’s
security environment including the user
identity of the application at the time that
the policy is mapped. This action ensures
that only authorized users can authenticate
using the certiﬁcate. Additionally,
application data secured with traditional
TLS is not visible in data traces at the
socket layer because the data is encrypted

What is CS IPSec?

Because IPSec is implemented in the
TCP/IP stack at the IP layer, application
enablement cost is not an issue. However,
IPSec can be a more complex protocol
than TLS to administer because IPSec
supports more conﬁguration scenarios than
TLS. While TLS provides exclusively endto-end security, IPSec supports end-to-end
security or can be used to secure portions
of the data path.
The trend for IPSec deployment on
z/OS is moving toward host-to-host
security. Another prevalent scenario is
host-to-branch ofﬁce gateway protection.
Both of these scenarios are depicted in
Figure 2.
In z/OS V1R7 a new IPSec solution
for z/OS, CS IPSec, is included in z/OS
Communications Server and provides an
alternative to z/OS Firewall Technologies
for IP packet ﬁltering, IPSec, and Internet
Key Exchange (IKE) functions.

CS IPSec provides a simpliﬁed supporting
infrastructure, reduced deﬁnition, and
improved diagnostic and event messages.
Packet ﬁltering controls which packets
are permitted to enter or leave the
system. IPSec provides cryptographic
network security services at the IP layer
for packets that enter or leave the system.
The information necessary to protect a
packet with IPSec, such as encryption
key, is maintained in an IPSec security
association (SA). An SA can be conﬁgured
manually, or created dynamically using the
Internet Key Exchange (IKE) protocol.
The simpliﬁed infrastructure of CS
IPSec uses existing z/OS Communications
Server services such as the policy agent
and the trafﬁc regulation management
daemon (TRMD), and eliminates the
need for specialized Firewall Technologies
daemons. A new default set of ﬁlters
deﬁned in the TCP proﬁle provides
granular control of a restricted set of
permitted trafﬁc before the policy agent
loads the IPSec policy. If, after the policy
is loaded, it is suspected that the system
is under attack, the default ﬁlters can be
quickly reloaded to more tightly control
trafﬁc entering or leaving the system. The
CS IPSec “wildcarding” function removes
a Firewall Technologies conﬁguration
requirement to deﬁne each remote IKE
peer.
CS IPSec provides new capabilities
to interoperate with Network Address
Translation (NAT) devices. NAT reduces
the number of public IP addresses that are
needed and also “hides” internal addresses
from the public. Performed at a network

Host-to-Host: End-to-End Security Association
z/OS
Internet/
intranet

H1

Legend
Data endpoint

H2

Security endpoint

Connection

IPSec SA

Host-to-gateway: Protect segment of data path
z/OS

H1

intranet

Connection

G1

Internet/
intranet

G2

intranet

H2

IPSec SA

Figure 2 - z/OS host-based IPSec conﬁguration scenarios
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boundary, NAT accomplishes this function
by translating IP addresses in packet
headers.
Historically, NAT and IPSec have
been incompatible. CS IPSec supports new
Internet Engineering Task Force (IETF)
standards that allow data that is protected
by IPSec with an SA endpoint on z/OS
to traverse a NAT device. NAT traversal
support is provided for the z/OS
host-to-host and z/OS host-to-gateway
scenarios.
Network security policy

AT-TLS and CS IPSec are both conﬁgured
with a network security policy, which
deﬁnes the trafﬁc to be protected and its
security requirements. Separate policy
ﬁles exist for CS IPSec and AT-TLS. The
z/OS Communications Server policy agent
application reads the policy deﬁnitions
from the network security policy ﬁles and
installs the policy in the TCP/IP stack.
Policies consist of a set of policy rules.
A policy rule refers to a policy condition
and policy action. The policy condition
deﬁnes conditions that must be met to
execute the policy action. The policy action
deﬁnes actions to be performed when the
policy condition is met.
Both AT-TLS and IPSec policy
conditions control the selection of trafﬁc

to protect and include resource type
attributes, such as source and destination
IP addresses, ports, and protocol.
AT-TLS also allows resource type
conditions associated with the application
running on z/OS, such as jobname and
user identity. AT-TLS and IPSec policy
actions specify whether network security is
required, and the security levels to apply
such as:
• Encryption algorithms
• Data authentication algorithms
• Security endpoint authentication
requirements.
IPSec policy also allows speciﬁcation
of a permit or a deny IP packet ﬁltering
action.
Network Security Conﬁguration
Assistant

To conﬁgure the policy, you can either
use the new NSCA tool or you can
directly edit the policy ﬁles. The NSCA
is a downloadable policy conﬁguration
tool that runs on a workstation. The
tool allows policy administration to be
performed at a higher level of abstraction
than is possible in the individual policy ﬁle
statements. With the tool, you are able to
focus on what trafﬁc to protect and how
to protect it. There is less focus on low-

level conﬁguration details, although these
controls are available on expert panels.
The tool provides wizards and dialogs to
guide you through a top-down approach
to conﬁguration. A navigational tree that
supports a bottoms-up approach allows an
experienced administrator to bypass wizard
screens. The NSCA generates separate
policy ﬁles for CS IPSec and
AT-TLS which are then transferred to a
z/OS system.
Summary

Both AT-TLS and CS IPSec help
to minimize application enablement
requirements for network security.
The functions are policy driven for
consistent, system-wide enforcement of
security policies. The Network Security
Conﬁguration Assistant tool, which
can conﬁgure AT-TLS and CS IPSec
policy as a single administrative task,
provides a simpliﬁed user interface to the
administrator. This integrated security
functionality provides a simple packet
screening function with IP ﬁltering and
enables the creation of a network security
infrastructure based on pure AT-TLS,
IPSec, or a mix of AT-TLS and IPSec.
For more information, see z/OS
Communications Server IP Conﬁguration
Guide, SC31-8775.

Got security?
Welcome to the future; where everything is secret! Your password, your communications, even your identity
are concealed from bystanders. This is all made possible with the latest OpenSSH technology now available
for your remote host data connections. Secure your inbound and outbound network trafﬁc, meaning your passwords,
session data, and ﬁle transfers…those eavesdroppers will have nothing on you!
It’s true! The illustrious OpenSSH package has been ported and can now be implemented on z/OS V1R4 and up. Using
the Rivest-Shamir-Adleman (RSA) algorithm, digital signature algorithm (DSA), Advanced Encryption Standard (AES),
Triple Data Encryption Standard (3DES), and Blowﬁsh cipher, all your network trafﬁc can be secured. Port forwarding will
even allow you to encrypt other protocols in addition to the obvious SSH protocol. Protect yourself from malicious network
attacks, eavesdroppers and connection seizures.
You can enhance your security, why wait? Hurry before those eavesdroppers ﬁnd you!
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Livin’ large! Better network performance with z/OS

Communications Server and OSA-Express2
BY TOM MOORE, DAN PATEL, AND JERRY STEVENS

With the help of zSeries hardware
features such as OSA-Express, z/OS
Communications Server provides your
business applications with access to the
networking world. Now, with
OSA-Express2 and large send support in
z/OS V1R6, you might see performance
gains for your network applications
through the reduction of CPU cycles.
This article provides an overview of
OSA-Express2 and the new large send
function, which can help to improve
application transaction rates and drive
down CPU utilization.
By the way, OSA-Express2 offers a
number of other enhancements, such as
10 gigabits per second (Gbps) Ethernet and
support for:
• Layer 2
• 640 TCP/IP
• Concurrent LIC updates.
This article focuses on the large send
function, but we encourage you to ﬁnd
out more about these other
enhancements.

Breaking up is hard to do

Lending TCP a hand

Before we talk about large send, let’s
talk about large messages. When a z/OS
application sends large messages into the
network, the TCP/IP stack must break up
the messages into smaller segments, based
on installation standards for maximum
segment size (MSS). To each message
segment, TCP/IP adds the appropriate
protocol headers to form datagrams (or
packets). A datagram is also subject to
maximum lengths referred to as the
maximum transmission unit (MTU) size.
For most Ethernet networks, the typical
MTU size is either 1492 or 1500 bytes, but
in many cases, it is smaller.
As you might expect, segmenting large
messages into smaller datagrams or packets
in preparation for network transmission
can be very CPU intensive. That’s where
OSA-Express2 steps in to help. As with
TCP functions that were ofﬂoaded to
OSA in the past, message segmentation
represents another important step toward
network optimization.

Large send function is also known as
TCP/IP segmentation ofﬂoad. This longer
name might give you an idea of how
OSA-Express2 extends the ofﬂoading
concept of previous generations of OSA.
Large send is designed to improve
performance by ofﬂoading TCP outbound
segmentation processing of large messages
(up to 56K bytes) from the z/OS host to
OSA-Express2 through a more efﬁcient
memory transfer (direct memory access).
This technique can help reduce host
processor utilization, returning CPU cycles
for application use and increase network
efﬁciencies.
Some good candidates for large send
include application workloads that generate
large bursts of outbound data, such as File
Transfer Protocol (FTP). These workloads
are often referred to as “streaming” or
“bulk data workloads,” or a “binary get.”

Some history

As you might know, the TCP/IP
stack in Communications Server
is integrated with the ﬁrmware
in OSA-Express. Over the years,
this integration and the queued
direct input/output (QDIO)
architecture has allowed the
TCP/IP stack to ofﬂoad some of
its network processing to OSA.
In past releases, TCP functions
such as address resolution packets
(ARP), Checksum, and virtual
LAN (VLAN) ﬁltering have been
ofﬂoaded to OSA. Each time
a TCP function is ofﬂoaded to
OSA, CPU cycle consumption
can be reduced, which in turn
allows more processing cycles
to be made available for other
application tasks.
With the introduction of
OSA-Express2 in January 2005,
OSA can further improve network
performance by taking advantage
of another type of “ofﬂoading”
function called large send.
August 2005
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Figure 1 - Large send messages going to OSA in 64K pieces without TCP segmentation

Figure 1 shows the transfer of large
messages to OSA-Express2.
Prerequisites

To use the large send function in
OSA-Express2, you must have the
prerequisite hardware and software. For
hardware, you must have OSA-Express2
installed and conﬁgured in QDIO (OSD)
mode, with one of the following
OSA-Express2 features at Licensed
Internal Code (LIC) level 0.13 or later:
• OSA-Express Gigabit SX (#3365)
• OSA-Express Gigabit LX (#3364)
• OSA-Express 10 Gigabit LR (#3368).
Large send is available for the IBM
eServer zSeries 890 and 990 servers, and
for IBM’s newest mainframe, the
IBM System z9™ 109.
For software, you must have z/OS V1R6
or later installed, with the following PTFs:
• VTAM® APAR OA11148
• TCP/IP APAR PK02490.
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required to enable large send. When the
TCP/IP stack detects a workload that can
beneﬁt from large send, the enablement is
automatic and dynamic.

Large send support applies only to
TCP/IP IPv4 trafﬁc. There is no support
for other protocols such as IPv6, ICMP, or
UDP.

Although you might see an improvement
in throughput in some case, the main
focus of large send is on reducing CPU
utilization. The actual amount of savings
you might realize is dependent on several
variables, but primarily it depends on the
types of workloads that are associated
with your systems. z/OS systems with a
high percentage of streaming workloads
(such as ﬁle transfers) should beneﬁt the
most. By the way, when large send is used,
checksum ofﬂoad is also occurring.
The beneﬁts of the large send function
are best when the TCP connection is
not overly restricted by TCP Send buffer
space on the z/OS (sending) side, or by
TCP Receive buffer space on the remote
(receiving) side.
To help you get the most out of the
large send function, here are some tuning
tips.
Tuning TCP Buffer Space for FTP
workloads
The FTP server and FTP client
included in Communications Server will
automatically conﬁgure TCP Send and
Receive buffer space to make use of the
large send function. You do not need to do
any additional tuning for FTP workloads
on the z/OS side.
If the remote node is not z/OS, you
should ensure that it has at least 180KB of

As with TCP functions that were
ofﬂoaded to OSA in the past,
message segmentation represents
another important step toward
network optimization.
TCP Receive space available for the
Enabling large send

If your system meets the hardware and
software requirements, all you need
to have is a workload that generates
large bursts of outbound data. No extra
conﬁguration tasks for hardware (OSA)
or software (Communications Server) are
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connection. For example, if the remote
node is an AIX® system, you could turn on
rfc1323 (window scaling) and set a
tcp_recvspace of at least 180KB
through the commands no -o rfc1323=1
and no –o tcp_recvspace=184320.

Tuning TCP buffer space for non-FTP
workloads
Generally, applications that move large
amounts of data provide their own
controls for conﬁguring TCP Send and
Receive buffer space, for example, by
specifying buffer space as a value on
the SO_SNDBUF and SO_RCVBUF
SetSockOpt calls. For an application
that provides such controls, we suggest
setting buffer space to at least 184320
(180KB) to allow enough data streaming.
If a bulk-data application does not
provide such conﬁguration controls (and
is not otherwise locking in a ﬁxed value
through SetSockOpt), the application
is using system defaults for TCP Send and
Receive buffer space. You can increase
these defaults for Communications Server
through the TCPSENDBfrsize and
TCPRCVBufrsize keywords on the
TCPCONFIG statement in the TCP/IP
proﬁle data set.
Keeping track

There are a number of ways to check
the usage of large send on your system,
including:
• CPU utilization
• Netstat command
• IBM MVS TCP/IP SNMP MIB ﬂag bit
• TCP/IP packet trace
• IPCS and VTAM tuning statistics.
These methods are described as follows.
CPU utilization
The most important measurement is CPU
utilization for a given transaction (such as
ﬁle transfer) — with and without large send
enabled. Ideally, you can compare a given
workload over OSA-Express to
OSA-Express2 measuring CPU activity
through tools such as RMF.

Netstat command
To determine whether large send
is available on your system for a
speciﬁc OSA-Express2 port, use the
netstat DEVLINKS or netstat –d
command. In this example, we see that
segmentation ofﬂoad is enabled for device
“OSAQDIO4”:

What to expect

By now, you are probably wondering how
much savings you might achieve. As with
any performance related enhancements or
features, the amount of savings might vary
on each system. In our test environment,
the hardware conﬁguration consisted of a
z990 (2084-332) and Linux workstations.

DevName: OSAQDIO4
DevType: MPCIPA
DevStatus: Ready
CfgRouter: Non ActRouter: Non
LnkName: OSAQDIOLINK
LnkType: IPAQENET
LnkStatus: Ready
NetNum: 0
QueSize: 0
Speed: 0000000100
BytesIn: 11476
BytesOut: 6707
IpBroadcastCapability: No
ArpOfﬂoad: Yes
ArpOfﬂoadInfo: Yes
ActMtu: 1492
VLANid: 1260
VLANpriority: Enabled
ReadStorage: GLOBAL (8064K)
InbPerf: Balanced
ChecksumOfﬂoad: Yes
SegmentationOfﬂoad: Yes
BSD Routing Parameters:
.
.
.

SNMP MIB object ﬂag bit
The IBM MVS TCP/IP Enterprise-speciﬁc
MIB module provides the ibmMvslfFlag
MIB object. To indicate that large send is
enabled, the ibmMvslfFlag MIB object now
contains the tcpSegOfﬂoadEnabled(6) bit
(0x02). Flag ibmMvslfFlag.7 = ‘aa’h, where
bit 0x02 is on indicates that large send is
enabled.
TCP/IP packet trace
In z/OS V1R6, the TCP/IP packet
trace function indicates when a segment
is ofﬂoaded and reﬂects the number
of resulting packets along with the
corresponding sequence numbers. The
session report also indicates when segments
are ofﬂoaded. Using the data segment stats
allows you to see the frequency and size of
segmentation ofﬂoad.
IPCS and VTAM statistics
Both IPCS (TCPIPCS Counters –
Segmentation Ofﬂoad) and VTAM tuning
stats (packet count) reﬂect large send
activity.

To evaluate the performance of the
large send function, we used Application
Workload Modeler (AWM) to simulate both
interactive and streaming workloads. To
evaluate ﬁle transfer workloads, we used
the FTP server in Communications Server.
Using FTP, we were able to achieve up
to a 23% CPU savings for a binary get.
AWM outbound streaming workload has
shown as much as a 40% CPU savings.
Find out more

A complete summary of OSA-Express2
performance characteristics is available on
request. Contact your IBM representative.
For information about the performance
test, see z/OS V1R6 Communication
Server Large Send PTF Performance
Summary Report, which is available at the
following Web page:
ibm.com/support/docview.wss?rs=852&
uid=swg27006052.
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Mirror, mirror, on the wall!
The changing face of SCLM

BY NEIL BLOOMFIELD, RICHARD MAKOWIECKI, AND GRANT SUTHERLAND

Over the years your organization has
invested a lot of IT dollars in developing
and deploying its portfolio of z/OS-based
applications. You probably have a huge
library of traditional z/OS application
assets, such as hundreds or thousands
of COBOL programs in your online
transaction systems. The applications that
you have developed are mission-critical
and central to your business — and they
work. You are familiar and comfortable
with the safety and security of the zSeries
platform and the rich set of development
tools you use. After all these years, you
ﬁnally have your development under
control. But you have a dilemma. You want
to protect this investment - yet you need to
modernize, incorporating new technologies
in order to remain competitive.
Managing and modernizing your
application infrastructure

So how do you manage the process of
modernization and the resulting new
application components? When you
modernize, you often end up with a set
of “mixed” applications - including both
traditional objects as well as Java, HTML,
and others that you need to manage.
You’ve heard about SCLM (Software
Conﬁguration and Library Manager).
You know it’s an industry-standard
z/OS-based software conﬁguration
management system. You might even be
using it today, just like the developers
of ISPF, SCLM, File Manager, and
numerous other IBM products. But as
anyone familiar with SCLM knows, there
are limitations. For example, although
it’s always been great for protecting
your COBOL and PL/I source code, the
limitations imposed by 8-character PDS
member names means it just didn’t cut it
when it came to Java code, GIFs, HTML,
or any of the other types of objects that
you might be using to modernize your
COBOL or PL/I applications.

products that let your developers and
administrators invoke the power of SCLM
from their Eclipse IDEs. The availability
of these products means that developers
will be able to create, populate, and
administer SCLM projects from an IDE
interface. From the same interface, you
can use one central repository to store,
manage, build, and deploy your Java
and J2EE applications as well as your
COBOL applications. These products can
operate independently or as part of the
IBM Rational® Application Developer for
WebSphere development suite, installing as
plug-ins into existing IBM products such
as IBM Rational Application Developer for
WebSphere Software or IBM WebSphere
Developer for zSeries.
So, what features of these products
make them signiﬁcant?
SCLM Suite Administrator
Workbench

The focus of SCLM Suite Administrator
Workbench is to speed up management
and administrative tasks. It does this by
automating many of the tasks that an
administrator would perform, and by
providing wizards, which cut down the
amount of data entry. For example, when
you create a project through the SCLM
Suite Administrator Workbench, if you

don’t specify a project parameter, SCLM
Suite Administrator Workbench calculates
a value on the basis of other parameters
set elsewhere during set-up. This means
that the project is set up with fewer errors
in less time.
When you migrate projects into SCLM,
several content-sensitive wizards help you
with tasks such as migrating artifacts into
an existing project or creating language
deﬁnitions and make administering your
projects easier.
Using the GUI
In addition to providing an easy-to-use
ISPF interface, SCLM Suite Administrator
Workbench also provides a workstationbased GUI. See Figure 1. The GUI is able

Changes for the better!

Well, things have changed. The traditional
3270 interface to SCLM now has company
- an Eclipse-based Integrated Development
Environment (IDE) interface. IBM SCLM
Suite Administrator Workbench and
IBM SCLM Developer Toolkit are two
46
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Figure 1 - Graphically deﬁning the project structure
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to harness standard graphical metaphors,
so the interface is intuitive and easy to
follow, again making your projects easier
to administer. For example, imagine that
you have created a new project group and
you want to position it in the hierarchy.
Using the GUI, you drag the group into
position in the hierarchy, right click the
lower group, and then right click the upper
group. This establishes the link between
two groups, and maintains the hierarchical
structure.
The information required for a project
is provided in the tabs that are listed at the
bottom of the screen. Each tab is labeled
according to its function. To provide all
the information, you can work through
the tabs, moving from left to right. Or if
you want to change some information for
an existing project you can click on the
relevant tab.
When you have entered all the
parameters for a project, you can build
the project within the SCLM Suite
Administrator Workbench.
Creating or editing language
deﬁnitions
To create a new language deﬁnition or edit
an existing language, use the Language
Deﬁnition Wizard, which guides you
through the available parameters to create
a customized language deﬁnition with little
effort.
The translator parameters available in
SCLM are labeled in the panels of the
SCLM Suite Administrator Workbench
so you know how each parameter will
be generated in the language deﬁnition.
Fields are content-sensitive, and conﬂicting
parameters are ﬂagged for correction
before you can continue.
The SCLM Suite Administrator
Workbench helps you tackle productivity
issues from the perspective of managing
SCLM-based development projects. Now
you can attack productivity issues that
result from having to develop code on
multiple platforms with different rules
and restrictions, and instead replace this
with one framework with consistent rules
throughout.
SCLM Developer Toolkit

The SCLM Developer Toolkit combines
the functional richness of the Eclipsebased IDE and the proven integrity and
dependability of SCLM to give application
developers a ﬂexible, powerful and reliable
environment for rapidly and securely

developing z/OS applications on demand.
SCLM is a popular and robust SCM
that is used extensively for z/OS-based
application development. Unfortunately,
because of limitations in z/OS ﬁle system
naming conventions and SCLM’s lack
of support for hierarchical ﬁle systems,
SCLM’s support for non-traditional
programming languages such as Java
has been limited. As a result, it has been
a problem for application developers
who use SCLM to take advantage of
the non-traditional z/OS application
programming languages to modernize
their z/OS applications. With its integrated
support for storing long name ﬁles into
SCLM, the SCLM Developer Toolkit lets
your developers, including Java/J2EE
developers, code, test, build and deploy
their applications using a common
Eclipse-based IDE. All application data
is stored securely on z/OS in SCLM.
For application developers with little
or no exposure to the z/OS development
environment, learning how to develop
z/OS applications can take a long time.
A tool that reduces that learning period
can signiﬁcantly improve developer
productivity. By removing the reliance on
3270 system access, you can concentrate
your development activities on the rapidly
expanding set of Eclipse IDE-based tools,
and your developers only have to use a

to learn some of the nuances associated
with SCLM to effectively drive the SCM
services for their development projects.
Features and services such as “check
in” and “check out” are universal SCM
functions. SCLM Developer Toolkit delivers
these and all other SCLM and SCM
services, including project synchronization,
ﬁle comparison, and version control,
in an Eclipse SCM consistent manner.
This means your developers can exploit
the IDE services that currently exist for
their Eclipse projects while using SCLM
services for source management.
While the SCLM Developer Toolkit
provides Java/J2EE developers with a
transparent IDE-based interface to SCLM,
it also provides access to other SCLM
projects by means of the SCLM
Explorer/Developer View. This view
provides a remote portal to SCLM that
developers can use to access SCLM
artifacts and services from the Eclipse
IDE. This consolidation of access and
services around a single platform enhances
the usability of SCLM for a wide range of
developers and languages.
The SCLM Developer Toolkit allows
application developers to store source code
in any language into SCLM. Consequently,
the SCLM Developer Toolkit architecture
is able to extend the level of language
support that SCLM can provide through

Figure 2 - Choosing your SCM

single development environment. See
Figure 2.
The SCLM services are provided in
SCLM Developer Toolkit through the
Eclipse standard Team-based actions.
Current Eclipse SCM users only need

the addition of SCLM build translators. As
Eclipse tools are added to the development
environment then the SCLM Developer
Toolkit will move to support those features.
Consolidation around this open-source
tool using the power of a proven (and
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developing) mainframe application
environment realizes a powerful
development scenario. As the tools grow,
so will the functionality of the SCLM
Developer Toolkit. For example, the build
services provided with SCLM Developer
Toolkit use Ant, the Java-based Make tool,
as the principal build tool for Java/J2EE
components. Using Ant allows you to
customize the build process with increased
ﬂexibility. Developers can either generate
build scripts or they can modify “skeleton”
scripts to drive the appropriate build
behaviors for their SCLM projects.
Consolidation is the answer

IBM has adopted the Eclipse framework
as the basis for its suite of development
tools. The IBM SCLM Developer Toolkit
and IBM SCLM Suite Administrator
Workbench leverage this base for the
modernization of existing COBOL and
PL/I applications using SCLM. These
two products can operate independently
or in conjunction with other IBM
application and Web development tools.
They enable the consolidation of source
code development upon a proven software
conﬁguration management system, SCLM.
So, you ask, can I manage my
modernized (‘mixed’) applications using
a common set of development tools?
Can I further leverage my investment in
mainframe technologies? Can I expand the
scope of software tools and languages as
they are developed? The answer is “yes,”
so why not take a look at the new look of
SCLM?

•

We’ve got the look!

z/OS product information
BY SANDY SHERRILL

In the last 40 years or so,
IBM product information has
undergone several major phases
of innovation in its evolution.
Hardcopy books held the longest
tenure. Innovation isn’t very easy
with hardcopy, which is already
pretty mature as a “technology.”
With the advent of BookManager®,
IBM moved information into an
online format. In the years that
followed, the term online came
to include BookManager, Adobe
Portable Document Format
(PDF), integrated help systems,
and Web-based information.
The 21st century brought with
it the rise of Eclipse, an
open-source software
development environment that
has enabled several z/OS-based
products to move their product
information into new territory. This article
introduces the new face of several
z/OS-based product libraries, which we
call information centers!
What is an information
center?

Simply stated, an
information center is a repository of
information that you can access from a
Web browser. The information can be
hosted on an external server, or it can be
accessed from a product’s graphical user
interface. Through the Eclipse framework,
IBM now delivers product information in
the form of XHTML plug-ins, and these
allow us to combine the information
from multiple products within a single
information center.
In 2004, the IBM User Technology
teams for several z/OS-based products
delivered DB2 Information Management
Software Information Center for z/OS
Solutions, which is hosted at: publib.
boulder.ibm.com/infocenter/dzichelp/
index.jsp.

This information center includes product
information for:
• IMS Version 8 and IMS Version 9
• DB2 UDB for z/OS Version 8
• DB2 QMF™ for z/OS Version 8
• Many tools for IMS and DB2.
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Simplicity,
ease of-use,
and more!

Eclipse-based
information centers
offer consolidated
product information,
but can also include
IBM Redbooks, white papers, product
newsletters, program directories, and more.
Eclipse includes a search engine to allow
you to search across these information
deliverables to ﬁnd just the information
you’re looking for. You can even use a
Google™ search!
Future experts of z/OS can help grow
their skills by making use of everything
the IBM information centers have to offer.
With PDF ﬁles included, links to product
roadmaps, links to examples Web sites,
and more, DB2 Information Management
Software Information Center for z/OS
Solutions puts product information for
IMS, DB2 UDB for z/OS, DB2 QMF for
z/OS, and tools for IMS and DB2 at your
ﬁngertips!

•

The search is on!
Searchable PDF
BY SHIRLEY SWENSON

Do you believe it? Finally…you can search
Adobe Portable Document Format (PDF)
ﬁles. By popular request, we will begin
providing fully searchable PDFs with z/OS
V1R7 in September 2005, as a prototype
of the ﬁnal phase of the extended shelf
rollout.
Remember…ﬁrst we introduced library
groupings of PDFs in PDF extended
shelves with z/OS V1R4 in October 2003,
providing the ability to access and manage
PDFs similar to BookManager BOOKs,
but the extended shelves could not be
searched. Then, in March 2004, Library
Server and Softcopy Reader 3.3 supported
mixed PDF and BookManager ﬁles in an
extended shelf, enabling BOOKs and PDFs
with corresponding BOOKs to be searched.
Now, for z/OS V1R7, we are beginning to
introduce full search of individual PDF
ﬁles and the ability to search all extended
shelves, even those having only PDFs.
z/OS V1R7 prototype

Though most users prefer PDFs instead
of BookManager for printed copies, many
users continue to use BookManager
BOOKs because of their search capability.
Now, z/OS V1R7 PDFs have the qualities
of a high function BookManager search,
as well as the print ﬁdelity that PDFs
are known for. We’ve included indexes in

individual PDF ﬁles and built library-wide
indexes for shelves of z/OS V1R7 PDFs.
This will help you wade through our large
library and access information faster.
In the future, we plan to index more
and more IBM PDFs, and other companies
can also provide indexed PDFs. Wouldn’t
it be great if a single format met all your
needs for softcopy information?
PDF index support, which is beginning
with the z/OS V1R7 library and the z/OS
Library Center, will help bridge the gap
between the BookManager and PDF ﬁle
formats. You can search the content of
individual z/OS V1R7 PDFs and receive
weighted (not only sequential) search
results. Using the shelf index, you can
also search across the content of indexed
PDFs in a z/OS V1R7 extended shelf and
perform a library-wide search.
Updated tools and deliverables

A PDF indexing utility and PDF search
support in IBM Library Server ships
at no additional cost in z/OS V1R7 on
September 30, 2005. Any Web site that
can access the z/OS V1R7 Library Server
can exploit the new PDF search functions.
PDF searching will also be integrated into
IBM Softcopy Reader for Windows by 2006
or sooner.

IBM will provide a plug-in, at no
additional cost, for the Windows version of
the Adobe Reader standalone and browser
clients for searching the newly indexed
PDFs. When available, the plug-in can be
downloaded from: ibm.com/software/
applications/ofﬁce/bkmgr.
We like to hear from you

We like hearing from you, so send us
any comments or feedback you have
on this PDF indexing support:
mhvrcfs@us.ibm.com.
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Filling Big Blue’s shoes

Finding ways to motivate students towards the mainframe
BY DON RESNIK AND MIKE TODD

How do you motivate students to learn
about mainframes and z/OS? How do
you convince future IT specialists and
programmers that z/OS can lead them to
rewarding careers? How do you encourage
a new generation to ﬁll Big Blue’s shoes?
The IBM Academic Initiative, of
course! It’s busting out at the seams with
innovation. The IBM Academic Initiative
is serious about ﬁnding new ways to reach
out to students, and show them that big
opportunities come in big boxes.
What’s been happening?

Since last fall, the University Programs
have been ratcheted up a few notches.
That’s when the Scholars zSeries program
joined forces with the IBM Academic
Initiative, the umbrella program for all
IBM brands and products. The IBM
Academic Initiative is reaching out
to hundreds of schools to drive Open
Standards, Open Source, and IBM
products and programs into schools’
curriculums.
The Scholars zSeries program is
leveraging the strengths of IBM’s Academic
Initiative. Mainframe experts are enrolling
in a University Ambassador Program
to represent zSeries in schools of their
choice. As experts and promoters of all
things mainframe, these ambassadors are
carrying and spreading the message of
“Large Systems Thinking.”

What about the students?

But what good is a program without
students? As the current generation of
mainframe programmers and operators
gradually reaches retirement age, what
could we do to ensure that a new
generation of talented people will be there
to carry the torch? What’s happened
in the fourth quarter of 2004 is that
programmers, designers, and other
mainframe experts from Poughkeepsie,
home of z/OS development, started talking
about how to reach out to students,
how to motivate them to pursue careers
centered on the mainframe and bridge the
mainframe skill gap.
The answer became clear. The IBM
Academic Initiative program, already
making progress in showing faculty the
need for mainframe education, now needed
to grab students’ attention directly.
To accomplish this, the program
decided to tap into the ideas of people who
had recently chosen to begin their careers
on the mainframe, as well as computer
science students who had shown interest
in Big Iron. These folks had already been

“. . . if you want to motivate students,
–you better let their generation do the
innovating . . . ”

Spreading the message

The Academic Initiative provides the
recruiting materials that the University
Ambassadors need to represent zSeries
when they visit schools. A key message that
these zSeries ambassadors will spread to
school faculty is the concept of teaching
“Large Systems Thinking,” which includes
all education that students require to
enter the growing job market for the
most complete mainframe hardware and
software in the world. This includes:
• Open Source (Linux on zSeries)
• Other robust operating systems
(z/OS, z/VM)
• Middleware products (CICS, DB2, IMS)
• Web services (WebSphere)
• Systems Management (Tivoli) as well as
the Big Iron that drives them.
50
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convinced about the beneﬁts of working
on mainframes; the task at hand was to
harness their energy to bring other young
talent to the platform.
That’s when the IBM Academic
Initiative left no stone unturned to ﬁnd
enthusiastic individuals who were willing
to share their ideas on how to attract
university students to the mainframe.
As Don Resnik, Scholars Program
Manager, explains:
“Our seasoned mainframe talent is
great, but if you want to motivate students
and a new generation of mainframers,
you better let their generation do the
innovating, and get out of their way.”
At the beginning of this year, a bright,
ambitious group of volunteers (each

z/OS HOT TOPICS Newsletter, Issue 13

nominated by a senior member of their
team) was asked to meet for the ﬁrst time.
The far-and-wide searching had been
successful in turning up quite a diverse
set of skills. Its 12 members included an
IBM CICS software support programmer
from the UK, recently-hired system
programmers from Aetna and the Bank
of Montreal, new generation IBMers from
the Poughkeepsie labs, and students from
Marist College and Clarkson University — a
dynamic dozen whose marching orders
were to ﬁnd ways to reach out to students
with the mainframe message and identify
ways to motivate students toward the
mainframe.
The team ﬁrst met in late January, and
continues to meet weekly. The results from

all their brainstorming are beginning to
take shape in some interesting ways. Most
of us in the technical arena have worked
on teams and understand the difﬁculties
of teamwork, location, schedules, and
that point in the project when everyone
wonders, “Is it worth it? Where are we
going with this?”
Maybe it’s a testament to their youngat-heart enthusiasm, but this team hasn’t
shown any signs of that fatigue, and all
its members are committed to reaching
students with the mainframe message.
They have pulled in numerous guest
experts in an effort to understand
similar initiatives that have taken
place in the past, and how those
ideas can be improved upon now.
There’s also some really cool
stuff on the horizon – for instance,
how about a Mainframe Contest
for Students, and a Mainframe
WebForum for students and new hires?
The team is already working with
promotion boards, rules committees,
and IBM Legal to run the contest and
have plans to use a live z/OS system
so students themselves can tap into
mainframe know-how and experience.
The Mainframe Contest will be set
up to give students a positive experience
in the mainframe environment. The aim
is to create challenges that begin very
simply (for instance, Challenge #1 would
be to log in), ramping up in difﬁculty to
something that may take a few weeks to
complete.

The contest will have:
• Breadth — the ﬁrst few challenges could
be completed by someone with little/no
mainframe experience.
• Depth — the last challenge should be
signiﬁcant enough to warrant the
top three entrants presenting their
achievements to an IBM audience (we’re
hoping to throw in some laptops).
This contest has the
potential to give students
rich insights into
how to view the
mainframe, and
in conjunction
with other
IBM Academic
Initiative
programs, to help
address the skills
shortage as system
programmers reach
retirement age. It’s
a great way for
students to step up
to the challenges of
a rewarding career
in mainframes.
Watch for
updates on the
“Student Mainframe
Challenge” in
future issues of
z/OS Hot Topics
Newsletter.

•

z/OS gets back to basics
Are you new to z/OS systems programming? Have you recently assumed the role of Systems
Programmer or Analyst after transferring from another area in your organization? Or perhaps
you know someone in this position, someone you’ve been asked to mentor?
If so, you might be interested in a new book we’re developing called z/OS Basics. Through a
collaboration of the IBM Academic Initiative, the ITSO, and a member of the z/OS Hot Topics
Newsletter editorial crew, we are creating a beginner’s book for everyone’s favorite
operating system.
It’s a work in progress, but we’d welcome your comments on the current
draft, which is available for review on the z/OS Internet Library Web site:
publibz.boulder.ibm.com/zoslib/pdf/zosbasic.pdf.
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BY KYLE CHARLET AND LAUREN HOERNLEIN

Back in IMS Version 7, we made writing
IMS applications easier by adding support
for Java. Now, with IMS Version 9, we have
added support to help you write, test, and
debug Java applications that can access
IMS data on z/OS — and do all this work
right from your own workstation. You can
then deploy these applications on z/OS
without change.
Let’s explore several enhancements in
IMS Version 9 that are intended to aid you
in application development.
IMS and new applications

Many z/OS installations use IMS to
manage their data. Why? Because IMS
is fast and reliable, and because so many
applications already exist for IMS. But what
about new applications? How would you
quickly and easily develop IMS applications
today?
If you’re like many application
developers, you might not want to do your
developing, testing, and debugging on the
mainframe. Furthermore, you might not
want to use Data Language/I (DL/I), the
IMS data access language. Instead, you
might prefer to write applications that use
the Java Database Connectivity (JDBC)
API. And, you probably want to write
these applications on your workstation
instead of on the mainframe. After all,
the workstation provides access to the
WebSphere series of IDEs, which have
proven to be extremely effective in the
development of new Java applications.
So, while IMS lives happily on z/OS,
the WebSphere development tools are over
there on the workstation.
What you need is a way to not only
write Java applications using WebSphere,
but also connect your applications to IMS
databases and test those applications on a
workstation, as you might
do for non-z/OS systems.
Enter IMS Java
remote database
services

In IMS Version 9,
we built upon earlier
innovations that made
the IMS product so
well integrated. In
IMS Version 9, you can
52
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use the IMS JDBC resource adapter
to connect WebSphere Studio to IMS
through WebSphere Application Server for
z/OS.
To connect the world of IMS and z/OS
to the workstation world, IMS Version 9
provides a number of building blocks, the
keystone being IMS Java remote database
services. This function allows you to
connect directly to an IMS database on
z/OS and test a JDBC application on a
workstation. Afterwards, you can deploy
the application (without modiﬁcation,
of course, because we’re using Java) on
WebSphere Application Server for z/OS or
on another platform.
DL/I: the interface to IMS data

DL/I, the IMS data manipulation
language, is the traditional interface
between application programs and IMS.
Have a look at DL/I and you will notice
that it differs from SQL in that DL/I
assumes a hierarchical database structure,
rather than a relational structure. DL/I
calls are invoked by application programs
written in languages such as PL/I, C, and
COBOL.
The IMS JDBC driver allows you to use
standard SQL calls instead of DL/I. Here,
your SQL queries are converted to DL/I
before they get to IMS. Thus, IMS need
not know or care that you actually used an
SQL query (we’ll take a closer look at this
conversion process later).
DRA: the bridge between IMS and
z/OS

The IMS database resource adapter (DRA)
acts as a bridge (a DRA-bridge!) between
IMS and the rest of the z/OS world. IMS
manages applications that run inside IMS
dependent regions without the DRA, but
if your application must access IMS data
from outside IMS dependent regions, you
need the DRA.
ODBA: the z/OS way to access IMS
data

IMS open database access (ODBA) allows
any address space to access IMS databases.
ODBA is a callable interface built on top
of the DRA. With ODBA, applications
running in WebSphere Application Server
for z/OS use ODBA to access IMS data.
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Bridge anyone?

WebSphere Application Server for
z/OS: the middleman

Because ODBA and DRA allow access
to IMS data only from z/OS, a TCP/IP
endpoint is needed on z/OS to allow
distributed applications to communicate
to IMS. WebSphere Application Server for
z/OS serves as that endpoint. IMS Java
remote database services provide EJBs for
WebSphere on z/OS to act as listeners for
incoming requests.
JDBC resource adapter: making
Java and IMS work

IMS provides a JDBC resource adapter
that is included in the IMS Java class
library. The Java solution for IMS contains
a layered set of middleware class libraries.
The initial layer is simply a thin Java layer
built on top of the DL/I interface to IMS
database resources. At this layer, there
is virtually a one-to-one mapping of the
DL/I calls, which allows a Java application
the same capabilities that are available
to traditional z/OS applications coded in
COBOL and PL/I.
However, this interface presents itself in
the same non-industry-standard manner
as DL/I. To some users, this is fantastic.
To others (including the authors of this
article), it can create a level of obscurity.
Industry standard APIs (like JDBC) are
heavily documented on the Internet and in
various publications. Tutorials and sample
applications are extremely easy to come by.
With DL/I, however, there simply aren’t as
many resources for information gathering.

Let’s move on to the second layer of the
IMS class libraries. Here, we introduce the
concept of object-oriented design. Objects
represent the various data structures that
need to be passed through the DL/I
interface. These objects automatically
construct themselves properly when they
are passed to IMS. The basic database
access methods (get, delete, update, and
insert) are also introduced in this level.
Finally, the capstone of the IMS class
libraries is a JDBC implementation. JDBC
resides at the zenith of standardized Java
database access and presents a standard
API that remains the same regardless of
the database system. For IMS, we added
a JDBC driver that implements the JDBC
API and can access IMS databases.
IMS Java remote database
services: the keystone

IMS Java remote database services bridge
the gap between distributed platforms and
z/OS. This solution provides another JDBC
driver that can make distributed requests
for data that resides in IMS databases on
z/OS. Not only does this technology help
your installation leverage its investment
in z/OS and IMS, it also opens up z/OS
resources to the distributed world and
helps to capitalize on the WebSphere
Studio framework and tooling support.
The architecture is simple. IMS
provides a type-3 JDBC driver that is
capable of making distributed requests
to the z/OS platform. IMS also provides

additional components that reside
on z/OS and are responsible for
listening to these distributed
requests. The components are
stateful session beans that reside
in WebSphere Application Server
for z/OS. IMS uses WebSphere
Application Server for z/OS as
the TCP/IP endpoint on the
mainframe.
Also, with the connection
to WebSphere Application
Server for z/OS, applications
are given a secure connection
to the z/OS platform: SSL over
IIOP. The session beans on the
z/OS platform transfer database
requests to IMS Java class
libraries, to access database and
z/OS resources.
The beauty of using a JDBC
driver is that you can simply
write code to the standard JDBC
API. No special logic is needed
in the application; the IMS
JDBC driver handles all of the network
communication. For this reason, the same
JDBC application can be written to use
either of the JDBC drivers — it’s your choice.
On the workstation side

WebSphere Studio allows you to step
through and debug your application code.
WebSphere Studio provides a test server,
so that you can use the distributed JDBC
resource adapter to connect to and query
actual IMS databases on z/OS.
After testing the application, you have a
choice to make: deploy these applications
on z/OS, or deploy them on another
platform. You must use the appropriate
JDBC resource adapter for IMS (either the
standard z/OS one or the distributed one),
but do not need to change any code.
You could, for example, develop an
application that uses JDBC to access
IMS data through WebSphere Studio and
deploy it on WebSphere Application Server
running on Windows. But what if you
later decide to run the application on z/OS
after all? Not a problem. You just deploy
the application on WebSphere Application
Server for z/OS without change! Aren’t
standards great?
Making it all work

To use IMS Java remote database services,
your installation must get all of the
building blocks working together. This
article is not intended to give you all of the

information you need
to get up and running,
we just wanted to give
you an idea of the
steps involved. For the
details, see the IMS Java
documentation, available
in the DB2 Information
Management
Information Center
for z/OS Solutions
at: publib.boulder.

ibm.com/infocenter/
dzichelp/index.jsp. To ﬁnd out more about

this information center, see Sandy Sherrill’s
article on page 48).
You can also ﬁnd more information at
the IMS JDBC Web site at:
ibm.com/ims/imsjava. This Web site
provides installation veriﬁcation programs
(IVPs) and samples to help you test
your setup before your installation starts
developing applications.
To set up IMS for IMS Java remote
database services, follow these steps:
1. Install the IMS Java FMID.
2. Download and install the IMS Java
remote database services components from
the IMS JDBC Web site.
3. Create the DRA startup table.
4. Create an APPLCTN macro to
deﬁne the PSB names required by the
application.
To set up WebSphere Application Server
for z/OS:
1. Add the ODBA and DRA code to the
WebSphere STEBLIB.
2. Install the IMS JDBC resource adapter.
3. Install the custom service to initialize
the ODBA environment.
4. Install the remote database services
EJBs.
To set-up WebSphere Studio for
WebSphere Application Server on a
non-z/OS platform:
1. Install the distributed JDBC resource
adapter.
2. Install the speciﬁc data source.
A winning combination

With IMS and Java on z/OS, you can take
advantage of the security, speed, and raw
power of z/OS, coupled with the rapid
application development that makes Java
and WebSphere Studio tools so great.
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Oops!
In last issue’s article “Want to (re)start something
with us? Anytime, anywhere!” we described
the latest enhancement to the RRS component,
a new feature called RRS restart anytime/
anywhere. Lest we were unclear, RRS can restart
on a peer system automatically, that is, without
the need for you to shut it down on the failing
system. Also, you need not perform any special
set-up tasks to take advantage of RRS restart
anytime/anywhere. When you install z/OS V1R6
or later, you have it — end of story!

Jerry Stevens is a Senior Software Engineer
in the Enterprise Networking Solutions strategy
and design group for Communications Server
for z/OS. He has over 20 years of software
development and design experience primarily
in networking with his primary focus being
associated with architecture and design of
transport layer interfaces and device drivers.

August 2005

z/OS HOT TOPICS Newsletter Issue 13

55

USERMODs got you down?

Try our new and improved CEEPRMxx parmlib member
BY BARBARA NEUMANN AND JOHN MONTI

Are you tired of those Language
Environment run-time option
USERMODs? Is all that assembler coding
just to change a run-time option getting
you down? Is using SMP/E to change
your installation default run-time options
getting in your way? Then z/OS V1R7
Language Environment is for you!
Introducing the CEEPRMxx
parmlib member!

Set any run-time option that you can
with CEEDOPT, CEECOPT for CICS,
or CELQDOPT for AMODE 64, using
a parmlib member. The CEEPRMxx
member works just like other parmlib
members. You can specify one or more
members using the CEE= keyword in your
active IEASYSxx member. Of course, you
can also specify CEE= as part of your
IPL parameters.
Inside CEEPRMxx supports three
keywords (groups):
1. CEEDOPT – system default options for
non-CICS
2. CEECOPT – system default options for
CICS
3. CELQDOPT – system default options
for AMODE 64.

Each group contains one or more
options with simple PARM= style syntax as
in the following example:
CEEDOPT(ALL31(ON),
STACK(,,ANYWHERE))
You need only specify the options and
sub-options that you want to change. If you
specify an option in CEEPRMxx, it will
override the setting from the USERMOD.
But wait!

If you install z/OS V1R7 now, we will also
include some useful operator commands.
The SET CEE command allows you to
replace the parmlib member or members
currently in use:
SET CEE=xx
That’s not all!

You normally don’t want to replace the
entire CEEPRMxx member; you just
want to update an option or two. Use the
SETCEE command to change individual
options:
SETCEE CEEDOPT,
TERMTHDACT(UADUMP),
STACK(64K)

In addition, if you act now, as an
added bonus, we will throw in the
D CEE command so you can display which
CEEPRMxx members are in use and
display the options set for speciﬁc groups.
D CEE,CEECOPT
What’s that you say? You like the
USERMODs? Well that’s OK too. If you
prefer, you can continue to use them. Or,
you can even use both!
Need more ﬂexibility?

Still not enough ﬂexibility? How about a
DD statement that Language Environment
will read during application initialization?
Well, its here! It’s called CEEOPTS.
The data set associated with the
CEEOPTS DD must be ﬁxed or ﬁxedblock format and can be in-stream,
sequential, a PDS member, or a PDSE
member. This lets you specify more
than 100 characters of run-time options
at program invocation time. Also, the
CEEOPTS DD allows you to specify
Language Environment run-time options
when the ﬁrst program is not Language
Environment enabled. Just as with
CEEPRMxx, you specify only the options
and sub-options that you want to change in
simple PARM= style syntax. For maximum
ﬂexibility, these options are processed just
before the invocation command options are
processed,
Want to know more?

To learn more about the CEEPRMxx and
CEEOPTS DD, see z/OS V1R7 Language
Environment Customization, SA22-7564,
z/OS V1R7 Language Environment
Programming Guide, SA22-7561, and
z/OS V1R7 Language Environment
Programming Reference, SA22-7562 for
all the details.
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